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Abstract 
With the prevalence of mobile data visualizations, there have been 
growing concerns about their privacy risks, especially shoulder 
surfing attacks. Inspired by prior research on visual illusion, we 
propose BAIT, a novel approach to automatically generate privacy-
preserving visualizations by stacking a decoy visualization over 
a given visualization. It allows visualization owners at proximity 
to clearly discern the original visualization and makes shoulder 
surfers at a distance be misled by the decoy visualization, by adjust-
ing different visual channels of a decoy visualization (e.g., shape, 
position, tilt, size, color and spatial frequency). We explicitly model 
human perception effect at different viewing distances to optimize 
the decoy visualization design. Privacy-preserving examples and 
two in-depth user studies demonstrate the effectiveness of BAIT in 
both controlled lab study and real-world scenarios. 

CCS Concepts 
• Security and privacy → Privacy protections; • Human-
centered computing → Visualization; Mobile computing. 
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1 Introduction 
With the wide usage of mobile devices like smartphones and tablets, 
it has become increasingly prevalent for people to access data vi-
sualizations on mobile devices. The visualizations displayed on 
such mobile devices are often called mobile data visualizations [53]. 
Given that mobile devices can be used anytime and anywhere, 
one of the most common threats to mobile data visualization is 
“shoulder surfing attacks” [1], where the unauthorized third parties 
nearby, i.e., shoulder surfers, can easily see the mobile data visualiza-
tions. Prior studies have shown that such kinds of shoulder surfing 
attacks often happen in public areas like coffee shops, restaurants 
and subways [86] and are performed without the awareness of 
victims [2, 29]. What makes matters worse is that mobile data vi-
sualizations are often used to show sensitive personal information 
like personal health, finance and travel data [52]. Visualizations can 
easily expose sensitive information through a brief glance, such 
as financial trends and personal health data in mobile apps [48]. 
Therefore, the methods to achieve privacy-preserving mobile data 
visualizations are urgently demanded. 

However, compared with other forms of digital information like 
texts, the protection of data visualizations from unauthorized view-
ing presents unique challenges. Effective data visualizations lever-
age the human brain’s innate capacity for rapid pattern recognition. 
Visual perception operates as a high-bandwidth parallel proces-
sor, enabling viewers to detect meaningful patterns in less than 
500 milliseconds, far faster than text-based information process-
ing [30]. This efficiency stems from preattentive visual attributes 
like color, position, and size, which allow well-designed data vi-
sualizations to communicate critical insights at a glance [10, 84]. 
However, this design philosophy creates an inherent vulnerability: 
the same mechanisms that enable legitimate users to quickly ex-
tract insights also allow unauthorized observers to rapidly acquire 
sensitive information through a brief and casual glance. 

Existing methods that can be used to enhance privacy preserva-
tion of mobile data visualizations consist of two groups: hardware-
based and software-based methods. The hardware-based methods 
mainly refer to the various privacy films that can be attached to 
mobile device screens and prevent shoulder surfers from viewing 
mobile data visualizations. But they come with intrinsic limita-
tions [2], such as negative effect on the color quality, decreased 

https://orcid.org/0009-0001-2474-9230
https://orcid.org/0000-0002-0191-220X
https://orcid.org/0000-0003-3824-234X
https://orcid.org/0000-0002-0092-0793
https://doi.org/10.1145/3772318.3791259
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3772318.3791259
https://dm878@cam.ac.uk


CHI ’26, April 13–17, 2026, Barcelona, Spain Sizhe Cheng, Songheng Zhang, Dong Ma, and Yong Wang 

screen sensitivity, additional cost and the incapability of preserving 
privacy from many viewpoints. Software-based methods have been 
developed to address the limitations inherent to hardware-based 
approaches. Prior research has investigated the privacy preserva-
tion of grayscale images and text on mobile devices [14, 68]. Such 
approaches are tailored to the needs of different specific mobile 
applications. Other studies explored the privacy preservation of 
photos, which, however, is at the expense of compromising the 
necessary image details [80]. 

Fundamentally, these conventional approaches are misaligned 
with the nature of visualization information processing. Unlike 
text-based information that requires sequential reading and cogni-
tive processing, a shoulder surfer can quickly discern trends from 
line charts, outliers in a bar chart, or proportional distributions 
from pie charts without sustained attention or deliberate examina-
tion [91]. This characteristic of data visualization, what researchers 
term "glanceable visualization" [10], renders traditional privacy 
protection strategies that rely on slowing down information ac-
quisition largely ineffective. Conventional approaches such as text 
obfuscation or gradual revelation become inadequate when core 
insights can be extracted from brief visual exposures lasting mere 
seconds. Most recently, Zhang et al. [91] transform colorful mobile 
data visualizations into privacy-preserving ones by adjusting their 
spatial frequency and luminance contrast. However, it relies on 
manual configurations and is not easy to achieve an ideal trade-
off between the visualization visibility at proximity and privacy 
preservation at a far distance. 

In this paper, we develop BAIT, a novel fully-automated ap-
proach to achieve Better privacy preservAtion for mobIle data 
visualizaTion, which exploits visual illusion [4, 33] that can mis-
lead people’s visual judgment. Specifically, we propose to overlay 
a decoy visualization over the original mobile data visualization 
to camouflage it and distract shoulder surfers’ attention from the 
original visualization to the decoy visualization. 

Informed by prior research on psychology [70], human vision 
system [21] and visualization design [60], we systematically sum-
marize the visual variables of decoy visualization, enabling the 
identification of essential visual channels, such as shape and posi-
tion, which are critical for crafting effective decoys. Building upon 
these visual variables, BAIT introduces a framework for the cre-
ation of decoy visualizations. This framework is designed to subtly 
alter visual channels in the decoy visualization. It ensures that they 
are visually similar to, yet distinct in information content from, 
the original visualization, thereby misleading the shoulder surfers. 
Then, the privacy-preserving visualization is created by superim-
posing the decoy and original visualizations. BAIT explicitly models 
the perception similarity between the final privacy-preserving vi-
sualization and the original visualization (or decoy visualization), 
and evaluates the difference between the perception similarity at 
proximity and the perception similarity at a distance. By optimizing 
such perception-driven model, BAIT can guarantee good visibility 
of the original visualization for visualization owner (Figure 1 A ) 
and effectively prevent shoulder surfers from viewing the original 
visualization (Figure 1 B ). 

We showcase privacy-preserving visualization examples of dif-
ferent charts to illustrate the results and usefulness of BAIT. Also, 
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Figure 1: Illustration of our method. A A user can discern the 
original visualization content from the privacy-preserving 
visualization at a close viewing distance. B At a far distance, 
a shoulder surfer perceives only the decoy visualization from 
the privacy-preserving visualization. 

we conducted two carefully-designed user studies, involving 44 par-
ticipants (32 in a controlled laboratory setting and 12 in a real-world 
field setting), to evaluate the privacy preservation effectiveness of 
BAIT and compare it with alternative methods as baselines. The 
result demonstrates the effectiveness of BAIT in generating privacy-
preserving data visualizations and ensuring the visibility of original 
visualization for visualization owners. The major contributions of 
this paper can be summarized as follows: 

• Based on interviews with 14 frequent visualization users, we 
identify and formalize three critical design implications for 
illusion-based privacy. These implications establish guidance 
for mobile privacy, enabling privacy protection to prioritize 
user experience while balancing security, filling the research 
gap that previously focused primarily on technical feasibility. 

• We propose BAIT, a fully-automated computational approach 
that generates privacy-preserving visualizations. BAIT for-
mulates the overlay of decoy visualizations as a constraint 
optimization problem based on Human Visual System (HVS) 
characteristics, ensuring a mathematically modeled balance 
between privacy and utility. 

• We provide empirical evidence from two user studies (𝑁 = 
44) demonstrating that BAIT significantly outperforms base-
line methods in mitigating shoulder surfing. Crucially, our 
results reveal that decoy-based visual masking can decou-
ple the visualization owner’s perception from the attacker’s, 
challenging the conventional trade-off where privacy comes 
at the cost of data legibility. This informs future privacy-
preserving interface design by validating that visualizations 
can be secured through perceptual manipulation rather than 
simple information degradation. 

2 Background 
Before diving into the design of BAIT, we first provide background 
knowledge about Visual Illusion (Section 2.1) and Human Vision 
System (Section 2.2). 
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Figure 2: The contrast sensitivity function curve illustrates 
the relationship between spatial frequency, stimulus con-
trast, and human visual perception. (A) highlights the asso-
ciation between luminance contrast and spatial frequency, 
whereas (B) depicts the correlation between chromatic con-
trast and spatial frequency. 

2.1 Visual Illusion 
Visual illusions are systematic deviations between visual percep-
tion and physical reality, where the brain’s interpretation of visual 
information diverges from objective facts [33]. These phenomena 
result in erroneous perceptions, such as seeing curvature in straight 
lines or misjudging size and color, as famously demonstrated in 
the Müller-Lyer illusion where fin orientations cause identical line 
segments to be misperceived in length [4]. This occurs because 
visual perception operates as an active process of "hypothetical 
prediction" based on past experiences, rather than a passive record-
ing of the world [33]. To quickly and efficiently understand the 
three-dimensional world we inhabit, the brain has evolved a set 
of interpretive shortcuts that rely on environmental cues such as 
context, lighting, and perspective. Visual illusions emerge precisely 
when these normally reliable shortcuts are deceived by specific 
patterns, revealing the deeper operating principles of the visual 
system [31]. 

Consequently, visual illusions are not flaws in the visual system, 
but rather inherent byproducts of its efficient, predictive mecha-
nisms that prioritize speed and utility over absolute accuracy. A cru-
cial aspect of these illusions is their cognitive impenetrability; even 
when observers are consciously aware of an illusion’s existence and 
understand the objective truth, the perceptual bias cannot be sub-
jectively eliminated [50]. Our approach leverages this robust and 
predictable nature of visual illusion to create privacy-preserving 
visualizations by intentionally and systematically manipulating the 
perceptual judgments of shoulder surfers. 

2.2 Human Vision System 
The Human Vision System (HVS) is crucial for capturing and pro-
cessing information from the environment. A thorough understand-
ing of the HVS is essential to determine whether humans can dis-
tinguish specific objects from others. The information processing 
in the HVS can be categorized into two parts: bottom-up and top-
down processing [21]. Bottom-up processing is an unintentional 
mechanism influenced by an external stimulus in the environment, 
while top-down processing is a voluntary mechanism influenced by 
individuals’ prior knowledge and contextual information to process 
visual information [21]. Luminance contrast, chromatic contrast, 

and spatial frequency are key factors of the bottom-up processing 
in the HVS [62, 67, 77, 85]. Luminance contrast, as illustrated in 
Figure 2 (A), refers to the degree of brightness difference in an area 
(e.g., a pair of dark and bright bars). Chromatic contrast, depicted 
in Figure 2 (B), represents the colorfulness difference in an area 
(e.g., a pair of green and red bars). Spatial frequency, another sig-
nificant aspect of the HVS, signifies the amount of detail presented 
in an image. For instance, as shown in Figure 2 (A), an image with 
more detailed areas (e.g., thinner pairs of dark and bright bars) 
has higher spatial frequencies. The spatial frequency has coupling 
effects with luminance and chromatic contrasts [27], which deter-
mine the HVS’s ability to identify different objects in an image. As 
the spatial frequency increases, the HVS requires higher contrasts 
to distinguish objects (i.e, a pair of bars), as demonstrated in Figure 2 
(A) and (B). Furthermore, the HVS’s perceived spatial frequency is 
not only determined by the intrinsic details in an image but also 
depends on the viewing distance [71]. As a human observes a fixed-
size image from various distances, ranging from close to far, the 
spatial frequency of the visual information perceived by the HVS 
increases. This implies that for the same detailed area in an image, 
a person at a far viewing distance requires greater contrasts within 
that area than those at a close distance to identify the area clearly. In 
contrast to bottom-up processing, top-down processing is related to 
the Gestalt Principle [32], which emphasizes that HVS perception 
of an object is not an assembly of its individual parts but rather a 
perception of the object as a whole. For example, people may have 
difficulty identifying two objects with similar appearances (e.g., 
shape, size, and orientation) as separate entities because the HVS 
tends to regard them as a single object. This phenomenon can be 
explained by the Gestalt Principle of Similarity [32], which leads 
the HVS to perceive two objects as a unified whole due to their 
shared visual characteristics. 

3 Formative Study: Understanding Privacy 
Concerns and Practices for Mobile 
Visualizations 

To ground our design in empirically-derived user needs rather than 
preliminary assumptions, we conducted a formative interview study 
with 14 participants (P1–P14). Below we report our study goals, 
design, and key findings based on participants’ real feedback, and 
key findings that directly informed BAIT. 

3.1 Research Goals and Questions 
The study aimed to understand where and how people view visu-
alizations on mobile devices, what they perceive as privacy risks, 
how existing countermeasures perform, and what they want from 
a privacy-preserving solution. We organized the inquiry around 
the following research questions: 

RQ1: How prevalent and significant is the shoulder surfing threat 
when people view data visualizations on mobile devices? 

RQ2: What are the pros and cons of existing anti-peeping methods, 
and are they suitable for protecting mobile visualizations? 

RQ3: What are the key user requirements for a tool designed to 
protect mobile visualizations from shoulder surfing? 



CHI ’26, April 13–17, 2026, Barcelona, Spain Sizhe Cheng, Songheng Zhang, Dong Ma, and Yong Wang 

3.2 Study Design 
Our participants were recruited from a local university and included 
both current students and recent graduates who frequently use vi-
sualizations on mobile devices (inclusion criterion: more than two 
times per week). The average age was 24 (min 21, max 30, SD 3), and 
participants included 7 men and 7 women. The research topics in-
cluded: (i) contexts and frequency of viewing mobile visualizations, 
(ii) perceived privacy risks and concrete scenarios, (iii) current cop-
ing behaviors and tools (e.g., privacy screen protectors), (iv) chart 
types and elements perceived as sensitive or easily gleaned, and (v) 
the ideal “privacy mode” characteristics. Participants discussed real 
experiences across public and semi-public settings (e.g., open of-
fices, subways, cafés, conferences, client meetings, lab visits). Each 
interview lasted approximately 30 minutes, and participants who 
completed the session received a compensation of $10 for their time. 
With consent, we collected and analyzed responses using thematic 
analysis, and we report frequency counts to indicate the prevalence 
when appropriate. 

3.3 Key Findings 
We organize our findings to directly correspond with the research 
questions outlined above. 

For RQ1: Prevalence and Significance of the Threat. Our 
findings indicate that the threat of shoulder surfing is both preva-
lent and significant enough to alter user behavior. A majority of 
participants (11/14) explicitly expressed concerns about their on-
screen visualizations being viewed in public or semi-public settings 
(P1-3, P6, P8-14). The threat is tangible and salient for professional 
or in-progress content; participants reported reducing viewing fre-
quency or deferring sensitive charts in open offices, client meetings, 
conferences, and transit, with heightened worry when potential 
viewers are close colleagues due to professional risks (supported 
by P2, P3, P6, P8, P9, P11-14). 

“When you’re making evaluation charts, whether the 
performance is good or bad, it’s related to your re-
search. In a public place... you’re still a bit concerned 
about it being seen... the frequency [of viewing] would 
indeed decrease.” (P8) 
“In an open office, being seen by a colleague, the con-
cern is about company internal information; on the 
subway, being seen by a stranger, the concern is about 
personal privacy and security. The former’s pressure 
is more of a professional risk.” (P11) 

The significance of the threat is also tied to content, with financial 
charts (e.g., stock performance) and professional data (e.g., project 
progress) being most frequently cited as sensitive. 

For RQ2: Suitability of Existing Countermeasures. Our in-
vestigation into existing methods revealed that they are largely 
unsuitable for protecting data visualizations. Adoption of privacy 
screen protectors was low, with only 3 participants having used 
them previously (P6, P10, P14) and 3 participants currently using 
them (P9, P11, P12). Of the six participants with experience, five 
reported significant usability drawbacks, including reduced bright-
ness, color distortion, and eye strain (P6, P9-11, P14), which criti-
cally degrade the readability of visualizations. Furthermore, these 
countermeasures fail to address the core challenge: the inherent 

glanceability of visualizations. Many participants emphasized that 
proportions in pie charts and trends in line charts can be understood 
in an instant, a problem current tools do not solve. 

“For large-scale scientific computing, data files are un-
likely to be directly spied upon... Visualization content 
is another matter; it contains a large amount of use-
ful information, and is also very easy to glimpse and 
remember, at least much simpler than remembering 
200 numbers.” (P1) 

“Sometimes I also have the need to look at my phone 
from different angles. You can’t use a privacy film 
24/7. Otherwise, when I want to look at my phone, I 
always need to adjust it to a direct angle.” (P14) 

For RQ3: User Requirements for a Privacy-Preserving Tool. 
When asked what they want from a solution, users described a clear 
need for a tool that is effortless, readable, and customizable. Pri-
orities include one-touch/automatic activation and flexible control 
over what to protect (P1, P6, P8-P11). The foremost requirement is 
that the user’s own ability to read the chart must not be compro-
mised. 

“I must be able to see and understand it clearly, oth-
erwise, it would be putting the cart before the horse. 
Then, ease of operation is also important; it must be 
a one-click solution. If it’s too complicated to operate, 
I won’t use it.” (P13) 

“It should automatically detect the current environ-
ment (like a public place) and then blur or hide sensi-
tive values... show a simplified version to the outside... 
while I can still see the full information through de-
tailed interaction.” (P11) 

When asked which chart types are most easily compromised by a 
glance, participants most often named pie charts (large, distinct 
color blocks; P2, P3, P6, P8, P9, P11, P14) and line charts (imme-
diately understandable trends; P1, P3, P5, P8, P11, P13, P14). This 
suggests a key requirement is to specifically target these easily 
glanceable visual channels. 

3.4 Design Implications for BAIT 
Based on the findings above, we distilled three core design impli-
cations that guided the development of BAIT, each responding to 
insights from our research questions. 

• DI1 – Context-Aware and Low-Friction control. This 
implication addresses findings from RQ1 and RQ3. The fact 
that users alter their behavior in specific high-risk contexts 
(RQ1) highlights the need for a solution that can be easily 
engaged in those moments. This is reinforced by the explicit 
user requirement for simple, "one-click" controls (RQ3) to 
reduce the friction of seeking protection. 

• DI2 – Disrupt glanceability. This implication is a direct re-
sponse to findings from RQ2 and RQ3. Our analysis showed 
that existing countermeasures fail because they do not miti-
gate the inherent glanceability of visualizations (RQ2). Con-
currently, users identified that the most easily gleaned infor-
mation comes from proportions (pie charts) and trends (line 
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charts) (RQ3). Therefore, a successful solution must target 
these specific visual channels. 

• DI3 – Ensure high usability without sacrificing the 
user’s task. This implication stems directly from findings in 
RQ2 and RQ3. The widespread criticism of hardware films 
for degrading brightness and color (RQ2) makes it clear that 
usability is paramount. This aligns with the primary user 
requirement that any privacy solution must preserve the 
owner’s ability to clearly see and understand their own data 
(RQ3). 

4 Method 
In this section, we introduce BAIT, an innovative method for enhanc-
ing privacy in mobile data visualizations through superimposing a 
strategically crafted decoy visualization over an original visualiza-
tion. Figure 3 shows an overview of our approach. Our approach 
first summarized a set of visual variables for the decoy, including 
shape, position, and color (Section 4.1). We then propose a frame-
work to generate these decoys (Section 4.2) and a perception-driven 
model that uses image similarity metrics to find the optimal balance 
between owner visibility and attacker privacy (Section 4.2.3). 

4.1 Visual Variables of BAIT 
The decoy visualization camouflages the original visualization from 
shoulder surfers. Creating an effective decoy presents three chal-
lenges: it must be similar enough to the original to confuse an 
observer yet distinct enough for the owner; it must be adaptable to 
common visualization types; and its generation must be automatic, 
which directly responds to the need for context-aware and low-
friction control identified in DI1. To address these challenges, we 
define a set of visual variables for decoy design, drawing from prior 
work in perception [21, 42, 70] and visualization [60, 73]. Specif-
ically, visualizations consist of different visual marks and visual 
channels controlling the appearance of visual marks [60]. Among 
all the visual channels, we identify five pivotal visual channels [60]: 
shape, position, color, tilt, and size. We also include spatial fre-
quency, which affects visibility at different distances [46, 65]. By 
examining the dependency of visual channels on visualization types, 
we categorize all the visual channels in our visual variables into 
two groups: visualization-dependent channels (Figure 3 B1 ) and 
visualization-agnostic channels (Figure 3 B2 ). 

Visualization-dependent channels include Shape, Position, Tilt, 
and Size. The utility of these channels varies by visualization type, 
and understanding them is paramount for decoy design. Shape de-
fines the visual marks themselves. Position is a dominant channel 
for encoding quantitative data [19, 37]. Tilt, or the angle of a mark, 
is often used to represent trends in line charts [60]. Size is another 
expressive channel for quantitative variables, referring to length, 
area, or volume [44]. Manipulating these key channels is critical to 
creating an effective decoy that balances privacy and clarity. 

The visualization-agnostic channels consist of Color and Spa-
tial Frequency. Color properties—such as hue, luminance, and 
chroma—are key, as luminance and chromatic contrast substan-
tially affect the HVS’s ability to distinguish the original and decoy 
visualizations [6, 11, 25]. Spatial Frequency is also critical due 
to the HVS’s distance-dependent perception: users at proximity 

perceive high-frequency details, while shoulder surfers at a farther 
distance [68] are more sensitive to low-frequency stimuli [65]. We 
leverage these channels to enhance privacy preservation. 

4.2 Decoy Visualization Generation 
Built upon the visual variables introduced in Section 4.1, we propose 
a framework to generate detailed visualization choices to ensure 
privacy preservation. Specifically, we first determine visualization-
dependent channels such as shape, position, tilt and size, and further 
adaptively adjust the visualization-agnostic channels of a decoy 
visualization. 

4.2.1 Rule-based Determination of Visualization-dependent Chan-
nels. We systematically surveyed prior studies on visual percep-
tion [67, 77, 85] and privacy preservation [14, 68] and further deter-
mined the rules for designing the visualization-dependent channels 
of decoy visualizations. 

Use the same shape as that of the original visualization. 
In this study, our decoy visualizations primarily focus on the bar 
chart, line chart, scatter plot, and pie chart because they are the four 
most commonly used types of visualizations [7]. Previous research 
has demonstrated the significant influence of Gestalt principles on 
human perception of visualizations [61]. In particular, the Law of 
Similarity indicates that when two visualizations share a similar vi-
sual appearance, humans tend to perceive them as a whole one [79], 
thereby making it difficult to distinguish them. Thus, the shape of 
visual marks in the decoy visualization should be the same as that 
of the original visualization, which can maximize their similarity 
and effectively confuse shoulder surfers. For instance, for a bar 
chart, the decoy visualization is also a bar chart with different bars, 
and the decoy visualization for a line chart is another line chart as 
well. 

Randomize the position, tilt, and size channels of decoy 
visualization with adaptive constraints for different types of 
visualizations. After determining the shape channel of a decoy 
visualization, it is crucial to further determine its other visualization-
dependent channels of the decoy visualizations, i.e., position, tilt, 
and size. Built upon prior visual perception research [38, 74, 78], 
our design goal is to generate a decoy that provides plausible yet 
misleading information to shoulder surfers while minimizing the 
perceptual impact on the visualization’s owner. To this end, we 
first leverage image processing techniques [51, 75, 88] to extract 
these channels from the original visualization. We then randomize 
them within adaptive constraints designed for each specific type of 
visualization. 

Specifically, for a Bar chart, we randomize the heights of the 
decoy bars and ensure they are larger than the original bars (Fig-
ure 4 A ) to distract shoulder surfers from the original bar chart, 
while maintaining the original bar chart’s visibility to owners. For 
a Line chart (Figure 4 B ), we use the Hough Transform [28] to 
detect the original line chart’s tilts and positions, and make the 
decoy lines’ tilts and positions partially aligned with the original 
lines, while slightly adjusting the decoy lines’ length, resulting in a 
visually similar but misleading trend in the decoy line chart. For 
a Scatter plot (Figure 4 C ), we extract original dot coordinates 
using a Circle Hough Transform [69] and then generate new decoy 
dots by displacing each within a pre-set deviation range, making 
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Figure 3: Method Overview: A Input: Original visualization. B Visual variables in our privacy-preserving visualization. B1 

Visualization-dependent channels. B2 Visualization-agnostic channels. C A set of decoy visualizations generated based on the 

visual variables in both B1 and B2 . D A set of processed original visualizations generated based on the varying values of a 

channel: spatial frequency in B2 . E A collection of privacy-preserving visualizations created by stacking the set of decoy 

visualizations and the set of processed original visualizations together. F A perception-driven model that efficiently identifies 
and selects the most effective privacy-preserving visualization from the collection, ensuring optimal balance between visibility 
and privacy. 

Figure 4: Illustrations of decoy visualization generation for 
four popular visualization types. A Bar chart: Manipulating 
the number and height of bars to obscure the original visual-
ization; B Line chart: Modifying the decoy lines’ position, 
length, and tilt; C Scatter plot: Changing the decoy circles’ 
position and number; D Pie chart: Altering the angles of 
decoy slices and enlarging the decoy pie chart. 

them close but not identical to the original. Finally, for a Pie chart 
(Figure 4 D ), we split large original slices into smaller ones and 
merging small ones into larger ones; we also make the decoy’s ra-
dius larger than the original, leveraging the normalization model of 
attention [38] to increase its visual dominance and distract shoulder 
surfers. This strategy of altering data-encoding channels like size, 
position, and tilt directly addresses DI2, as it is designed to disrupt 
shoulder surfers’ accurate perception of the original data visualiza-
tion, especially on the crucial insights of original data visualizations 
like trends, proportions and clustering effect that users identified 
as being quite vulnerable to even a quick glance [91]. 

4.2.2 HVS-based Adjustment of Visualization-agnostic Channels. 
As discussed in Section 4.1, visualization-agnostic channels like 
color and spatial frequency are universal across different types of 
visualizations and can affect human perception of visual stimu-
lus. The color channel can be further categorized into color hue, 
luminance, and chroma. Thus, we also adjust the color and spa-
tial frequency to achieve optimal privacy preservation. Such an 
adjustment is guided by the characteristics of HVS (Section 2.2). 

To adjust the color of the decoy visualization, we first decompose 
the original visualization’s color into the LCH space [9], where 

the L, C, H channels correspond to the luminance, chroma, and 
hue of colors. The detailed adjustment of the color of the decoy 
visualization is as follows: 

Set the color hue of the decoy visualization close to the 
original visualization. According to the Gestalt principle of Simi-
larity [32], it is more difficult for the HVS to differentiate objects 
with similar colors. Therefore, to ensure the effectiveness of privacy 
preservation, it is crucial to maintain hue similarity between the 
visual elements of decoy visualization and those of the original 
visualization. For the original visualizations with only one color 
hue, we adopt the same color hue for the decoy visualization. When 
the original visualization has multiple types of color hues, we set 
the color hue of the visual elements in the decoy visualization as 
the average hue of adjacent visual elements in the original visu-
alization, ensuring the similarity of color hues with the original 
visualization. Such an average is calculated by using the circular 
mean method [47], which is consistent with the human perception 
of colors. 

Reduce the luminance contrast between decoy visualiza-
tion and original visualization to an appropriate value. In 
addition to color hue, the Human Vision System’s capacity to dis-
cern objects is influenced by the luminance contrast (Section 2.2). 
Thus, we choose to modify the luminance values of the visual ele-
ments in the decoy visualization by manipulating the L (luminance) 
channel in the LCH color space. 

Optimize the chromatic contrast between decoy visual-
ization and original visualization. The chromatic contrast is 
another important factor that significantly influences the ability 
of the HVS in differentiating different objects [85]. Thus, we ad-
just the chromatic contrast between the decoy visualization and 
the original visualization. Similar to luminance contrast, we only 
change the Chroma (C channel) of the decoy visualization and keep 
the original visualization’s color value in the C channel unchanged. 
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For the spatial frequency, to exploit the HVS’s distance-
dependent sensitivity to spatial frequencies (Section 2.2), we de-
crease the spatial frequency of decoy visualization and in-
crease the spatial frequency of the original visualization. 
In particular, we employ a Gaussian filter to eliminate the high-
frequency content [43] of the decoy visualization, which blurs the 
decoy visualization but preserves its overall visual appearance. Also, 
we follow the recent study [91] and use a masking scheme to in-
crease the spatial frequency of the original visualization, which 
processes both the major visual elements of a visualization (e.g., 
bars in a bar chart and lines in a line chart) and the corresponding 
auxiliary visual elements like x/y-axis and text labels. 

4.2.3 Perception-driven Combinatorial Optimization. BAIT em-
ploys a perception-driven optimization model to find the optimal 
combination of values for the visualization-agnostic channels. The 
goal is to strike an optimal balance between the visibility of the orig-
inal visualization at a close distance and its privacy preservation 
at a far distance. This is achieved in two steps: distance-dependent 
rescaling and image similarity-based optimization. 

First, to model the influence of viewing distance, we simulate how 
the visualization is perceived by visualization owners at proximity 
and shoulder surfers at a distance. Since visual acuity decreases 
with viewing distance and perceived object size shrinks as the 
visual angle narrows [55], we use a downsampling technique [35] 
to generate two versions of any visualization 𝐼 : a close-distance 
version 𝐼𝑐 and a far-distance version 𝐼 𝑓 . This process is governed 
by a downsampling factor 𝛾 , which is calculated based on viewing 
distance 𝐷 and human visual angles [34]. 

Second, we find the optimal privacy-preserving visualization 
𝐼 𝑝 by maximizing its similarity to the original (𝐼 𝑜 ) and decoy (𝐼 𝑑 ) 
visualizations at these two distances. The optimal 𝐼 𝑝 should sat-
isfy two conditions: (1) at close distance, its perceived version 𝐼𝑝 

𝑐

should have high similarity to the original 𝐼𝑜 
𝑐 ; (2) at far distance, its 

perceived version 𝐼 𝑝 
𝑓
should have high similarity to the decoy 𝐼 𝑑

𝑓 . 
Image similarity metrics. We employ the Visual Saliency-

based Index (VSI) [90] to measure the similarity between 𝐼 𝑝 and 𝐼 𝑜 , 
as VSI emphasizes regions that attract viewer attention (e.g., bars, 
lines, and data points in a visualization) [57]. For the similarity 
between 𝐼 𝑝 and 𝐼 𝑑 , we use the Multi-Scale Structural Similarity 
Index (MS-SSIM) [83] to measure the similarity between the decoy 
visualization and privacy-preserving visualization [1, 66]. 

Let VSI (𝐴, 𝐵) denote the Visual Saliency-based similarity be-
tween images 𝐴 and 𝐵, and SSIM (𝐴, 𝐵) denote the Multi-Scale Struc-
tural Similarity between images 𝐴 and 𝐵. The privacy-preserving 
visualization at close distance should be more similar to the original 
than at far distance, which is captured by: 

Gap1 = VSI 
 
𝐼𝑜 
𝑐 , 𝐼 

𝑝 
𝑐 

 
− VSI 

 
𝐼 𝑜 
𝑓 , 𝐼 

𝑝 
𝑓 

 
. (1) 

Conversely, the privacy-preserving visualization at far distance 
should be more similar to the decoy than at close distance: 

Gap2 = SSIM 
 
𝐼 𝑑 
𝑓 , 𝐼 

𝑝 
𝑓 

 
− SSIM 

 
𝐼 𝑑 
𝑐 , 𝐼 

𝑝 
𝑐 

 
. (2) 

A higher Gap1 means the owner can clearly see the original content 
at close range, while a higher Gap2 means the shoulder surfer is 
more likely to perceive only the decoy at far range. We search for 

the optimal values of our four visualization-agnostic channels by 
maximizing: 

𝛼 · Gap1 + 𝛽 · Gap2, (3) 

where 𝛼 = 𝛽 = 0.5. Detailed derivations are in Appendix B. 
We employ exhaustive search to identify the optimal combina-

tion of our four visualization-agnostic channels: luminance, chroma, 
kernel size, and mask area [91]. The latter two parameters con-
trol the spatial frequency of the decoy and original visualizations, 
respectively. This process generates a collection of candidates (Fig-
ure 3 E ), and we select the one with the highest value of Equation 3 
(Figure 3 F ). The parameter ranges and search details are provided 
in Appendix B. 

5 Privacy-preserving Visualization Examples 
In this section, we showcase our privacy-preserving visualizations 
from two perspectives: (1) the effect at a close viewing distance and 
(2) the effect at a far viewing distance. For each perspective, we 
illustrate the privacy-preserving visualizations for the bar chart, 
line chart, scatter plot, and pie chart, respectively, as shown in 
Figure 5. 

Close viewing. When observed at a close distance, our privacy-
preserving visualizations allow users to identify the original visu-
alization easily, as shown in the first and second rows of Figure 5. 
In the privacy-preserving bar chart, we remove the low frequen-
cies in the original bars and high frequencies in the decoy bars, 
resulting in a blurry appearance of the decoy bars while the origi-
nal bars remain distinct. Similarly, in the privacy-preserving line 
chart, the original lines consist of discretized dots, while the decoy 
lines appear blurry and exhibit different colors, making them easily 
distinguishable at a close distance. In the privacy-preserving scatter 
plot, the larger decoy dots serve as guides for users to locate the 
original dots quickly. Lastly, in the privacy-preserving pie chart, 
there is a slight gradient color change in the original slice. However, 
the solid borders of the original slices are much more visible at a 
close distance. This visibility encourages the perception of the en-
closed area as a complete entity. As a result, it reinforces the user’s 
ability to discern the original pie chart from the privacy-preserving 
pie chart. 

Far viewing. By comparing the third and fourth rows of Figure 5, 
it is easy to observe that our privacy-preserving visualizations effec-
tively obscure the data of the original visualization through a decoy 
visualization. Shoulder surfers are more inclined to perceive the 
decoy visualization at a far distance when observing our privacy-
preserving visualizations in all four visualization types. For instance, 
our decoy bar chart incorporates additional bars of varying heights 
compared with the original bar chart. In the privacy-preserving line 
chart, the decoy line chart contains a greater number of lines with 
different trends compared to the original lines. With regard to the 
scatter plot, the decoy dots in the decoy scatter plot are larger than 
the original dots, leading to the larger decoy dots overlapping and 
successfully concealing the original dots in the privacy-preserving 
scatter plot, when shoulder surfers view the privacy-preserving 
scatter plot from a far distance. For the pie chart, the decoy pie has 
more slices than the original pie, and the split slices in the decoy 
pie exhibit slightly varying colors. Consequently, when shoulder 
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Figure 5: Examples of privacy-preserving visualizations produced by BAIT. The figure showcases the simulated perception 
of original visualizations at a close distance (top row), privacy-preserving visualizations at a close distance (second row), 
privacy-preserving visualizations at a far distance (third row), and decoy visualizations at a far distance (bottom row). Note: the 
effect of privacy-preserving visualizations (second row) depends on their displayed sizes, and readers are recommended to 
expand them to validate their effectiveness if they are displayed in a small size. 

surfers view the privacy-preserving pie chart, they mistakenly per-
ceive the pie chart as having seven slices, whereas the original 
pie chart only has three slices. The privacy protection ability is 
attributed to the similar colors for the original and decoy visualiza-
tions, making shoulder surfers hardly differentiate them. On the 
other hand, the underlying data between them is distinct, impeding 
shoulder surfers from observing the original visualization from a 
far viewing distance. 

dRU 

(A) 

dSS 

(B) 

Figure 6: An illustration of our experimental setup. (A) The 
participant, acting as a Real User (RU), is required to view 
the test visualization at a distance of 30 cm (i.e., dRU). (B) The 
participant, acting as a Shoulder Surfer (SS), is required to 
view the test visualization at a distance of 90 cm (i.e., dSS). 

6 User Studies 
We conducted two user studies to extensively evaluate the effec-
tiveness and usability of BAIT in both a controlled lab environment 
and a real-world context. 

6.1 Study 1: Controlled Laboratory Experiment 
We conducted a controlled laboratory experiment to evaluate the 
effectiveness of BAIT from two aspects: (1) a real user’s ability 
to read the original visualization at a close distance, and (2) the 
likelihood of the decoy visualization misleading a shoulder surfer 
at a far distance. 

6.1.1 Participants and Apparatus. We recruited a diverse group of 
32 participants from a local university. All participants had normal 
or corrected-to-normal vision and no color blindness, which en-
sured all participants had similar vision capability allowing for a 
fair assessment of the privacy-preserving visualization. Our partic-
ipants comprised 10 women and 22 men aged from 23 to 34. 

The study took place in an indoor space with normal lighting 
conditions and lasted for 30 minutes. Before the evaluation, all 
the participants read and signed an IRB-approved consent form, 
and they were compensated with $10 for their time and effort. To 
provide a realistic user experience on mobile data visualization, in 
the study, we used a 6.67-inch mobile phone with a resolution of 
1080 x 2400 pixels. The phone was placed on an adjustable stand, 
allowing the participants to see the visualizations displayed on 
the mobile phone horizontally [5] and comfortably, as shown in 
Figure 6. 

6.1.2 Stimulus. In our evaluation, we employed the four types of 
widely-used visualization: pie charts, bar charts, line charts, and 
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scatter plots [7]. The original visualizations for the study were 
created using Plotly [45] with randomly generated data. These 
privacy-preserving visualizations are used as the stimulus in our 
user study to evaluate the effectiveness of BAIT. 

We compared BAIT with two baseline methods to objectively 
evaluate its effectiveness: 

• Unprocessed Visualization (UV ): the test visualizations with-
out any privacy-preserving processing. 

• Masking Scheme-based privacy-preserving (MS): visualiza-
tions processed by the masking scheme only [91] (MS). 

Since the previous work [91] developed a method that adaptively 
and effectively protects the privacy of textual elements in visual-
izations, such as labels and values, we directly apply the approach 
to the textual element and focused solely on visualization marks in 
the evaluation process. To mitigate order effects, we randomized 
the presentation of 48 test visualizations (4 visualization types × 4 
instances × 3 methods) for each participant, ensuring a thorough 
evaluation of BAIT compared to the baselines. 

6.1.3 Procedure. The close viewing distance was set at 30cm be-
tween the participants and the mobile phone (Figure 6 (A)), reflect-
ing a typical distance when a person uses a mobile phone [87]. 
Additionally, the far distance was set at 90cm (Figure 6 (B)), simu-
lating a scenario where a shoulder surfer sits behind a user’s seat 
in public transportation, such as buses [49]. 

To emulate shoulder surfing attacks and user experiences, we 
divided the 32 participants into two groups: Shoulder Surfers (SSs) 
and Real Users (RUs). The SS participants, unaware of the meth-
ods applied to the test visualizations, were instructed to view the 
visualizations from a distance. Prior research has shown that typi-
cal shoulder surfing attacks involve average gaze durations of 2.1 
seconds and maximum durations of 7.53 seconds [1], while glance-
able visualizations can be comprehended within 2 seconds [53]. To 
ensure a certain degree of fault tolerance, all of the participants 
were given up to 5 seconds to identify the original visualizations, 
simulating a brief glance at a victim’s screen. The RU participants 
were familiar with the mechanism of the three methods and were 
asked to identify the original data from the test visualizations. To 
maintain the objectivity of the study, the RUs were not informed 
which method was ours during the evaluation process. 

After viewing each visualization in the study, participants would 
select a visualization that most closely matched what they saw 
from four different visualizations provided as choices, where a test 
example is shown in Appendix A. Besides the correct choice, the 
other three choices are of the same type as the correct one. 

6.1.4 Overall Recognition Accuracy. Our primary outcome measure 
is recognition accuracy [14], which captures how often participants 
can correctly identify the protected information (i.e., the original 
visualization) from the test visualizations (i.e., privacy-preserving 
visualizations). Based on the roles of the participants, we distinguish 
between shoulder surfer recognition accuracy and user recognition 
accuracy. Shoulder surfer recognition accuracy reflects the privacy 
protection capability of a method against shoulder surfing attacks, 
where lower values are better. In contrast, user recognition accuracy 
reflects how well a method preserves the readability of the original 
visualizations for legitimate users, where higher values are better. 

Since normality tests indicated that the data followed a non-normal 
distribution, we applied the Wilcoxon signed-rank test to examine 
pairwise differences among the methods [82]. 

**** 

**** 

**** 
** 

30 cm 90 cm 

A
cc

ur
ac

y 

**** 

UVMSBAIT 

Bar Pie Scatter Line 

A
cc

ur
ac

y 

* 
** 

*** 

Viewing Distance: 30 cm 

**** *** *** 
**** **** ******** 

* ** 

** 

**** 

Viewing Distance: 90 cm 

Bar Pie Scatter Line 

A
cc

ur
ac

y 

(A) (B) (C) 

Figure 7: The user recognition accuracy and shoulder surfer 
recognition accuracy in the user study, accompanied by their 
95% Confidence Intervals (CI). BAIT, MS, and UV denote the 
test visualizations processed using BAIT, masking scheme, 
and without any processing, respectively. (A) The user recog-
nition accuracy (at 30 cm) and shoulder surfers recognition 
accuracy (at 90 cm) for the original visualization in the test 
visualizations, respectively. (B) The user recognition accu-
racy (at 30 cm) for original visualization in test visualizations 
across four visualization types. (C) The shoulder surfer recog-
nition accuracy (at 90 cm) for original visualization content 
in test visualizations across four visualization types. Fried-
man tests confirmed significant overall differences among 
the three methods at both viewing distances (p < 0.001). * 
indicates a statistically significant difference with p < 0.05, ** 
indicates p < 0.01, *** indicates p < 0.001, and **** indicates 
p < 0.0001. 

Figure 7 provides an overview of how BAIT, MS, and UV perform 
for both Real Users (RUs) and Shoulder Surfers (SSs). Figure 7 A 
aggregates recognition accuracy across all visualization types. At 
the close viewing distance of 30 cm, BAIT achieves high user recog-
nition accuracy that is very close to the accuracy of unprocessed 
visualizations, indicating that RUs can read BAIT -protected visual-
izations nearly as easily as unprocessed ones. In contrast, MS shows 
noticeably lower accuracy, suggesting a loss of readability for the 
masking scheme. 

At the far viewing distance of 90 cm (Figure 7 A ), BAIT reduces 
the shoulder surfer recognition accuracy to nearly 0%, demonstrat-
ing strong privacy preservation. In contrast, UV maintains a recog-
nition accuracy close to 100%, meaning that shoulder surfers can 
almost always correctly identify the original visualization from 
unprocessed visualizations. MS achieves moderate accuracy be-
tween the two, providing only partial privacy protection. Notably, 
since participants selected from four choices, the random guessing 
baseline is 25%. While MS reduces accuracy to near-random levels, 
BAIT pushes accuracy well below this baseline, indicating that 
shoulder surfers are not merely failing to identify the original visu-
alization, but are actively being misled by the decoy visualization 
into selecting incorrect options. 

To provide a direct quantitative comparison, we report the over-
all mean recognition accuracy and standard deviation for BAIT and 
UV at both viewing distances. At 30 cm, BAIT achieved a mean 
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accuracy of 0.96 (SD = 0.09), compared to 0.99 (SD = 0.02) for UV. 
At 90 cm, BAIT reduced accuracy to 0.04 (SD = 0.09), whereas 
UV remained at 0.99 (SD = 0.03). A Wilcoxon signed-rank test 
confirmed that the difference between BAIT and UV at 90 cm is 
statistically significant (p < 0.0001), demonstrating that BAIT pro-
vides substantially stronger privacy protection than unprocessed 
visualizations while maintaining comparable readability at close 
viewing distances. 

Figure 7 B and C further break down recognition accuracy 
by visualization type. At 30 cm (Figure 7 B ), BAIT maintains high 
user recognition accuracy across bar, pie, scatter, and line charts, 
very close to that of unprocessed visualizations (UV ), whereas MS 
shows noticeable accuracy drops for some chart types (e.g., bar and 
line), suggesting that MS harms readability. At 90 cm (Figure 7 C ), 
BAIT reduces shoulder surfer recognition accuracy to nearly 0% 
for bar and scatter plots, and achieves substantially lower accuracy 
than UV for all chart types, demonstrating that BAIT provides 
effective privacy protection across different visualization types. 

In summary, Figure 7 demonstrates the overall effectiveness of 
BAIT : at the close viewing distance (30 cm), BAIT preserves high 
user recognition accuracy comparable to unprocessed visualiza-
tions; at the far viewing distance (90 cm), BAIT reduces shoulder 
surfer recognition accuracy to near-random levels, providing strong 
privacy protection. As one RU summarized, “We can clearly distin-
guish the original visualization from the decoy visualization; the 
only price is a little extra time and effort to adapt.” In the following, 
we introduce the statistical procedures that we use to quantify these 
observations and then report the detailed quantitative results. 

6.1.5 Detailed Pairwise Comparison Across Viewing Distances and 
Chart Types. To further identify the detailed differences among the 
three methods, we conducted pairwise comparisons of each pair of 
methods across different viewing distances and different chart types. 

Table 1: Effect sizes in terms of absolute value between three 
methods at different viewing distances. The negligible effect 
size is highlighted. 

Method Comparison 
Viewing Distance 30 cm 90 cm 

MS v.s. BAIT 0.26660 0.46167 

MS v.s. UV 0.34595 0.96582 

BAIT v.s. UV 0.07861 1.00 

Pairwise Differences Across Viewing Distances. Table 1 
shows the effect sizes, represented as Cliff’s Delta values, for three 
distinct methods (MS, BAIT, and UV ) at two viewing distances: 30 
cm and 90 cm. Cliff’s Delta is a non-parametric metric that quanti-
fies the magnitude of differences between two data sets. Specifically, 
Cliff’s Delta absolute value ranges from 0 to 1, and classifies the 
value below 0.147 as negligible, between 0.147 and 0.33 as small, 
0.33 to 0.474 as medium, and anything above 0.474 as a large effect 
size [20]. A “negligible" effect size indicates that the differences 
between methods are minimal. In contrast, a large effect size high-
lights substantial differences. For the short viewing distance of 

30cm, the difference between BAIT and UV (0.07861) is negligi-
ble, whereas the difference between MS and UV (0.34595) presents 
as a medium effect size. These findings suggest that BAIT allows 
visualization owners at proximity to see and analyze the original 
data with a comparable performance as unprocessed visualizations 
(UV ), outperforming the masking scheme-based method (MS). For 
the longer viewing distance of 90 cm, the large effect size between 
BAIT and UV (1.00) indicating that BAIT provides substantially 
stronger privacy protection than unprocessed visualizations. 

Pairwise Differences Across Visualization Types. Table 2 
provides detailed statistics of the effect sizes for method compar-
isons at the close viewing distance (30 cm). For this distance, the 
differences between BAIT and UV across all four visualization 
types are negligible, further emphasizing BAIT ’s ability to retain 
the visibility of original visualizations at this distance. In contrast, 
the comparison between MS and UV on bar chart, line chart and pie 
chart shows small to medium effects, indicating that the masking 
scheme introduces noticeable distortions for some chart types. 

Qualitative comments from RUs echoed these trends: partici-
pants frequently reported that BAIT -preserved bar and line charts 
were “as easy to read as normal”, whereas MS-processed charts 
were described as “slightly harder to distinguish” in dense regions. 

Table 3 summarizes the corresponding effect sizes at 90 cm across 
the four visualization types. The Cliff’s Delta values indicate large 
effects for BAIT across all four visualization types, matching the 
substantial reductions in shoulder surfer recognition accuracy 
compared with UV. Participants acting as SSs experienced consid-
erable difficulty in identifying original visualizations processed by 
BAIT, with recognition accuracy dropping to near-random levels for 
certain visualization types. This justifies the effectiveness of BAIT 
in providing privacy protection across popular visualization types. 
SSs’ open-ended feedback supported these quantitative findings: 
many reported that BAIT -protected bar and scatter plots at 90 cm 
“looked like noise” or that they could “only guess” the underlying 
trends, whereas unprocessed charts were described as “immediately 
readable”. 

6.1.6 Summary of Findings. In summary, Study 1 demonstrates 
that BAIT effectively balances privacy protection and readability. 
The key findings are: 

• High readability at close proximity. At the close viewing 
distance (30 cm), BAIT achieves user recognition accuracy 
that is perceptually comparable to unprocessed visualiza-
tions (UV ). Legitimate users can easily identify the original 
data, suggesting that the overlaid privacy protection does 
not hinder real users. 

• Robust privacy protection at a distance. At the far view-
ing distance (90 cm), BAIT consistently reduces shoulder 
surfer recognition accuracy to near 0%, significantly below 
the random guessing baseline (25%). Unlike the masking 
scheme (MS) which merely blurs content, BAIT actively mis-
leads shoulder surfers into perceiving the decoy visualiza-
tion. 

• Statistical validation via effect size analysis. We statisti-
cally confirmed the above observations with detailed pair-
wise comparisons (Cliff’s Delta) for four visualization types 
and two distances. The analysis reveals a distinct pattern: 
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Table 2: The table depicts effect sizes in terms of absolute value between three methods across four visualization types at the 
close viewing distance (30 cm). The negligible effect size is highlighted. 

Vis. Type 
Method Comparison Bar Line Scatter Pie 

MS v.s. BAIT 0.21094 0.51172 0.06250 0.29688 
MS v.s. UV 0.31250 0.56250 0.06250 0.44531 
BAIT v.s. UV 0.12500 0.06250 0.00000 0.12891 

Table 3: The table depicts effect sizes in terms of absolute value between three methods across four visualization types at the 
far viewing distance (90 cm). The large effect size is highlighted. 

Vis. Type 
Method Comparison Bar Line Scatter Pie 

MS v.s. BAIT 0.43750 0.55469 0.50000 0.31641 
MS v.s. UV 1.00000 0.93750 0.93750 0.99219 
BAIT v.s. UV 1.00000 1.00000 1.00000 1.00000 

negligible effect sizes at the close distance (confirming no 
significant loss of readability) versus large effect sizes at 
the far distance (confirming substantial privacy protection). 
This statistical evidence proves that our decoy visualizations 
are robust across different chart types. 

6.2 Study 2: Scenario-based Usability Evaluation 
While Study 1 established the effectiveness of BAIT in controlled 
laboratory conditions, it is equally important to further understand 
how BAIT performs in real-world contexts where users typically 
interact with visualizations. This second study was designed to 
evaluate the usability and practical value of BAIT in real-world 
environments where privacy concerns are particularly relevant. 

6.2.1 Participants and Settings. To maintain the consistency and 
objectivity of the research, we recruited the 12 participants (P1-P12), 
who had been involved in our formative interviews (Section 3), for 
an in-depth study. 

The study was conducted in real-world environments where vi-
sualization privacy is particularly relevant, including busy café and 
university corridor. These locations were selected to simulate com-
mon scenarios where mobile visualizations are used while privacy 
threats are present. Each session lasted approximately 30 minutes. 

6.2.2 Procedure. The study followed a four-phase plan: 
(1) Scenario Immersion: Participants were first engaged in 

a scenario immersion exercise where they were asked to 
imagine themselves in situations requiring privacy protec-
tion while viewing data visualizations. Example scenarios 
included reviewing financial performance data visualizations 
in a public cafe or analyzing confidential research results. 

(2) Prototype Interaction: Participants were presented with 
pairs of visualizations, original versions and their corre-
sponding BAIT, processed versions, across different visual-
ization types. The visualizations incorporated synthetic data 
aligned with the scenarios explored during the immersion 
phase. Participants engaged in tasks designed to emulate au-
thentic analytical workflows, such as: (1) Identifying trends 

in time-series data using line charts, (2) Discovering clusters 
and patterns in scatter plots, (3) Comparing proportions in 
pie charts, and (4) Identifying maximum and minimum val-
ues in bar charts. Participants were free to choose tasks that 
aligned with their expertise and interests. 

(3) Semi-structured Interviews: Following the interaction 
phase, participants engaged in semi-structured interviews 
focused on three key areas: 

(a) Usability: What challenges did participants encounter 
when using BAIT -processed visualizations for analytical 
tasks? 

(b) Real-world application value: How valuable is BAIT for 
protecting visualization privacy in real-world contexts? 

(c) Comparative assessment: How does BAIT compare to 
traditional privacy protection approaches such as physical 
privacy screens or behavioral practices (e.g., manually 
shielding screens with hands)? 

(4) Data Collection: In this study, we collected both qualitative 
data (verbal feedback and interview responses) and quanti-
tative data (NASA-TLX [36] and PSSUQ [56] questionnaire 
responses), which were later analyzed using thematic anal-
ysis to identify patterns in usability challenges, perceived 
benefits, and contextual factors. 

6.2.3 Results. We report the results of Study 2 in terms of the 
usability, workload, learnability and adaptation, perceived practi-
cal value of BAIT in real-world settings, and its comparison with 
existing approaches. 

Usability. We used the Post-Study System Usability Question-
naire (PSSUQ) [56] to assess perceived usability and satisfaction 
with BAIT. The PSSUQ is a widely used, technology-agnostic ques-
tionnaire developed at IBM for post-task usability evaluation. It 
consists of 16 items that yield an overall usability score and three 
subscales—System Usefulness, Information Quality, and Interface 
Quality. All items are rated on a seven-point Likert scale, with lower 
scores indicating better perceived usability. Prior work has shown 
that the PSSUQ exhibits high internal reliability and sensitivity to 
differences between interfaces, and that it can provide informative 
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Figure 8: Usability and satisfaction results for BAIT in Study 2, as measured by selected PSSUQ items. Higher values indicate 
better perceived usability. 

results even with relatively small sample sizes. Because BAIT is 
implemented as a visualization “plugin” rather than a complete 
interactive system, we adopted only those PSSUQ items that were 
directly relevant to our setting. In particular, we focused on three 
aspects: (1) how easy BAIT is to use, (2) whether users can find the 
information they need in BAIT -processed visualizations, and (3) 
how satisfied users are with BAIT overall. The item-level response 
distributions for these questions are shown in Figure 8. Overall, 
participants responded positively across all seven PSSUQ items. 
Regarding ease of use, 11 out of 12 participants agreed that BAIT 
was straightforward to learn and enabled efficient task completion. 
In terms of information quality, a strong majority (at least 9 out 
of 12) indicated that they could successfully locate the necessary 
information and that the data provided was effective for solving 
the scenarios. Feedback on interface quality was similarly posi-
tive, with 11 participants expressing satisfaction with the interface 
design. Finally, regarding overall satisfaction, 11 out of 12 partic-
ipants confirmed that the system met their functional expectations 
and provided a satisfactory user experience, suggesting that BAIT 
is effective as a privacy-preserving visualization solution. In short, 
the feedback from participants confirms that BAIT is easy to use, 
provides sufficient information for typical analytic tasks, and en-
ables effective privacy protection, which is well-aligned with the 
results of Study 1. 

Table 4: Summary of NASA-TLX scores for viewing BAIT-
processed visualizations in Study 2 (n = 12). Values are means 
with standard deviations in parentheses. 

Dimension Mean SD 
Mental Demand 35.83 23.53 
Physical Demand 20.42 17.12 
Temporal Demand 39.58 13.22 
Performance 16.67 9.85 
Effort 40.42 16.16 
Frustration 10.42 6.20 
Overall TLX (0–100) 27.22 11.13 

Workload. We used the NASA Task Load Index (NASA-
TLX) [36] to estimate the subjective workload of viewing BAIT -
processed visualizations in realistic scenarios. NASA-TLX concep-
tualizes mental workload as the overall perceived cost in cognitive, 
perceptual, and emotional resources required to carry out a task, 
and decomposes it into six dimensions: mental, physical, and tempo-
ral demand, perceived performance, effort, and frustration. Table 4 
summarizes the mean scores and standard deviations for each di-
mension on a 0–100 scale, as well as the overall raw workload 
score. Prior work has shown that the original weighting procedure 
in NASA-TLX, which requires participants to perform pairwise 
comparisons among dimensions and derive individualized weights, 
adds considerable complexity and time burden while providing 
little improvement in the psychometric quality of the scale [63]. 
Following these recommendations, we adopt the Raw TLX scoring 
approach and compute the overall workload score as the arithmetic 
mean of the six dimension ratings. Overall, BAIT received an aver-
age raw TLX score of 27.22/100 (SD = 11.13), which corresponds 
to a relatively low level of subjective workload. Among individ-
ual dimensions, mental demand (M = 35.83, SD = 23.53) and effort 
(M = 40.42, SD = 16.16) both fall well below the mid-point of the 
scale, indicating that participants experienced some cognitive en-
gagement when interpreting BAIT -processed charts but did not 
find the tasks mentally taxing. It shows that the additional visual 
structure introduced by BAIT (e.g., overlaid decoy patterns and 
frequency adjustments) imposes an acceptable mental burden. Tem-
poral demand is also moderate (M = 39.58, SD = 13.22), suggesting 
that participants did not feel rushed when completing the tasks in 
realistic public settings. In addition, physical demand (M = 20.42, 
SD = 17.12) and frustration (M = 10.42, SD = 6.20) are both very low. 
The low frustration score in particular indicates that BAIT does not 
induce substantial stress, annoyance, or discouragement during use, 
even though it alters the appearance of standard visualizations. For 
the performance dimension, we followed the common practice that 
lower values mean better perceived performance. The resulting low 
mean performance score (M = 16.67, SD = 9.85) therefore indicates 
that participants felt they performed the tasks successfully and were 
satisfied with BAIT -processed visualizations. This subjective sense 
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of high task success is consistent with the objective recognition 
results reported in Study 1, where real users achieved high accuracy 
when interpreting BAIT -protected charts at close viewing distances. 
In summary, BAIT requires only modest additional cognitive re-
sources beyond those needed for reading standard visualizations, 
yet does not make users feel stressed or overloaded. 

Learnability and Adaptation. Despite the overall positive feed-
back on workload and usability, Figure 8 shows that two participants 
(P3 and P8) expressed some reservations about the usability of our 
approach, as indicated by lower ratings on selected PSSUQ items. 
Follow-up interviews revealed that these concerns were primarily 
related to an initial adaptation period: participants needed time to 
get used to the visualizations processed by BAIT, which contain 
an overlaid decoy visualization in the background and adjusted 
spatial frequencies. Both P3 and P8 reported that, at first, inter-
preting BAIT -processed visualizations required more visual effort. 
However, they emphasized that this additional burden diminished 
after a short period of familiarization, and that their efficiency in 
interpreting the protected visualizations improved notably over 
time. Motivated by this observation, we also conducted follow-up 
inquiries with other participants to probe the learning curve of 
BAIT more systematically. Their feedback echoed that of P3 and P8: 
participants described a smooth learning curve and reported that 
they quickly became accustomed to the appearance and behavior 
of BAIT -protected charts. These qualitative findings complement 
the NASA-TLX results: although a brief adaptation period is needed 
to understand how BAIT modifies standard visualizations, the on-
going mental workload and frustration remain low once users are 
familiar with the design. 

Practical Application Value. Participants broadly endorsed 
the real-world usefulness of BAIT for automatically generating 
privacy-preserving visualizations that can be viewed in public or 
semi-public settings. They perceived BAIT as a viable option in sce-
narios where they did not want the sensitive information encoded 
in a visualization to be visible to others, such as viewing monthly 
income trends in a banking app or monitoring decreasing daily ex-
ercise time in a fitness dashboard. Beyond such everyday examples, 
P1, a postgraduate student, pointed out that BAIT could also help 
protect the confidentiality of preliminary experiment results when 
checking charts on a university bus. In summary, whenever the un-
derlying data represented by a visualization is sensitive, participants 
felt that BAIT provides a practical additional layer of protection 
without fully sacrificing readability at close distances. 

Comparison with Existing Privacy-Preserving Approaches. 
When asked to compare BAIT with other privacy-preserving ap-
proaches, participants mainly focused on hardware-based privacy 
screens. While acknowledging the effectiveness of privacy screens 
in narrowing the viewing angle, several participants (e.g., P6 and 
P9) reported frustration with their inherent drawbacks, such as 
added cost, the need to purchase and attach accessories, and re-
duced display brightness. By contrast, BAIT was praised for its 
software-based design, which participants found more convenient 
and flexible. They particularly appreciated what they described 
as the “zero-cost and integrated” nature of the solution. As P2 re-
marked, “This is better because I don’t have to go out and buy 
another accessory for my phone.” These comparative comments 

underscore a key advantage of BAIT : it provides on-demand, situa-
tional privacy without requiring physical accessories or incurring 
additional cost, making it easier to adopt in day-to-day usage. 

6.2.4 Summary of Findings. Study 2 confirms that BAIT is not only 
effective but also usable and practical in realistic environments. 
The key findings, synthesized from both quantitative metrics and 
qualitative feedback, are as follows: 

• High usability and low perceived workload. Quantita-
tive results from the PSSUQ indicate high satisfaction with 
system usefulness and information quality, while NASA-TLX 
scores reveal a low overall workload. This evidence suggests 
that the added layer of privacy protection does not impose a 
significant cognitive burden or frustration on users in real-
world scenarios. 

• Manageable adaptation curve. Qualitative interviews clar-
ify that while the unique visual design of BAIT requires a 
brief period of familiarization, the learning curve is smooth. 
Participants reported that after a short adaptation phase, 
they could efficiently interpret the visualizations. 

• Effectiveness in practical applications. Our user study 
in cafes and corridors confirmed that BAIT remains effective 
outside the lab. Participants validated its practical value as a 
flexible, software-based solution that provides “on-demand” 
privacy. Rather than completely replacing hardware solu-
tions, BAIT serves as a convenient and cost-free alternative 
to physical privacy screens, particularly suitable for dynamic 
public environments. 

7 Discussion 

7.1 Design Implications and Lessons Learned 
In this section, we shared the lessons learned from our study and 
the corresponding implications, including the inherent privacy 
protection challenge of data visualization that originates from its 
glanceability, one-time cognitive and learning cost of perception-
driven privacy-protection method, and visual-illusion-informed 
privacy protection. 

Visualization Privacy vs. Visualization Glanceability. There 
has been much research work on data privacy protection, especially 
for text data or numerical data [3, 41]. Different from texts or nu-
merical data, which requires sequential cognitive processing, data 
visualizations are inherently glanceable. Visualizations leverage 
preattentive visual attributes to communicate data insights almost 
instantaneously [30, 48, 52]. This high glanceability enables efficient 
information processing and is a key strength of data visualizations. 
However, this efficiency also introduces a unique privacy challenge. 
The same mechanisms that enable legitimate users to quickly ex-
tract insights also allow unauthorized observers to rapidly acquire 
sensitive information through a brief and casual glance. BAIT ’s de-
sign addresses this challenge by introducing a seemingly plausible 
yet misleading decoy visualization. It offers an effective approach 
for privacy protection of glanceable visualizations, which cannot 
be achieved by existing privacy protection methods designed for 
texts or numerical data. 
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One-time Cognitive and Learning Cost vs. Effective Pri-
vacy Protection. As shown in our above evaluations, the privacy-
preserving visualizations processed by BAIT needs one-time cogni-
tive and learning cost from users. Specifically, users need to know 
what is the actual visualization and the decoy visualization. Our 
user study findings suggest that this cognitive cost is adaptive and 
diminishing. Participants reported that the initial unfamiliarity 
rapidly decreased with a brief interaction with the visualizations 
processed by BAIT. We speculate that participants’ quick learning 
and adaption to our approach is due to the intrinsic simplicity and 
intuitiveness of the working mechanism of BAIT, i.e., the one-time 
cognitive and learning cost is minimum. We recommend that such 
a practice of minimum one-time cognitive and learning cost should 
also be followed in the development of future perception-driven 
privacy protection methods. 

Visual Illusions for Visualization Privacy Protection. The 
core innovation of BAIT was inspired by prior research on visual 
illusions, an important research direction in the fields of percep-
tion and psychology. Specifically, our approach is inspired by the 
principles of Hybrid Images [65]. By exploiting the distinct spatial 
frequency processing channels of the human visual system, we 
create a divergence in perception based on viewing distance. Our 
work confirms that privacy protection can be achieved through per-
ceptual manipulation built upon existing research on visual illusion. 
This work suggests a promising but still underexplored research 
avenue, i.e., systematically mining visual illusions to construct new 
privacy protection methods. For example, it may be possible to 
leverage the Crowding Effect [54], where target objects become 
unidentifiable when surrounded by specific patterns in peripheral 
vision, to hide sensitive visual information. 

7.2 Limitations and Future Work 
We further discuss the possible limitations of BAIT in this section, 
which also inform the possible future research directions. 

Generalizability to various visualization types and devices. 
In this study, we applied BAIT to four popular visualization types 
due to their popularity on the internet [7]. It is crucial to emphasize 
that BAIT ’s applicability is not limited to these four visualization 
types. The core strategy behind our approach is the generation of 
a decoy visualization designed to distract shoulder surfers. This 
decoy visualization takes into account both data distribution and 
visual properties of the original visualization. Given that all visu-
alizations include these features, BAIT has great potential to be 
extended to other types of visualizations such as graph visualiza-
tions and even infographics. Moreover, BAIT is not limited to a 
specific device. Although our evaluation employed only one device 
to control experimental variables, the method is designed to be 
adaptable across different devices. By providing the visualization 
image size shown on mobile devices, BAIT can automatically gen-
erate the privacy-preserving visualization for the corresponding 
original visualization, balancing good visibility at proximity and 
privacy preservation beyond a certain viewing distance. In future 
work, we plan to extend BAIT to other types of visualizations and 
different mobile devices. 

Extending privacy-preserving techniques to animated vi-
sualizations. The existing research on privacy-preserving mo-
bile data visualizations, including BAIT, focuses on static visu-
alizations displayed on mobile devices [91]. However, with the 
increasing capability of mobile phones, animated visualizations 
have become increasingly popular on mobile phones due to their 
engaging characteristics and effectiveness in conveying complex 
information [13, 89]. Despite their intriguing format and capability 
of conveying the underlying data, animated visualizations are also 
vulnerable to privacy preservation risks including shoulder surfing 
attacks. Compared to static visualizations, it is more challenging 
to achieve privacy preservation for animated visualizations due to 
their dynamic nature and dense information displayed within a 
short period of time. A promising avenue for future research is to 
explore how BAIT can be extended to generate privacy-preserving 
animated visualizations. 

Sample Size and Statistical Generalizability. Although our 
evaluation demonstrated strong and consistent results, the sample 
sizes (32 participants for Study 1 and 12 for Study 2) are limited 
from a statistical perspective. While these numbers align with typi-
cal standards in HCI and visualization research, they nonetheless 
constrain the statistical power of our analysis. In terms of breadth, 
future studies with larger and more diverse samples are needed to 
generalize our findings across populations with varying visual or 
cognitive conditions. In terms of depth, longer-term field deploy-
ments could enhance statistical validity and yield richer longitudi-
nal insights into user behavior. 

8 Related work 
In this section, we review previous research related to our work 
from two perspectives: privacy-preserving visualization and visible 
watermark. 

8.1 Privacy-preserving Visualization 
Identity leakage: In contemporary society, safeguarding sensitive 
information from potential adversaries during data transformation 
poses a significant challenge. As many datasets may contain sensi-
tive information about individuals, analyzing and visualizing these 
datasets may result in the disclosure of personal information [72]. 
Various data anonymization techniques have been proposed to en-
crypt the identifiers that can be used to directly or indirectly identify 
an individual from the data points within a dataset [15–18, 22, 24]. 
For instance, Wang et al. [81] combined multiple anonymization 
schemes to create a hybrid approach for privacy-preserving so-
cial network visualizations. This approach prevents the disclosure 
of real-world identities of data items from the visualization. Ad-
ditionally, Dasgupta et al. [23] proposed an adaptive method for 
privacy-preserving parallel coordinates, which clusters similar data 
points and bins them according to their value ranges. Similarly, 
Oksanen et al. [64] proposed a privacy-preserving heatmap of tra-
jectory data that uses three data processing techniques to prevent 
the disclosure of data items’ identities in the heatmap. 

Shoulder surfing attacks: To prevent mobile visualizations 
from shoulder surfing attacks, a privacy film can be applied to the 
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screen, limiting its visible range and angle. However, this hardware-
based approach incurs additional expenses and reduces users’ visi-
bility of the screen [2]. Previous software-based privacy-preserving 
techniques have primarily focused on protecting low-level visual 
elements and fine-grained details. For example, existing methods 
target specific textual content [68] or employ grid-based obfusca-
tion techniques for individual text blocks and image regions [14]. 
Similarly, approaches for authentication scenarios concentrate on 
concealing discrete interface elements such as PIN entries or indi-
vidual button interactions [76]. However, these fine-grained protec-
tion strategies are fundamentally inadequate for data visualizations, 
where meaningful insights can be extracted from high-level visual 
patterns rather than specific textual or graphical details. 

In addition to privacy films, Zhang et al. [91] were the first to 
propose a method protecting visualization content from shoulder 
surfing attacks. Specifically, they considered the varying sensitivity 
of the Human Vision System at different viewing distances and 
proposed a two-stage masking scheme to transform the original vi-
sualization into a privacy-preserving one. Nevertheless, this method 
relies on manual parameter adjustments derived from multiple ex-
periments, making it non-scalable and unstable under different 
conditions. Moreover, it demands additional user effort and time to 
view the visualization at close range. In contrast, leveraging visual 
illusion and Human Vision System, we propose a software-based 
approach to achieve automatic privacy-preserving visualization 
generation. 

8.2 Visible Watermark 
Visible watermarking is a widely used technique to authenticate 
and protect digital content (e.g., images). The technique involves 
superimposing two images, namely a watermark (e.g., logo) and the 
original image [26]. A good visible watermark should not obscure 
the original image details beneath it [59]. To achieve this require-
ment, various methods have been proposed, which can be classified 
into spatial-based and frequency-based approaches [8]. The spatial-
based approach changes the pixel value of the original image to 
add the watermark. For instance, Braudaway proposed the visible 
watermark technique in digital images [12]. This method specif-
ically changes the original image pixel brightness value through 
multiplication with the corresponding value in the watermark. The 
frequency-based approach applies watermark superposition in the 
frequency domain, which is more efficient than the spatial domain 
operation [58]. For example, Meng et al. imposed the watermark 
on an original image by operating on the coefficients of the image 
in the discrete cosine transform (DCT) domain [58]. However, the 
approach can cause visual discontinuity [39]. To overcome this 
limitation, a wavelet domain operation has been proposed for visi-
ble watermark generation [39]. Additionally, a contrast-sensitive 
visible watermarking scheme has been proposed that adaptively 
changes the watermark intensity according to image content and 
Human Vision System characteristics [40]. 

9 Conclusion 
This paper presents BAIT, a novel method that utilizes visual illusion 
to automatically generate privacy-preserving data visualizations 
for mobile devices. BAIT also explicitly incorporates crucial factors 

in HVS that significantly influence human perception of data visu-
alizations. Specifically, BAIT overlaps a decoy visualization over 
a given original visualization. The resulting privacy-preserving 
visualization ensures that users at close proximity can perceive 
the original visualization content, while shoulder surfers at farther 
distances are redirected to the decoy visualization, which lacks 
valuable information. We present privacy-preserving examples and 
conduct two in-depth user studies to evaluate the effectiveness and 
usability of BAIT. Our results show that BAIT effectively protects 
the privacy of original visualizations. 
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A More Privacy-preserving Vis. Examples 
In the appendix, we provide more examples of privacy-preserving visualizations, demonstrating the effectiveness of our method across 
four common chart types. These examples underscore the versatility and adaptability of our approach in addressing privacy concerns for 
different visualizations. Figure 9 illustrates privacy-preserving bar chart examples, highlighting the capability of our method to effectively 
preserve privacy while maintaining the visual integrity of the original chart. Figure 10 presents examples of privacy-preserving line charts, 
emphasizing the strength of our method in preserving privacy for visualizations that display continuous data over continuous data. In 
Figure 11, we depict examples of privacy-preserving scatter plots, showcasing the efficacy of our method in handling visualizations that 
represent relationships between variables. Lastly, Figure 12 provides examples of privacy-preserving pie charts, demonstrating the ability of 
our method to maintain privacy while preserving the visual clarity of the original chart. Figure 13 depicts a question example in the user 
study. 

Original 
Visualization 

Decoy 
Visualization 

Ours 
(Close) 

Ours (far) 

Figure 9: An illustration of privacy-preserving bar charts generated by BAIT. The figure showcases four distinct bar charts 
(four columns), displaying the simulated perception of original visualizations at a close distance (top row), privacy-preserving 
visualizations at a close distance (second row), privacy-preserving visualizations at a far distance (third row), and decoy 
visualizations at a far distance (bottom row). Note: the effect of privacy-preserving visualizations (second row) depends on their 
displayed sizes, and readers are recommended to expand them to validate their effectiveness if they are displayed in a small 
size. 

B Optimization Model Details 
This appendix provides the detailed formulas and parameter values for the perception-driven combinatorial optimization model described in 
Section 4. 

B.1 Distance-dependent Visualization Rescaling 
The downsampling factor 𝛾 is correlated with the viewing distance 𝐷 . It is calculated by first determining the human visual height (𝐻𝑣 ) and 
width (𝑊𝑣 ) based on human horizontal (𝜃𝐻 = 40◦) and vertical (𝜃𝑊 = 50◦) visual angles [34]: 

𝐻𝑣 = 2 · tan( 𝜃𝐻 

2 
) · 𝐷, (4) 

𝑊𝑣 = 2 · tan( 𝜃𝑊 

2 
) · 𝐷, (5) 

The downsampling factor 𝛾 is then calculated using the visualization’s actual height (𝐻𝑖 ) and width (𝑊𝑖 ): 
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Figure 10: An illustration of privacy-preserving line charts generated by BAIT. The figure demonstrates four distinct line 
chart (four columns), displaying the simulated perception of original visualizations at a close distance (top row), privacy-
preserving visualizations at a close distance (second row), privacy-preserving visualizations at a far distance (third row), and 
decoy visualizations at a far distance (bottom row). Note: the effect of privacy-preserving visualizations (second row) depends 
on their displayed sizes, and readers are recommended to expand them to validate their effectiveness if they are displayed in a 
small size. 

𝛾 = 

√︂ 
𝐻𝑖 · 𝑊𝑖 

𝐻𝑣 · 𝑊𝑣 
, (6) 

B.2 Score Function 
The Score function is designed to maximize the perceptual difference between close and far viewing distances. It is a weighted sum of two 
gap values. 

Gap1 models the visibility of the original visualization, defined as the difference in VSI similarity between close and far distances: 

Gap1 = 𝐹𝑉 (𝐼 𝑜 
𝑐 , 𝐼 

𝑝 
𝑐 ) − 𝐹𝑉 (𝐼 𝑜 

𝑓 , 𝐼 
𝑝 
𝑓 ), (7) 

where 𝐹𝑉 is the Visual Saliency-based Index (VSI) [90]. 
Gap2 models the visibility of the decoy visualization, defined as the difference in MS-SSIM similarity between far and close distances: 

Gap2 = 𝐹𝑀 (𝐼 𝑑 
𝑓 , 𝐼 

𝑝 
𝑓 ) − 𝐹𝑀 (𝐼 𝑑 

𝑐 , 𝐼 
𝑝 
𝑐 ), (8) 

where 𝐹𝑀 is the Multi-Scale Structural Similarity (MS-SSIM) index [83]. 
The final score is the weighted sum of these two gaps. We empirically set 𝛼 = 0.5 and 𝛽 = 0.5: 

Score = 𝛼 · Gap1 + 𝛽 · Gap2, (9) 

B.3 Exhaustive Search Parameter Ranges 
The exhaustive search evaluates combinations of the following discretized values: 
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Figure 11: An illustration of privacy-preserving scatter plots generated by BAIT. The figure showcases four distinct scatter 
plots (four columns), displaying the simulated perception of original visualizations at a close distance (top row), privacy-
preserving visualizations at a close distance (second row), privacy-preserving visualizations at a far distance (third row), and 
decoy visualizations at a far distance (bottom row). Note: the effect of privacy-preserving visualizations (second row) depends 
on their displayed sizes, and readers are recommended to expand them to validate their effectiveness if they are displayed in a 
small size. 

• Luminance: {0, 0.1, 0.2, 0.3, ..., 100}, 
• Chroma: {0, 0.1, 0.2, 0.3, ..., 100}, 
• Kernel Size:{1, 3, 5, ..., min(𝐼𝑤 , 𝐼ℎ )}, 
• Mask Area: {1, 2, 3, ..., min(𝑉𝑤 , 𝑉ℎ )}. 

Here, 0 and 100 are the min/max L and C channel values. min(𝐼𝑤 , 𝐼ℎ) is the minimum of the visualization’s width and height, and min(𝑉𝑤 , 𝑉ℎ) 
is the minimum of the visual elements’ width and height. 
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Figure 12: An illustration of privacy-preserving pie charts generated using our proposed BAIT. The figure showcases four 
different pie charts (four columns), displaying the simulated perception of original visualizations at a close distance (top row), 
privacy-preserving visualizations at a close distance (second row), privacy-preserving visualizations at a far distance (third 
row), and decoy visualizations at a far distance (bottom row). Note: the effect of privacy-preserving visualizations (second 
row) depends on their displayed sizes, and readers are recommended to expand them to validate their effectiveness if they are 
displayed in a small size. 
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Question: please select the chart that most closely 
resembles what  you have seen on the mobile device.
 

(A) (B) 

Figure 13: An illustration of a question example utilized in our user study for Real Users (RUs) or Shoulder Surfers (SSs). (A) An 
example of privacy-preserving visualization generated by BAIT. (B) An instance of a question related to a privacy-preserving 
visualization. 
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