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Abstract

Mixed Reality (MR) is a term used to describe the seamless blending of a physical environment
with a digitally generated environment, creating an integrated space where real and virtual elements
coexist and interact. It has introduced the possibility of new computing and interaction paradigms for
users with the use of commercial headsets such as Microsoft HoloLens and Meta Quest. However,
various factors have prevented these products from becoming widely adopted as everyday devices.
The lack of frictionless interactions is one of the preventive factors. The thesis focuses on gestural
interactions that do not require the use of controllers and are instead performed with bare hands.
However, gestural interactions in MR are still in their infancy, with potential for exploration and
development. The direction of gestural interaction in this thesis is partitioned into two parts: mid-air
gesture keyboard for text entry, and gesture recognition for eliciting commands. They are similar to
the keyboard and mouse used on personal computers. Machine learning has significantly advanced
various technologies; thus the central hypothesis in this thesis is that Machine learning enables fast
and accurate gestural interaction systems in Mixed Reality.

The design of machine-learning-enabled gestural interaction systems faces many challenges. Stan-
dard machine learning models require a significant amount of data for training so that complex patterns
can be recognized from the data. Owing to the limited adoption of MR devices and considering that
novel interaction systems are proposed, acquiring large amounts of data can be time-consuming and
challenging. Thus, data sparsity poses the first challenge, which leads to Research Question 1: How
to use generative machine learning models to synthesize skeleton gestural data? This thesis proposes
a novel model, the Imaginative Generative Adversarial Network (GAN), to automatically synthesize
skeleton-based hand gesture data aimed at data augmentation for training gesture classification mod-
els. The results demonstrate that the proposed model trains quickly and can enhance classification
accuracy compared to conventional data augmentation strategies. Furthermore, this model is extended
to generate trajectory data for mid-air gesture keyboards, compare it with other generative models,
and discuss the comparative advantages of each model.

Designing a mid-air gesture keyboard involves both user interface and user experience design.
MR introduces a vast design space through its high-degree of interactivity and expansive display
area. Consequently, the optimal design for a mid-air gesture keyboard size varies among users due
to differences in users’ gesture motions and preferences. Thus, Research Question 2 is: How to
use machine learning-based optimization methods to adaptively personalize the size of a mid-Air
gesture keyboard? This thesis proposes a multi-objective Bayesian optimization approach for adapting
the layout size of a mid-air gesture keyboard to individual users. The results demonstrates that this



vi

process can achieve a 14.4% improvement in speed and a 13.8% improvement in accuracy relative to
a baseline design with a constant size.

Furthermore, MR products face challenges related to the inaccuracy and high latency of tracking,
as well as the lack of haptic feedback for users. These issues result in lower text entry accuracy and
speed on mid-air gesture keyboards, subsequently causing a sub-optimal user experience. There-
fore, Research Question 3 is: How to use machine learning methods to accurately decode gesture
trajectories into intended text on a mid-air gesture keyboard, thereby facilitating innovative designs
that enhance user experience? This thesis introduces a novel gesture trajectory decoding model that
robustly translates users’ three-dimensional fingertip gestural trajectories into their intended text.
This accurate decoding model enables the investigation of innovative open-loop interaction designs,
including the removal of visual feedback and the relaxation of delimitation thresholds.

Lastly, gesture recognition is a complex task that requires the recognition of noisy and intricate
gesture data in real-time. Moreover, for those without experience in machine learning, it can be a
challenge to apply these techniques to gesture recognition. Consequently, Research Question 4 is: How
to use machine learning models to perform accurate gesture recognition in real-time and empower non-
experts to use this technology? This thesis proposes a key gesture spotting architecture that includes
a novel gesture classifier model and a novel single-time activation algorithm. This architecture is
evaluated on four separate skeleton-based hand gesture datasets and achieves high recognition accuracy
with early detection. Furthermore, various data processing and augmentation strategies, along with
the proposed key gesture spotting architecture, are encapsulated into an interactive application, which
demonstrates high usability in a user study.
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Chapter 1

Introduction

The term “Mixed Reality” was �rst introduced in a 1994 paper by Paul Milgram and Fumio Kishino

titled “A Taxonomy of Mixed Reality Visual Displays” [171]. Now, following many years of research

and commercialization, Mixed Reality holds the potential to provide the next generation computing

experience, succeeding personal computers and smartphones.

Mixed Reality (MR) is a fusion of physical and digital worlds, occupying a spectrum between two

main subsets: Augmented Reality (AR) and Virtual Reality (VR). AR superimposes digital content

onto the physical world [19]. For example, users can position a digital object on a physical table. In

contrast, VR isolates users from the physical environment, immersing them into a fully digital world.

Users can embody avatars and explore a completely novel digital universe.

This thesis focuses primarily on head-mounted displays (HMDs) for system design and deploy-

ment. HMDs fall into three categories: Virtual Reality (VR) HMDs [188], like the Meta Quest

series [204] and the HTC Vive series [20]; Optical See-Through Augmented Reality (OST AR)

HMDs [34], represented by the Microsoft HoloLens series [169]; and Video See-Through AR (VST

AR) HMDs [43], a category exempli�ed by devices such as the Apple Vision Pro [248]. With

the progression of VST AR HMDs, the distinction between AR and VR is becoming increasingly

blurred. In VST AR HMDs, users view the physical world through virtual environments displayed on

the device. These virtual environments are created from video frames captured by forward-facing

cameras mounted on the front of the HMDs [198]. In the case of Apple Vision Pro, the degree of

blending between the physical and digital worlds is controlled by the Digital Crown on the Vision

Pro device [175]. While there is no clear demarcation between AR and VR, they can be viewed as

endpoints on a spectrum of MR. The extreme leaning more towards the physical world represents AR,

while the other extreme, leaning towards the virtual environment, represents VR.

1.1 Gestural Interaction System

In the evolution of previous computing paradigms, such as personal computers and smartphones,

it has invariably been the revolution in interactive technologies that has led to signi�cant product
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Fig. 1.1Left: Illustration of a user gesturing on a mid-air gesture keyboard in AR wearing an OST
HMD. Right: Appearance of the mid-air gesture keyboard in AR. The trace represents the trajectory
of the �ngertip. When the user intends to input the word `world', they will use their �ngertip to
gesture from `w' to `o' to `r' to `l' and then to 'd'. The trajectory is delimited by a method that
indicates the start and end of the gesture typing action.

(a) Single Pinch (b) Double Pinch (c) Middle Pinch

Fig. 1.2 Three example gestures: a single pinch for selection, a double pinch for con�rmation, and a
middle pinch for cancellation

advancements. For personal computers, the innovation lay in the mouse and keyboard. For smart-

phones, it was the development of multi-touch technology. Similarly, the widespread adoption of MR

hinges on the evolution of interactive technologies. The potential of gestural interaction techniques

lies in utilizing bare hands as a means to interact with the system. It is worth noting that alternative

interaction methods, such as voice commands, could be deployed. However, this falls outside the

scope of this thesis. Furthermore, when compared to controller-based interaction techniques, gestural

interaction offers more intuitive and immersive experiences with a high degree of freedom [258]. This

principle mirrors the approach taken with smartphones, where instead of using a stylus for interaction,

users employ their �ngertips [150]. As Steve Jobs eloquently put it, “There's still no better mobile

computing tool than your �nger.” The same logic may hold true for MR environments, where natural,

intuitive gestural interactions could well de�ne the future of this computing paradigm [104].

This thesis is researching the development of gestural interaction systems in MR. An interaction

technique within an MR system primarily serves two functions: text entry and command elicitation.

In the context of personal computers, a keyboard is utilized for text entry [228], while a mouse is

employed to elicit commands such as selecting items, dragging and dropping objects, and triggering

context menus [199]. Similarly, smartphones use multi-touch capabilities to facilitate a virtual

keyboard and command elicitation on the screen [29, 245]. Within the MR paradigm, likewise a

virtual keyboard is required, as well as a gesture recognition method for eliciting commands. For
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the virtual keyboard, this thesis primarily focuses on the mid-air gesture keyboard as illustrated in

Figure 1.1, where users can enter text by articulating word patterns in relation to this virtual keyboard

�oating in mid-air. For gesture recognition, this thesis concentrates on a real-time method, speci�cally

targeting the identi�cation of user-executed gestures to trigger commands. These commands may

include a single pinch for selection, a double pinch for con�rmation, and a middle pinch gesture for

cancellation [263]. The challenge lies in distinguishing these gestures from background gestures,

which are natural hand movements performed for other purposes. Figure 1.2 illustrates these three

gestures, but there are potentially many more gestures that can be used for various commands.

1.2 Characterization of Mixed Reality and The Corresponding Chal-

lenges

Regrettably, several characteristics of MR impede the deployment of gestural interaction for accurate

and fast gesture keyboard and gesture recognition in MR.

1. Limited Adoption of Mixed Reality Devices: MR devices, still in their infancy, have yet

to gain broad acceptance. In 2021, the global market for Augmented Reality and Virtual

Reality (AR/VR) HMDs saw shipments reach 11.2 million units [106]. By contrast, in the

same year, global smartphone shipments amounted to 1,433.9 million units [232], re�ecting the

signi�cant disparity in adoption rates between these technologies. This restrained adoption of

MR technologies correlates with a paucity of user data. This data de�ciency exacerbates the

task of developing innovative systems for MR. Microsoft's HoloLens, a prominent OST AR

HMD, has witnessed sales of approximately 300,000 units combined for both HoloLens 1 and

HoloLens 2 [80]. However, these devices are used primarily for industrial and research-based

applications. Consequently, collecting user data, particularly for novel systems, presents a

signi�cant challenge.

2. Inadequate Hand Tracking Accuracy and Latency: Tracking is fundamental in MR, fa-

cilitating an immersive experience that seamlessly blends the digital and physical worlds. It

incorporates body, head, and hand tracking, enabling the system to capture and translate the

positional and orientational data of the user's body, head, and hands into the digital environ-

ment. Tracking accuracy is how correctly the system can register the user's hands or any other

elements being tracked within the MR environment. When MR HMDs have a low degree of

tracking accuracy, the system may introduce inconsistencies between the user's intentions and

how the system deciphers those intentions. Tracking latency denotes the time interval between

a user's action and the system's reaction to it. In MR HMDs, this could mean the delay from the

moment a user moves their hand to when that movement is mirrored in the digital landscape. A

high level of latency can cause a disconnection between the user's movements and the system's

reactions, leading to a phenomenon commonly known as “motion-to-photon” lag [280].
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3. Three-Dimensional (3D) and Enlarged Interaction and Display Space: In contrast to

personal computers and smartphones that feature a two-dimensional display, MR HMDs provide

users with a three-dimensional spatial experience, similar to what they would experience in the

physical world. This spatial interface adds an extra dimension to the interaction experience. On

smartphones, �ngers interact with two-dimensional objects in the x and y dimensions, while in

MR, �ngers can interact with three-dimensional objects in the x, y, and z dimensions. Moreover,

the Field of View (FOV) of many commercial MR HMDs typically ranges from 10-50 degrees

for OST AR HMDs, and 100-120 degrees for VR HMDs and VST AR HMDs [66]. A wider

FOV provides a more immersive experience for the user, as it covers a larger portion of their

natural �eld of view, and also increases the size of the interaction and display space. This larger

interaction and display space also opens up new possibilities for novel interaction paradigms

and larger design spaces where variable forms of interface could be designed.

4. High-degree of Interaction Freedom: In a three-dimensional interaction space with more

freedom of interaction, gestures can differ signi�cantly from one person to another due to

personal preferences, physical differences, or environmental conditions. This variation can

cause noise as well as spatial-temporal complexity in the input data, making it hard for the

system to accurately identify gestural input.

5. Lack of Haptic Feedback: Interactions with virtual objects in MR environments do not provide

haptic feedback. This can cause inaccuracies and inconsistencies in gestural input, as users are

unable to sense the “feel” of their interactions. Furthermore, a lack of haptic feedback also

results in an inferior user experience.

Creating successful and effective gestural interactions is complicated by the challenges posed by these

characteristics, either separately or in combination.

Fig. 1.3 From mixed reality characteristics, through challenges, to de�ning objectives, as indicated by
the arrow.

Figure 1.3 presents the various layers. Starting from the base, the �rst layer represents the

characteristics of MR systems. The next layer maps out the challenges that arise from these speci�c
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characteristics. The topmost layer outlines the four key objectives that this thesis aims to achieve. The

middle layer outlines the strategy to address the challenge and achieve the goals.

The �rst obstacle stems from the limited adoption of MR devices, which results in scarce accessible

user data, impeding research, such as training models to identify patterns in this data. Gathering

extensive user data is a time-intensive task, and it would be bene�cial if human motion data could be

simulated to mirror real user movements.

Designing a virtual keyboard requires careful consideration of both user interface (UI) and user

experience (UX) design. The UI design pertains to the layout size of the virtual keyboard. It deals with

how the keyboard looks and feels. UX design, on the other hand, encompasses multiple elements. One

of these is the decoder, which is responsible for accurately decoding the word patterns traced by the

user's �ngertips. The effectiveness of the decoder plays a crucial role in the overall user experience.

Visual feedback, which is the response shown to the user during the interaction, and delimitation,

which involves de�ning the boundaries or limits of the user's interaction with the keyboard, are also

integral aspects of UX design. These factors contribute to the user's overall experience with the

gesture keyboard.

Designing an interface for a virtual keyboard, especially with 3D and enlarged interaction and

display spaces, presents unique challenges. The degree of interaction freedom necessitates careful

consideration of factors such as the optimal size of the keyboard. A bigger keyboard size requires

more movement of the hands and �ngers, but it can be more accurate due to the larger target size. On

the other hand, a smaller keyboard size allows for faster gesturing, but the accuracy may be lower as

the target is smaller. A keyboard size should be designed to optimize the text entry speed and accuracy

simultaneously. Users may also have their own preferences towards a suitable keyboard size.

Moreover, the absence of haptic feedback, potential issues with tracking accuracy and latency,

and the high degree of interaction freedom can introduce noise into the input data. This makes

the input spatial-temporally complex, posing challenges to decoding the trajectory gestured on the

virtual keyboard into precise texts. While these decoding accuracy issues can be somewhat alleviated

through deliberate design choices, such as providing visual feedback to indicate virtual trajectories and

implementing strict delimitation that forces users to gesture within a certain threshold to the virtual

keyboard, these measures may lead to more stable trajectories but also signi�cantly compromise the

user experience. Hence, it is crucial to enhance the robustness of the decoder. A more robust decoder

can facilitate better interaction design and ultimately lead to a superior user experience.

Gesture recognition is a complex and challenging task due to the noisy and intricate temporal

and spatial input data, similar to that of a keyboard decoder that decodes trajectories into texts. It is

dif�cult to recognize gestures in real time with low latency and high accuracy. Furthermore, the high

degree of interaction freedom allows for an in�nite number of gestures to be created and prototyped,

with different designers creating speci�c gestures for various applications. Nevertheless, constructing

a recognition model for these gestures is not a simple process and requires expertise in the �eld.

One objective of this thesis is to empower designers and developers without specialized expertise to

quickly prototype a gesture recognition model for custom gestures.
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Therefore, the general problem statement is:

General Problem Statement

The development of gestural interaction systems in MR, including gesture keyboard and

gesture recognition, faces a number of challenges, such as data sparsity, noisy and spatially-

temporally intricate input, variable forms of interface design, and inferior user experience.

These issues are caused by the characteristics of MR devices, making the construction of

gestural interaction systems a dif�cult undertaking. Fast and accurate gestural interaction

systems encompass human motion simulation, gesture keyboard user interface re�nement,

user experience optimization, and gesture recognition and prototyping.

1.3 Key Terms

To maintain a shared understanding of the hypothesis and research questions, the de�nitions of key

terms are provided below.

Table 1.1 Key terms and de�nitions

TERM DEFINITION

Machine Learning A �eld of computer science that uses statistical

techniques to enable computer systems to learn

patterns from data and optimize the performance

on a speci�c task.

Discriminative Model A machine learning model that learns the condi-

tional distribution between the input and the output.

Once this model is learned, it can predict the bound-

ary between categories or classes.

Generative Model A machine learning model that learns the joint

probability distribution of the input and the out-

put. Once this model is learned, it can generate

new data points with some variations.

Bayesian Optimization A sequential design strategy for global optimiza-

tion of black-box functions that does not assume

any functional forms. It is usually employed to

optimize expensive-to-evaluate functions.

Continued on next page
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Table 1.1 – continued from previous page

TERM DEFINITION

Generative Adversarial Network (GAN)A class of machine learning systems. Two neural

networks, a discriminator and a generator, contest

with each other, where the generator tries to pro-

duce fake data while the discriminator attempts to

distinguish between real and fake data.

Mixed Reality (MR) A blend of physical and digital worlds, merging

digital and physical environments to produce new

environments and visualizations where physical

and digital objects co-exist and interact in real time.

Augmented Reality (AR) An interactive experience of a real-world environ-

ment where the objects that reside in the physical

world are augmented by computer-generated per-

ceptual information.

Virtual Reality (VR) A simulated experience that can be similar to or

completely different from the real world.

Head-Mounted Display (HMD) A display device, worn on the head or as part of

a helmet, that has a small display optic in front

of one (monocular HMD) or each eye (binocular

HMD).

Field of View (FOV) The extent of the observable world that is seen at

any given moment.

Haptic Feedback A technology that provides tactile sensations or

responses through forces, vibrations, or motions to

the user based on their interactions with a device

or system.

Gestural Interaction A type of human-computer interaction where the

user interfaces with digital devices or systems

through bodily movements, such as hand or �n-

ger motions.

Continued on next page
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Table 1.1 – continued from previous page

TERM DEFINITION

Gesture Keyboard A type of virtual keyboard which allows users to

input text by drawing a path over the keyboard

letters, rather than tapping on each individual letter.

Keyboard Decoder An algorithm that is responsible for accurately de-

coding the word patterns traced by the user's �n-

gertips into intended text.

Gesture Recognition An interdisciplinary area of research within com-

puter science with the goal of classifying human

gestures via mathematical algorithms.

1.4 Approach

In this thesis, the research questions are tackled through the utilization of a range of novel and

interconnected machine learning models and system designs. The main focus lies on gesture keyboards

and gesture recognition. Each design emphasizes a distinct aspect of the problem at hand, contributing

to better designs overall.

The �rst phase of this methodology is to comprehend and recognize the design objectives related

to the integration of machine learning techniques in gestural interaction systems in MR. This compre-

hension is then re�ned through the formulation of four research questions, which provide insight into

the current state of MR system design and the dif�culties associated with machine learning model

design and system design.

The second phase entails the development of machine learning models and the creation of

prototype systems that integrate these models with design principles identi�ed in the previous phase.

These principles play a crucial role in enhancing user performance and satisfaction. The prototypes

act as platforms for thorough empirical investigations into the machine learning techniques and their

implications on design.

The third phase is to ensure a comprehensive evaluation of the proposed approach. Two main

stages are devied within the evaluation process: assessing the machine learning models individually

�rst and then evaluating the overall prototype system as a whole. The �rst stage involves quantitative

comparisons with other state-of-the-art models to gauge their ef�ciency and effectiveness when

considered independently from external factors.
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The second stage involves the assessment of the complete prototype system, which merges the

machine learning models with the previously established design principles. To evaluate this system,

structured user studies are conducted. These studies enable an examination of user performance and

satisfaction when engaging with the entire system, taking into account how both machine learning

models and design principles jointly impact their performance and experience. This method of

assessing both individual machine learning models as well as their integration in a holistic system

offers a comprehensive understanding of their effectiveness and ef�ciency.

1.5 Thesis Structure

The structure of the subsequent chapters in this thesis is detailed below:

Chapter 2 provides a review of machine learning and neural networks, exploring their model

architectures in detail. Additionally, related areas of machine learning, such as model training and

optimization methods, data augmentation approaches, and their application in gestural interactions,

are explored in detail. One of the aims of this chapter is to offer foundational knowledge on machine

learning. This chapter also provides an in-depth review of the literature pertaining to the primary

research questionHow to use machine learning to enable accurate and fast gestural interaction

in Mixed Reality?Four distinct research questions are further developed in each section. Lastly,

this chapter comprehensively explains the role and signi�cance of gesture keyboards and gesture

recognition.

Chapter 3 introduces a generative model based on the Generative Adversarial Network (GAN), the

Imaginative GAN, for synthesizing skeleton gesture data. The performance of this model surpasses

traditional data augmentation methods, as demonstrated by comparative analysis. Additionally, in

Chapter 4, the Imaginative GAN is employed to generate synthetic trajectory data on a virtual gesture

keyboard. It is compared with other methods, not with the intention to establish superiority, but to

highlight different characteristics that make it suitable for various scenarios where synthetic data is

utilized.

Chapter 5 introduces AdaptiKeyboard, a mid-air gesture keyboard that employs multi-objective

Bayesian optimization to adjust its layout size, optimizing both text entry speed and accuracy. By

tailoring to individual user habits and preferences, AdaptiKeyboard method boosts text entry speed

and accuracy by 14.4% and 13.8% respectively, compared to a baseline design on the HoloLens 2.

Chapter 6 presents a unique decoding technique that directly converts the 3-dimensional gesture

trajectories drawn on a virtual gesture keyboard into the desired text. The proposed decoder can

consequently support novel design to support better user experience, including the removal of visual

feedback and relaxed delimitation threshold. The ef�ciency of the decoder is validated through studies

demonstrating signi�cant enhancements in entry speeds and minimized error rates.

Chapter 7 introduces an innovative key gesture spotting framework that proves to be highly accu-

rate and capable of early detection across several different hand skeleton gesture datasets. Additionally,

Various data preprocessing, data augmentation techniques and the proposed framework are integrated
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into a user-friendly Graphical User Interface (GUI) and an Application Programming Interface (API).

User studies validate that these tools allow designers and developers to create custom recognizers

effectively.

Chapter 8 �nally revisits the primary contributions and examines how they tackle the central

hypothesis and the four research questions.



Chapter 2

Related Work

Gestural interaction, the practice of conveying information or commanding devices via physical

movements, has undergone a signi�cant transformation in recent decades [211, 156, 142, 18]. This

form of interaction surpasses conventional input methods such as keyboards and mice, providing

a more instinctive and immersive user experience that closely aligns with human instincts and

behaviors [256, 91, 133]. The origins of gestural interaction hark back to the advent of early mobile

phones. As touchscreens started supplanting physical keypads, the demand for more effective and

intuitive interaction techniques emerged [180, 154]. Actions such as swiping and tapping became the

new language of mobile phone use. These gestures, while basic, transformed the way users engaged

with their devices, rendering the experience more seamless and organic. As technology progressed,

the realm of gestural interaction expanded beyond the con�nes of mobile screens. Wearable devices,

such as smartwatches [187, 251, 39], introduced a new set of challenges and opportunities. The

limited screen real estate necessitated the development of more nuanced gestures, like wrist �icks or

�nger taps, to navigate and access features [263].

The true potential of gestural interaction, however, began to unfold with the advent of Mixed

Reality (MR) technologies [142, 18]. Hand tracking, spatial recognition, and full-body gestures

became integral to navigating the digital world. Devices like the Microsoft HoloLens or the Oculus

Quest have incorporated gestural interaction systems, allowing users to grab virtual objects, navigate

menus, or even sketch in the air [168, 186]. However, these immersive environments desires more

sophisticated gestural interactions. Traditional methods, such as rule-based gesture recognition

systems, proved inadequate. Thus, the three-dimensional nature of MR spaces necessitates a more

holistic approach to realize the next generation of gestural interaction. Machine Learning, with its

ability to learn and predict complex patterns, presents an exciting avenue for this transformation.

Particularly deep learning algorithms can enable a more intuitive, responsive, and immersive gestural

interaction in MR. This could potentially revolutionize the way that users perceive and interact with

these virtual environments, fostering a truly seamless integration between the physical and digital

worlds.
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This chapter comprises �ve main sections. The �rst section covers machine learning and neural

networks, including their model structures, training methods, optimization techniques, and the

importance and approaches of data augmentation when there is limited training data. The subsequent

four sections are dedicated to related speci�c research questions. The second section focuses on

utilizing human motion simulation to augment data and mitigate data sparsity issues. This is relevant to

theResearch Question 1. The third section discuss the optimization and adaptation process within user

interface design, particularly in the context of text entry methods. This section relates to theResearch

Question 2. The fourth section explores gesture keyboards, with speci�c emphasis on keyboard

gesture recognition. This section is related to theResearch Question 3. Lastly, the �fth section

investigates gesture recognition, distinguishing between of�ine and online approaches. Additionally,

it covers developer tools, connecting to theResearch Question 4.

2.1 Machine Learning

Machine Learning (ML) is a vibrant subset of arti�cial intelligence that emphasizes the creation of

algorithms allowing computers to learn from and make decisions based on data. Unlike traditional

programming where tasks are explicitly de�ned, machine learning models discern patterns in data to

make predictions or decisions. The foundation of ML lies in its data, speci�cally the training data,

which is used to instruct the model. Once trained, the model, which can be visualized as an algorithm

or a set of algorithms, can then make predictions when presented with new, unseen data.

Neural networks have become a cornerstone in the machine learning �eld, a concept that originated

from neuroscience [165, 212, 75, 215]. Drawing inspiration from the human brain's structure, a neural

network is composed of interconnected nodes or neurons that process information in a layered manner.

Each neuron in the network has a basic processing function, and its output is determined by an

activation function. The learning process in neural networks is often re�ned using a method called

backpropagation, which adjusts the weights of the neurons based on the output error, optimizing the

network's performance over time [126].

2.1.1 Model Categorization

Machine learning has signi�cantly impacted human-computer interaction, particularly in the realm

of gestural interaction. This thesis focuses on two main types of models: generative models and

discriminative models. Generative models, which capture the joint probability distributionP(X;Y),

whereY represents the label andX denotes the input data, have been used in various �elds, including

human motion simulation. Discriminative models, on the other hand, estimate the posterior probability

P(YjX) and are primarily used in classi�cation tasks.

1. Generative Model:

Generative models, designed to understand the underlying processes of data generation, capture

the joint probability distributionP(X;Y). These models can generate new samples that mirror
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the input data. Notable instances include Gaussian Mixture Models [209], Hidden Markov

Models [65], and the revolutionary Generative Adversarial Networks (GANs) [83]. GANs can

learn generative models via adversarial training to produce samples from the approximated real

data distribution.

2. Discriminative Model

Discriminative models primarily focus on delineating between different classes or categories.

Instead of modeling the classes themselves, they emphasize the decision boundary between

them. These models directly estimate the posterior probabilityP(YjX). They are predominantly

employed in classi�cation tasks [230].

2.1.2 Model Architecture

Neural networks have evolved signi�cantly over the years. These models, designed to recognize

patterns and make decisions, can be categorized based on their architecture and the speci�c tasks they

are tailored for. The categorization provides a structured overview, aiding in the understanding of

their functionalities and applications:

1. Feedforward Neural Network (FNN): FNNs are structured as a sequence of interconnected

computational neurons organized hierarchically into layers. The architecture begins with an

input layer, which receives the data. This is followed by several hidden layers that process

and transform this data. The �nal output layer produces the network's predictions. Each

neuron in the network utilizes a biasb and a weight vectorw to model a decision. The output

of a neuron is given byf (x) = h(wTx + b), whereh(x) is a non-linear activation function.

Various activation functions are employed in practice, such as the Sigmoid, Hyperbolic tangent,

Softmax, and ReLu functions. These functions play a pivotal role in enabling the network to

capture non-linear relationships in the data [218, 217].

2. Deep Feedforward Neural Network (DFFNN):DFFNNs, an advanced form of FNNs, are

distinguished by their depth, characterized by multiple hidden layers. This depth enables them

to model intricate and non-linear mappings more ef�ciently than shallow networks. DFFNNs

have demonstrated remarkable performance in speci�c tasks, capturing intricate details that

might be overlooked by shallow models [67, 81].

3. Recurrent Neural Network (RNN): RNNs [214] are unique due to their architecture that

includes loops, facilitating features like top-down feedback. The depth in RNNs is inherently

temporal, with multiple non-linear layers unfolding over time. This makes RNNs resemble

feed-forward networks with in�nite layers, all interconnected by a consistent weights matrix.

The neuron activity in RNNs is in�uenced by both the current stimulus and the network's state,

allowing them to emulate functions of extensive feed-forward networks even when constrained

in terms of units and connections [216, 85, 219].
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4. Convolutional Neural Network (CNN): Convolutional Neural Networks (CNNs) [2], a spe-

cialized form of Deep Feedforward Neural Networks (DFFNNs), are designed for grid-like data

such as images or sequential data. The core components of CNNs include convolutional layers

for capturing localized features, pooling layers for reducing spatial dimensions and highlighting

key features [272], and a fully connected layer for combining these features. CNNs excel in

detecting intricate patterns within input data, reducing computational demands, and preventing

over�tting. Their effectiveness in tasks like object identi�cation, facial recognition, and image

demarcation has made them a popular choice for computer vision tasks [90, 143].

2.1.3 Training Neural Networks

Training a neural network entails an optimization process that is bifurcated into two primary com-

ponents: the back-propagation algorithm and the cost function [144, 191, 13, 192, 11, 215, 252].

The cost function measures the error — the difference between desired outputs and predictions.

Commonly used cost functions include least squares error and cross-entropy [21]. According to

Marblestone et al. [160], cost functions vary across different �elds and are designed for speci�c tasks.

Back-propagation is a fundamental learning algorithm in machine learning. It serves as a mechanism

to diminish output errors by iteratively adjusting model weights, facilitating the automated training of

neural networks [252, 215]. The algorithm employs gradient descent to iteratively reduce the cost

function by adjusting the weights. The gradient, which indicates the rate of change of the cost function

with respect to the weights, is calculated by back-propagating it through the network.

Training Deep Feedforward Neural Networks (DFFNNs) involves a variety of techniques due to

the complexities introduced by a larger number of hidden layers. One such technique is the output

normalization of preceding layers [8], which can help to counteract the deceleration of learning.

Another technique is dropout [10], which involves the random nulli�cation of certain nodes with a

prede�ned probability during each forward pass. This technique helps the network to resist over�tting

and co-adaptive features. Stochastic gradient descent [22] is used, especially for dense layers. This

technique sporadically selects data points as mini-batches and approximates gradients from them at

each iteration. Online gradient descent [269] can also be employed when dealing with large amounts

of data. Finally, momentum [177] is introduced to avoid potential stagnation of optimization at local

minima. Momentum computes the gradient with an inertia component, which helps to keep the

optimization process moving forward [220, 153, 64].

2.1.4 Optimization Methods

Optimization techniques, including traditional methods like gradient descent [213] or genetic algo-

rithms [99], are used to �nd the best solution from a set of feasible ones. However, these methods

may not always provide validated solutions for complex real-world systems [202].

Bayesian optimization, a sequential design strategy, has shown promise in such scenarios, offering

safe, stable solutions with optimality guarantees, and improved computational ef�ciency [53, 202].
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It is a machine-learning-based method aimed at optimizingf (c) over a feasible design spacec 2 C.

It comprises two components: a surrogate model, typically a Gaussian process, that approximates

the objective function and provides a posterior distribution over the true function values, and an

acquisition function. The acquisition function uses the posterior distribution to guide the balance

between exploration and exploitation within the design space. Exploitation focuses on areas where the

surrogate model predicts high objective values, while exploration targets regions with high uncertainty

to avoid local optima. The acquisition function assigns utility values to candidate sets for evaluation

on the true, potentially expensive-to-evaluate function, enabling ef�cient optimization of black-box

design functions with minimal data. Therefore, Bayesian optimization's strength lies in its ability to

statistically model black-box objective functions and ef�ciently �nd the extrema. It has been applied

in experimental design methodologies, adaptive user interface design, and interface design across

diverse deployment environments [88, 110, 59].

Bayesian optimization has also been used in multi-objective optimization tasks, which involve

optimizing two or more con�icting objective functions simultaneously [63, 50, 203, 31]. Solutions

to such problems are often identi�ed from the Pareto front, where improving one objective requires

sacri�cing another.

2.1.5 Data Augmentation

When training a neural network, a substantial quantity of training data is necessary. However, in

situations where data sparsity is an issue, data augmentation techniques are utilized. The term

data augmentationoriginated from Tanner and Wong [236], linking augmented data with observed

data via a many-to-one mappingM : Yaug ! Yobs. There are different types of data augmentation

strategies. A simple but effective approach is to add Gaussian noise, which is not particularly domain-

speci�c yet can help prevent the model from over-�tting [149]. Other techniques use various realistic

transformations, such as elastic distortions, as well as distortions in scale, orientation, and position of

training images [42]. Color adjustment, blurring and sharpening, white balance, and other distortions

have also been previously used on CIFAR-10 and ImageNet [126, 283]. Unrealistic distortions, such

as cutout [52] and mixup [278], help regularize the training of the neural networks. However, these

classical augmentation approaches usually require prior knowledge of the data and inspection of the

data in addition to time-consuming hyperparameter optimization.

An alternative strategy is to augment the training set by modeling the data distribution di-

rectly using generative models, such as Bayesian approaches or Generative Adversarial Networks

(GANs) [243]. GANs can learn generative models via adversarial training to produce samples from

the approximated real data distribution. Different variants of GANs have been proposed to generate

realistic natural images [260, 74]. In speech processing, GANs have been applied to speech synthe-

sis [111], acoustic scene classi�cation [178], and speech recognition [101]. GANs have also been used

to generate synthetic path data to improve the performance of a continuous path keyboard [166] and to

jointly optimize data augmentation and network training in human pose estimation from images [197].
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In contrast to techniques that enhance machine learning performance by increasing the size of

the training dataset, some approaches incorporate prior knowledge into the learning process, which

helps to mitigate over�tting and facilitates more effective pattern recognition. Techniques such as

invariant and equivariant networks use the physical or geometric characteristics of data to enhance

model stability and reduce the need for additional data. Invariant networks are designed to ignore

super�uous variations in data [145, 163], whereas equivariant networks ensure that changes in the

output directly correspond to transformations in the input, aiding models in better grasping spatial

relationships [38, 68]. Furthermore, models grounded in physics or physiology incorporate established

scienti�c theories, rendering predictions more realistic and understandable [207]. This is particularly

valuable in �elds where scienti�c precision is crucial, as it increases model accuracy through the

application of known knowledge [25]. In addition, forward and inverse models explore the dynamics

of complex systems, from robotics to control mechanisms [89, 127, 238, 273]. Forward models

anticipate the effects of actions within a system, while inverse models identify the actions necessary

to achieve a desired result. Incorporating these models into the learning framework offers a deeper

insight into system behaviors, thus markedly improving model ef�cacy without the extensive necessity

for data augmentation [51].

2.2 Human Motion Simulation

Training a discriminative model for both the gesture keyboard decoder and gesture recognition requires

a large amount of training data. Unfortunately, due to the limited use of MR devices, data scarcity is a

major problem. Generating data through human motion simulation could be used to address the data

scarcity challenge.

Various strategies have been used to simulate human motion including kinematic and biological

models [138], control models based on energy minimization [205, 241], and data-driven models

leveraging neural networks [26, 3, 85]. Data-driven models are attractive in instances where the

underlying motor control or biological behaviors are dif�cult to articulate. The trajectories produced

while gesture typing fall into this category, although Quinn and Zhai [205] have demonstrated the

potential of Jerk-Minimization-based approximations.

Deep neural network models trained on real human motion trajectories can approximate the

probability distribution of the training data and sample new data from the approximated distribution.

Alsharif et al. [3] proposed a hybrid approach combining an RNN and a conventional Finite State

Transducer to address some of the challenges in 2D gesture typing on a touchscreen, such as elision, co-

articulation, and high variability. One of their trajectory datasets used to train the network is generated

by connecting the characters using a minimum jerk model. Akash et al. [166] proposed a Generative

Adversarial Network (GAN)-based model to generate continuous 2D trajectories that conform to user

idiosyncrasies. However, the number of real trajectories required to train the proposed GAN-based

model remains high (2.2 million) [166]. Furthermore, Akash et al. generate 2D trajectories for a

word, whereas the generation of phrase-level 2D trajectories that are considerably longer than the
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word-based trajectories is desired. The longer the sequence to be generated, the more challenging

the task is since the neural network should process much longer temporal information. Handwriting

synthesis, which is the generation of handwriting for a given text, is another popular research area for

human motion simulation. This is similar to the research problem in that the challenge is conditioning

the predictions on the text while the two sequences have different lengths. Further, another similar

challenge is that the alignment between the two sequences is unknown. One of the models which

are able to tackle this difference in sequence length and the unknown alignment issue is the RNN

transducer [85]. Graves et al. [85] proposed an alternative model which contains a `soft window' that

is convolved with the text string and used as an extra input to the generative network.

The other direction of human motion simulation is a biological model-based approach which

incorporates muscle models and other biological considerations. The diverse behaviors of human

locomotion can be generated with a complex neuromuscular gait model [231]. Ignor et al. [176]

developed a lower-limb musculoskeletal model for animating human activities driven by the lower

body. Reinforcement learning, which uses an agent to optimize a reward function, has had success

in learning muscle activation and joint torque patterns [135, 108]. Anand et al. [4] used a deep

reinforcement learning-based approach to learn the individual speci�c walking behavior at various

walking speeds by directly learning the muscle activation pattern.

Kinematic theory related to rapid human movements [200] was used by Leiva et al. [137] to

produce synthesized stroke gestures that hold the same statistical characteristics as human-generated

gestures. This was achieved by introducing local and global perturbations to the model parameters.

Perlin noise has also been used as a perturbation model to produce realistic synthetic data for

augmenting the training of a gesture recognizer [237]. Classi�cation accuracy and statistical measures

representing geometric, kinematic and articulation aspects of traces have been used to measure the

similarity between the synthesized data and human-generated data [138]. Leiva et al. [139] identi�ed

a set of representative and useful features describing stroke gestures which can be used in different

scenarios, such as when evaluating the quality of synthesized stroke gestures.

This thesis focuses primarily on using neural networks to synthesize skeleton gesture data and

motion trajectories on a gesture keyboard.To the best knowledge, there is no prior work investigating

using machine learning to synthesize skeleton gestural data for data augmentation.Thus, generative

machine learning models could be used to capture the joint probability distribution of input data and

labels and generate new data under certain conditions. This leads to the �rst research question:

RQ1: How to use generative machine learning models to synthesize skeleton gestural data?
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2.3 Optimization and Adaptation

This section brie�y reviews the related work to provide an understanding of adaptive interface design,

multi-objective optimization and Bayesian optimization in design, and various optimization methods

used in the design of text entry methods.

2.3.1 Adaptive Interface Design through Optimization

Adaptive interfaces [14, 189, 233, 70] aim to dynamically and autonomously enhance the user

experience by altering interface characteristics to facilitate adaptivity in various dimensions such

as the environment [60], user interests [128] or user capabilities [57], based on modeling the prior

user interactions. Adaptive interface design using optimization, in contrast to design optimization

which is a one-shot process, is an integrative approach that uses data modeling to optimize on the

�y. Many attempts have been made in the development of adaptivity strategies either based on

expert knowledge [105] or generated from the collections of user data using machine learning [76,

239]. More recently, neural network-based methods for adaptive design optimization have been

demonstrated [239]. Typically, this involves optimizing an objective function combining various

layout attributes for better usability performance such as in search and pointing [240] and menu

search [239]. Seonwook et al. [195] incorporated combinatorial optimization to adaptively allocate

content and layouts for real-time collaboration across multiple devices. Lindlbauer et al. [146]

presented an optimization-based approach for Mixed Reality (MR) systems to automatically control

which applications are displayed, how much information they show and where they are placed in

real-time. Evangelista Belo et al. [69] proposed a toolkit to visualize the interaction cost in a 3D user

interface and implemented a prototype to demonstrate how creators can use this toolkit to design

adaptive ergonomic user interfaces.

2.3.2 Multi-Objective Optimization in Design

Multi-objective optimization involves optimizing two or more objective functions simultaneously

where the multiple objectives are often con�icting with each other, that is, optimizing one objective

may deteriorate other objectives. In contrast to single-objective optimization where the superiority of a

solution over other solutions is simply selected by ranking the objective function values, the solutions

in a multi-objective optimization problem are determined from the Pareto front where there exist

solutions in which none of the objectives can be improved without sacri�cing at least one of the other

objectives. These solutions are called Pareto optimal solutions, and these Pareto optimal solutions can

be achieved through various optimization algorithms such as grid-based methods [63], evolutionary

algorithms [50, 203] and Bayesian optimization [31]. Purvis et al. [203] treated the customization

of document creation according to certain design criteria as a multi-objective optimization problem

and used a genetic algorithm. Chan et al. [31] used Bayesian optimization to investigate the positive

and negative qualities of designer-led and optimization-driven design in a study that included a
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multi-objective optimization problem with novice designers. They found a superior outcome delivered

from the optimization-driven design.

2.3.3 Bayesian Optimization in Design

The strength of Bayesian optimization (BO) is recognized as the ability to statistically model black-

box objective functions and �nd the extrema in an ef�cient way. Greenhill et al. [88] explored the

use of BO in an experimental design methodology, namely Adaptive Design Optimization (ADO).

It was proposed to tackle and speed up experimental design optimization problems by using an

intelligent data collection scheme. Adaptive user interface design could also bene�t in a similar

manner from using BO as it integrates user modeling and intelligent data collection. AdaptiFont [110]

used BO that progressively re�ned the text font for each individual to �nd the optimized font space

which contributed to optimal reading speed. Dudley et al. [59] used crowdsourcing and Bayesian

optimization to assist with interface design across diverse deployment environments.

2.3.4 Optimization in Text Entry

Various optimization methods have been applied to text entry techniques. These methods include

gaze-assisted selection-based text entry [157], model-based strategies to simulate human data for

interface development in evaluating touchscreen keyboard designs [109, 223] and alternative keyboard

layouts [159, 274, 47]. The Qwerty layout has been adopted almost universally on modern devices

despite other optimized keyboard layout alternatives such as the Metropolis [274], Opti [159] and

Dvorak [47] layouts providing notionally faster entry rates. However, these layouts suffer the

alienation problem that introduce issues with learnability, and thus prevent them-self from being

adopted on modern devices. Similar work has also been done on touchscreen gesture keyboards.

Smith et al. [229] focused on gesture clarity to reduce the ambiguity and similarity between identical

or similar gestures by rearranging the keys to reduce error rates in gesture recognition. Although Smith

et al. [229] considered the similarity of the optimized keyboard to the standard Qwerty keyboard using

a multi-objective optimization method, none of these optimized keyboards have gained mainstream

adoption due to issues with learnability. Bi et al. [16] suggested that alternation of only one pair

of keys will signi�cantly increase expert typing speed without a signi�cant detrimental impact on

learnability. Nevertheless, there are no notable examples of adoption. Keyboard design optimization

on smartphone touchscreens has been well explored.

However, there is no prior research to the best knowledge that has studied the personalization of

mid-air keyboards in AR or VR.The AR/VR design space introduces unique additional challenges

given the extra dimensionality of interaction and the extensive display space available. Therefore, the

second research question arises:
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RQ2: How to use machine learning-based optimization methods to adaptively personalize

the size of a mid-Air gesture keyboard?

2.4 Gesture Keyboard

The gesture keyboard, a signi�cant innovation in the evolution of human-computer interaction

techniques, provides an innovative method for text input [275, 124, 125]. Its origins can be traced back

to systems that employed a stylus for input, designed to address the challenges of text input on limited

touchscreens, notably on personal digital assistants (PDAs) and early tablet computers [276]. As

technology progressed, the gesture keyboard underwent signi�cant transformations. The requirement

for a stylus was eventually phased out, and touch-based gesture keyboards started to dominate,

particularly with the rise of contemporary smartphones [208, 276]. These keyboards enabled users to

sketch word gestures directly with their �ngers, improving both speed and user experience.

To operate a gesture keyboard, users start by placing their �nger on the �rst letter of the word they

want to type, then glide it over subsequent letters without lifting their �nger. Once the path of the

word is traced, they lift their �nger, and the keyboard software guesses the intended word and inserts

it into the text �eld. The keyboard also automatically inserts spaces after each word, and provides a

list of alternative suggestions if the guessed word is incorrect.

2.4.1 Mid-Air Virtual Keyboards

In VR, Yu et al. [271] investigated the performance of three mid-air text entry alternatives for VR by

utilizing the head movement to control a head-�xed gaze cursor. The three alternatives are: TapType

which requires a user to select a letter by pointing to it and tapping a button on a gamepad, DwellType

which requires a user to select a letter by pointing to it and dwelling over it for a period of time, and

GestureType which requires a user to perform word-level input using a gesture typing style (also

using a gamepad to indicate gesture start and �nish events). Yu et al. [271] found that users typed at

10.59 WPM, 15.58 WPM, and 19.04 WPM with DwellType, TapType, and GestureType, respectively.

The Wizard-of-Oz study performed by Dudley et al. [58] suggests that much higher entry rates in

the range of 40 WPM may be achievable with direct touch interaction using two index �ngers on a

mid-air VR keyboard. Yi et al. [268] explored the feasibility of single-�nger typing on mid-air virtual

QWERTY keyboards in VR, addressing the lack of tactile feedback by using a novel input prediction

algorithm and achieving an entry rate of 26.1 WPM with 3.2% uncorrected word-level error rate.

In Optical See-Through Augmented Reality (OST AR), Dudley et al. [61] presented the VISAR

keyboard, which is a keyboard for AR HMDs supporting text entry via a virtualized input surface.

After several design iterations, the system was able to support a mean entry rate of 17.75 WPM

with a mean character error rate of less than 1%. Xu et al. [261] evaluated alternative text entry

methods in AR with different combinations of selection methods (head, hand, hybrid, and controller)
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and input mechanisms (Swype and Tap). The performances of the different combinations varied

from 5 WPM to 15 WPM [261]. Both Dudley et al. [61] and Xu et al. [261] noted that the system's

performance is affected by tracking latency and inaccuracy caused by the hardware (tracking cameras)

and the software (gesture detection algorithms). Dudley et al. [61] reported that the typical lag in

hand position tracking is approximately 220 ms on the HoloLens 1. Although the tracking capability

on the Microsoft HoloLens 2 is improved, there is still a noticeable lag and inaccuracy.

The various studies of mid-air text entry methods in AR/VR suggest typical entry rates of 5 to 26

WPM [261, 61, 225, 62]. Such entry rates may be inadequate for high-volume text input, especially

when compared to simply using physical keyboards in VR which have been shown to support fast

text entry of around 45 to 67 WPM [115]. Touch typing on an uninstrumented �at surface also

demonstrates fast text entry of 73 WPM in an of�ine study [210].

2.4.2 Gesture Keyboard Decoder

Gesture keyboards [117, 275] provide an ef�cient text entry method by mapping word gestures drawn

on a keyboard layout into words [208]. Gesture keyboards have, since their invention, become an

established input method in modern smartphones [277, 28], smartwatches [84], tablets [15] and Head

Mounted Displays (HMDs) [271]. Reyal et al. [208] performed a comparative study between touch

and gesture text input on a smartphone both in a lab setting and `in the wild'. The text entry rate

reached an average speed of 28 to 39 WPM, depending on the method and the user's experience level.

Reyal et al. [208] observed that users tend to prefer gesture entry over touch entry in both focused and

mobile situations. Leiva et al. [136] conducted a large-scale web-based study and found that gesture

typing entry rates typically varied from around 50 WPM for everyday users to around 40 WPM for

users who never otherwise use a gesture keyboard.

SHARK2 [124] is a template matching algorithm for word-gesture keyboards. Vulture [162],

a word-gesture keyboard designed to operate in mid-air, also used a template-matching algorithm.

Although the Vulture keyboard supported mid-air interaction, entry was performed by moving the

hand to control a cursor projected onto the wall and so the trace actually decoded was 2D rather than

3D. Gesture keyboards are often unimanual, but Bi et al. [15] created a novel bimanual gesture text

entry system that extends the gesture keyboard paradigm from one �nger to multiple �ngers. They

designed a multi-stroke gesture recognition algorithm based on an unimanual gesture recognition

algorithm that is similar to SHARK2. However, this approach introduces learnability issues and is

more applicable in situations where mobile device users need to hold the device with both hands and

type with two thumbs.

Alsharif et al. [3] present a machine learning-based gesture recognizer designed to address some

of the challenges encountered in mobile gesture typing, such as elision, co-articulation, and high

variability. This recognizer comprises a recurrent neural network and a Connectionist Temporal

Classi�cation (CTC) loss [86]. This approach provided a recognition accuracy of 89.2%, a 22%

absolute improvement relative to a baseline which is a template-matching-based system similar to
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SHARK2. Biju et al. [17] proposed a transformer-based gesture decoding model to support mobile

gesture typing in Indic languages. The overall accuracy of this model across seven Indic languages

varied from 70-95%. Both Alsharif et al. [3] and Biju et al. [17] were fortunate in having access

to suf�cient training data thanks to the maturity of mobile-phone-based gesture typing. Alsharif et

al. [3] collected over 50,000 trajectories, and Biju et al. [17] collected over 190,000 trajectories. No

such datasets are readily available or readily collected for mid-air gesture typing on an AR HMD.

Further, the two models proposed by Alsharif et al. [3] and Biju et al. [17] were designed to decode

2D trajectories, whereas the method proposed in this thesis decodes 3D trajectories directly to text.

To the best knowledge, direct decoding of 3D word-gesture trajectories into text on mid-air gesture

keyboards has not been previously explored.Decoding the trajectories drawn on a gesture keyboard

into text embodies a common classi�cation problem in machine learning. Utilizing the �ndings from

Research Question 1can enhance the data used to train the classi�cation model. Given a substantial

volume of training data, machine learning excels at identifying patterns within complex and noisy data.

A robust decoder could also support novel gesture keyboard designs that improve user experience. As

such, the third research question emerges:

RQ3: How to use machine learning methods to accurately decode gesture trajectories into

intended text on a mid-air gesture keyboard, thereby facilitating innovative designs that

enhance user experience?

2.5 Gesture Recognition

Hand and gesture-based interactions can provide a natural and immersive interaction experience in AR

and VR. There are, however, signi�cant technical and usability challenges to delivering compelling

hand-based interactions that continue to attract research attention [93, 270]. Predating the hand-

tracking capabilities of modern AR and VR HMDs, WeARHand [93] allowed users to manipulate

virtual 3D objects with their bare hand in AR. Yoon et al. [270] investigated the effect of hand model

�delity on user experience and social presence during hand-based 3D remote collaboration.

A key requirement for delivering smooth gesture interactions in these types of AR and VR user

interfaces is robust and rapid gesture recognition. This section brie�y discusses the categories of

gestures and related work on of�ine and online gesture recognition before providing a brief overview

of gesture-focused developer tools.
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2.5.1 Gesture Categories & Sensing Techniques

Gesture recognition is a multifaceted �eld that has received signi�cant attention due to its potential

to revolutionize human-computer interaction. Table 2.1 presents a review of the key categories in

gesture recognition [142]. It is important to note that a single gesture type may encompass multiple

categories and subcategories, necessitating the use of diverse recognition algorithms to accurately

identify different types of gestures. In this thesis, the primary focus is on 3D gestures executed in a

Mixed Reality environment. These gestures may exhibit local posture variation and/or global hand

movement, and can be categorized as discrete gestures and single-action gestures. Furthermore, these

gestures predominantly involve the �ngers and hands, and are typically performed using a single hand

(unimanual gestures).

Hand gesture data is usually collected through sensors mounted on the front of HMDs [242],

eliminating the need for additional devices like wristbands [263] or gloves [7]. Different modalities

of hand gesture data can be used for gesture recognition, such as RGB, optical �ow, depth, IR-left,

IR-disparity, time-series data, non-optical 2D data, and 2D/3D skeletons [257, 267, 100, 262, 174,

132, 251, 79]. Mordern AR and VR HMDs are capable of tracking the user's hands and offer real-time

access to 3D hand skeleton data [142]. This thesis concentrates on using 3D hand skeleton data as the

input for gesture recognition. This decision is based on the ready availability of such data in modern

HMDs and its sensor/device-agnostic nature.

2.5.2 Of�ine Gesture Recognition

Much prior work has focused on gesture classi�cation performed of�ine, i.e., where the gesture

is recognized from within a deliberately segmented portion of data as opposed to a continuous

stream. Gesture recognition algorithms employed for this purpose can be categorized into �ve main

methods: 1) hand-crafted methods; 2) Convolutional Neural Network (CNN)-based methods; 3)

graph-based methods; 4) manifold-learning-based methods; and 5) Recurrent Neural Network (RNN)-

based methods. Hand-crafted methods, such as HON4D [190], use a histogram capturing the 4D

representation distribution of the surface normal orientation (time, depth and spatial coordinates)

to recognize gestures from depth sequences. Deep learning methods using CNNs and RNNs have

become more popular with the success of deep learning. Further, graph and manifold learning has

also had success in gesture recognition recently, such as DG-STA [33] and ST-TS-HGR-NET [182].

With regards to applications in AR and VR, there has been an interest in gesture recognition in terms

of 3D hand pose estimation with an infrared camera [194] and fast recognition of foot gestures for

virtual locomotion [227].

However, most of these models are not suitable for a real-time gesture recognition system

in AR/VR for three key reasons. First, the models are large and cannot run ef�ciently on local

devices, such as the Microsoft HoloLens 2 or Oculus Quest 2. Second, some of these models require

heavy preprocessing, such as converting depth images into point data [172], which makes real-time
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Table 2.1 Gesture categories

Category Subcategory Description Example

Dimensionality
2D Gestures Performed on a two-dimensional plane,

typically on touch-sensitive surfaces.
Swiping on a mobile de-
vice.

3D Gestures Performed in three-dimensional space
and captured by sensors that can detect
depth.

Grabbing an object in
VR.

Spatial Complexity
Local Posture Variation Change in the con�guration of the hand

or �ngers, without considering the move-
ment of the hand in space.

Opening or closing the
hand.

Global Hand Movement Movement of the hand in space, regard-
less of the con�guration of the �ngers or
hand.

Moving the hand up,
down, left, or right.

Temporal Complexity
Discrete Gestures Performed once and recognized in-

stantly, acting like a switch.
Tapping or swiping.

Continuous Gestures Stateful gestures that have multiple
states and are performed over a period
of time.

Sliding a bar or zoom-
ing in/out.

Action Complexity
Single-Action Gestures Involve one distinct action. A pinch or a wave.
Multi-Action Gestures Involve a sequence of distinct actions

performed in order.
A pinch followed by a
tap.

Body Parts Involved
Finger Gestures Performed using one or more �ngers. Pinching or swiping.
Hand Gestures Involve the movement of the entire hand.Grabbing or throwing

actions in a VR game.
Full Body Gestures Involve larger movements, such as jump-

ing, walking, or dancing.
Dancing in a VR game.

Handedness
Unimanual Gestures Performed using a single hand. Swiping with one hand.
Bimanual Gestures Involve the use of both hands, either si-

multaneously or in sequence.
Zooming with two
hands.

performance dif�cult to achieve. Third, few of these methods are designed to perform classi�cation

on hand skeleton data.

2.5.3 Online Gesture Recognition

There is limited prior literature on modern online hand gesture recognition suitable for AR/VR

headsets. Hegde et al. [95] proposed recognition of simple hand gestures (up/down swipes etc.)

using feature points. Chalasani et al. [30] generated augmented data by using a green screen to

capture hand gestures and then overlaid these on different backgrounds. Xie et al. [259] performed

simultaneous detection of hands and tracking of keypoints to support gesture recognition while Wang

et al. [249] examined online gesture recognition for interaction with a vehicle HUD. However, all

these prior studies use image data, and few prior studies focus on skeleton data. Gunduz et al. [129]

separated the online gesture recognition problem into two stages: 1) detection; and 2) classi�cation.

They �rst explicitly trained a light-weight CNN-based detector to detect whether a gesture is present

in a continuous sliding window. This acts as a switch to activate another CNN-based classi�er
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to classify thegestureclasses while ignoring theno gestureclass representing when the hand is

out-of-view. Notably, the detector is light-weight, allowing it to run in real-time. This approach means

that the second classi�er has less stringent constraints on size or complexity since it only operates

when agestureis detected by the �rst classi�er. However, such a method requires the training and

implementation of two different models, and this can potentially complicate the system. Molchanov

et al. [174] addressed online gesture recognition by applying connectionist temporal classi�cation

(CTC), which is a training technique for recognizing unsegmented handwriting [87]. The recognition

model is a recurrent 3D CNN that performs detection and classi�cation simultaneously. This approach

introduces another issue: it does not implement a single-time activation algorithm to prevent multiple

activations for one key gesture, which may lead to a high false-positive rate and be impractical for

real-world applications.

Both Gunduz et al. [129] and Molchanov et al. [174] evaluated their proposed methods on the

NVIDIA Dynamic Hand Gesture Dataset which was collected under a different setting to one typically

experienced in an AR/VR use case. Speci�cally, this is a dataset that contains data of different

modalities such as RGB, optical �ow, depth, IR, and IR-disparity but it does not contain any hand

skeleton data. Further, the dataset was collected in an automotive interaction scenario, and provides

a clear indication of when there is no gesture performed, as the hand is outside the tracking area.

Hence, these systems are not optimized for scenarios in AR/VR where the hand is mostly present

in the tracking area. Caputo et al. [27] introduced a hand skeleton gesture dataset collected to

represent a head-mounted AR/VR context. However, the dataset contains key gestures interleaved

between periods of time during which the hand is predominantly stationary. This lack of incidental

gesticulations in between key gestures also fails to accurately re�ect typical interaction scenarios

in an AR/VR setting. In practice, users are likely to continually interact with both the physical

and virtual environment while only sporadically performing key gestures. Detecting key gestures

when the hand is otherwise not moving is much simpler than a problem that involves detecting key

gestures while the hand is actively engaged in other interaction tasks. More speci�cally, this problem

aims to spot key gestures from a continuous stream of different gestures with the hand constantly

present in the sensor's �eld-of-view, and where sporadic key gestures are performed interspersed

between much more frequent incidental gesticulations, such as pointing, grasping or swiping. This

problem is referred to as key gesture spotting (KGS). KGS is a unique form of online recognition

that prompts a one-time activation upon identifying a new gesture. In the context of VR and AR,

KGS detects key hand gestures in a continuous �ow of data, which also encompasses incidental

gesticulations [95, 30, 259, 249].

2.5.4 Developer Tools

With respect to systems that allow users to construct gesture recognizers, there have been many

systems proposed to make it easier for users to create recognizers with low data overhead for

rapid prototyping. The $-family of gesture recognizers [255, 6, 246] addresses the need for quick
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integration of recognizers for simple unistroke and multistroke 2D gestures. At the conceptual level,

there are similarities between the work in this thesis and the objectives of the $-family of gesture

recognizers in terms of prototyping ease. To aid in prototyping, many systems propose methods to

synthetically generate gesture samples, such as employing the kinetic theory of rapid movements

to create synthetic human-like 2D stroke gestures in Gestures à Go Go [137] and re-sampling and

perturbation methods to rapidly create synthetic stroke gesture samples [237]. Other tools that allow

developers to automatically create recognizers by demonstration include Gesture Coder for multi-

touch gestures [152] and Gesture Script for 2D stroke gestures [151]. Recently, in the domain of

hand gesture recognition for immersive headset applications, Gesture Knitter was proposed to allow

the creation of novel hand gesture recognizers with low data overhead and novel synthetic sample

generation methods using a visual declarative script [173].

To the best knowledge, there has been limited research on key gesture spotting for skeleton

gestural data, and the online recognition accuracy for skeleton gestural data from one previous

study [173] was relatively poor at 72.5%. Furthermore, there is also a lack of suitable tools for AR/VR

developers to easily create neural network-based recognizers with good performance accuracy.

Analogous toResearch Question 3, it is challenging to devise machine learning models that can

identify gestures reliably and in real-time. Despite the potential of machine learning, its application in

gesture recognition can be challenging for designers lacking experience in this �eld. Consequently,

there is a need for more intuitive tools that can streamline the implementation of machine learning

techniques, making machine learning accessible to designers and developers without extensive

knowledge in this area, thereby facilitating the creation of innovative and user-friendly gesture-based

interfaces. Therefore, the fourth research question is:

RQ4: How to use machine learning models to perform accurate gesture recognition in

real-time and empower non-experts to use this technology?

2.6 Summary

The thesis work presented here is deeply rooted in and inspired by prior research, and it seeks to

extend the application of machine learning to enable gestural interactions speci�cally within the

realm of Mixed Reality. This new context introduces additional challenges, such as the seamless

integration of virtual and real-world elements, the need for real-time processing, and the handling

of complex spatial and temporal relationships. However, by building on the strengths of machine

learning, this work aspires to overcome these hurdles, paving the way for a more immersive, intuitive,

and interactive mixed-reality gestural interaction experience.



Chapter 3

Automatic Data Augmentation for

Skeleton-Based Hand Gesture

Recognition

This chapter answersResearch Question 1: How to use generative machine learning models to

synthesize skeleton gestural data?, and is based on the following conference paper:

Shen, J., Dudley, J.J. and Kristensson, P.O. 2021. The Imaginative Generative Adversarial

Network: Automatic Data Augmentation for Dynamic Skeleton-Based Hand Gesture and

Human Action Recognition. In 2021 IEEE International Conference on Automatic Face and

Gesture Recognition.

Deep learning approaches deliver state-of-the-art performance in recognition of spatiotemporal

human motion data. However, one of the main challenges in these recognition tasks is limited

available training data. Insuf�cient training data results in over-�tting and data augmentation is one

approach to address this challenge. Existing data augmentation strategies based on scaling, shifting

and interpolating offer limited generalizability and typically require detailed inspection of the dataset

as well as hundreds of GPU hours for hyperparameter optimization. This chapter addresses the

�rst research question by presenting a novel automatic data augmentation model, the Imaginative

Generative Adversarial Network (GAN), that approximates the distribution of the input data and

samples new data from this distribution. It is automatic in that it requires no data inspection and little

hyperparameter tuning and therefore it is a low-cost and low-effort approach to generate synthetic

data. This chapter demonstrates the proposed approach on small-scale skeleton-based datasets with a

comprehensive experimental analysis. The results show that the augmentation strategy is fast to train

and can improve classi�cation accuracy for both conventional neural networks and state-of-the-art

methods.
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3.1 Chapter Summary

Hand gesture interaction has the potential to provide users with a �uid and unencumbered method

of interfacing with computer systems. As a consequence, it has attracted considerable research

attention in both hand gesture recognition (HGR) and deployment of such strategies to diverse

domains including smart homes, Augmented Reality (AR), Virtual Reality (VR), manufacturing, and

smart cars. Human action recognition (HAR) is another popular research area with many real-world

applications, such as surveillance event detection, video retrieval, and smart rehabilitation [201].

One of the main challenges in HGR/HAR research is that factors, such as the complexity of hand

gesture structures/action structures, differences in hand size/human size, and hand postures/human

postures, can in�uence the performance of the recognition algorithm. While deep neural networks

have had remarkable success in HGR [33, 264, 264] and HAR [244, 55], problems in over-�tting

or a failure to learn a high-performance model may arise when training deep neural networks with

insuf�cient training data. However, increasing the amount of training data through data augmentation

can help alleviate this issue and improve model performance.

Classical data augmentation methods increase the volume of the training set by applying transfor-

mations to raw data, which may be realistic or unrealistic, such as SpecAugment [193], cutout [52]

and mixup [278]. However, these methods are not always effective on all datasets. Further, the above

classical data augmentation methods are limited because they are structured such that they transform

existing samples into slightly altered additional samples. Moreover, hyperparameter optimization

for a classical augmentation policy usually requires a large computation budget using a brute force

approach that can easily cost hundreds of GPU hours. In addition, there are many different ways of

altering the samples. This highlights a need to �nd a way of generating new data ef�ciently.

Another important requirement for data augmentation methods is that they produce diversity in

data which is representative of natural user variation. Achieving this through simple transformations,

such as rotation, scaling and noise injection, is non-trivial. While such methods act as a perturbation

model that increase a neural network's robustness, this may not necessarily translate into better

generalization. Ideally, the distribution of intra and inter user variability is captured and re�ected

by the data augmentation method. This chapter proposes a high-ef�ciency sampling strategy that

can directly estimate the training data distribution and generate new samples based on the estimated

distribution.

Generative Adversarial Networks (GANs) have gained much popularity in modeling data dis-

tributions directly. A GAN is a powerful tool to generate unobserved data using a minimax game

without supervision [83]. Inspired by the recent success of GAN-based data augmentation in speech

and vision domains [73, 101], this chapter proposes a novel variant,Imaginative GAN, which assists

in discovering an approximation of the true distribution of input data. The novelty of this work is the

following:
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1. A data-ef�cient unsupervised learning model is proposed for skeleton-based data augmentation:

the Imaginative GAN. A trained Imaginative GAN can generalize to new data with unseen

classes.

2. Since it does not require prior knowledge and inspection of input data for training, the Imag-

inative GAN allows an automatic and cross-domain data augmentation process with little

hyperparameter tuning.

The Imaginative GAN uses a CycleGAN [281] structure and extends prior work with two novel

modi�cations. First, CycleGAN was originally proposed to transfer latent attributes between two

domains whereas it is used here to add variability to data within the same domain. Second, this

chapter introduces an unsupervised training strategy reminiscent of teacher forcing that incorporates

the ground truth input data at each time step. These novel modi�cations improve training stability and

permit using roughly one tenth of the amount of training data normally required.

The proposed approach is evaluated on two public datasets (the SHREC'17 Track dataset [49] and

the MSR Action3D dataset [141]) using two recognition models: an LSTM and a CNN modi�ed from

prior work [184, 131]. This chapter compares performance resulting from using augmented data from

the Imaginative GAN (GAD) with classically augmented data (CAD). The classical approach adds

realistic transformations to the data, including scaling, shifting, interpolating, and adding Gaussian

noise. This approach is described in detail in Section 3.2. As a reference, this chapter also evaluates

the effects of using the denoised and padded raw data without any augmentation, a condition that is

refer to as clean data (CD). This chapter evaluate performance using two main criteria. First, the time

required to �nd the optimized strategy for recognition accuracy in the classical approach using grid

search, or the time required for the Imaginative GAN to converge. Second, the validation accuracy on

each type of data.

In summary, the Imaginative GAN gives rise to the following four key properties:

1. Higher accuracy: As shown in Table 3.1, the recognition models trained on GAN-augmented

data (GAD) achieve the best validation accuracy for both the SHREC'17 Track and MSR

Action3D datasets.

2. Increased stability: Performance is more stable on models trained on GAD compared to

models trained on CD and CAD, which is observed in the smaller standard error (see Table 3.1).

3. Temporal ef�ciency: Table 3.1 shows that the time taken for the classical approach to �nd the

best combination of hyperparameters is long and varies depending on the choice of recognition

model. If the model is large and dif�cult to converge, the time required is increased. In contrast,

the Imaginative GAN is fast to train and the augmentation strategy is decoupled from the

recognition model. It is possible to reduce time in the classical approach using a coarser grid

search. However, as a result, the validation accuracy may then decrease due to suboptimal

hyperparameters. Therefore, in the classical approach there is a time-accuracy trade-off.
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4. Generalization to new classes: The Imaginative GAN is effective in generalizing to data with

unseen classes. In other words, as long as the data to train the Imaginative GAN is in the same

domain as the data with new classes, the trained model is able to generate realistic samples of

the new data.
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3.2 Generating Synthetic Human Motion Data

This chapter compares two augmentation strategies. The �rst is a classical data augmentation

strategy, which uses different sequential and stochastic transformations. The transformations are

sometimes arbitrary and arise from manual inspection of the data. Usually, these strategies cannot

be transferred across different data domains. The second strategy is the Imaginative GAN, which

approximates the real data distribution and then samples from this approximated distribution. GANs

have been adapted for various tasks: generating realistic images [260, 74], speech synthesis and

recognition [111, 178, 101]. They've also enhanced human pose estimation from images through joint

data augmentation and network training optimization [197], and have been applied in handwriting

synthesis [85]. Unlike other training augmentation methods like invariant and equivariant methods,

physics and physiology-based forward and inverse models [51, 181, 25, 207, 163, 145, 68], which

impose strong priors making them less generalizable, GANs offer a more adaptable and versatile

approach.

3.2.1 Classical Data Augmentation

Inspection of the raw skeleton data reveals natural variation in aspects such as size, posture and the

speed of performing the actions/gestures. Thus such variations can be applied as transformations.

The data augmentation approach is modi�ed from Núñez et al. [184] to make transformations more

realistic. The major difference is that this chapter samples the factors from a Gaussian distribution

instead of a Uniform distribution. This is because the preliminary experiments revealed that a Gaussian

distribution leads to better validation recognition accuracy with lower standard error than a Uniform

distribution. Acknowledging that there are hundreds of speci�cations a researcher may choose to use,

this chapter has chosen the following speci�cations to simulate the process of how a researcher would

approach the data augmentation problem using a classical approach, balancing subjective realism in

transformations and a desire for high objective performance:

1. Scale: A scale factor, sampled fromN (1; s 2
scale), is applied to each data point globally, where

sscaleis a hyperparameter.

2. Shift: A global displacement(dx;dy;dz), sampled fromN (0; s 2
shift), is applied to all the data

points, wheresshift is a hyperparameter.

3. Time Interpolation : Cubic interpolation is used to interpolate the skeleton sequence. The

interpolated positions are sampled from a Uniform distribution over the length of the sequence.

4. Noise: A number of joints are randomly selected and then Gaussian noise sampled from

N (0;s 2
noise) is applied to the positions, wheresnoise is a hyperparameter. The number of

joints selected is randomly generated between 1 to 8 for the SHREC'17 Track dataset and 1

to 4 for the MSR Action3D dataset. The number here is chosen by preliminary experiments
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(a) The Imaginative GAN is
trained using a CycleGAN struc-
ture with a cycle consistency loss.
The latent attributes are trans-
ferred within the input datasetsX
andY. G andF are the two gen-
erators,DX andDY are the two
discriminators.

(b) The generator in the Imagina-
tive GAN has one GRU layer and
one fully connected layer. It has
a teacher forcing-like mechanism
so the input is a ground truth sam-
ple and the output is an altered
sample. T is the length of the
sample.

Fig. 3.1 Structure of the Imaginative GAN and its generator.

to decrease the total number of hyperparameters. The noise added to each selected joint is

different. However, the noise is the same at every timestep along the entire sequence.

This chapter applys data augmentation through a transformation function embedded in the data loader,

which prepares batch training data from the original clean dataset. During the data loading phase,

each batch of data is transformed, and this altered data is then utilized for training the model. There

isn't a predetermined ratio of clean to augmented data within the training set; instead, all training data

are subjected to standard data augmentation transformations. Similarly, in the case of GAN-based

data augmentation, the standard transformation function is substituted with the Imaginative GAN

model, which generates transformed training data.

3.2.2 Imaginative GAN

A GAN can be characterized as training a pair of networks competing against each other—it is a

minimax game [83]. In a GAN, ageneratorattempts to generate as real samples as possible while a

discriminatorattempts to distinguish between the generated and real samples. Conventional GAN

structures require noise as input. Training a conventional GAN is challenging because not only do the

model parameters oscillate, destabilize, and sometimes never converge, but in addition the generator

may collapse and produce a limited variety of samples. A large amount of data and time-consuming

hyperparameter selections are required to train effective GAN models. To tackle the above challenges,

this chapter introduces a mechanism reminiscent of teacher forcing in the generator. This mechanism

uses ground truth data as the input at each timestep. This leads to the Imaginative GAN converging

more easily and demanding less data overall. The distinction from typical teacher forcing is that the

output is not forced towards some target, but rather to facilitate augmentations applied with respect to

the ground truth sample. The CycleGAN structure is also utilized in transferring the latent attributes
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within the dataset, unlike the original work for unpaired image translation [281], which transfers

styles between two different datasets.

Networks

The Imaginative GAN has a similar structure to CycleGAN, as shown in Figure 3.1a. It has two GAN

structures: each GAN has one generator and one discriminator. The generator is shown in Figure 3.1b.

The generator has a Gated Recurrent Unit (GRU) layer and a fully connected layer. No activation

function is used in the fully connected layer. A GRU makes each recurrent unit adaptively capture

dependencies of different time scales [36]. Unlike an LSTM unit, a GRU does not have separate

memory cells. The generator has a mechanism reminiscent of teacher forcing that uses the ground

truth data as input for every GRU cell. Teacher forcing is often used in the training of sequence to

sequence models, such as machine translation models. To the best knowledge, this is the �rst time

that a teacher forcing mechanism is used in this way in a GAN. The use of teacher forcing enables the

model to easily converge and become fast to train. The input sequence to the generator is[x1;x2; :::;xT ]

whereT is the length of the sequence and the output sequence of the generator is[x0
1;x0

2; :::;x0
T ]. The

discriminator has one fully connected layer attached to a network identical to the generator to output

a scalar for discrimination.

Formulation

The goal of the Imaginative GAN is to learn the latent attributes, such as behavioral attributes (speed

of performing the actions/gestures etc.,) and physical attributes (human/hand sizes etc.,). Thereafter,

these learned latent attributes are applied to other data. That is, in mathematical terms, two generators

learn two mapping functions,G : X ! Y andF : Y ! X, between two domains,X andY, given

samplesf xig
N
i= 1 wherexi 2 X and

�
y j

	 N
j= 1 wherey j 2 Y. More speci�cally, each domain represents a

separate partition of the dataset. The model also has two discriminatorsDX andDY to discriminate

between the generated sampleF(y) or G(x) and the real datax or y. The generatorG tries to generate

synthetic dataG(x) that has similar attributes from domainY with objective:

L gen(G;DY;X) = Ex� pdata(x) [logDY(G(x))] : (3.1)

The discriminatorDY tries to distinguishG(x) from real datay with objective:

L (G;DY;X;Y) = Ey� pdata(y) [logDY(y)] + Ex� pdata(x) [log(1� DY(G(x)))] : (3.2)

Cycle consistency loss is used to encourageF(G(x)) � x andG(F(y)) � y [281]:

L cyc(G;F) = Ey� pdata(y) [kG(F(y)) � yk1] + Ex� pdata(x) [kF(G(x)) � xk1] : (3.3)



3.3 Experiments 35

Noise is injected at each translation step and identity loss is introduced to reduce the noise:

L identity(G) = Ey� pdata(y) [kG(y) � yk1] + Ex� pdata(x) [kG(x) � xk1] : (3.4)

The full objective for the generatorG is:

L (G;F;DY) = L gen(G;DY;X)+ l 1L cyc(G;F)+ l 2L identity(G); (3.5)

wherel 1 andl 2 are the two weights of the losses. This chapter uses different partitions of the

same dataset forf xig
N
i= 1 andf yig

N
i= 1. The generator is then effectively approximating the input data

distribution through optimization by stochastic gradient descent in mini-batches.

3.3 Experiments

Af�nity and diversity are two interpretable, easy-to-compute metrics used for parameterizing augmen-

tation performance [82] and to quantitatively evaluate the properties of the three types of data: clean

data (CD), classical augmented data (CAD), and GAN augmented data (GAD).

1. Af�nity : Af�nity quanti�es the shift between the clean data distribution and the augmented

data distribution. Af�nity is calculated using the de�nition from Gontijo-Lopes et al. [82]: the

difference between the validation accuracy of a model trained on clean data and tested on clean

data and the validation accuracy of the same model tested on an augmented validation set.

2. Diversity: Diversity quanti�es the complexity of the augmented data with respect to the model

and optimization procedure [82]. In this chapter, diversity is calculated as the difference

between the validation loss and the training loss. The intuition is that the more diverse the data

is, the higher the difference between the training loss and validation loss since the distance

between the training data and validation data distribution will be larger. This is different from

the method in Gontijo-Lopes et al. [82], where they solely use the training loss. However, only

using training loss is model dependent, and may also be data dependent in certain circumstances.

Therefore, to compare the two different data augmentation polices, the difference between

training loss and validation loss is used since it is more consistent and independent.

The augmented data needs to have a high af�nity and a reasonable level of diversity. The reasoning

of how af�nity and diversity affect the relationship between the augmented data and clean data is

clearly described and illustrated by Gontijo-Lopes et al. [82].

3.3.1 Evaluation Datasets

There are several public dynamic gesture datasets [161, 49, 78]. Different human action datasets have

also been introduced [141, 250, 221]. The datasets differ in the complexity of gestures or actions, the

number of individuals, the gesture or action classes, and the types of sensors used for data collection.
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This chapter selected datasets that provide skeleton data, and there is a particular interest in datasets of

small volume. This scoping stems from the fact that for large datasets, such as NTU RGB+D 120 [92],

data augmentation may not be required. Therefore, the following datasets are used for evaluation.

1. MSR Action3D: The MSR Action3D dataset [141] provides 20 actions with a total of 567

sequences. The established Protocol A is used [184] for the training and testing split.

2. SHREC'17 Track: The SHREC'17 Track dataset [49] has 2,800 sequences which contain 14

gestures performed by 28 individuals with one or multiple �ngers. The sequences are labeled

according to 14 classes if the �nger number information is not included or 28 label classes if the

�nger number information is included (14G and 28G respectively). The split between training

and testing is de�ned and well-established in the literature [49].

3. DHG-14/28: The DHG-14/28 dataset [48] includes 14 gestures with 2,800 sequences provided

by 20 individuals. It has the same hand joints, gesture classes and collection method as the

SHREC'17 Track dataset. Note that this dataset is only used in the evaluation of model

generalizability and impact on state-of-the-art technique performance. The leave-one-subject-

out experimental protocol is used for training and testing.

3.3.2 Recognition Model

A recognition model is needed to evaluate the augmentation policies. Two basic well-established

effective neural network models are used, one CNN-based and one LSTM-based, as the recognition

models, instead of some hypothetical highly complicated bespoke networks. The motivation is

that this approach serves to demonstrate the overall generalizability of the data augmented from

the Imaginative GAN. To prevent a network bias caused by a speci�c type of network favoring a

speci�c dataset, two different neural networks are evaluted as the recognition model: LSTM and CNN.

An LSTM is clearly well-suited to modeling the temporal relationships in the sequential skeleton

data while a CNN is well-suited to modeling the spatial relationships. To this end, Liu et al. [147]

explicitly separated the hand gestures into posture variants re�ecting their spatial properties and hand

movements re�ecting their temporal properties. Therefore, these two different networks focus on

different aspects of the data and provide breadth to the analysis of the impact of data augmentation.

Each model is con�gured as follows:

1. LSTM : This chapter adopted the LSTM model by Lai et al. [131] and added a self-attention

layer before the classi�cation layer. This helps the model determine which part of the network

it should give more attention [35].

2. CNN: This chapter adopted the model by Núñez et al. [184] where the structure of the network

consists of a CNN attached to a fully-connected multilayer perceptron. It is a model they use

during the pretraining stage.
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Note that both the LSTM and the CNN model are not optimized using techniques such as

pretraining CNN models or �ne-tuning the hyperparameters (number of hidden units, number of

layers, learning rate and dropout rate, etc.). This chapter's focus is on carrying out a fair comparison

of the regularization effect brought by the augmented data, not the model.

Despite the optimal model structure can vary for different types of datasets—such as dataset size

or the data patterns themselves (e.g., different gesture classes included)—the use of well-established

and generalized LSTM and CNN models in this chapter aims to provide more generalizable results

compared to using an optimized model structure tailored to speci�c datasets. Moreover, Section 3.4.5

also suggests the bene�ts of the GAN-augmented data on two state-of-the-art models for skeleton-

based gesture recognition, showing the generalizability of the proposed data augmentation strategy on

other optimized models. However, I acknowledge that the exploration of this generalizability is not

exhaustive, and future work should include experiments with model optimization techniques tailored

to the characteristics of the dataset to provide a comprehensive evaluation of the models' performance

across various scenarios.

3.3.3 Data Preparation

The raw data is smoothed using a Savitzky–Golay �lter to remove noise. This is achieved by �tting

successive subsets of adjacent data points with a low degree polynomial using linear least squares.

The window length is set to 7, and the order of the polynomial used to �t the data is set to 3. The

smoothed data is then padded with the last row of the data to produce the clean data (CD). Subsequent

data augmentations are performed on this clean data.

3.3.4 Training

Recognition Models

The models are trained on sparse categorical cross-entropy loss. Adam is used as the optimizer and

the learning rate is set to 0.0001. The learning rate scheduler is set to be reduced on plateau, and the

patience is set to 3. Early stopping is used, and The patience is set to 5. Patience is the number of

epochs to wait before reducing the learning rate, or an early stop when no progress is made on the

validation set. Sparse Categorical Accuracy is used to evaluate the performance of the model. The

training batch size is 64.

Imaginative GAN

The training scheme from the literature [281] is used. The training batch size is 64.l 1 andl 2 in the

objective function for the generators are set to 10 and 5 respectively. The number of hidden units for

the GRU cell in the generator is 512. A computer that has 3� Nvidia GeForce RTX 3090 GPU, 1�

Ryzen 9 3970x CPU is used.
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(a) (b)

(c)

Fig. 3.2 (a) The results of the �rst round search (coarse grid search) for optimal hyperparameters of
the classical approach. Circled data points in red are selected to inspect and used for a second round
search. (b) The results of the second round search (�ne grid search). The results from GAD and CD
are also shown to compare af�nity, diversity, and accuracy. (c) The combination of the results of the
�rst and second round search are presented to show an overview of how af�nity and diversity relates
to accuracy. Af�nity needs to be as high as possible and diversity needs to be at around 1. Results are
from experiments when using LSTM as the recognition model and SHREC'17 Track as the evaluation
dataset.

3.4 Results

Table 3.1 shows the overall results. The contribution column shows that the Imaginative GAN is not

only fast to train but also leads to augmented data with higher accuracy and more stable performance

when trained on the recognition models. The remainder of this section focuses primarily on the results

obtained with the LSTM recognition model on the SHREC'17 Track dataset to illustrate the bene�ts

afforded by the Imaginative GAN.

3.4.1 Generalization

For the SHREC'17 Track dataset and the LSTM network, four gestures are randomly selected and

excluded in the training of the Imaginative GAN. The generators is used in the trained Imaginative

GAN to generate synthetic data of the four gestures from the real gesture data. Figure 3.3 shows
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Fig. 3.3 Individual accuracy from the LSTM recognition model of the gestures for the three types of
data: clean data (CD), GAN-augmented Data (GAD), and classical augmented data (CAD). Gesture
classes in red are the new classes that are excluded from the training of the Imaginative GAN. Synthetic
data of the new classes achieved comparable accuracy with the synthetic data of the classes seen in
the training phase. The 1 or 2 after the gesture classes indicates the number of �ngers used to perform
the gesture. 1 represents one �nger and 2 indicates the entire hand.

that the four gestures on average do not show degradation in their accuracy compared to the clean

data and the optimized classical augmentation data. The optimized classical augmentation strategy is

discussed in 3.4.2. This demonstrates that the model can generalize to data with new classes. This

chapter performed the same test with the CNN and MSR Action 3D dataset and also observed this

generalization capability.

The above result shows that the Imaginative GAN can generalize to new classes. This chapter

also performed an evaluation to determine whether the Imaginative GAN can generalize to a new

dataset. To this end, the Imaginative GAN is trained on the DHG-14/28 dataset and used this model

to generate augmented data for training a CNN and LSTM recognition model for the SHREC'17

dataset. The CNN recognition model accuracy was 1.6% higher than that achieved with the default

CAD at 79.6% while the LSTM model accuracy was 3.2% higher than the default CAD at 79.8%. For

both models, the accuracy achieved by the repurposed Imaginative GAN was only just short of that

obtained by the GAD when trained on the SHREC'17 dataset.

3.4.2 Time Ef�ciency

This investigation also used the SHREC'17 Track dataset and the LSTM network. In the classical

data augmentation approach, there are three hyperparameters to optimize:sscale, sshi f t andsnoise.

There could be more hyperparameters, and this depends on how many transformations are applied

to the data. Three common ways of performing hyperparameter optimization are random search,
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grid search, and Bayesian optimization. Here grid search is used to optimize hyperparameters since

it is a simple but effective method for exploring a regular search space. Two rounds of search are

carried out. The �rst round is a coarse grid search. This chapter usedsscale2 [0:1;0:15;0:2;0:25;0:3],

sshi f t 2 [0:1;0:15;0:2;0:25;0:3] andsnoise2 [0:1;0:2;0:3].

Figure 3.2a shows the result from the �rst-round search. The combinations in the red selected

circles show good accuracy, and are further investigated. A second round �ne grid search is per-

formed, that hassscale 2 [0:1;0:12;0:14;0:18;0:2], sshi f t 2 [0:1;0:12;0:14;0:18;0:2] andsnoise 2

[0:05;0:1;0:15]. Figure 3.2b shows the results from the �ne grid search together with the validation

accuracy achieved from the clean data and GAN augmented data. The optimized hyperparameters

achieved a validation accuracy of76:6%, which is less than the accuracy (80:1%) achieved by the

GAN-augmented data. Compared with the 5 GPU hours training time for the Imaginative GAN, the

classical data augmentation approach costs around 15 times more GPU hours (75.2).

3.4.3 Af�nity and Diversity

For the SHREC'17 Track dataset and the LSTM network, Figure 3.2c shows that the points with high

af�nity and diversity around 1.0 have the highest accuracy, and data with low af�nity and low diversity

cannot produce a good result. It is also observed that a diversity that is too high can decrease accuracy

as the model may fail to learn the complexity of the data. Therefore, it is expected that data with as

high af�nity as possible and diversity of around 1.0 will achieve the best recognition accuracy. This is

achieved by the GAN-augmented data. The results from the CNN and the MSR Action3D dataset

were found to highlight the same advantages of GAD over CD and CAD. Both GAD and CAD are

visualized in Figure 3.4 in their optimized settings. It is also observed that GAD maintains a realistic

spatial structure while CAD produces some unrealistic temporal and spatial alterations. Further, GAD

achieves not only good geometric diversities but also balanced temporal correlations.

3.4.4 Ablation Study

An ablation study is performed on the MSR Action3D dataset to evaluate the importance of the

number of hidden units of the GRU cell in the Imaginative GAN. Four numbers of hidden units are

tested: 64, 128, 256 and 512. They lead to a validation accuracy of46:4%, 55:1%, 64:2%and67:3%

respectively. This result can be justi�ed by the reasoning that more hidden units can encode more

information of the input sequence. A higher number of hidden units only increases the training time

by within 10% which is acceptable. Therefore, 512 hidden units are used for a higher validation

accuracy.

3.4.5 Impact on State-of-the-Art Recognition Methods

The results presented in the previous subsections illustrate the bene�ts of the Imaginative GAN and

GAN augmented data on two basic but well-established recognition models (CNN and LSTM). Here
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(a) SHREC'17 Track: Swipe Up with one �nger

(b) MSR Action3D: Tennis Swing

Fig. 3.4 Visualized gesture and action examples illustrating the difference between the clean data and
the classical and GAN augmented data. Each timestep represents an even split of the full sequence.

this chapter shows that GAN augmented data can also bene�t state-of-the-art methods for skeleton-

based data discrimination. For this purpose, this chapter performed a search for state-of-the-art

methods for skeleton-based gesture recognition, with the additional criteria that the actual recognition

performance is reported and that the code is publicly available. This search yielded the following

methods: i) Dynamic Graph-Based Spatial-Temporal Attention (DG-STA) [33]; ii) Double-Feature

Double-Motion Network (DD-Net) [264]; and iii) Decoupled Spatial-Temporal Attention Network

(DSTA-Net) [226]. Table 3.2 summarizes the bene�ts provided by the GAN-based augmentation

method in improving upon the recognition accuracy reported in the corresponding papers. Note that

where any of these methods were already using a data augmentation method, it was removed and

replaced by GAD. The results shown in Table 3.2 highlight the broad utility of the data augmentation

approach.
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Table 3.2 Impact of augmented data from the Imaginative GAN on the performance of state-of-the-art
methods. The values indicate the bene�t afforded by GAD over the peak accuracy achieved in the
corresponding publication. Note that each datasets has two ways of data labelling according to the
�nger used (14G and 28G).

Model
SHREC'17 Track DHG-14/28
14G 28G 14G 28G

DG-STA [33] +0.7% +0.8% +0.6% +0.4%
DD-Net [264] +0.7% 0.7% +0.6% +0.6%

DSTA-Net [226] +1.0% 0.7% +0.8% +0.5%

3.5 Limitations and Future Work

A potential limitation is the requirement for some tuning of the learning rate and number of hidden

units in the Imaginative GAN. However, in contrast to the huge hyperparameter space for the classical

augmentation approach, tuning just two hyperparameters is comparatively straightforward and fast. If

a trained model exists, then generating thousands of augmented data samples takes less than a second.

In theory, the Imaginative GAN is able to approximate any trajectory. Trajectory data records

locations of moving objects at certain moments, and has been used widely when researching, for

example, human behavior and traf�c problems. Future work will verify this statement by carrying out

experiments on generating sequences of behaviors/movement from other domains.

While leveraging data augmentation methods can enhance the effectiveness of deep-learning

classi�cation models by expanding the training dataset, these techniques also come with certain

challenges. Speci�cally, there is a risk that, without careful design, data synthesis might inject

biases, and an excessive dependence on augmented data can hinder the model's ability to generalize

across varied data domains. Moreover, relying on synthesized data can diminish the interpretability

and explainability of the models. To counter these challenges, future work should focus on a more

extensive validation of augmentation approaches, complemented by the employment of additional

regularization methods.

3.6 Conclusions

This chapter has proposed an automatic data augmentation tool, Imaginative GAN, capable of

synthesizing skeleton data that accurately represent real skeleton data. The effectiveness of data

augmented using the Imaginative GAN is evaluated against data augmented using a classical approach,

which includes scaling, shifting, time interpolation, and adding noise, as well as against denoised and

padded raw data. The results have demonstrated that the Imaginative GAN outperforms the classical

approach in mean validation accuracy, standard error, and in the time cost to �nd an optimized strategy.

In summary, the Imaginative GAN is superior to simply adding stochastic and sequential distor-

tions to data. In the future, a library of Imaginative GANs could be trained on different types of data,

allowing researchers to directly download pre-trained Imaginative GANs and instantly generating
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their own synthetic data. While the classical approach may still be a useful tool to prevent over-�tting

and increase the deep learning model's performance, the Imaginative GAN can always be used as a

baseline to compare against, since it takes almost zero effort and zero prior knowledge or inspection

of the input data to generate synthetic data using the Imaginative GAN.





Chapter 4

Simulating Realistic Human Motion

Trajectories of Mid-Air Gesture Typing

This chapter further responds toResearch Question 1: How to use generative machine learning models

to synthesize skeleton gestural data?, and is based on the following conference paper:

Shen, J., Dudley, J.J. and Kristensson, P.O. 2021. Simulating Realistic Human Motion

Trajectories of Mid-Air Gesture Typing. In 2021 IEEE International Symposium on Mixed

and Augmented Reality.

The eventual success of many AR and VR intelligent interactive systems relies on the ability to

collect user motion data at large scale. Realistic simulation of human motion trajectories is a potential

solution to this problem. Simulated user motion data can facilitate prototyping and speed up the

design process. There are also potential bene�ts in augmenting training data for deep learning-based

AR/VR applications to improve performance. However, the generation of realistic motion data is

nontrivial. This chapter examines the speci�c challenge of simulating index �nger movement data

to inform mid-air gesture keyboard design. The mid-air gesture keyboard is deployed on an optical

see-through display that allows the user to enter text by articulating word gesture patterns with their

physical index �nger in the vicinity of a visualized keyboard layout. This chapter responds toResearch

Question 1by proposing and comparing four different approaches to simulating this type of motion

data, including a Jerk-Minimization model, a Recurrent Neural Network (RNN)-based generative

model, and a Generative Adversarial Network (GAN)-based model with two modes: style transfer and

data alteration. This chapter also introduces a procedure for validating the quality of the generated

trajectories in terms of realism and diversity. The GAN-based model shows signi�cant potential for

generating synthetic motion trajectories to facilitate design and deep learning for advanced gesture

keyboards deployed in AR and VR.
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(a) Real (b) Jerk-Minimization (c) RNN (d) GAN-Transfer (e) GAN-Imitation

Fig. 4.1 Example traces for the phrase, `I talked to Duran'. Trace start is shown by the blue `X'
and then the trace transitions through green and �nishes at the yellow `X'. a) Real trajectories. b)
Trajectories synthesized from the Jerk-Minimization model. c) Trajectories synthesized from the
Recurrent Neural Network (RNN)-based generative model. d) Trajectories synthesized from the
GAN-based generative model in theTransfersetting, where the style is transferred from the original
trajectories to trajectories that simply connect the key centers for the corresponding phrase. e)
Trajectories synthesized from the GAN-based generative model in theImitationsetting, where the
style is transferred within the original dataset, such that different variants of original trajectories are
produced.

Table 4.1 The characteristics of the four proposed trajectory generative models assessed in terms
of different aspects and suitability for different tasks. For example, being able to adapt to a new
keyboard layout and new phrases is desirable for a synthesizer when automating keyboard design.
NA* indicates the requirement for human intervention to optimize the hyperparameters. Y indicates
Yesand N indicatesNo.

Generative Model Accuracy Condition on Arbitrary Condition on Arbitrary Optimization Time
Distance Keyboard Layout Phrases

Jerk-Minimization Y Y Y NA*
RNN N Y Y 6 hours
GAN-Transfer Y Y Y 20 minutes
GAN-Imitation Y N N 20 minutes

4.1 Chapter Summary

Human motion analysis and simulation is a popular research topic in the Augmented Reality (AR)

and Virtual Reality (VR) community due to its varied potential applications, including: i) real-time

avatar animation and control [134, 179]; ii) smooth human-robot interaction [5]; iii) sports training

and analysis [103]; and iv) data augmentation in human skeleton-based deep neural network model

training [222]. In the design and development of these different applications, multiple experiments, or

extensive data collection activities, are usually required for either the validation of prototypes or the

training of deep learning-based systems.

This chapter speci�cally explores the trajectory of an index �ngertip articulating word patterns on

a mid-air gesture keyboard [117, 124, 275]. It is typically referred to as “gesture typing” on Android

and “QuickPath” on iOS. A user entering text on a mid-air gesture keyboard is illustrated in Figure

4.2. The gesture keyboard was also recently introduced in the development release for the Microsoft

HoloLens 2 [169].

Two important scenarios for gesture keyboard design invoke a need for synthetic data. First,

mid-air keyboard layout design optimization faces a challenging optimization problem in terms of

determining different keyboard parameters, such as keyboard size, key size, the distance between
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Fig. 4.2 Illustration of a user gesturing on a mid-air gesture keyboard in AR, reproduced from Dudley
et al. [61] (left), and illustration of a user's gesture trajectory (right).

keys, etc. An optimized mid-air keyboard design minimizes �nger travel with adaptive layouts, and

emphasizes ergonomics to prevent fatigue. It offers customization, uses intuitive visual and gesture

controls, and integrates accessibility features. These parameters can vary greatly in mid-air. Despite

the complicated optimization task, the design process can lead to an optimized design balancing

accuracy, speed, and comfort. Mainstream parameter-optimization approaches include random search,

grid search, and Bayesian optimization. The �rst two approaches require a large amount of data and

Bayesian optimization requires a tightly coupled responsive evaluation mechanism [59, 110, 113].

Considering the potentially enormous parameter space to search for an optimized design strategy,

extensive user experiments are required. Computational simulation of human motion data is one

potential way to ef�ciently reduce the number of prototypes required and thereby speeding up the

design process while reducing costs. It also has the potential to fully automate this design process and

revolutionize experimental-based decision-making [183].

Second, developing a neural network-based gesture keyboard recognition model for a mid-air

optical see-through AR gesture keyboard is a signi�cant undertaking. Recognition of two-dimensional

trajectories articulated on touchscreens (e.g.[117, 124, 3]) is less challenging compared to trajectories

articulated in mid-air due to the lack of haptic feedback and inaccuracy of tracking sensors. Deep

learning-based mid-air gesture keyboard recognition models are a potential approach to overcome

this challenge [3]. However, a key requirement for training a deep neural network gesture keyboard

decoder model is access to large volumes of data based on representative user traces. Deep learning-

based models require a large amount of training data to generalize—otherwise there is a high risk

of over-�tting reducing performance. Unfortunately, an abundance of such data is unavailable for

such an AR headset setting due to the limited adoption of such technology to date and the lack of

concerted public data collection activities. Collecting and annotating such data requires extensive user

data collection activities, which are time-consuming, expensive and challenging. Moreover, any data

collected usually correspond to a single operating point (set of keyboard parameters) and thus may not

generalize well beyond this setting. This signi�cant bottleneck introduces an obstacle to the long-term
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goal of building a robust gesture keyboard decoder model and automating the design process for the

envisaged mid-air gesture keyboard. However, if the probability distribution of human motion for

this task can be accurately approximated, data can be ef�ciently sampled from this approximated

distribution and be used as a surrogate for real samples. The data sampled from the approximated

probability distribution can then be used to augment limited training data. Shen et al. [222] used a

GAN-based synthesis model to sample synthetic skeleton hand gesture data from an approximated

distribution of real hand gestures, and demonstrated the advantage and improvement brought by the

synthetic data in data augmentation in training a deep neural network recognition model to classify

the hand gestures.

However, generating realistic �nger trajectories is challenging and should satisfy: i) the nonlinear

system dynamics; ii) the physical limits of human hands, such as their maximum speed; and iii) the

position constraints that impose that the trajectory should pass near the waypoints of the ideal gesture

on the keyboard. To tackle the above challenges, this chapter proposes and explores four data synthesis

approaches that can generate four types of synthetic trajectories with different properties:

1. Jerk-Minimization Model : This is a deterministic model and is optimized by minimizing the

high order derivatives along the trajectories. It requires human intervention to �ne-tune the

parameters of the model in order to generate realistic trajectories [167].

2. Recurrent Neural Network (RNN)-based Model: This is a generative model based on a

Recurrent Neural Network. A mixed dataset of real data and the data generated from the

Jerk-Minimization model is used to stabilize the convergence of the model, considering the

model itself is hard to train [85]. This chapter applys an important technical innovation (detailed

in Section 4.2.2) on the method used by Graves [85] to facilitate training despite using only one

tenth of the amount of data.

3. Generative Adversarial Network (GAN)-Imitation : A GAN structure similar to CycleGAN

is used for an unpaired trajectory-to-trajectory style transfer [281]. The GAN-based model has

two settings, one of them is GAN-Imitation. The GAN-Imitation model is adapted from Shen et

al. [222] and modi�ed to synthesize �ngertip gesture trajectories as opposed to hand gestures.

4. Generative Adversarial Network (GAN)-Transfer The other setting of the GAN-based model

is GAN-Transfer. The GAN-Transfer model is a further novel modi�cation which enables

the synthesis of new gesture trajectories for which there is no raw user data. GAN-Transfer

transfers the styles of the real trajectories to each other, producing trajectories with more

variation. GAN-Transfer transfers the style of real trajectories to synthetic trajectories that are

produced by simply connecting the key centers together.

The gesture traces generated by these methods are validated using �ve micro metrics that charac-

terize the �nger motion data, and a simulated gesture keyboard recognizer for assessing accuracy and

noise levels. The properties of the four different synthesizers are summarized in Table 4.1.
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1. Micro Metrics : Geometric micro metrics, including curvature, aspect, vicinity curliness,

linearity, and slope, is used to characterize the low-level features of the trajectories [107].

In addition, Kullback–Leibler (KL) divergence is calculated between the micro metrics per

trajectory.

2. Accuracy: The trajectories should be recognized accurately while maintaining a certain degree

of error to mimic human behavior.

3. Condition on Keyboard Layout: The ability to generate new trajectories conditioning on

arbitrary keyboard layouts and designs.

4. Condition on New Phrases: The ability to generate new trajectories from any arbitrary phrase.

5. Optimization Time: The time to �nd an optimized strategy to generate realistic data.

To inform and guide the development of a generative model, a simulated mid-air gesture keyboard

is built and deployed on a Microsoft HoloLens 1 optical see-through AR headset to collect real user

traces. This collected dataset serves two purposes. First, it helps characterize user behavior and

typical variation exhibited in mid-air gesture typing in this setting. Second, it establishes a baseline

for validating the synthesized traces.

The potential of the four approaches to generate synthetic trajectories is thoroughly illustrated by

the evaluation of the micro metrics and accuracy. It is noted that each approach also has its strengths

and weaknesses. Combining both the consideration of the characteristics of the generated trajectories

and the properties of the generative model, model can be found to suit its purpose.

In summary, the main contribution is the demonstration of four data ef�cient models for synthe-

sizing trajectories with different properties suited for different design purposes.

4.2 Synthesizing Gesture Traces

Two types of synthetic data can be generated: 1) synthetic data conditioned on other inputs; 2)

synthetic data with its style altered. Conditional synthetic data is a more desirable form of synthetic

data since it is generated conditioned on inputs, such as audio, sentences, etc. This allows for greater

control over the characteristics of the generated data, ensuring that it closely aligns with the desired

features and patterns of the input data. For instance, controlled image generation, such as with

ControlNet [279], enables the creation of images with speci�c attributes based on given conditions.

This increased control enhances the quality and relevance of the synthetic data, making it more useful

for generating more accurate and diverse datasets.

The second type of synthetic data (style alteration) results in variants of the trajectories. The

trajectories will be of different styles due to hand size, posture, movement speed, etc. but still possess

the original general shape.
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The trajectories are from two conditions. First, the trajectories can be synthesized from arbitrary

phrases. Second, the trajectory generation model can be synthesized from arbitrary new keyboard

layouts. For this challenging task, the approach entails transferring the styles of the real trajectories to

trajectories that are produced by a deterministic generation algorithm.

4.2.1 Jerk-Minimization Trajectory Generation

Originating from trajectory planning applications involving Unmanned Aerial Vehicles (UAVs),

and in particular quadrotors, a Jerk-Minimization model is used to generate realistic index tip

trajectories [44]. This model is similar to the data augmentation approach employed in training

a gesture typing recognition model used by Alsharif et al. [3]. Alsharif et al. [3] successfully

demonstrated an improvement in deep learning-based recognition model performance using this

approach. The trajectory is generated where high order derivatives along the trajectory are minimized

while satisfying waypoints (equality) and axis-parallel box constraints (inequality). The high order

derivatives refer to acceleration and jerk which is the time rate of change of acceleration itself. By

minimizing high-order derivatives, human-like trajectories provided by different constraints can be

effectively generated.

Several constraints and costs have been taken into consideration including: i) the time to complete

a phrase on the gesture keyboard; ii) the distance between the waypoints (key centers) and the

trajectory; and iii) the energy consumption, which is the length of the trajectory. The objective and

constraints are formulated in quadratic programming. Piecewise polynomials are used to parameterize

the trajectory. It de�nes the primitive of the curve as a polynomial spline, and the optimization

target is polynomial coef�cients. The model from Spedicato et al. [167] is implemented with the

inclusion of aforementioned speci�c constraints and costs. There are several hyperparameters,

including the polynomial order, the number of segments of polynomial, and the maximum degree of

continuity when joining two segments, that need to be tuned for the purpose of making the generated

trajectory as similar to the real trajectory as possible. The similarity measure is calculated from

the Kullback–Leibler (KL) divergence of the micro metrics describing the trajectories. Bayesian

optimization is used to facilitate the tuning of the hyperparameters [41]. A Gaussian Process is

used as the surrogate model and a multi-objective acquisition ensemble algorithm (MACE) as the

acquisition function. The surrogate model approximates the function of the jerk-minimization model

from historical interactions whilst providing uncertainty estimates needed to guide exploration. The

acquisition function acts as a proxy to the true sequential risk, measuring the utility of gathering new

input points by trading off exploration and exploitation [41]. After the optimization, the samples

are manually checked to �ne-tune the hyperparameters. The polynomial order is 4. The maximally

imposed continuity between segments is 1. The weights for the �rst, second, and third-order derivatives

are 100, 4, 0, respectively. KL divergence us used for the �ve proposed micro metrics for the loss

metric, and the number of maximum iteration is set to 50.
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4.2.2 RNN-Based Trajectory Generation

Handwriting synthesis is closely related to this chapter's research topic since it is also based on

generating trajectories conditioned on text. Graves et al. [85] proposed a model consisting of three

LSTM layers and a predictive network for handwriting synthesis. LSTM units overcome the inability

of traditional RNNs to handle long-term dependencies by including read and write gates that learn

how to use and store information in an arti�cial memory cell [116, 98]. The LSTM unit is composed

of a cell, an input gate, an output gate, and a forget gate and a standard structure is used in this

chapter [98]. The input to the model,xt wheret is the time step, is the offset between each trajectory

point. The output describes a Mixture Gaussian model, which is the predictive network that is used to

predict the next inputxt , which is also offset to the next trajectory point. For the model to generate

trajectories conditioned on text, it has a `soft window' which is convolved with a set of character

vectors and fed in as an extra input to the prediction network. Therefore, the model can generate

trajectories based on the text string convolved with the `soft window'. The same training scheme

from Graves et al. [85] is adopted. The generative model is trained using a dataset of 40,000 traces

consisting of 10% real user trajectories and 90% traces generated from the Jerk-Minimization model.

Synthesizing �ngertip trajectories of gestured words and phrases is more challenging than syn-

thesizing handwriting. For example, gesture trajectories do not have a clear boundary between

consecutive characters unlike in handwriting where each character has a distinctive trajectory and

is spatially separated. As a consequence, only a gesture trajectory for a complete word is meaning-

ful. Complicating matters further is the fact that distinct words can have spatially similar gesture

trajectories, such as `vampire' and `value'.

These various ambiguities and lack of common patterns in the trajectory data frustrate efforts to

train a deep neural network without an enormous amount of data. This chapter therefore introduce a

novel modi�cation to the typical training scheme. The phrases are encoded by one-hot encoding on a

two-character horizon (bigram) to capture key-to-key transitions. Each input vectorcu at indexu has

a length ofn� 729(27� 27 exhaustive bigram combinations of 26 letters and one space key), wheren

is the number of characters in the corresponding phrase. An attention mechanism is used to solve the

alignment problem by allowing the network to use all information held by the original sequence. It

then generates the proper sequence according to the currently processed character given the previous

character and recent trajectory. To further mitigate the paucity of data, the synthetic trajectories from

the Jerk-Minimization model are combined with the user trajectories to form mixed training data.

4.2.3 GAN-Based Trajectory Generation

A Generative Adversarial Network (GAN) trains a pair of networks competing against each other:

a generatorattempts to generate as real samples as possible while adiscriminator attempts to

distinguish between the generated and real samples. This chapter adopted the model from Shen et

al. [222], which proposed the `Imaginative GAN' which is a data-ef�cient model that can transfer

styles between two datasets in two domains, such as CycleGAN but in trajectory domains instead of
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(a) BeforeTransfer. (b) After Transfer.

Fig. 4.3 Example traces in theTransfersetting for the phrase: `we are in a loop'. a) Simple trajectory
connecting the key centers. b) Trajectories after style transfer from real trajectories. Variances are
added to the simple trajectory afterTransfer, resulting in multipletransferredtrajectories of the same
phrase, sharing a general shape but with different data points.

(a) BeforeImitation. (b) After Imitation.

Fig. 4.4 Example traces in theImitationsetting for the phrase: `we are in a loop'. a) Real trajectory.
b) Trajectories after being altered by GAN-Imitation. Variances are added to the real trajectory after
Imitation, resulting in multipleimitatedtrajectories of the same phrase, sharing a general shape but
with different data points.

image domains [281]. Shen et al. used the Imaginative GAN to augment the training data for hand

gesture classi�cation model, which achieves great performance in the classi�cation accuracy and the

time to �nd an optimized augmentation strategy is greatly reduced. The Imaginative GAN introduced

teacher forcing in the generator, such that ground truth data is used instead of noise to be the input to

the generator. This ef�ciently reduces the amount of data required to train a stable GAN and handles

the long temporal information of the data.

The goal of the Imaginative GAN is to transfer the latent attributes between two domains. The

latent attributes include behavioral attributes such as posture, movement speed, and physical attributes,

such as hand size. While the Imaginative GAN generates synthetic skeleton-based hand gesture

data, the GAN-based synthesizer can generate synthetic trajectories. Based on the Imaginative GAN,

two modes of operation for GAN-based synthesizers are developed: GAN-Imitation (GAN-I) and

GAN-Transfer (GAN-T).
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1. GAN-Imitation : The two inputsX andY are the complete set of real trajectories. Therefore,

while performing stochastic gradient descent on the model in mini-batches, styles can be

transferred within the dataset, resulting in more trajectories with diverse attributes. The GAN-

Imitation model is adapted from the method introduced in Shen et al. [222] for synthesizing

hand gestures.

2. GAN-Transfer : The two inputsX andY to the model are the straight line segments connecting

the key centers together and the original trajectories, respectively. Therefore, the styles of the

original trajectories, such as the curliness, linearity, slope, and curvature are transferred to

the line segments, producing realistic trajectories that adapt to new keyboard layouts and new

phrases. This approach is similar to the work from Akash et al. [166] but requires substantially

fewer real traces. The proposed GAN is easy to train and does not require large amounts of

data: a few hundred traces is suf�cient. This GAN-Transfer setting is a novel extension of the

Imaginative GAN [222], enabling the transfer of learned human behavioral features onto the

purely synthetic raw trajectories.

The same training scheme from Zhu et al. [281] is used. The training batch size is 64.l 1 andl 2 in

the objective function for the generators are set to 10 and 5, respectively. The number of hidden units

for the GRU cell in the generator is 512.

4.3 Experiments

4.3.1 User Trace Data Collection

To ensure representative traces are collected, a Wizard of Oz approach is used [45]. A simulated

mid-air AR gesture keyboard model is built to simulate a `real' recognition model and enables the

collection of representative user traces. The simulated function evaluates whether the user's �ngertip

passes within the tolerance region of the intended character keys in sequence for a given stimulus

phrase. Such an approach has been used before to study the feasibility of novel text entry methods that

are dif�cult to implement (e.g. [123, 58]). The Wizard of Oz approach requires that the system has

prior knowledge of the stimulus text but this is well-suited to a typical text entry transcription task.

Motivated by the dif�culty in clearly delimiting individual word gestures, this experiment intro-

duced the requirement that users must explicitly articulate the space between each word by tracing over

the spacebar. From the perspective of gesture synthesis, this means that the spacebar just represents an

additional key to be visited and in�uences the form of gestures in the same way as any other key. This

implementation contrasts with a typical gesture keyboard implementation on a capacitive touchscreen

where the `touch down / lift off' serves as a clear indication of the start and end of a word gesture.

Microsoft HoloLens 1 is used to display a virtual keyboard and an OptiTrack motion capture

system is used to collect accurate �nger traces. Gesture traces were collected from 20 participants. The

average age of the participants was 24 with a standard deviation of 4 years. Among the participants,
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Fig. 4.5 Number of failed phrases as a function of tolerance length for each participant.

Fig. 4.6 The trade-off between accuracy and robustness for the four synthesization approaches
compared to the real trajectories, computed as the average of each type of trajectory.

there were 13 male participants and 7 female participants. There were 3 participants who had

experience with Augmented Reality Head Mounted Display (HMD) while the rest did not. Participants

were given 20 minutes to familiarize themselves with the AR HMD by gesturing test phrases. The

stimulus phrases were taken from the Enron [114], and MacKenzie phrase sets [158] and each

participant typed 51 randomly selected phrases. A total of 1,020 unique phrases were entered with

an average of 5.3 words per phrase. The average length of the trajectory for each phrase was 607

samples with a standard deviation of 244 samples when logged at a sample rate of 100 Hz. Figure 4.7

illustrates one instance of a collected trace. For data collection, the tolerance length of the simulated

recognizer was set to 50 mm on a keyboard with an apparent size of 180� 76 mm. This tolerance

length was determined in pilot testing as a suitable value to encourage users to draw natural traces

instead of forcing them to sequentially travel to the center of each target key.

The coordinates of the keyboard displayed on the HoloLens are transformed into a common frame

with the OptiTrack's tracking data, allowing the tolerance-based simulated gesture recognizer to run
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Fig. 4.7 Example of the three dimensional raw trace data for the phrase: `I talked to Duran'.

Fig. 4.8 Median and interquartile range for depth (left) and planar error RMSE (right) for each
participant.

`online'. No input feedback was provided to participants until the trace of the set stimulus phrase was

completed.

Figure 4.8 captures a view of users' perception of the virtual keyboard. It plots the root mean

square error (RMSE) between the trajectory points and a plane �tted to those same points (right) and

the depth of that plane to the actual keyboard (left). This plot highlights the fact that most people tend

to gesture consistently within a plane, albeit not necessarily within the virtual keyboard plane. This

�nding is also reported by Khan et al. [54]. This suggests it is possible to reduce the dimensionality by

projecting the raw data points onto a plane. This simpler representation allows a deep neural network

to be more ef�ciently trained.

4.3.2 Preprocessing

This section describes the preprocessing steps applied to the raw data before training the generative

models, as well as additional processing of generated data before the evaluation of the micro metrics.

The main steps of the preprocessing include denoising, interpolating, resampling and normalizing.
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(a) Before resampling. (b) After resampling.

Fig. 4.9 Trajectories before and after equidistant resampling.

1. Denoising: Savitzky–Golay �lter is used to remove noise. This is achieved by �tting successive

subsets of adjacent data points with a low degree polynomial using linear least squares. The

window length is set to 7 and the order of the polynomial used to �t the data is set to 3.

2. Interpolation : Spline interpolation of zeroth order is used to interpolate any missing points of

the raw data.

3. Resampling: This step is only for processing the synthetic trajectories, but not for preprocessing

the training data of the RNN- and GAN-based models as temporal information will be lost after

resampling, which is crucial information when training the generative models. The generated

data is resampled to ensure adjacent points are equidistant. Figure 4.9 shows the trajectory

before and after equidistant resampling.

4. Normalizing: The data is divided by the Frobenius norm along the temporal dimension. The

goal of normalization is to ensure the trajectories lie within a common bounding box. This

promotes speed and stability in training the deep neural networks.

4.3.3 Evaluation of Geometric Micro Metrics

To assess the ability of the synthesized trajectories to approximate real user traces, their low-level

features are compared by examining a set of geometric micro metrics. These micro metrics are

adapted from Jaeger et al. [107], who originally used them to characterize handwriting trajectories.

This assessment serves in part to determine whether the generative models can replicate human-like

features in the trace.

The micro metrics are computed in avicinity, as illustrated in Figure 4.11a. A vicinityV(t) is a

bounding box which contains the preceding and succeeding points of(x(t);y(t)) .

1. Curvature: The curvature of a point(x(t);y(t)) is measured byb in Figure 4.11b. It can be

calculated as follows:

u = ( x(t � 3);y(t � 3)) � (x(t);y(t)) ;

v = (( x(t + 3);y(t + 3)) � (x(t);y(t))) ;
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(a) (b) (c)

(d) (e)

Fig. 4.10 The histogram of the �ve micro metrics for the �ve modes of trajectories. i)Real: Real
trajectories. ii)JM: Trajectories generated from Jerk-Minimization model. iii)RNN: Trajectories
generated from the RNN-based generative model. iv)GAN-T: Trajectories generated from the GAN-
based generative model in theTransfermode. v)GAN-I : Trajectories generated from the GAN-based
generative model in theImitationmode.

b = arccos
u � v

kuk � k vk
:

2. Aspect: The aspectA(t) of a point(x(t);y(t)) characterizes the height-to-width ratio ofV(t),

as shown in Figure 4.11a. It is calculated as:

A(t) =
Dy(t) � Dx(t)
Dy(t)+ Dx(t)

;

whereDy(t) andDx(t) are respectively the height and width of the vicinity.

3. Curliness: CurlinessC(t) characterizes the deviation from a straight line in the vicinity. It is

calculated as:

C(t) =
l (t)

max(Dx(t);Dy(t))
;

wherel (t) is the sum of lengths of all line segments in vicinityV(t). Dx(t) andDy(t) are the

width and height of the vicinityV(t).
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(a) Vicinity.
(b) Curvature.

Fig. 4.11 Illustration of vicinityV(t).

4. Linearity : LinearityL(t) is measured as the average square distance, with each distance de�ned

to bedi , between theN points in the vicinityV(t) and the straight line joining the �rst and last

point in this vicinity. It is de�ned as follows:

L(t) =
1
N

� å
i

d2
i :

5. Slope: The slope describes the anglea in degrees. It measures the slope of the straight line

joining the �rst and last point in the vicinityV(t) and is calculated as:

a = arctan
Dy(t)
Dx(t)

:

4.4 Results

This section compares the geometric micro metrics computed for each trajectory generation method

against real user traces. Section 4.4.2 assesses the degree to which the different synthesized traces

replicate the performance characteristics of real user traces in terms of simulated recognition accuracy.

4.4.1 Geometric Micro Metrics

The micro metrics characterize the trajectories. The different types of trajectories all have a high

probability of curvature around 180 degrees, while Jerk-Minimization trajectories exhibit an even

higher probability density. Trajectories produced by RNN have a higher probability density for

curvature at zero degrees. For all the micro metrics, it is the GAN-Transfer trajectories that show

the closest KL distance to the real trajectories. Therefore, if design automation is the purpose,

GAN-Transfer is most desired as it not only has the smallest KL divergence on those micro metrics,

but it can also condition on arbitrary keyboard layouts and phrases. The Jerk-Minimization and the
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(a) Curvature. (b) Aspect. (c) Curliness.

(d) Linearity. (e) Slope.

Fig. 4.12 Kullback-Leibler (KL) divergence of different micro metrics per phrase. The Jerk-
Minimization model generates trajectories that have similar curvature properties to the original
trajectories.

RNN-based models are good choices to start with as well since they can all generate trajectories

according to arbitrary keyboard layout and phrases.

4.4.2 Accuracy

The synthesized trajectories should have some human-like errors, as illustrated in Figure 4.5. Fig-

ure 4.5 captures the degree of variation exhibited in the traces. This accuracy metric is produced by

passing the trajectories to the aforementioned simulated recognizer that uses the tolerance region

as the key recognition condition. This recognizer is neutral and does not bias towards any type of

data. Accuracy is measured as the smallest tolerance length that allows the trace to pass the simulated

recognition model. Therefore, the lower the number of phrases to fail the simulated recognition

model, the higher the accuracy. Participants shown in red in Figure 4.5 exhibit high accuracy since

their traces mostly pass a tolerance length of 20 mm. Participants shown in yellow in Figure 4.5

have dif�culty in gesturing accurate traces. Such participants often failed to pass the simulated

recognition model and were required to repeat the trace. The participants indicated in yellow gestured

a variety of inconsistent traces that lead to many of their traces failing the simulated recognition

model, even at 40 mm. However, participants indicated in red demonstrate a consistent approach to

gesturing with little variation. Participants indicated in blue, which also represent the majority of the

participants, demonstrate a good balance between variation and accuracy. They exhibit variability in
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