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Epistemic Irrationality in the Bayesian Brain

Daniel Williams
Abstract. A large body of research in cognitive psychology and neuroscience draws on Bayesian statistics to model information processing within the brain. Many theorists have noted that this research seems to be in tension with a large body of experimental results purportedly documenting systematic deviations from Bayesian updating in human belief formation. In response, proponents of the Bayesian brain hypothesis contend that Bayesian models can accommodate such results by making suitable assumptions about model parameters (for example, priors, likelihoods, and utility functions). To make progress in this debate, I argue that it is fruitful to focus not on specific experimental results but rather on what I call the ‘sources of epistemic irrationality’ in human cognition. I identify four such sources and I explore whether and, if so, how Bayesian models can be reconciled with them: (1) processing costs; (2) evolutionary suboptimality; (3) motivated cognition; and (4) error management. 
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‘While to its advocates the rationality of Bayesian inference is one of its main attractions, to sceptics the hypothesis of rationality inherent in the Bayesian framework seems at best empirically implausible and at worse naïve’ (Feldman [2015], p.1022). 

1 Introduction

[bookmark: _Hlk11411333][bookmark: _Hlk11412736]Recent years have seen an explosion of research in cognitive psychology and neuroscience that draws on Bayesian statistics to model inferential processes within the brain (Chater et al. [2010]; Lake et al. [2016]; Knill and Pouget [2004]; Tenenbaum et al. [2011]). The scope and influence of this Bayesian paradigm has generated both excitement and controversy, with some describing this Bayesian ‘revolution’ (Hahn [2014]) as a ‘paradigm shift’ (Friston et al. [2017], p.1) in our understanding of the mind and others criticizing it on both methodological and empirical grounds (Bowers and Davis [2012]; Colombo et al. [2018]; Jones and Love [2011]; Marcus and Davis [2013]). A fundamental source of controversy concerns the optimality assumptions apparently central to Bayesian modelling. Expounding the Bayesian research programme, for example, Chater et al. ([2006], p.289) argue that ‘it seems increasingly plausible that human cognition may be explicable in rational probabilistic terms and that, in core domains, human cognition approaches an optimal level of performance’. As several authors have pointed out, such claims seem to be in tension with a large body of experimental results purportedly documenting systematic bias and suboptimality in human judgement and decision-making (Mandelbaum [2019]; Marcus and Davis [2013]; Williams [2018]). Indeed, in much of the research on human irrationality, Bayes’ theorem is explicitly used as the benchmark against which to identify systematic bias (Eil and Rao [2011]; Gilovich et al. [2002]; Tversky and Kahneman [1974]). 
This situation has provoked many responses. Some have concluded that Bayesian cognitive science is at best restricted to modelling perception and motor control, where assumptions of optimality are widely seen to be less controversial (Mandelbaum [2019]; Marcus and Davis [2013]). Others have argued that Bayesian models have the theoretical resources to accommodate many putative examples of bias (Gershman [2019]; Sanborn and Chater [2016]; Tappin and Gadsby [2019]). An enduring critique of this response, however, is that such attempts at reconciliation constitute implausible ‘just-so stories’: even if one can fit a Bayesian model to a judgement or decision by making certain assumptions about model parameters (for example, priors, likelihoods, and utility functions), many theorists worry that such models are typically post hoc and unmotivated, and thus more a reflection of the ingenuity of modellers than the workings of the mind (Bowers and Davis [2012]; Williams [2018]). 
My aim in this paper is to make theoretical progress in this controversy by changing the focus of attention. Specifically, rather than attempting to directly reconcile the Bayesian brain hypothesis with experimental results putatively describing non-Bayesian belief updating, my aim is to advance this debate by connecting the Bayesian brain hypothesis to the most significant sources of epistemic irrationality in human cognition—those factors that have been put forward to explain why human cognition exhibits systematic bias in the first place. 
Changing the focus of the debate in this way brings several theoretical benefits. First, it helps to clarify the controversy, providing a useful and more principled taxonomy of various sources of biased belief and their different relationships to Bayesian models. Second, it avoids many of the methodological worries surrounding just-so stories: by focusing on the sources of epistemic irrationality rather than putative examples of such irrationality, the ability of Bayesian models to accommodate specific data becomes less relevant. Finally, focusing on distinct sources of epistemic irrationality helps to more clearly identify some of the deepest challenges for the Bayesian brain hypothesis. My aim in this paper is not to argue for or against this hypothesis. Nevertheless, it will become clear in what follows that some sources of epistemic irrationality are much more straightforward to accommodate within Bayesian models than others. Reframing the debate in this way thus helps to clarify the potential theoretical, methodological, and empirical challenges that it confronts. 
To make the task of this paper manageable, my focus in what follows is on human belief formation. There are comparable issues concerning questions of optimality in the perceptual and sensorimotor domain (Rahnev and Denison 2018), but here I will restrict my focus to the domain of cognition, broadly construed, and thus the processes by which agents update beliefs in response to new evidence. 
I structure the paper as follows. In Section 2 I briefly introduce the Bayesian brain hypothesis. In Section 3 I introduce what I call the ‘problem of epistemic irrationality’ that it confronts, and I make two brief clarifications: first, even though Bayes’ theorem is defined over subjective probabilities, it is still appropriate to understand it as a norm of epistemic rationality; second, the fact that humans are often bad when it comes to the conscious application of Bayes’ theorem does not itself challenge the Bayesian brain hypothesis. In Section 4 I then identify four core sources of epistemic irrationality in human cognition: processing costs (S4.1), evolutionary suboptimality (S4.2), motivational influences on belief formation (S4.3), and error management (S4.4). In each case I show where a Bayesian reconciliation is straightforward and where it is difficult. I conclude in Section 5 by briefly summarizing the foregoing conclusions and identifying important lessons for the epistemic status of the Bayesian brain hypothesis.  

2 The Bayesian Brain

Bayes’ theorem is a derivation of probability theory that states the following: 

p(h/e) = p(e/h)p(h)/p(e)

This theorem can be used to calculate the probability of the truth of possible hypotheses upon receipt of new evidence. If e is a piece of evidence and h is a possible hypothesis for explaining this evidence, Bayes’ theorem states the following: the probability of the hypothesis given the evidence p(h/e) is proportional to how well the hypothesis predicts the evidence—that is, the likelihood p(e/h)—weighted by the probability of the hypothesis considered prior to receiving the evidence—that is, the prior p(h). For example, suppose that you witness somebody coughing (e) and you consider three possible explanations: that they have a cold h1, that they have lung disease h2, or that they have heartburn h3 (see Tenenbaum et al. [2011], p.1280). Only h1 seems reasonable. Why? Because heartburn is a non-starter—it does not produce coughing—and although both colds and lung disease do produce coughing, colds are far more frequent; that is, they have a much higher prior probability. Now suppose that the person coughs up blood. H2 now seems much more likely: even though colds are far more frequent than lung disease, coughing up blood is much more likely to come from lung disease than from a cold. Bayes’ theorem thus provides a procedure ‘for navigating a course between excessive tendencies toward “observational adequacy” (whereby new data is over-accommodated) and “doxastic conservatism” (whereby existing beliefs are over-weighted)’ (McKay and Dennett [2009], p.497).
The posterior probability distribution computed via Bayes’ theorem is neutral on which action an agent should perform. Bayesian decision theory states that rational agents should perform the action which maximizes expected utility (Peterson [2017]). In addition to a probability distribution defined over states of a domain, rational action therefore also requires a gain or loss function that defines the utility of performing possible actions if those states of affairs obtain.[footnoteRef:2] According to Bayesian decision theory, selection of action thus depends both on the posterior distribution computed via Bayes’ theorem and the subjective costs and benefits associated with different outcomes.  [2:  One complication that I ignore in this paper is that one influential strand of research within Bayesian cognitive science dispenses with utility functions altogether (see Clark [2016]; Hohwy [2013]). Given formal demonstrations that utility functions can always be replaced by the specification of appropriate priors (see Friston et al. [2012]), however, everything that I say in this paper drawing on Bayesian decision theory could in principle be rewritten in terms that do not mention utility functions.  ] 

It is widely held that Bayes’ theorem describes the optimal procedure for inference under uncertainty. There have been many attempts to justify this claim. For example, some point out that Bayes’ theorem is a derivation of the axioms of probability theory, which can themselves be justified by classic ‘Dutch book’ arguments, which demonstrate ‘that, under fairly general conditions, any gambler whose subjective probabilities deviate from the laws of probability, however slightly, can be mercilessly exploited’ (Chater et al. [2011], p.556). However, classic Dutch book arguments at best support the purely synchronic claim that an agent’s credences at any given time should conform to the probability calculus. The diachronic prescription that agents should conditionalize by replacing p(h) with p(h/e) in conformity with Bayes’ theorem requires an additional justification. There are many attempts to justify this additional prescription, including diachronic Dutch book theorems and arguments that attempt to show that Bayesians will always out-predict non-Bayesians (Joyce [2004]; Icard [2018]). I will not delve into this complex literature here. Instead, I will simply assume the widespread view that Bayes’ theorem describes the optimal procedure for inference under uncertainty.[footnoteRef:3] To foreshadow somewhat, however, it is important to note that almost all extant justifications of this view assume that the relevant agent has unlimited time and computational resources (see Icard [2018]).   [3:  Colombo et al. ([2018]) reject this assumption, thus providing an additional critique of Bayesian models that I do not address in this paper. ] 

Bayes’ theorem is applicable whenever an agent or system is required to update hypotheses upon receipt of new evidence under conditions of uncertainty. This situation plausibly characterises much of information processing in the brain. Perception, for example, involves estimating the state of the distal world based on proximal sensory inputs that are both noisy and ambiguous, and belief fixation involves updating beliefs in response to such perceptual estimates and other noisy and ambiguous informational inputs. Recognition of this fact has led to an enormous and growing body of research attempting to illuminate the brain’s solutions to such inferential problems with Bayesian statistics. As Chater et al ([2010], p.811) put it, 

There has been a recent explosion in research applying Bayesian models to cognitive phenomena. This development has resulted from the realization that across a wide variety of tasks the fundamental problem the cognitive system confronts is coping with uncertainty.

As I will understand it, the Bayesian brain hypothesis is defined by its commitment to the view that inferential processes in the brain conform (approximately, at least) to Bayesian norms (Knill and Pouget [2004]). Thus, the hypothesis itself is silent on how brains implement Bayesian inference (see Chater et al. [2010]; Friston [2012], p.1231). Indeed, much research within Bayesian cognitive science explicitly abstracts away from algorithmic and implementational details, although it does of course place significant constraints on research at those levels (Lake et al. [2016]; Tenenbaum et al. [2011]; see Section 4.1. below for further clarification on these points).[footnoteRef:4]  [4:  Some argue that such considerations undermine the realist pretensions of Bayesian models (Colombo and Seriès [2012]; Colombo and Hartmann [2015]). I ignore such worries in this paper. 
] 

In addition to its ability to accommodate a variety of specific experimental results (see Knill and Pouget [2004]), theorists have proposed many general arguments for the Bayesian brain hypothesis. Feldman ([2015], p.1022), for example, argues that 
[bookmark: _Hlk11230664]
Bayesian inference is, in a well-defined sense, the best way to solve whatever decision problem the brain is faced with. Natural selection pushes organisms to adopt the most effective solutions available, so evolution should tend to favor Bayes-optimal solutions whenever possible. For this reason, any phenomenon that can be understood as part of a Bayesian model automatically inherits an evolutionary rationale.

Similarly, Mathys et al. ([2011], p.1) write, 

Since a Bayesian learner processes information optimally, it should have an evolutionary advantage over other types of agents, and one might therefore expect the human brain to have evolved such that it implements an ideal Bayesian learner.

Other theorists sidestep evolutionary considerations altogether and motivate the Bayesian framework directly from the putative fact that people exhibit extraordinary success in tasks involving inference and decision-making under uncertainty: 

If we want to explain how it is that people […] are able to cope so successfully with their highly uncertain world, the norms of probability provide the beginnings of an answer—to the extent that the mind reasons probabilistically, the normative justifications that imply that this is the ‘right’ way to reason about uncertainty […] go some way to explaining how it is that the cognitive system deals with uncertainty with a reasonable degree of success (Chater et al. [2011], p.556). 

As we will see, both of these arguments are vulnerable to persuasive criticisms. The most obvious such criticism in the present context, however, is the one with which I began this paper: a highly influential body of research in psychology and behavioural economics suggests that we frequently do not handle uncertainty with much success. 

3 The Problem of Epistemic Irrationality

The Bayesian brain hypothesis confronts what I will call the ‘problem of epistemic irrationality’. The problem is this: an enormous body of experimental results purportedly identify systematic biases in human cognition. Indeed, in much of the research identifying examples of biased judgement and decision-making, Bayes’ theorem is explicitly used as the benchmark against which to identify such bias (Gilovich et al. [2002]; Tversky and Kahneman [1974]). 
As I noted in Section 1, theorists have developed numerous responses to this problem. Some conclude that it is a deep challenge for proponents of the Bayesian brain hypothesis, whereas others argue that many if not all putative examples of biased belief can in fact be accommodated by Bayesian models. One of the problems with this debate, however, is that Bayesian models are highly flexible, which makes it difficult to adjudicate this controversy by focusing exclusively on experimental results. Of course, if one could extract an individual’s priors and likelihoods prior to their receipt of new evidence and then compare their posteriors against a Bayesian benchmark, testing the Bayesian brain hypothesis would be straightforward. However, this is at best applicable in cases in which individuals have straightforward introspective access to the contents of their beliefs and can verbally articulate them. Even granting that merely asking people the contents of their beliefs is a reliable way of gauging them—itself a contentious claim—the Bayesian brain hypothesis is supposed to apply to unconscious information processing, so this option is often not available. Thus, in many cases theorists have great latitude in their attribution of priors, likelihoods, and utility functions (Bowers and Davis [2012]). 
It is not my intention in this paper to argue that the Bayesian brain hypothesis cannot be tested against experimental data. Indeed, I will draw on some explicit tests below. Nevertheless, given the proven ability of Bayesian models to accommodate such a wide variety of experimental results, and the enduring controversies concerning this theoretical malleability, my aim in this paper is to make progress in this debate by stepping back from putative examples of biased belief to explore the underlying sources of epistemic irrationality in human cognition. First, however, it is important to address two potential points of confusion. 

3.1 Bayesian inference and rationality

Several theorists have sought to dispel the implications of optimality in discussion of Bayesian models altogether. In his discussion of the Bayesian brain hypothesis, for example, Clark ([2016], pp.40-41) writes that 

what researchers find in general is not that we humans are—rather astoundingly—‘Bayes’ optimal’ in some absolute sense […] but rather, that we are often optimal, or near optimal, at taking into account the uncertainties that characterize the information that we actually command […]

Similarly, in their classic review of the Bayesian brain hypothesis, Knill and Pouget ([2004], p.713) argue that ‘humans are clearly not optimal in the sense that they achieve the level of performance afforded by the uncertainty in the physical stimulus’, and then go on to note that 

the real test of the Bayesian coding hypothesis is in whether the neural computations that result in perceptual judgments or motor behavior take into account the uncertainty in the information available at each stage of processing.

One way of understanding such claims is as follows: Bayesian inference is defined over subjective probabilities. These subjective probabilities—that is, degrees of belief—need not correspond to actual frequencies or regularities in the environment. Therefore, there is no reason to think that Bayesian processing is optimal. Stated in this way, however, the argument is confused. Of course, Bayes’ theorem does not guarantee veridicality, precisely because it is defined over subjective probabilities. For example, if one’s likelihoods are completely unresponsive to regularities in the world, there is no reason to think that Bayesian updating will lead to truth. For this reason, it is widely accepted that Bayesian updating is not sufficient for epistemic rationality (Joyce [2004]). Nevertheless, it describes a procedure for belief updating, which—under plausible assumptions—is necessary for epistemic rationality. 
Despite this, these comments do illustrate an important point: precisely because Bayesian processing is defined over subjective probabilities, inferences or decisions that can look to be irrational or suboptimal might nevertheless arise from Bayes’ optimal processing defined over strange or otherwise implausible priors or likelihoods (Gershman [2019]; Tappin and Gadsby [2019]). Indeed, this is one of the things that makes adjudicating controversies surrounding the optimality assumptions of the Bayesian brain hypothesis so difficult, and which motivates my aim in Section 4 of turning to the sources of epistemic irrationality rather than putative instances of it. Thus, when I discuss epistemic irrationality and its sources in what follows, I am talking about the processes underlying belief fixation, not the accuracy of beliefs themselves, although of course epistemically rational belief-fixing procedures are precisely those that lead to accurate beliefs, and any theory that combines epistemically rational belief forming procedures such as Bayesian updating with highly inaccurate beliefs owes an explanation of how the latter arise. 

3.2 Intuitive Bayesian inference

A second important point of clarification is this: although my focus is on belief formation, my focus is not on the conscious application of Bayes’ theorem in deliberate reasoning. The Bayesian brain hypothesis is supposed to apply to neural information processing in general, including information processing within the brains of other animals. It is not supposed to apply to cases in which individuals consciously apply Bayes’ theorem, which is ‘a recent cultural invention that few people become fluent with, and only then after sophisticated training’ (Tenenbaum et al. [2011], p.1280). This is important because some results apparently documenting non-Bayesian belief updating are really results showing that people are bad at consciously applying Bayes’ theorem when presented with explicitly articulated mathematical puzzles (see Oaksford and Chater [2007], p.13-14). This does not itself undermine the Bayesian brain hypothesis, however. As Oaksford and Chater ([2007], p.14) put it, ‘[E]ven if the mind were a probabilistic… calculating engine, it is by no means necessary that it will be possible to engage that engine’s reasoning abilities with verbally stated probabilistic puzzles’.
More generally, much of contemporary psychology assumes a distinction between ‘System One’ and ‘System Two’ styles of cognition, often characterised as a distinction between ‘intuition’ and ‘reasoning’ (Kahneman [2003]). Although there are various ways of drawing this distinction, and some scepticism about drawing any hard and fast distinction at all, it is widely accepted that intuitive inference is fast, unconscious, and largely effortless, with subjects having no introspective access to the inferential process by which judgements are generated, whereas reasoning is slow, effortful, and guided by conscious attention to the process of inference itself, which the agent voluntarily controls in a way that can be sensitive to explicitly represented norms of reasoning (see Kahneman [2003]; Stanovich [2011]). Almost all extant work within Bayesian cognitive science on human cognition targets the former—intuitive or ‘System One’—style of inference, such that agents are not thought to have any introspective access to the Bayesian algorithms alleged to underpin cognitive processes. Thus, although it is a fascinating question how to understand the process of conscious and effortful deliberative reasoning within a Bayesian brain, is not a question that I address here. 

4 Sources of Epistemic Irrationality

My aim in this paper is to step back from specific examples of putative bias in human cognition and focus on the underlying sources of epistemic irrationality. As I am using the expression, ‘sources of epistemic irrationality’ refers to factors that are supposed to explain why human cognition exhibits systematic bias. The motivation for offering such explanations, rather than merely cataloguing putative examples of systematic bias, is that it has seemed plausible to many psychologists and philosophers that it would be selectively advantageous to represent the world accurately (see McKay and Dennett [2009] for a review). As Quine ([1969], p.126) famously put it, ‘Creatures inveterately wrong in their inductions have a pathetic but praiseworthy tendency to die out before reproducing their kind’. If that is right, there must have been strong selective pressure to evolve cognitive mechanisms conducive to generating accurate representations. Because accurate representations cannot be generated by magic, one would thus expect evolution to have designed cognitive systems conducive to generating ‘grounded’ representations—that is, representations formed in a way that is appropriately grounded in the evidence at the organism’s disposal (McKay and Dennett [2009], p.494). Indeed, we have seen that the dual assumptions that evolution selected for optimal inference and that Bayes’ theorem is inferentially optimal provide an important motivation for the Bayesian brain hypothesis (Feldman [2015]; Friston [2012]; Geisler and Diehl [2002]; Mathys et al. [2011]). 
From this perspective, any putative examples of systematic epistemic irrationality can seem mysterious. Explanations that identify the sources of epistemic irrationality are thus supposed to dispel this mystery. Rather than identifying examples of systematic bias, they strive to explain why human cognition exhibits systematic bias in the first place. 
In this section I focus on four such explanations and I relate them to the Bayesian brain hypothesis. These explanations are not supposed to be exhaustive, although they do plausibly constitute the most influential explanations that have been advanced in the psychological and philosophical literature. They point to the processing costs of cognition (S4.1), evolutionary suboptimality (S4.2), motivational influences on belief formation (S4.3), and error management (S4.4). 

4.1 Processing costs

By far the most influential explanation of epistemic irrationality in the psychological literature points to the processing costs of cognition (Kahneman [2003]; Simon [1956]). We are limited creatures with finite time, energy, and resources. We must therefore ‘satisfice’ rather than optimise (Simon [1956]). This perspective underlies the research programme on ‘bounded rationality’, which studies the ‘fast and frugal’ heuristics alleged to underlie much of cognition and decision-making—heuristics that are often practically superior to algorithms that employ formal norms of reasoning precisely because they are more cost-effective (Gigerenzer and Selten [2002]; Kahneman [2003]). To take a well-known example, human beings appear to rely on an ‘availability heuristic’ that involves judging the frequency of events based on how easily they come to mind (Kahneman [2003]). Although this heuristic leads to systematic mistakes when such cognitive availability is not a reliable proxy for real-world frequencies, many cognitive scientists argue that it is nevertheless more adaptive than a less mistake-prone system that would require an individual to exhaustively search a mental database of all relevant information whenever forming judgements of frequency or probability (see Mercier and Sperber [2017], p.208). 
Superficially, at least, the Bayesian brain hypothesis can seem to be in tension with any recognition of the processing costs on cognition. Bayes’ theorem, after all, does not factor in practical constraints on time, energy, or resources. Indeed, given the presence of large hypothesis spaces and mutually dependent variables, exact Bayesian inference is often extremely slow and sometimes computationally intractable, such that in many real-world situations ‘a fully rational Bayesian mind cannot exist’ (Gigerenzer [2008], p82). For this reason, many proponents of the research programme of bounded rationality explicitly position themselves in opposition to theories of human cognition that appeal to formal norms of reasoning such as logic and probability theory (Gigerenzer and Selten [2002]; Tversky and Kahneman [1974]). This applies equally to those who regard evidence for the existence of heuristics as an illustration of human irrationality (Kahneman [2003]) and those, such as Gigerenzer ([2008]), who argue that the use of such heuristics is rational—or at least ‘ecologically rational’—given the kinds of practical constraints under which we operate and the environments that we inhabit. 
It would be a mistake to conclude that there is an irresolvable tension between bounded rationality and the Bayesian brain hypothesis, however. Proponents of Bayesian cognitive science are explicit that their proposal is not that the brain performs exact Bayesian inference (Friston [2010]; Penny [2012]; Sanborn and Chater [2016]). As Tenenbaum et al. ([2011], p.1284) put it, ‘The complexity of exact inference in large-scale models implies that… [the brain] can at best approximate Bayesian computations’. There is a large body of research in both artificial intelligence and statistical computing focused on developing algorithms for such approximate Bayesian computations. The two most influential classes of approximations are variational and sampling algorithms (for a review, see Sanborn [2017]; Penny [2012]). 
Variational approximations work by defining a simpler set of probability distributions. Because mutual dependence among variables quickly generates a combinatorial explosion, for example, it is common to assume independence between certain variables to reduce computational complexity. Further, probability distributions are often constrained to take a simpler parametric form, such as Gaussian distributions that can be encoded in terms of their means and variances. Given a chosen distance measure such as the Kullbach-Leibler divergence, variational algorithms can then be ‘used to find the family member that most closely approximates the complex distribution’ (Sanborn [2017], p.100). Such variational approximations underlie predictive coding, an influential theory of neural information processing in which higher levels of cortical hierarchies generate predictions of activity at lower levels and exploit errors in those predictions for the purpose of learning and inference (Friston [2005]; see Kiefer and Hohwy [2018] for a review). 
Sampling approximations function differently. Unlike variational algorithms, they are stochastic, and they work by randomly drawing samples from a probability distribution such that the collection of samples can stand in for the much more complex distribution in calculations (Sanborn [2017]). There are formal proofs showing that such approximate calculations become asymptotically correct as one approaches an infinite number of samples, but with finite samples a Bayesian sampler generates systematic and predictable errors (see Sanborn and Chater [2016]). One of the most widely used sampling algorithms in statistics and in cognitive science is the Markov chain Monte Carlo, which makes stochastic transitions from an initial state (i.e. particular set of values for each of the relevant random variables) that function as samples from the target distribution (Tenenbaum et al. [2011], p.1284). 
Variational and sampling approximations illustrate that very different algorithms can nevertheless qualify as approximately Bayesian. Indeed, I noted above that the Bayesian brain hypothesis itself is best understood as placing constraints on the algorithms used by the brain, not as an algorithm-level thesis itself. This raises a difficult question, however: what are the necessary and sufficient conditions that an algorithm must satisfy to qualify as approximately implementing Bayesian inference? Many proponents of Bayesian cognitive science seem to hold that approximating the output of Bayesian inference in a principled way is sufficient (Sanborn and Griffiths [2010]), whereas others worry that patently non-Bayesian systems such as look-up tables can satisfy this condition in limited domains, and thus advance additional conditions, such as the transferability of priors and likelihoods across tasks and contexts (Maloney and Mamassian [2009]). I will not pretend to settle this extremely complex issue here. Instead, I will sidestep it by restricting my focus to approximation algorithms that are actually used within Bayesian cognitive science and artificial intelligence, and where there is unanimous agreement that they qualify as approximately Bayesian. As noted, this means focusing on variational and sampling approximations (Sanborn [2017]). 
Focusing on variational and sampling approximations solves two problems for Bayesian cognitive science. First, it explains how a finite and highly constrained brain might be able to approximate Bayesian inference. Second, and most interestingly from our perspective here, approximation algorithms suggest an attractive explanation of systematic deviations from exact Bayesian inference in human cognition. As Sanborn ([2017], p.98) puts it, 

The advantage of this approach is that when these algorithms are used in situations for which they are well-adapted, they make probabilistic cognition achievable, but when they are applied to situations for which they are poorly adapted, they can explain biases in behavior that cannot be explained by probabilistic models alone.

Much of the existing work pursuing this suggestion has focused on sampling algorithms and their ability to account for examples of systematic bias in human cognition (Dasgupta et al. [2017]; Sanborn and Chater 2016). To take only one obvious example, a notorious characteristic of human judgement and decision-making is its stochasticity, with people frequently giving different answers to the same question, even within short time periods (Gilovich et al. [2002]). This variability is puzzling from the perspective of optimal models of human cognition, but it falls out straightforwardly from Bayesian sampling due to the variability of samples (Sanborn and Chater [2016]). The psychological literature illustrates several other examples, however, including attempts to illuminate the conjunction fallacy, base-rate neglect, and the unpacking effect as natural consequences of sampling approximations (see Sanborn and Chater [2016] and Sanborn [2017] for an overview). There has been less work directly connecting the nature of variational algorithms to specific biases (although see Hohwy [2017] for some suggestions in this area). 
The appeal to approximate Bayesian inference demonstrates at least in principle that ‘the view of cognition as satisficing need not be viewed as opposed to the Bayesian approach. Rather, sampling provides a mechanism for satisficing in real-world environments’ (Sanborn and Chater [2016], p.869). Nevertheless, the project of appealing to approximate Bayesian inference to explain systematic biases in human cognition at best constitutes a live research programme, and it remains unclear how many examples of biased belief can be accounted for in terms of variational or sampling approximations. For this reason, it would be premature to evaluate the success or failure of this research programme as a way of accommodating bounded rationality at this point in time. 
Before concluding, however, it is worth identifying a deeper theoretical issue with this research programme that has received insufficient attention by proponents of the Bayesian brain hypothesis. The issue is this: most formal arguments attempting to demonstrate the optimality of Bayesian inference assume exact Bayesian inference (see Joyce [2004]). Even if one accepts such arguments, it therefore need not follow that approximate Bayesian inference will be superior to a variety of possible heuristics once one factors in practical constraints on human cognition. Indeed, in general it seems likely that what is optimal in real-world settings will be highly dependent on a set of contingent facts—the exact nature of the practical limitations, the task, the structure of the environment, and so on—such that the optimal strategy under practical constraints might be highly context-variable (Gigerenzer [2008]). If that is right, however, then it partially undermines one of the deepest motivations for the Bayesian brain hypothesis: namely, that because Bayes’ theorem is optimal it provides a useful starting point for modelling cognition (see Chater et al. [2010]; Feldman [2015]; Friston [2012]; Geisler and Diehl [2002]). That is, even if one thinks that rationality assumptions do provide a useful framework for modelling cognition, once one factors in practical constraints and thus focuses on ‘ecological rationality’ (Gigerenzer [2008]) or ‘resource rationality’ (Leider and Griffiths [2019]), it is no longer clear why Bayesian algorithms—even approximate Bayesian algorithms—should take centre stage in the cognitive modeller’s toolkit. As Icard ([2018], p.85) puts it, ‘[W]hy should we expect an approximation to Bayesian inference to be more rational than any number of alternative models that do not in any straightforward sense approximate Bayesian calculations?’
The upshot of this worry is that even though Bayesian models can in principle accommodate the processing costs of cognition through various approximations to Bayesian inference, such processing costs nevertheless partially undermine any general motivation for the Bayesian brain hypothesis in terms of considerations of rationality and optimality. Of course, one way to avoid this problem is to demonstrate that approximate Bayesian inference is superior to various non-Bayesian heuristics in specific contexts, and there has been some work attempting to demonstrate just that (see, for example, Icard [2018]). This work must be undertaken in a piecemeal fashion, however, because the fact that approximate Bayesian inference is optimal under some practical constraints does not imply that it is optimal under all possible practical constraints. 
Contra many in the psychological and philosophical literature, then, the processing costs of cognition entail there is no simple argument from the optimality of Bayesian inference to the plausibility of the Bayesian brain hypothesis. Crucially, however, this hypothesis confronts an additional problem: even if approximate Bayesian inference is optimal in certain circumstances, it is still not clear why we should expect evolution to have converged on optimal solutions anyway. This brings us to a second important source of epistemic irrationality. 

4.2 Evolutionary suboptimality

In Section 3 I briefly described the claim that the Bayesian brain hypothesis has an automatic ‘evolutionary rationale’ in virtue of the alleged facts (i) that Bayesian inference is optimal and (ii) that we should expect evolution to have selected for optimal solutions to the problems that organisms confront. The first source of epistemic irrationality just outlined challenges the first of these alleged facts: once one factors in the processing costs of cognition, it is not clear that Bayesian inference—even approximate Bayesian inference—is optimal. A second important source of epistemic irrationality threatens the second of these putative facts: even if one can demonstrate that in certain contexts approximate Bayesian inference is optimal, evolution rarely gives rise to optimal systems even once factors in practical constraints on individual organisms (see Jacob [1977]; Marcus [2009]). 
There are various reasons for evolutionary suboptimality (for an overview, see Dawkins [1986]; Marcus [2009]). First, natural selection is constrained to operate on the products of previous selection, such that solutions to problems must always repurpose the solutions to previous problems. Second, natural selection is dependent on the emergence of appropriate mutations: even when there is selective pressure towards some solution, appropriate genetic variants must arise to be selected for, and there is no guarantee that this will happen. Finally, evolution is a hill-climbing optimization process that can easily get stuck in what computer scientists call ‘local maxima’: even if there is a superior solution to a problem, there is no way for evolution to converge on that solution if this requires that the relevant organisms traverse a ‘fitness valley’ in which initial movements towards that solution result in fitness decreases that are selected against (Dennett [1995]). 
Such evolutionary constraints imply that systematic deviations from epistemic rationality in human cognition can emerge as a general consequence of the broader fact that evolution does not invariably give rise to optimal systems of any kind. Just as the human spinal column is not the optimal solution to the problem of walking upright but rather a notoriously faulty ‘kluge’ haphazardly pieced together from the anatomy of our quadrupedal ancestors, many aspects of human cognition might be similar (Marcus [2009]). For example, Marcus ([2009]) argues that a variety of cognitive biases, including confirmation bias and framing effects, emerge from the fact that humans are forced to rely upon a ‘context-dependent’ memory system shared with other vertebrates because there was no way for a superior location-addressable memory to have evolved in our lineage. 
Once more, such considerations present a challenge to the Bayesian brain hypothesis. Indeed, evolutionary suboptimality presents a fundamental challenge to the more general methodology of ‘rational analysis’ in cognitive science (Anderson [1990]), which draws on assumptions of optimality and rationality to constrain psychological theorising, and which has played an important role in motivating Bayesian models of cognition, either explicitly (Oaksford and Chater [2007]) or implicitly (see Icard [2018]). And—as we have seen—this applies equally to contemporary forms of rational analysis that are sensitive to the processing costs of cognition (Gigerenzer [2008]; Lieder and Griffiths [2019]). Evolution does not invariably give rise to optimal satisficers. 
The obvious response to this challenge is to argue that Bayesian models are in principle independent of any assumptions about the evolutionary process. On this view, the truth of the Bayesian brain hypothesis is exclusively dependent on whether it can illuminate the workings of the mind/brain. Evolutionary considerations are irrelevant.  
This response likely underestimates the significance of evolutionary suboptimality, however. Of course, the ultimate success of the Bayesian brain hypothesis must be evaluated in light of its ability to illuminate neural information processing. Nevertheless, we have already seen that Bayesian models are highly flexible. Indeed, there are formal arguments demonstrating that any judgement can be modelled in terms of Bayesian inference by making suitable assumptions about priors and likelihoods (Wald [1947]). It is this fact which invites the worry of Bayesian just-so stories. Thus, mere consistency with data is insufficient. One important independent rationale for Bayesian models in light of this fact is precisely their optimality, which explains why considerations of optimality are pervasive in the literature within Bayesian cognitive science (Friston [2010]; [2012]; Oaksford and Chater [2007]). Once one abandons the assumption that considerations of optimality or rationality should constrain cognitive theorizing, it becomes much less clear what the initial motivation for the Bayesian brain hypothesis is, or why Bayesian models enjoy the level of influence that they do within contemporary cognitive science. 
Once again, these considerations do not directly threaten the truth of the Bayesian brain hypothesis. However, they do threaten the view widespread among proponents of the Bayesian brain hypothesis that assumptions about optimality should motivate the search for Bayesian models (see Chater et al. [2010]; Feldman [2015]; Friston [2012]; Oaksford and Chater [2007]). That is, contra Feldman’s quote above, the Bayesian brain hypothesis does not carry an automatic ‘evolutionary rationale’, even if approximate Bayesian inference is the optimal solution to the inferential problems that we solve.  

4.3 Motivational influences

A third important source of epistemic irrationality in human cognition comes from motivational influences on belief formation: the way in which our motives—our desires, goals, emotions, and so on—causally influence how we seek out and process information. Such motivational influences are reflected in many expressions of commonsense psychology—'wishful thinking’, ‘burying your head in the sand’, ‘denial’, ‘drinking your own kool aid’, and so on—and there is a large body of influential research in psychology and the social sciences detailing their importance as an underlying source of epistemic irrationality (Kahan [2017]; Kunda [1990]; Sharot and Garrett [2016]).
Motivational influences on belief formation can seem to be in sharp tension with the Bayesian brain hypothesis (Williams [2018]). Consider the ‘good news/bad news effect’, for example. In an influential study, Eil and Rao ([2011]) first identified subjects’ prior opinions about their relative IQ and physical attractiveness and then exposed them to novel evidence that bore directly on such beliefs. Eil and Rao ([2011], p.116) describe the results of this experiment as follows: 

[S]ubjects incorporated favourable news into their existing beliefs in a fundamentally different manner than unfavourable news. In response to favourable news, subjects tended to […] adhere quite closely to the Bayesian benchmark […] In contrast, subjects discounted or ignored signal strength in processing unfavourable news, which led to noisy posterior beliefs that were nearly uncorrelated with Bayesian inference.

How should a proponent of the Bayesian brain hypothesis respond to such phenomena? One response is of course simply to deny the existence of motivational influences on cognition altogether. Several proponents of the Bayesian brain hypothesis have pointed out that many putative cases of motivated cognition can in fact be accommodated within Bayesian models given suitable assumptions about priors, likelihoods, and so on (Gershman [2019]; Tappin and Gadsby [2019]). For example, Gershman ([2019], p.19) argues that the good news/bad news effect can be accommodated even if ‘people are being fully Bayesian’, if one assumes that subjects also subscribe to an ‘auxiliary hypothesis’ that negative feedback comes from ‘invalid evidence sources’. Nevertheless, this response is quite extreme: both commonsense and everyday observation attest to the biasing influence of an individual’s motives on thought, and there is an enormous empirical literature documenting examples of motivated cognition (see Kunda [1990] for a review). Of course, perhaps all such evidence is erroneous, or better explained without positing motivational influences, but the probability that this is true in all cases seems low. 
Another response is to concede that an individual’s motivations can interfere with otherwise Bayesian inferential processes. On this view, although Bayesian models describe a fundamental form of information processing in the brain, motivational influences can disrupt such Bayesian processing, generating systematic deviations from Bayesian inference. For example, after criticizing the Bayesian brain hypothesis by drawing on results within the field of cognitive dissonance theory—results that can be understood in terms of motivated cognition (Kunda [1990])—Mandelbaum ([2019], p.154) allows for the possibility that for beliefs that one does not identify with (beliefs ‘that are very disconnected from the self’) ‘one can update in the way Bayesians predict’. On this view, then, the Bayesian brain hypothesis describes inferential processing in cases in which the individual’s motives do not play an interfering role. 
A final response—perhaps consistent with this second one—attempts to incorporate motivational influences into Bayesian models. Within contemporary economics, for example, motivational influences are typically understood in terms of ‘belief-based utility’, which names the putative fact that our beliefs do not merely inform our efforts to satisfy our preferences but are sometimes targets of our preferences (see Bénabou and Tirole [2016]). In the vocabulary of rational choice theory, beliefs sometimes enter directly into an individual’s utility function. According to this work, it is such belief-based preferences that underpin the motivational influences on cognition in the first place, leading agents to conform information processing to the goal of satisfying such belief-based preferences (Bénabou and Tirole [2016]). Framing things in this way thus suggests an interesting possibility: perhaps one can use Bayesian decision theory to model motivated cognition as a consequence of expected utility maximization, which is itself underpinned by Bayesian updating (Mobius et al. [unpublished]). The only difference between ordinary decision-making is that the relevant decisions concern how to process information, the relevant preferences concern beliefs, and the relevant expectations concern the consequences of forming certain beliefs. Sharot and Garrett ([2016], p.28) seem to have this idea in mind when they claim that ‘learning asymmetries can be explained with a Bayesian model, if that model accounts for the fact that agents derive utility from beliefs per se’. 
The only example I am aware of that develops this view in any depth comes from Mobius et al. ([unpublished], p.2), who introduce the concept of a ‘biased Bayesian’: 

We suppose that the agent is a “biased Bayesian” updater who uses Bayes’ rule to process information but decides at an initial stage how to interpret the informativeness of signals and how to value information, taking into account the competing demands of belief utility and decision-making. When the weight placed on belief utility is zero, the model reproduces “perfect” (unbiased) Bayesian updating.

According to this view, then, agents (or subpersonal cognitive systems) make decisions about how to seek out and process information, and these decisions are sensitive to the utility associated with certain beliefs. When beliefs are evaluatively neutral, agents thus decide to update beliefs as ‘unbiased’ Bayesians. When beliefs are sources of utility, however, they process information in a way that is sensitive to such belief-based preferences. For example, the reliability of evidence that challenges motivated beliefs might be automatically downgraded, enabling agents to uphold cherished beliefs in the face of apparently disconfirming evidence. Indeed, there is some evidence that this is exactly what people do (Kahan [2017]). Consequently, Bayesian ‘agents who derive utility directly from their beliefs… will exhibit a range of distinctive and measurable biases in both the way they acquire and the way they process information’ (Mobius et al. [unpublished], p.3). 
Setting aside some formidable technical issues concerning how to formally model this proposal, is the proposal itself plausible? Once more, it is probably best understood as an active research programme at this point and it is an open question whether all forms of motivated cognition can be captured in this way. Nevertheless, I think that there are three general worries that one might raise concerning the project.
First, by drawing on Bayesian decision theory to model the formation of beliefs that would not have been arrived at through Bayesian inference alone, one might worry that this project preserves a Bayesian account of belief formation in name but not in spirit. It is not clear how pressing this worry is, however. After all, proponents of the Bayesian brain hypothesis are already committed to the existence of utility functions, and this account neatly illuminates how they can accommodate an atypical form of belief formation without abandoning the defining commitments of the hypothesis. 
Second, the mere fact that one can model motivational influences on belief formation in this way is of course no reason to think that one should, and one might worry that the only motivation for doing so is to save Bayesian models of cognition. Again, however, this worry is not very compelling. If one thinks that there is independent reason to endorse a general model of neural information processing in terms of Bayesian inference, it is not unreasonable to see whether this model can also accommodate motivational influences. Further, there is evidence that many examples of motivated cognition are practically rational. For example, several theorists point out that motivated cognition in the political domain is highly rational: because one’s individual vote and actions have a negligible impact on political decision-making, there is little practical incentive to hold true beliefs; on the other hand, there are often powerful practical incentives to hold ungrounded beliefs when they are personally rewarding or socially incentivised (see Kahan [2017]). An influential view in social science is that political agents respond to such incentives in the way in which they seek out and process information—that they exhibit what Caplan ([2001]) calls ‘rational irrationality’. Thus, it is not absurd to think that agents do in fact make rational (albeit unconscious) decisions about the expected value of motivated cognition in different contexts (see Caplan [2001]; Kahan [2017]), and Bayesian decision theory can illuminate this phenomenon. 
A more serious objection is that this framework depicts a form of information processing that is too computationally demanding to be plausible. Specifically, it suggests that in addition to first-order processes of belief formation, agents also engage in a higher-order form of expected utility maximization in which they flexibly update first-order processes in response to expectations about the relative costs and benefits of different beliefs in different contexts. Even if this is possible, one might worry that it is not very psychologically plausible. Nevertheless, it is once again difficult to evaluate this worry, not least because proponents of the Bayesian brain hypothesis might argue that the computations underlying motivated reasoning are themselves implemented by approximate inferential processes. Ultimately whether this project can succeed is thus a complex empirical question, and it would be premature to attempt to answer this question at this stage. What is clear, however, is that the relationship between Bayesian brains and motivated cognition is much more complicated than many in the psychological and philosophical literature give it credit for.    

4.4 Error management

A fourth influential explanation of epistemic irrationality points to a simple fact: different representational errors are associated with different costs. In some contexts, for example, false positives generate only moderate costs whereas false negatives generate extremely high costs. Consider predator detection: mistakenly indicating the presence of a predator and failing to indicate the presence of a predator are both mistakes, but the latter mistake is much costlier. Indeed, it will likely cost an organism its life. Given this asymmetry, many theorists have argued that evolution can sometimes select for biased systems over unbiased systems if the former are better at avoiding costlier errors (see Haselton and Buss [2000]; Johnson et al. [2013]; Stich [1990]). As Stich ([1990], p.62) puts it, 

A very cautious, risk-aversive inferential strategy – one that leaps to the conclusion that danger is present on very slight evidence – will typically lead to false beliefs more often, and true ones less often, than a less hair-trigger one that waits for more evidence before rendering a judgment. Nonetheless, the unreliable, error-prone, risk-aversive strategy may well be favored by natural selection […] [F]rom the point of view of reproductive success, it is often better to be safe (and wrong) than sorry. 

This insight forms the basis of Error Management Theory, which focuses on the way in which asymmetries in the costs of different representational errors have selected for biased cognitive mechanisms (Haselton and Buss [2000]). Error Management Theory has been an extremely productive research programme, offering purported explanations of everything from the fact that men typically overperceive sexual interest in women to the fact that human beings routinely overattribute agency to natural phenomena, a feature of human psychology widely held to be central to the emergence of religious beliefs (see Johnson et al. [2013]). As the quote from Stich illustrates, many have concluded that the evolutionary demands of effective error management have selected for systems of belief formation that are systematically biased away from truth (Stich [1990]). Thus, one might worry that the results of Error Management Theory are in tension with the Bayesian brain hypothesis. Overestimating the presence of predators may not be Bayes’ optimal, but it may nevertheless be adaptive (see Haselton and Buss [2000]). 
This conclusion is mistaken, however. In fact, the basic insight of Error Management Theory is straightforward to integrate into Bayesian models of cognition (see McKay and Efferson [2010]). To see this, note that one interpretation of this insight is a simple consequence of classic decision theory: decision-making is not merely sensitive to the relative probability of different outcomes but to their expected utility—the relevant costs and benefits of potential actions as weighted against their probability of occurring (Peterson [2017]). As we saw in Section 2, Bayesian decision theory goes beyond the inference problem of computing posterior probability distributions. To act, an agent also requires a utility function identifying the subjective costs and benefits of performing certain actions if certain states of the world obtain. To take a simplified example, suppose that in the case of predator detection there are two potential worldly states, S1 (predator) and S2 (no predator), and two potential actions, A1 (run) and A2 (don’t run). Bayes’ theorem enables the organism to update the probability that it assigns to S1 and S2 based on new evidence. This probability assignment is itself neutral on which action the organism should take, however. Thus, even if the organism assigns an extremely low probability to S1 (predator), A1 (run) might still be rational if the expected cost of A2 (don’t run) is high enough, which it often will be given the high costs of A2 if S1 obtains. 
The upshot of this is that the consequences of asymmetries in the costs of different errors can be managed at the level of action rather than biased beliefs. As McKay and Dennett ([2009], p.501) put it, ‘[T]endencies to “overestimate” the likelihood that food is contaminated… may reflect judicious decision criteria for action rather than misbeliefs’. Thus, Bayesian decision theory can in principle accommodate the lessons of Error Management Theory without revision. Importantly, however, this fact says nothing about whether organisms do in fact cope with asymmetries in the costs of different errors in this way. And this suggests another way of understanding the claims made by thinkers such as Stich: even if it is possible to manage asymmetries in the costs of different representational errors at the level of action, it is implausible that this is the solution that evolution favoured. And—again—one reason for thinking this is that the process of minimizing expected costs is computationally demanding: even if it might be optimal given unlimited time and resources, evolution likely selected for simpler strategies. Johnson et al. ([2013], pp.2-3) advance just this objection:  

If one could accurately estimate the costs and probabilities of events, one could manage errors through ‘cautious-action policies’ (one form of which is Bayesian updating) […] To understand why we need a cognitive bias […] we need to pay attention to cognitive constraints (the limitations of brains as decision-making machines) and evolutionary constraints (natural selection as an imperfect designer). 

This challenge therefore returns us to the processing costs of cognition and evolutionary constraints discussed above. As before, then, whether or not proponents of the Bayesian brain hypothesis can answer this challenge is an empirical question. I am not aware of any direct research attempting to link approximate Bayesian inference to the lessons of Error Management Theory, but connecting the two research programmes is a crucial task for those working within Bayesian cognitive science. 
Before concluding this section, it is worth highlighting another area in which differences in the costs of representational errors have been proposed as an explanation of certain forms of biased cognition. This proposal focuses on the following fact: there are important contextual differences in the degree to which an agent is punished for holding false beliefs. In most everyday contexts, false beliefs are likely to undermine practical success, leading to misguided inferences and actions that are not responsive to the state of the world. In some contexts, however, there is little personal risk associated with being wrong, either because one is unlikely to ever act on the relevant belief or because the belief concerns phenomena that one has little ability to influence. As I noted above (Section 4.3), it has long been argued that political beliefs provide an important example of this: because individuals have a negligible impact on political decision-making, they have little practical incentive to hold true beliefs (Caplan [2001]). Philosophers, psychologists, and social scientists have long claimed that individuals are more likely to lapse into error in such contexts. Descartes ([[1673] 1999], p.6), for example, observed that he ‘could find much more truth in the reasonings that each person makes concerning matters that are important to him, and whose outcome ought to cost him dearly later on if he judged badly’. 
What resources does a proponent of the Bayesian brain hypothesis have to accommodate this putative phenomenon? This is a complex question that cannot be fully addressed here. Nevertheless, the considerations adduced so far suggest two important strategies. 
First, we have already seen that the processing costs of cognition imply a trade-off between accuracy and efficiency. When there are high personal costs associated with being wrong, individuals might expend more energy in seeking out novel information and sampling novel hypotheses. Such differential sampling is not inconsistent with the Bayesian brain hypothesis. Thus, the mere fact that Bayesian brains expend less effort in contexts where false beliefs carry few personal risks might explain the predominance of false and ungrounded beliefs in domains such as religion and politics (Downs [1957]). 
Second, and relatedly, we saw above that Bayesian models can plausibly accommodate the influence of motivational influences under the assumption that beliefs themselves are positive sources of utility. Under conditions in which there are strong motivations for holding certain beliefs—because they are comforting or socially rewarded, for example—and little personal risk associated with false belief, a rational utility maximizing agent might therefore decide to conform the way in which it processes information to the goal of satisfying such belief-based preferences rather than arriving at the truth. Indeed, this assumption is central to work within economics on belief-based utility. As Bénabou and Tirole ([2016], p.150) put it, ‘Beliefs for which the individual cost of being wrong is small are more likely to be distorted by emotions, desires, and goals’ (see Williams [forthcoming]). In this framework, then, managing the different costs of different errors might itself be a consequence of rational decision-making, with Bayesian brains flexibly calibrating their information processing to both the costs and benefits of holding evidentially unsupported beliefs in different contexts. 
Is this proposal plausible? Again, I do not want to take a stand on this issue here. Nevertheless, I hope that these schematic suggestions illustrate the ability—at least in principle—of Bayesian models to accommodate a variety of superficially irrational phenomena. 

5 Conclusion

Recent decades have witnessed a Bayesian revolution in psychology. As with other major psychological research programmes such as connectionism, evolutionary psychology, and embodied cognition, Bayesian cognitive science has invited not just empirical scrutiny but also substantial methodological and philosophical controversy over its foundational assumptions. The concepts of rationality and optimality have in many respects been at the epicentre of such controversies. In this paper I have sought to clarify and advance debates in this area by drawing attention away from specific examples of human irrationality towards the underlying sources of epistemic irrationality. This shift of focus affords a deeper and more principled analysis of the relationship between rationality and the Bayesian brain, it largely sidesteps issues about the theoretical malleability of Bayesian models in the face of experimental data, and it brings into clearer focus some of the real challenges that Bayesian cognitive science confronts when it comes to the problem of epistemic irrationality.  
There are two general lessons that can be extracted from the foregoing analysis. First, the appearance of a simple tension between Bayesian brains and epistemic irrationality is illusory. Approximate Bayesian inference offers a potential way of accommodating biases that emerge from the processing costs of cognition, and reorienting attention towards the utility assigned to beliefs and the different costs associated with different errors in different contexts reveals that many apparent forms of irrationality can be accommodated with the resources of Bayesian decision theory. Whether it is possible to reconcile Bayesian brains with all examples of biased belief in such ways is currently an unanswered empirical question. I hope that the present paper helps to clarify what this question involves, however, and provides some additional motivation to pursue it.  
Second, and just as importantly, the widespread view that the optimality of Bayesian inference in and of itself provides a motivation for the Bayesian brain hypothesis is also illusory. As we have seen, the severe processing costs of cognition entail that cognitive systems must rely on approximate Bayesian inference rather than exact Bayesian inference, and there is little reason to think that the former will always be optimal. Worse, even when approximate Bayesian inference does provide the optimal procedure for satisficing in certain contexts, there is little reason to think that evolution would have converged on such optimal solutions anyway. 
Of course, in some sense these conclusions only serve to make the epistemic status of the Bayesian brain hypothesis more complicated. But that is the point. The connections between human rationality, Bayesian inference, practical constraints, and evolution are complicated, and discussions in this area should reflect this fact. 
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