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Abstract  

Antibiotic resistant bacteria are a major source of mortality worldwide and are set to become 

one of most pressing threats to public health in the 21st Century. Consequently, over the past 

two decades, there have been several efforts to conduct large-scale surveillance of 

resistance in circulating bacterial populations. While these datasets have provided a rich 

source of information to study drug resistance, they have also highlighted its complex, 

multivariate nature, involving correlations both within and between drug classes. These 

studies have driven the development of methods for the analysis of genotypes, but tools for 

the study of resistance phenotypes have remained limited, particularly with regard to 

quantitative, multivariate traits. To bridge this gap, this thesis develops multivariate methods 

into a framework that can model high-dimensional drug resistance in large collections of 

isolates. By applying these tools to beta-lactam resistance in streptococci, I demonstrate 

these methods can improve visualisation and modelling of complex phenotypes, assist in 

identifying the molecular basis of multivariate change, and aid in studying repeatable 

patterns in the evolution of these traits. Rather than focusing on single traits, this novel 

approach emphasises the multidimensional pattern across phenotypes, leading to new 

insights into beta-lactam resistance in streptococci. More generally, the methods provide a 

conceptual framework to study multivariate drug resistance in pathogens, and tie together 

several facets of drug resistance evolution into a concise visual representation, which can be 

more easily interpreted by researchers and public health bodies. 
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Chapter 1 - The need for a multivariate framework to study complex 

drug resistance  

1. Background  

Antimicrobial resistance is among the ten most pressing threats to human and animal health, 

as defined by the World Health Organisation (WHO) (1). Bacterial resistance to 

antimicrobials was implicated in 1.27 million deaths globally in 2019, and by 2050, estimates 

suggest this may rise to 10 million annually (2,3). Crucially, strains of key bacterial 

pathogens such as Staphylococcus aureus, Escherichia coli, Pseudomonas aeruginosa and 

Streptococcus pneumoniae have developed resistance to major classes of antibiotics (4ï7). 

Compounding this issue, several studies now report a high frequency of bacterial species 

displaying resistance to multiple drugs simultaneously (8,9). Treating these infections is 

challenging, as they require costly or complex medical interventions, and often have limited 

success (10ï12). There is therefore an urgent need to develop effective public health 

strategies which can mitigate the spread of resistance (13).  

 

Strategies to control the spread of resistance are most effective where they are informed by 

careful surveillance on the frequency of resistance within a population (14,15). 

Consequently, over the past two decades, there have been several efforts to conduct large-

scale surveillance of circulating bacterial populations (16ï20). For many major human and 

agricultural pathogens, it is now common to find collections of isolates with resistance 

phenotypes measured for multiple classes of drugs. Some databases now comprise 

thousands of samples collected over long timescales and across international borders. A 

prominent international effort is the óGLASSô surveillance programme organised by the 

WHO, which routinely collects phenotypic and genetic data for several bacterial pathogens 

across 127 countries (1,21). Other organisations also conduct similar surveillance: for 

example, the Centre for Disease Control (CDC) has operated national surveillance programs 

for multiple decades, including the Active Bacterial Core surveillance programme (ABC), and 

the National Antimicrobial Resistance Monitoring System (NARMS) (22ï24). This 

surveillance work has proved instrumental in monitoring the spread of genomic variants and 

understanding the complex relationships between resistance and antimicrobial use (22,25ï

28). In many cases, these programmes have been combined with whole genome 

sequencing, population immunity, estimates of mutation/recombination rates, and clinical 

information, and have supported public health interventions to combat pathogen spread 

(24,29ï33). 
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1.1. Measuring antimicrobial resistance phenotypes at population scales  

Surveillance programmes typically measure resistance phenotypes with antimicrobial 

susceptibility testing assays (Figure 1-1), such as the minimum inhibitory concentration 

assay (MIC). This is performed through the serial dilution of antibiotics added to microbial 

liquid culture. By visually assessing the lowest concentration of antibiotic able to inhibit 

growth of the culture, this assay provides a quantitative estimate of the sensitivity of an 

isolate to a given antibiotic (34). While the MIC assay is considered the ógold-standardô 

susceptibility testing technique, other methods are often used for surveillance, such as disc-

diffusion and E-tests (34ï36). For simplicity of use in clinical settings, MIC values are often 

translated into three discrete categories, resistant, intermediate, or sensitive, using pre-

defined cut-off values (Figure 1-1). Usually, these cut-offs are defined empirically, using a 

combination of pharmacodynamic knowledge, observed phenotype distributions, and clinical 

outcomes, though there are several methods through which a cut-off can be decided on (37ï

39). The break points are reviewed regularly by international bodies using published 

guidelines, such as CSLI or EUCAST (39ï41). When these assays are conducted for many 

drugs and isolates, it is possible to collect rich datasets of resistance phenotypes, 

particularly when combined with additional metadata, such as whole genome sequencing or 

clinical features.  
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Figure 1-1. Resistance phenotypes are measured experimentally through antimicrobial susceptibility testing. A) 

The MIC assay is performed through the serial increase in concentration of antibiotic to microbial liquid broth. 

Here, each row is a different drug, while each column is a 2-fold dilution step, increasing in concentration from left 

to right, adapted from (42). Orange wells indicate growth at a given concentration. The lowest concentration 

(ɛg/ml) of antibiotic able to inhibit growth of the culture is the minimum inhibitory concentration (MIC) (marked as 

x). Importantly, the true MIC can lie anywhere between two measured values on the log2 interval scale. B) There 

are several assays which are routinely used in surveillance, including the disc diffusion (left) and E-test assays 

(right). These involve growing a lawn of bacteria on an agar plate in the presence of an antibiotic disk or strip of 

increasing antibiotic concentration respectively. The ability of the isolate to grow (orange) in the area surrounding 

the antibiotic disc/strip indicates a sensitive (S), resistant (R), intermediate phenotype (I) or MIC. C) When these 

assays are conducted for many drugs and isolates, it is possible to collect rich datasets of resistance phenotypes. 

For example, panel C shows the phenotypic diversity and pairwise correlations in MIC for 6 beta-lactam drugs for 

3628 isolates of S. pneumoniae (see Chapter 2 for details). D) While these assays are crucial in studying 

phenotypic variation and covariation among populations, the complex and high dimensional nature of these 

datasets makes their analysis challenging. Moreover, there are issues in their measurement which can 

complicate downstream analysis (red). For example, there are often missing values for some drugs or isolates 

(NA), or cases where dilution ranges were only measured to a set threshold (</>). In other cases, different assay 

methods are combined into a single dataset (isolates F & G ï disc diffusion), or there is experimental error or 

systemic bias among a subset of isolates (underlined). These issues can make it difficult to disentangle genetic 

or population effects from experimental noise, particularly where resistance is conferred by multiple alleles with 

small phenotypic effects.  
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2. Open questions about antimicrobial resistance mechanisms  and 

evolution  

Surveillance efforts have revealed extensive phenotypic variation in resistance among 

bacterial populations. However, a common pattern is that resistance phenotypes to multiple 

drugs are often positively correlated with each other within bacterial populations. In this 

section, I review the underlying mechanisms and evolutionary drivers of these patterns, 

highlighting recent progress and remaining gaps in our understanding of the genotype-to-

phenotype mapping of antimicrobial resistance.  

 

2.1. Causes and consequences of variation  among resistance  phenotypes  

The spread of antimicrobial resistance is fundamentally an evolutionary process. When a 

drug is applied to a bacterial population with variation in phenotypic resistance, genotypes 

which are resistant to the drug have a selective benefit over sensitive genotypes, increasing 

the frequency of resistance at a population level (43ï46). This process has been observed 

repeatedly in clinical populations, where after widespread use of drugs over many decades, 

there is now extensive variation in levels of resistance, across many species and classes of 

drugs (4ï7). For example, species such as S. aureus, E. coli, P. aeruginosa and S. 

pneumoniae now exhibit a high frequency of resistance to several drugs (4ï7). 

 

Several key findings have arisen from surveillance efforts into the evolution and spread of 

antibiotic resistance. Firstly, within populations, where there are higher levels of antibiotic 

use, there are generally higher frequencies of resistance (25,47). Secondly, even in cases of 

high antibiotic use, resistance rarely occurs de novo within any given patient. In most cases 

where present, it is found to have spread between patients through transmission or through 

horizontal transfer of genetic material, rather than through novel mutational events (45,48ï

51), although there are important exceptions (52). Thirdly, the development of resistance is 

usually associated with a fitness cost in the absence of the antibiotic, though again there are 

exceptions, and many examples of these costs have only been demonstrated in vitro 

(46,53,54). Lastly, the relative frequencies of sensitive, intermediate, and resistant 

phenotypes among a population result from a combination of several factors, including the 

modes of action of the drug in question, selective pressures, population effects, and the 

optimisation of several molecular and fitness processes (30,45,55). These differences can 

generate varied distributions of phenotypes across populations, such as bimodal, unimodal, 

and continuous distributions in MIC when measured by assays. Despite careful work in 

understanding the relative importance of these factors in determining resistance frequencies, 
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there are several ongoing questions regarding the precise mechanisms which generate and 

maintain phenotypic variation over time. 

 

2.1.1. What is the genetic basis of resistance? 

Resistance mechanisms are diverse, involving different genetic and molecular mechanisms, 

depending on the species and the mode of action of the drug in question (for a detailed 

review, see (56)). Traditionally, these mechanisms have been identified by experimental 

testing of the phenotypic effects of a given gene or molecular marker (56,57). Although these 

methods remain the gold-standard in establishing a causal relationship between a genetic 

marker and phenotype, they are low-throughput and require extensive training and 

resources. This can mean they are impractical for large surveillance datasets, or in cases 

where the causal basis of resistance involves multiple genetic alterations. Moreover, 

understanding how resistance mechanisms evolve using these methods can be complicated 

by differences in the mode in which they arise and spread (56). For example, resistance 

mechanisms can arise through mutation, such as fluoroquinolone resistance in E. coli, which 

results from modifications in DNA gyrase/topoisomerase IV proteins (58). In other cases, 

resistance can occur through horizontal gene transfer of genetic material between circulating 

strains, such as the acquisition of plasmids which encode beta-lactamase enzymes in S. 

aureus (59).  

 

Recently, the advent of low-cost whole genome sequencing technologies has revolutionised 

the ability to track the genetic changes underlying resistance at population scales (60ï62). 

As a result, there have been several efforts to take genotype-phenotype association 

methods, many of which were originally developed for human genetics (63) and adapt them 

to microbial settings (64,65). These tools, such as Genome Wide Association Studies 

(GWAS) and other machine learning techniques, can be used to identify the genetic 

mechanisms of a phenotype within a population, and have been widely applied to identify 

markers associated with antimicrobial resistance (65). One of the first examples was the 

identification of genetic markers associated with beta-lactam resistance in S. pneumoniae, 

highlighting the role of three key penicillin binding proteins (Figure 1-2) (66). Another 

example is the application of GWAS to identify the genetic basis of vancomycin resistance in 

S. aureus (67). A more recent example is the identification of loci associated with resistance 

to 11 drugs in a collection of 1526 M. tuberculosis isolates (68). When these methods are 

coupled with phenotypic surveillance data and phylogenetic information, they allow 

researchers to track genomic changes in relation to resistance evolution in real time (48,69ï
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71). This has allowed the development of highly accurate genotype-phenotype prediction 

models, which are now available for several important bacterial pathogens (72ï77).  

 

While early studies were a major step forward in the genetic surveillance of resistance, they 

also highlighted complexities in applying GWAS to bacterial populations (64,78). For 

example, challenges in genotype-phenotype inference arise from the strong linkage 

disequilibrium between sites in bacterial populations (79,80), horizontal gene transfer 

(81,82), complex population structure (83,84), and the multiplicity of AMR loci across the 

genome (64,85). To address these issues, bespoke methods have been developed, such as 

incorporation of a phylogeny (84,85), k-mer based approaches (81,86), comparisons of 

statistical power (76,87), and machine learning methods (72,76,86,87). Further 

methodological improvements could include fine-mapping of associations among individual 

genomic regions which have been repeatedly associated with resistance. While this is 

common in human genetic studies, it remains rare in microbial GWAS (88,89). It would also 

be beneficial to develop multivariate methods which can interpret the effects of genetic 

markers on multiple phenotypes simultaneously, and conduct analyses on continuous MIC 

phenotypes rather than binary cut-offs, as both these methods can substantially improve the 

ability to detect associations (65,90ï93). This is particularly relevant where individual 

markers each have small effects on quantitative MIC, such as beta-lactam resistance in 

streptococci (57). Lastly, applying these methods to less studied bacterial pathogens will be 

important in conducting comparative analyses of genetic mechanisms across closely related 

species (64,65).  

 

2.1.2. What explains coexistence of resistant and sensitive phenotypes? 

A second puzzle is the observation that the proportion of resistant isolates can remain stable 

over longer timescales, even with extensive antibiotic use (44,94ï96). This is despite the fact 

that bacterial populations have been shown to respond rapidly to antibiotic treatment over 

short or seasonal timescales (97,98). For example, the frequency of penicillin and 

erythromycin resistant S. pneumoniae isolates in several European countries has remained 

stable for over 20 years, despite high antibiotic use and seasonal fluctuations (45,94). The 

same is true of ciprofloxacin resistance in E. coli (45) (Figure 1-2), and several other bacterial 

species across major classes of drugs (94). If antibiotic resistance provides a benefit to a 

bacterium during treatment, why do resistant isolates not simply outcompete sensitive 

strains and reach fixation? (45,94). A range of explanations have been offered to explain this 

phenomenon, such as variation in treatment rates within sub-populations (99), differences in 

selective pressure generated by antibiotics depending on genetic background  
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Figure 1-2. A) A óManhattan plotô - a commonly used visualisation method in Genome Wide Association Studies, 

where associations between positions across a genome and a phenotype of interest are represented as points 

across a set of genomic coordinates. Here, the x axis represents the coordinates of each genetic variant, while 

the y axis represents the -log10 p-value of each association test. In this study, genetic associations were 

conducted across two populations of S. pneumoniae (Maela, Thailand ï red, and Massachusetts, USA ï blue) 

against a dichotomised penicillin MIC phenotype. Although the method highlights the same genes for both 

groups, such as the three pbp genes highlighted in grey (left to right - pbp2x, pbp1a and pbp2b), there are often 

key differences in associated markers across populations. Figure taken from (66). B) After an initial increase, the 

relative frequencies of E. coli isolates which are resistant to ciprofloxacin in Europe have remained relatively 

stable over time. Here, each colour represents a different country, while bars represent 95% confidence intervals. 

Figure taken from (45), with data from the European Center for Disease Control ï ECDC (46). C) Low, 

intermediate, and high MIC values for penicillin among 3628 S. pneumoniae isolates (see Chapter 2). Often for 

MIC distributions, there are many sensitive isolates around a single value (in this case <= 0.03 ɛg/ml), and a 

subset of isolates spanning a range of intermediate values (grey area). Typically, genetically distinct isolates 

show MIC values above the clinically relevant breakpoint (black line ï 2ɛg/ml). However, identifying the genetic 

and selective basis for intermediate phenotypic variation is challenging and it is unclear why it is generated and 

maintained among populations.  

 
(95), or balancing selection within-host promoting co-existence (94,100). While the role of 

these mechanisms has been explored theoretically with mathematical models, the extent to 

which they contribute to empirical variations across drugs, species or even geographical 

locations is unclear (45).   
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2.1.3. Why do we see the sustained presence of intermediate resistance phenotypes? 

One further question is why we see isolates with intermediate phenotypes maintained within 

populations. For example, isolates of S. pneumoniae in the United States show continuous 

distributions of MIC for beta-lactam drugs, with a relatively large proportion of isolates which 

have increased MIC, but where these are still below the clinically relevant breakpoints 

(Figure 1-2) (90). As mentioned in Section 1.1, the standard way of reporting resistance is 

that isolates with MIC values below a clinically defined breakpoint are classified as sensitive 

to a drug, and those above are considered resistant (i. e. uninhibited during antibiotic 

treatment) (37). While this simplification can be useful in a clinical setting where MIC is one 

of several considerations, this convention risks masking intermediate or quantitative variation 

among phenotypes, which is useful in an evolutionary or epidemiological context (101). 

Moreover, by emphasising the importance of the cut-off concentration among a set of MIC 

values, this method of reporting reflects an underlying assumption in the way selection for 

resistance operates. In other words, the primary selective advantage in an isolate having an 

elevated MIC is in whether that MIC value is beyond a defined breakpoint (101). Under a 

simple scenario such as this, we might therefore expect to see bimodal distributions of 

phenotypes among isolates, one group with MICs below a cut-off which are sensitive, and 

another above the cut-off, which have a selective advantage in the presence of the antibiotic, 

with little phenotypic variation within either of these groups. 

 

While there are cases where this is true, this simple model leaves out much of the nuance in 

the way selection for resistance operates. Coexisting with sensitive and resistant isolates, 

the frequency of intermediate phenotypes can also remain stable over time, such as the 

aforementioned example of penicillin MIC in S. pneumoniae in the U.S. (33,102). One 

possible explanation for this is that during treatment, different niches within a patient can 

vary in their levels of drug exposure, resulting in differences in the selective pressure on 

individuals (103ï105). For example, in S. pneumoniae, cases of meningitis have a lower 

breakpoint for penicillin (0.06ugl/ml), compared to the higher typical breakpoint of 2 ɛg/ml, 

due to decreased penetration of the blood-brain barrier (106). Another plausible explanation 

is that intermediate phenotypes arise through a non-adaptive process, such as genetic drift 

(107,108). A further possibility is that fitness costs prevent some populations from achieving 

high-level resistance, for example through molecular or epistatic constraint (109ï111). In 

such cases, intermediate phenotypes may therefore represent a trade-off between fitness 

costs and the benefit of having an elevated MIC during treatment (112,113). However, 

evidence for any of these hypotheses is mixed, and likely varies among species, resistance 

mechanisms, pharmacodynamics, and mode of action of the drugs (114). Understanding the 

genetic basis of intermediate phenotypes will be important to predict their potential 
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evolutionary advantages against more resistant genotypes in systems where resistance 

comes with a high fitness cost (115,116).  

 

2.1.4. How repeatable are the evolutionary pathways toward resistance? 

Among resistant isolates, those with high MIC values often exhibit multiple genetic 

modifications of specific genes compared to sensitive strains. Examples include cefotaxime 

resistance in E. coli caused by multiple mutations in the TEM-1 beta-lactamase gene (117), 

streptomycin resistance in isolates of E. coli and S. enterica with multiple modifications of the 

rspL gene (ribosomal protein S12) (118,119), and beta-lactam resistance in streptococci, 

which is linked to several modifications of their penicillin binding proteins (57,66). In each 

case, multiple changes are required to generate high level resistance, and each of these 

modifications can have differential effects on the phenotype depending on whether they 

occur individually or in combination (117,120). 

 

A question raised by these empirical patterns is whether the order in which modifications are 

acquired (i. e. the evolutionary pathway) needs to be the same each time, or whether there 

are several possible pathways which can generate high-level MIC? If the former is true, does 

this mean that some combinations of genetic modifications are unlikely to be observed? For 

example, structural or molecular constraints within a protein might prevent certain 

combinations of mutations from arising because they inhibit enzyme function (117,121). In 

other cases, modifications may only generate phenotypic effects in certain combinations, 

and so some genotypes are unlikely to be selected for (117,121ï123). These questions are 

important for two reasons. Firstly, if repeatable patterns could be established, this may 

provide scope to generate predictive models of resistance evolution in future, with 

applications in the surveillance of resistance at population scales (123,124). Secondly, this 

has applied relevance in the development of treatment protocols. For example, if resistance 

is only likely to arise through a limited set of genetic modifications, and these typically occur 

in the same order, this could be used to prevent treatment of sensitive isolates with a drug 

class where they are at greater risk of becoming resistant (13,124). 

 

However, determining whether multi-step pathways towards resistance are repeatable is 

challenging. This is because in many cases, the acquisition of high-MIC requires many 

genetic modifications, and establishing a repeated order between them within surveillance 

data is complex. Consequently, most knowledge on the selective process which generates 

multi-step resistance acquisition has been driven by in vitro work, typically within a single 

gene (125). For example, by constructing all possible combinations of genotypes for five-  
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Figure 1-3. A) Fitness landscape of five resistance mutations among Salmonella enterica strain DA6192, figure 

taken from (119).  Here, each possible combination of five resistance mutations is represented as a set of nodes 

(coloured by streptomycin MIC), where 0/1 indicates the absence or presence of a mutation. The edges between 

each node represent the possible transitions between two states. The most likely trajectories through the network 

(from 00000 to 11111) are those which monotonically increase MIC at each step (117,122), with the most likely 

step being that with the largest phenotypic effect. Trajectories which do not satisfy this requirement are 

óselectively inaccessibleô and therefore less likely to arise through antibiotic treatment (117,122). B) In cases of 

high-dimensional genotype evolution, visualising all possible combinations of substitutions becomes unfeasible. 

In such cases, an abstract version of evolutionary pathways can be communicated using a óWrightian fitness 

landscapeô. These landscapes are typically not empirical because of the high-dimensionality of the genotypic 

space but can still be useful conceptually. Pathways through genotypic space (x and y axes) can be visualised as 

a multi-step trajectory (white) to reach one or more high-fitness ópeaksô, separated by lower fitness óvalleysô. 

Fitness is represented as a third axis, which represents changes in absolute fitness or a change in a phenotype 

which is thought to underly fitness, such as drug resistance. As with the lower dimensional example, pathways 

which do not monotonically increase fitness are óselectively inaccessibleô. It is therefore theoretically possible for 

a pathway to get óstuckô at a low fitness peak (pathway on right). Image taken from (121). 

 

point mutations in the TEM-1 beta-lactamase in E. coli, studies have identified repeated 

trajectories through which high-level cefotaxime MIC is obtained (117). In this case, probable 

trajectories are limited to those which monotonically increase MIC, with pathways not 

fulfilling this requirement considered selectively óinaccessibleô by evolution, and therefore 

less likely to be taken (Figure 1-3) (117,122,126). In such cases, some combinations of 

genotypes are unlikely to be observed, as they are not part of a pathway which 

monotonically increases MIC. This effect has been observed in experimental evolution work, 

for example trimethoprim resistance in E. coli, which was shown to occur through a recurrent 

stepwise pathway of five mutations in the gene encoding key metabolic enzyme 

dihydrofolate reductase (DHFR) (126,127). Similar trends have been observed at population 

levels, such as in the Plasmodium falciparum parasite, which show a repeated pattern of 

stepwise acquisition of four mutations conferring pyrimethamine resistance (128). In other 

cases, the role of epistasis in generating repeatable evolutionary pathways has been 
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inferred at population scales using high-throughput phenotyping of viral pathogens, such as 

drug-resistance in HIV-1 virus (121,129). 

 

However, one caveat is that much of this in vitro work has been conducted on relatively 

simple (low-dimensional) examples, involving between 3 - 6 mutations (120,121). In contrast, 

clinical cases can often involve several dozen modifications, such as the aforementioned 

case of beta-lactam resistance in streptococci (76,117,120). More recently, high-throughput 

in vitro methods have provided estimates of fitness landscapes for much larger sets of 

genotypes (49 combinations), such as the gene encoding DHFR in E. coli, though these still 

represent a fraction of the genotypic space possible in natural systems (130). This is a key 

issue in understanding these evolutionary pathways to resistance, as generating all possible 

combinations of genotypes in vitro for a high-dimensional system is an unrealistic task, and 

therefore must be inferred from limited and potentially biased surveillance data (Figure 1-3) 

(121,123). A second caveat is that much of this work has been on systems which acquire 

genetic modifications through mutation, acquiring a single mutation at a time (120,121). In 

contrast, many clinical cases of resistance are thought to have arisen through horizontal 

gene transfer, which can allow multiple resistance alleles to be acquired simultaneously 

(120). Establishing whether similar patterns occur in clinical settings or for evolutionary 

trajectories that involve recombination would be an important step in developing predictive 

models for the evolution of multi-step resistance in future.  
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2.2. Causes and consequences of covariation  among resistance phenotypes  

Several studies have reported positive correlations between resistance to multiple drugs in 

bacterial populations (9,15,131,132). For example, surveillance studies of S. pneumoniae in 

Spain have shown that multi-drug resistance to erythromycin, penicillin and ciprofloxacin is 

more common than resistance to each of these drugs in isolation (133). Another example is 

correlated resistance to tetracyclines, aminoglycosides, and beta-lactams in national 

surveillance data of E. coli in poultry in the U.S. and Canada (134ï136). More recently, a 

cross-species review demonstrated positive covariation among resistance traits for several 

key bacterial pathogens, including Escherichia coli, Staphylococcus aureus and 

Mycobacterium tuberculosis (9). Usually, resistance traits are positively correlated within a 

drug class (see below), though there are important exceptions, and the strength and 

direction of these correlations can vary depending on the drugs or species in question (8,9). 

Various hypotheses have been put forward to explain these associations (Table 1-1). In 

some cases, one mechanism, such as an efflux pump, can confer resistance to multiple 

antibiotics, while in others, it may be due to environmental patterns of exposure to different 

drugs (8,9). However, most of the available evidence comes from in vitro studies using well 

established model organisms, such as E. coli (13,137,138).  

 

Although less common, cases of negative correlations between resistance to different drugs 

are particularly interesting: several studies have proposed exploiting patterns of negative 

covariation between drugs observed in vitro to optimize treatment strategies (e. g. through 

antibiotic cycling or combination therapy). While these strategies show promise, it may be 

possible to optimize them by developing a better knowledge of why these patterns arise in 

the first place (137,139ï141). It is therefore important to understand how these correlations, 

positive or negative, are generated and what maintains them over time, as depending on the 

mechanism, treatment strategies which apply selective pressure on one drug can generate 

correlated responses to others (142,143).  
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Table 1-1. Several factors can lead to covariation between resistance phenotypes among clinical 

populations. Descriptions and visualisations adapted from (8,9). 

Explanation  Detailed description  Visualisation  

Shared 

mechanism  

Drugs which target the same mechanism often 

generate patterns of covariation between drugs. For 

example, cross-resistance to beta-lactams has been 

demonstrated through serial modification of penicillin 

binding proteins (PBPs) in several species of 

streptococci (66,76,144). Negative covariation has 

also been observed. In E. coli, mutations in the beta-

lactamase CTX-M-15 can confer resistance to 

mecillinam and piperacillin-tazobactam, yet increase 

susceptibility to cephalosporins (145). In other cases, 

resistance mechanisms can generate resistance to 

drugs of multiple classes. For example, some efflux 

pumps can export several classes of antibiotics using 

proton-force dependent pumps (146,147) 

 

 

 

 

 

Shared mechanism acquired via a 

plasmid (green square) E g. an 

efflux pump. 

 

Correlated 

patterns of 

antibiotic use  

Antibiotics are often used in combination during 

treatment. This can be through sequential drug 

therapy, where a second drug is used after the failure 

of an initial drug treatment (9). Multidrug combination 

therapies are also used in treating infection in some 

cases, based on the premise that resistance to 

multiple drugs is less likely to arise than resistance to 

any single drug. For example, multidrug 

chemotherapies form a key part of treatment regimes 

in Mycobacterium tuberculosis infection (148). 

However, mutants which are resistant to multiple 

drugs can be selected for during these treatments (9). 

 

 

 

Strain resistant to multiple drugs 

(red and blue) emerges from a 

singly resistant strain after 

treatment failure within an initial 

drug. Thickness of arrows 

represents probability of state 

change 

 

 

 

Linkage 

disequilibrium  

 

Shared inheritance of several resistance traits 

together through linkage can cause covariation in 

resistance traits at a population level. Patterns of 

linkage between alleles can occur on the scale of 

individual alleles, such as in the modification of target 

 

 

Linkage between two resistance 
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proteins (66), or between resistance genes (149). 

Horizontal gene transfer genetic material can confer 

resistance to multiple antibiotics simultaneously. For 

example, resistance to kanamycin, macrolide-

lincosamide-streptogramin and tetracycline can be 

conferred by a single conjugative transposon  in S. 

pneumoniae (Tn1545) (13,149). 

determinants means they can be 

acquired simultaneously, such as 

via the same horizontally 

transferred element  

Increased 

mutation or 

recombination 

rate 

Isolates with an Increased mutation or recombination 

rates are more likely to develop resistance to multiple 

drugs, because they are more likely to acquire any 

given genetic mechanism required to generate 

resistance. This has been observed in several 

species. For example, elevated mutation rates among 

lineages of M. tuberculosis have been associated with 

increased rates of rifampicin resistance acquisition 

(150). Another example is increased recombination 

rate in S. pneumoniae, which is associated with 

resistance to drugs of several classes (151).  

 

 

Lineages with higher mutation rates 

are more likely to acquire 

resistance to multiple drugs relative 

to those with lower mutation rates 

Niche 

differentiation  

Stratification of strain or host population structure can 

lead to an increased frequency of isolates which are 

resistant to multiple drugs (8). For example if some 

classes of drugs are preferentially used within some 

groups, such as children (152), this may lead to the 

observation of correlated resistance patterns if 

populations are combined during analysis (9). 

 

 

When use of multiple antibiotics is 

different for some subgroups, this 

can lead to covariation in resistance 

when both groups are combined 

during analysis. 

Geography  

Epidemiological factors can have strong effects on 

both patterns of antibiotic treatment and geographic 

spread of resistance pathogens. For example, 

resistant strains can be imported into sensitive 

populations, resulting in changes in the frequencies of 

resistant strains within local populations (153ï155). 

For example, patterns of increased antibiotic use in 

East Asia led an elevated frequency of strains of N. 

gonorrhoeae which were resistant to multiple drugs. 

These strains were then imported into North America 

(153,154). 

 

 

Strains which are resistant to 

multiple drugs can be imported into 

new regions, and outcompete 

circulating strains 
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2.2.1. What can be learned from covariation within drug classes? 

Strong patterns of covariation are often found within drug classes (9), particularly when there 

is a shared molecular mechanism conferring resistance to related drugs. This is true of the 

acquisition of beta-lactamases in gram-negative bacteria, where a single enzyme can 

hydrolyse multiple subclasses of beta-lactams (156,157). Likewise, the ermB gene in 

Streptococcus suis encodes a ribosomal methylase which underlies resistance to several 

macrolide drugs (158,159). In streptococci, multiple modifications of the penicillin binding 

proteins work together to reduce binding affinity to different subclasses of beta-lactams 

(which will be the focus of Section 4). In S. aureus, positive correlations have been reported 

within three separate classes of drugs (quinolones, beta-lactams, and macrolides) (160).  

 

In the case of within-class covariation where multiple modifications are required, each can 

have phenotypic effects across several drugs, but their effects may be counterintuitive when 

considered in isolation. For example, due to the strong positive covariation between traits, 

we might expect each mutation to have a gradual, but positive effect on all drugs within a 

class. However, there are several instances where modifications have drug-specific effects 

rather than effects on multiple drugs. For example, mutations in the transpeptidase domain 

of PBP2X in S. pneumoniae give rise to cefotaxime resistance, but without a correlated 

increase in penicillin MIC (66,161,162). Moreover, some modifications within this system can 

influence the acquisition of others, through epistatic and molecular interactions (144). In 

other scenarios, trade-offs exist within a mechanism, where a modification increases MIC to 

one drug but decreases it to another, or interacts with secondary fitness effects, the former 

of which is the case for the beta-lactamase CTX-M-15 in E. coli (see Table 1-1) (145).  

 

Within-class covariation in resistance is therefore a complex, multivariate process, involving 

several trade-offs in the underlying mechanism, but which can also be influenced by many of 

the same selective and ecological processes as between class covariation (Table 1-1). 

However, as with covariation between classes, most knowledge of within-class covariation 

has been developed from in vitro work on well-established model organisms and have rarely 

been tested among clinical populations (9). Understanding the mechanisms underlying 

empirical variations is crucial, as covariation across resistance traits means selection 

pressure on one drug may generate correlated selection responses in others. As with 

between class covariation, the strength of a correlated selection response depends on the 

correlation strength, as well as the genetic architecture and mechanism underlying the traits 

(9,163). However, this is particularly relevant in resistance to a single class of drugs, as they 

often have a similar or shared mechanism as mentioned. Consequently, changes in 

resistance profile are more likely to generate correlated changes for several other drugs. 
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Conducting comparative research on these correlations across populations and species 

would be an important next step in interrogating this pattern, especially if combined with 

genotype-phenotype association methods which can interpret the effects of genetic changes 

on multiple phenotypes simultaneously (91,93). Moreover, incorporating correlated selection 

effects into models of resistance evolution would be an important step in inferring selection 

dynamics for resistance at population levels (45,143). 

 

2.2.2. How is resistance associated with other clinically relevant traits? 

Further adding to this complexity, resistance traits are often correlated with other clinically 

relevant traits which are likely to affect bacterial epidemiology and evolution, such as 

antigenic variation, virulence, and mutation rates (150,151). For example, in S. pneumoniae, 

the duration of carriage has been shown to be strongly associated with resistance frequency, 

as longer carriage duration increases the likelihood of exposure to antibiotics (30,95). 

Moreover, some serotypes of S. pneumoniae also show higher relative levels of 

antimicrobial resistance to others (164). Hence, targeted vaccination against these serotypes 

has led to lower levels of resistance in S. pneumoniae in some populations (164ï167). 

However, these patterns of covariation can be time or location specific, making it difficult to 

disentangle their relative contribution to resistance levels (44). 

 

Lastly, much work has been conducted on the inherent fitness costs of acquiring resistance. 

These costs can manifest in various ways, such as a slowing of within host growth, reducing 

between host transmission, or affecting a key metabolic process (168). There have been 

many demonstrated examples of this phenomenon, such as rifampicin resistance in M. 

tuberculosis, which is associated with competitive fitness decreases in vitro (169). The same 

is true of aminoglycoside resistance in E. coli, which generates a fitness cost through 

structural alteration of the ribosome (170,171). Some genetic determinants show patterns of 

cost-epistasis, where the acquisition of multiple alleles demonstrates a different fitness cost 

when compared to each allele individually. This is the case for streptomycin and nalidixic 

acid resistance in E. coli, as well as streptomycin and rifampicin resistance in P. aeruginosa 

(172ï174). More recently, the fitness effects of resistance have been estimated using 

computational methods, by using genomic and mobility data to examine changes at 

population or geographic scales (175). It has been proposed that exploiting these fitness 

costs could be used to improve treatment strategies, primarily by managing antibiotic use in 

relation to these costs of resistance or developing drugs which can exploit these patterns 

(168,176). However, for such strategies to be effective, they require an improved 

understanding of how these costs manifest among clinical populations, whether this is at the 
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level of within-patient dynamics, between patients, or at geographic levels (44,45,112). It 

would also be necessary to demonstrate these costs are consistent across different bacterial 

populations to reliably exploit them within clinical contexts.  

 

Compensatory mechanisms further complicate the dynamics of fitness costs. By offsetting 

the disadvantage associated with resistance, these mechanisms can enable resistant strains 

to persist within bacterial populations even in the absence of antibiotic pressure. For 

example, in M. tuberculosis, rifampicin resistance arises from mutations in the rpoB gene, 

impairing enzyme function and incurring a fitness cost. However, these costs can be 

mitigated by secondary mutations in rpoA and rpoC, which encode other subunits of RNA 

polymerase (108). Similarly, in Escherichia coli, streptomycin resistance decreases protein 

synthesis accuracy and growth rate, but these effects can be compensated for by mutations 

in the ribosomal proteins genes rpsD and rpsE (177). Such compensatory mechanisms 

underscore the complexity of developing treatment strategies which exploit fitness costs, as 

they demonstrate these costs may not remain stable across populations. Comparative 

studies across bacterial species could therefore provide valuable insights into the 

repeatability of these mechanisms and improve understanding on how they emerge and 

spread. Incorporating this knowledge into models of resistance evolution could then enhance 

predictions on resistance dynamics and inform public health interventions. 
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3. A multivariate framework for the study of drug resistance phenotypes  

To investigate the many proposed drivers of variation and covariation in resistance 

phenotypes, there is a need for comparative studies which can disentangle the relative 

importance of these factors, particularly across different populations and species (9,44). 

Combining these with genotype-phenotype association and phylogenetic methods could test 

to what extent patterns of trait variation and covariation are repeated across populations, 

help identify their underlying genetic mechanisms, and test how stable these patterns are 

over evolutionary time (120,178). Ultimately, the results of this work could be used to 

improve predictions on the effects of population level interventions and help design novel 

mitigation strategies. 

 

Though the benefit of such comparative studies has been acknowledged, there is currently a 

lack of tools to study patterns of phenotypic variation and covariation at population scales. 

This is because when susceptibility assays are used to measure resistance phenotypes for 

many isolates and drugs, the high-dimensional nature of these datasets can make analysis 

challenging (Figure 1-1). MIC values are often reduced to binary resistant/sensitive reports 

by applying cut-offs, and relatively simple analyses like testing for associations between 

resistance to single pairs of drugs (36,179). This results in a loss of fine-scale quantitative 

information, which could be important in an epidemiological or evolutionary context 

(101,180). For example, gradual increases in MIC values below the resistance cut-off have 

been reported in several species, but their clinical implications are often missed (181ï183). 

There is also a growing recognition of the need for tools which analyse joint susceptibility 

profiles against multiple drugs, rather than each drug individually (91,93,184). This is 

particularly important in cases where genetic changes can have effects on multiple 

phenotypes simultaneously, or where several mechanisms work together to generate high 

level resistance (139). The practice of simplifying multivariate MIC data into dichotomized or 

univariate information is evident in common visualisations of susceptibility assay data 

(Figure 1-4), which often stand in contrast to the advanced tools and visualisations available 

for the analysis of genetic data. Lastly, while antimicrobial susceptibility assays yield high-

quality data, there is currently a lack of tools to standardise their results across 

organisations, particularly in low- or middle-income countries, or to make systematic 

comparisons between datasets (17,18,185). Because of these issues, there is real value in 

developing tools which can visualise patterns of variation and covariation among phenotypes 

and help test hypotheses on its causes. 
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Figure 1-4. Common visualisation methods for antimicrobial susceptibility assay data. Each method offers a 

different advantage by emphasising a particular aspect of the data. For example, Panel A shows the relative 

proportions of MIC values for 17 drugs among a set of S. suis isolates as a table, taken from (159). The table 

provides the distribution of values and the proportion of isolates which are resistant to each, adding coloured 

lines to indicate different breakpoints. However, as the data for each drug is pooled across isolates, it is not 

possible to interpret the joint susceptibility profile across drugs for any given isolate. For example, isolates might 

have varying resistance profiles to four drugs e. g. S-S-S-R, or S-R-R-R, but it is not possible to interpret this 

from the plot, nor the relative proportions of each profile across the dataset (91,93,184). This is an important 

issue when the MIC values are in fact correlated with each other, as it is the multidimensional phenotype which is 

being selected for during antibiotic use. Panel B shows the pairwise Pearson correlation coefficients for over 

1600 clinical S. aureus isolates for MIC across eleven drugs, adapted from (160). This method emphasises the 

covariation between variables and is most useful when also displaying the MIC values (as in Figure 1-1), rather 

than using breakpoint cut-offs or pairwise correlation values in each panel as shown. However, as with panel A, 

patterns of variation and full susceptibility profiles are difficult to assess, particularly when many drugs are 

included. It is also difficult to interpret meta-data with either method. In contrast, Panel C demonstrates a 

phylogeny of 4852 Neisseria gonorrhoeae isolates with MIC data for three drugs, taken from (186). Here, MICs 

are presented as categorical variables in several circular rings around a phylogeny. The advantage of this 

method is in demonstrating the full-susceptibility profile for each drug in relation to the phylogenetic context of the 

isolates. However, by presenting dichotomised sensitive/resistant cut-offs, much of the quantitative variation in 

MIC is lost. Furthermore, it can be difficult to make precise visual comparisons of isolate phenotypes when they 

are not closely related, or if many drugs or types of meta-data are included.  
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3.1. Bioinformatic tools for the study of phenotypes across populations  

One promising set of tools are dimensionality reduction methods, as they are a powerful way 

of exploring the space of multivariate phenotypes. These methods could help analyse and 

interpret patterns of phenotypes across population 

scales, while accounting for issues such as 

experimental errors and differences in methods 

between labs. Multivariate methods also offer 

increased statistical power to detect associations with 

genetic markers of interest and can aid interpretation of 

their effects on multiple phenotypes (91,187).  

 

One dimensionality reduction method is 

multidimensional scaling, which is used in a technique 

called óAntigenic cartographyô (Figure 1-5). Antigenic 

cartography takes a complex, high-dimensional set of 

haemagglutination inhibition (HI) assay data, and 

generates a representation of those data, such that 

strains which have similar measured values are 

positioned closely together on the plot (188). The 

advantage of this method is it can represent differences 

among samples across their high-dimensional 

phenotypes, while simultaneously showing the 

proportions of each phenotype in relation to genetic or 

other meta-data (188ï190). Although the method was 

originally developed for visualisation, it has since 

become incredibly important in both basic and applied 

research on the epidemiology and evolution of 

antigenic variation in influenza viruses and other 

pathogens (188,191ï193). The technique has been 

instrumental in the curation and cataloguing of large 

databases of phenotype data and has been widely 

used in developing vaccination strategies 

(188,194,195). More recently, these tools have been 

combined with both in vitro and in silico genotype-to-

phenotype association methods and used to identify 

amino acid substitutions in the HA protein associated 

Figure 1-5. Antigenic cartography 

applied to H3N2 influenza viruses 

isolated between 1968-2004. Figure 

taken from (187). Coloured shapes 

represent antigens, while empty 

shapes represent antisera. Gridlines 

represent one log2 HI dilution. Each 

point is positioned such that 

distances represent experimentally 

measured titres with minimal error. 

Colours can be used to represent 

meta-data, e. g. 11 clusters identified 

by k-means clustering and labelled by 

their respective vaccine strains. The 

map highlights the clustered and low-

dimensional antigenic evolution of the 

virus. 
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with antigenic changes (189,196). Moreover, by combining information on high-dimensional 

genotype and phenotype evolution, it has been used to study antigenic change in relation to 

phylogenetic evolution, both over time and in response to changes in selective pressures, 

such as population immunity (190,194,197,198).  

 

As none of the assumptions of the method restrict its application to influenza or the 

haemagglutination inhibition assay, these methods could be used to map variation in any 

high-dimensional system, including antimicrobial resistance phenotypes as measured by 

MIC (188,191,192). Given how successful multidimensional scaling has been in studying 

phenotypic variation in influenza, I wanted to test whether the same technique could be used 

to study and visualise complex antimicrobial resistance datasets. The initial motivation of this 

thesis was therefore to develop these methods and use them to explore patterns of variation 

and covariation among surveillance datasets of resistance phenotypes.  
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4. Beta-lactam resistance in streptococci as a case study for multivariate 

resistance evolution  

To develop these methods, I used resistance to one class of antibiotics as a case study, 

which was beta-lactam resistance in streptococci. Beta-lactam resistance is of particular 

interest in streptococci, partly because of their status as important human and agricultural 

pathogens, but also because this class of drugs is considered a first line of treatment against 

many of these species (59). Here, I limited my study to two streptococci species of interest: 

S. pneumoniae and S. suis. These species provide an ideal case study for the development 

of multivariate methods on drug resistance for several reasons. Firstly, there is extensive 

phenotypic and genetic surveillance data available on beta-lactam use in these species 

(76,158). Secondly, beta-lactam resistance in these species displays many of the features of 

phenotypic variation and covariation highlighted above, such as a complex and multivariate 

genetic basis of resistance (57,66), sustained coexistence of resistant and sensitive 

phenotypes (97), intermediate phenotypic variation in MIC (76), a potentially repeated óstep-

wiseô pathway to resistance (48,106), strong patterns of phenotypic and genetic covariation 

(76,158), and repeated association with other clinically relevant traits and phylogenetic 

evolution (31,48,95). Thirdly, while key genes have been linked to beta-lactam resistance in 

both species, there remains uncertainties about the identification of causal mutations, and 

whether resistance mechanisms differ among clades and subclasses of beta-lactam drugs 

(106). Finally, while the two species share key biological properties, they have different 

epidemiological histories that have shaped their respective evolutionary pathways 

(106,158,199,200). 

 

4.1.1. Streptococcus pneumoniae  

S. pneumoniae is a major human pathogen, causing approximately 1.2 million infections and 

around 7000 deaths annually in the USA alone (106,201). While generally a commensal 

inhabitant of the human nasopharynx, when these bacteria invade normally sterile sites, 

such as the lungs or bloodstream, they can cause a range of serious infections, including 

pneumonia, sepsis, and meningitis (202). Antibiotic treatment is a major selection pressure 

in the evolution of this species and is thought to have driven the global spread of several 

multi-drug resistant clones (48,106,203). Despite the availability of a polysaccharide 

conjugate vaccine able to protect against some serotypes of S. pneumoniae, antibiotic use 

remains extensive (25,48,204). The species is highly recombining and has acquired alleles 

conferring drug resistance on multiple separate occasions, including those for major classes 

of drugs such as fluoroquinolones, macrolides, and beta-lactams (48,205). The extensive 

use of beta-lactams in treating this species has driven the rapid development and spread of 
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resistance, in some cases repeatedly, and over short time frames (206ï208). In other cases, 

acquisitions of beta-lactam resistance have been associated with the spread of a lineage 

over large geographic ranges (48,106). The extent of beta-lactam resistance in this species 

has led the WHO to classify it as one of 12 priority pathogens for which new antibiotics are 

urgently needed (209). Because of its importance in clinical contexts, the evolutionary 

epidemiology of S. pneumoniae has been studied extensively using genomic data for large 

collections of isolates and across international borders (106,210). 

 

4.1.2. Streptococcus suis 

Streptococcus suis is a generally commensal organism that inhabits the nasopharynx of 

healthy pigs but can cause serious systemic and respiratory disease in pigs and, more 

rarely, in humans (211ï213). The scale of S. suis infection in agricultural systems 

internationally makes it one of the most important pig pathogens globally, responsible for 

major economic losses in the industry, and a serious public health issue (212,214). As in S. 

pneumoniae, variation in MIC has been confirmed in this species for a range of first-line 

antibiotic classes such as macrolides and fluoroquinolones (199,215). S. suis isolates have 

been shown to display elevated MIC to first line of defence antibiotics, such as beta-lactams 

and tetracycline, with over 90% of isolates resistant to the latter in North America, Europe, 

and Asia (159,216,217). Increasing prevalence of strains resistant to multiple drugs has 

been reported in S. suis internationally, with wide variation in levels of resistance between 

different countries (216,218). One study found the majority of isolates surveyed from healthy 

pigs in Brazil displayed resistance to three or more classes of antibiotics (99.61% of 260 

isolates) with several strains resistant to all 16 antibiotics testedðone of the highest levels of 

resistance yet reported (219). This reflects the major selection pressure caused by use of 

antimicrobials in agricultural settings, where in the absence of a vaccine broadly effective 

against multiple serotypes, antibiotic use remains a primary treatment for S. suis infection 

(220). Notably however, despite extensive beta-lactam use in treating S. suis infection, high-

level resistance to these drugs remains relatively uncommon in clinical strains of this 

species, though there are some exceptions (158). 

 

4.2. Mechanisms of beta -lactam resistance in streptococci  

Beta-lactam drugs act by binding to the active site of the penicillin binding proteins (PBPs) 

and preventing their role in the biosynthesis of the peptidoglycan cell wall (59,221,222). In 

streptococci, modifications of these proteins are the causal determinants of resistance to this 

set of drugs, primarily among three of the proteins: PBP1A, PBP2B, and PBP2X. These 

proteins are encoded by three separate genes in the core genome (pbp1A, pbp2b, and 



Chapter 1 ï The need for a multivariate framework to study complex drug resistance 

 24 

pbp2x respectively) (Figure 1-2), each of which are hotspots of recombination and show 

extensive diversity among circulating populations (66,76,102,223,224). The limited linkage 

disequilibrium generated by this recombination has allowed the application of several GWAS 

methods to S. pneumoniae, highlighting the role of the PBP proteins in beta-lactam 

resistance (66,72,225,226). Several alterations of the proteins are required to generate high-

level MIC, where changes in the transpeptidase domains reduce affinity of the antibiotics to 

attach to the active site (Figure 1-6) (57,66). In laboratory settings, changes among these 

proteins have been shown to occur in a set order, where first-step changes in the PBP2X 

protein generate low-level increases in MIC (57,227,228). Further alterations to PBP2X and 

PBP2B then increase MIC, before changes in PBP1A act as a final step, conferring high-

level MIC to several beta-lactams (57,227ï229).  

 

While most GWAS and machine learning methods can readily identify the PBP proteins, 

identifying precisely which substitutions cause resistance can be more challenging (72,106). 

That is because of the high degree of recombination in these proteins, as well as differences 

in the precise binding mechanism between subclasses of beta-lactams. Causal variants in 

the PBPs are contained within highly variable regions known as ómosaicô blocks, which arise 

through complex patterns of recombination with other streptococci species, such as 

Streptococcus mitis and Streptococcus oralis (66,230ï233). This makes identifying causal 

variants difficult, as many variants among the blocks are likely hitchhikers, some 

substitutions may only increase MIC in combination with others, and yet more may alter the 

fitness effects of the true causal substitutions (66,144,234,235). Adding to this complexity, 

some PBP variants only show strong association to subsets of beta-lactams, such as 

penicillins or cephalosporins, suggesting there are key differences in the underlying causal 

mechanisms (66). For example, mutations in the transpeptidase domain of PBP2X in S. 

pneumoniae increase cefotaxime resistance, without a corresponding increase in penicillin 

MIC (66). Moreover, even in the absence of resistant variants, different subgroups of beta-

lactams can generally have differing levels of activity on the different PBPs. For example, in 

S. suis, PBP2X is inactivated by cefotaxime, whereas PBP2B is not (161,162).  

 

Given the importance of having a full understanding of resistance to this set of drugs, a 

range of approaches have been used to try and pick out the causal substitutions in these 

proteins. This includes extensive in vitro work, involving selection experiments and 

knockouts of important substitutions in the PBP proteins (reviewed in (57)). More recently, 

computational methods have been used with datasets of clinical isolates. For example, 

GWAS and machine learning techniques have been used to identify PBP substitutions 

associated with beta-lactam non-susceptibility in S. pneumoniae, as well as epistatic 
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interactions between PBP positions 

(66,72,76,144). However, the precise 

PBP substitutions identified differ 

between computational methods, and 

the results of in vitro methods can differ 

again from those found to be important 

among clinical isolates (reviewed in 

Chapter 3). Furthermore, while the 

pattern of repeated step-wise changes in 

the PBP proteins has been well 

documented in vitro, evidence for this 

pattern is mixed when correcting for the 

phylogenetic relationships between 

isolates (48,206ï208). This is partly due 

to the limited resolution on precisely which PBP substitutions generate high-level resistance, 

and it is unclear whether these substitutions vary between lineages and across species 

(106).  

 

4.3. Key questions  

Uncertainties remain about which PBP substitutions are responsible for decreased beta-

lactam sensitivity among clinically circulating isolates of S. pneumoniae and S. suis. To help 

tackle this issue, I will address the following questions in this thesis: do these substitutions 

have effects on single drugs or do they confer resistance to multiple sub-classes of beta-

lactams? Does the presence of some substitutions alter the phenotypic effects of others? 

Can MIC to different subclasses of beta-lactams vary independently depending on the 

combination of PBP substitutions present? Lastly, are these PBP modifications repeated 

across phylogenetic populations and species, or are there multiple pathways which can 

generate high-level MIC? By taking into account the multivariate nature of this drug 

resistance, I hope to improve our understanding of their genetic basis and evolution more 

generally.  

 

5. Outline and summary of thesis  

The main project of this thesis is to develop dimensionality reduction and multivariate 

methods and use them to study patterns of multivariate drug resistance, using beta-lactam 

resistance in streptococci as a case study. The aim is to create simple visualisations of 

complex assay data, which can be more easily shared and communicated by researchers. 

  

Figure 1-6. Three key penicillin binding proteins in S. 

pneumoniae (PBP1A, PBP2X and PBP2B). Here, the 

transpeptidase regions are marked in orange/red, N-

terminal regions are markers in blue and C-terminal regions 

in green. Image adapted from (437).  
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By visualising several phenotypic traits simultaneously, these ómapsô can be used to 

compare patterns of variation and covariation among circulating bacterial isolates, while 

accounting for other variables such as genetic background and phylogenetic evolution. In 

Chapter 2, I present the dimensionality reduction methods used throughout this work. I test 

the accuracy of these methods by applying diagnostic tests to the resulting maps, checking 

for systematic biases and interpreting goodness-of-fit. I also introduce datasets for the two 

streptococci species which I will use throughout the thesis. In Chapter 3, I combine these 

methods with statistical and comparative techniques to make multivariate genotype-

phenotype comparisons. I identify amino acid substitutions within three key penicillin binding 

proteins which generate changes in beta-lactam MIC in this system. I then make between-

species comparisons of the two species of streptococci. In Chapter 4, I combine multivariate 

methods with phylogenies of the isolates, to visualise and compare patterns of variation and 

covariation across lineages. I then test whether there are repeatable patterns in the evolution 

of the PBPs. Lastly, in Chapter 5, I present a standalone project which estimates the rate 

and distribution of fitness effects of new mutations in S. suis. Using a long-term experimental 

evolution project, I test whether strains of S. suis isolated from clinical sites of sick pigs have 

higher mutation rates than isolates of tonsils of pigs not exhibiting clinical signs. I then 

investigate whether these differences in mutation rate led to larger net declines in growth 

rate among these isolates over the experiment. 
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Chapter 2 - Dimensionality reduction methods for the study of 

multivariate drug resistance  

1. Introduction  

Understanding how novel phenotypes are generated and maintained among populations is 

crucial in interpreting the evolutionary dynamics of a species. In the case of antimicrobial 

resistance, this has applied relevance, as it is only by understanding how resistant 

phenotypes arise that we can develop strategies to mitigate their spread. As reviewed in 

Chapter 1, covariation in drug resistance phenotypes arise through several mechanisms, 

such as a shared genetic or molecular basis, or adaptation to environmental or ecological 

situations (163,236ï239). Because of the multidimensional nature of these systems, there is 

value in developing methods that can analyse these patterns and interpret them in relation to 

multiple sources of metadata simultaneously. Developing these tools could then help test 

hypotheses on how these patterns arise and be used to make comparisons between species 

and phylogenetic groups.  

 

Several analytical methods have been developed to study phenotypic variation and 

covariation in natural populations (239ï242). One commonly used method involves the 

construction of a ómorphospaceô ï a mathematical representation of the distribution of 

phenotypes (or genotypes) among organisms (243,244). Because these spaces are typically 

multidimensional, they are often visualised using dimensionality reduction models. 

Dimensionality reduction methods generate a low-dimensional representation of high-

dimensional data and have been used extensively in studies of phenotypic variation 

(188,243ï246). These methods provide a framework to study variation and covariation 

among phenotypes, aid in visualising phenotypes in relation to meta-variables, and assist in 

studying differences in covariation between populations (188,243). They can also improve 

the ability to conduct downstream analyses, such as genotype-phenotype mapping, and 

assist in curation of phenotype data in centralised databases (188,192,243). In the context of 

drug resistance, these tools may also aid in modelling multivariate susceptibility patterns, 

such as in monitoring correlated selection responses to a clinical intervention (184). More 

generally, these methods provide a framework to study variation in phenotypes, similar to 

how phylogenetic methods are used to study variation in genotypes (188). 

 

1.1. Multidimensional scaling  

One dimensionality reduction method of particular interest is multidimensional scaling 

(MDS). Conceptually, this method is similar to the process of making a geographical map. 
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For example, given a set of pairwise distances between major cities in the U.K., MDS can be 

used to generate a representation of those distances, such that cities which are in similar 

locations are positioned together on a map (Figure 2-1). In other words, MDS takes a set of 

complex data and generates a representation, where objects which have similar values are 

positioned closely together in space (188,192,247,248). In cases where the underlying data 

is high-dimensional, the method can reduce the data into a low-dimensional subspace, while 

preserving the relative pairwise differences. This subspace can then be visualised and used 

to interpret complex patterns among points. In MDS, as each point is orientated against 

multiple others, it can average out several sources of error among observed measurements, 

meaning it can generate highly accurate representations from imprecise or even incomplete 

data (247,248). MDS also offers several advantages over other common dimensionality 

reduction methods. For example, it is able to estimate confidence intervals and goodness-of-

fit for individual points, use rank or ordinal data, and incorporate complex weighting 

structures when generating a representation, each of which is useful in interpreting data 

where there is a high degree of measurement error, as is the case for MIC data (247,248). 

 

As mentioned in Chapter 1, MDS forms the basis of óantigenic cartographyô, a tool used to 

study antigenic variation among influenza strains (188). By creating a phenotypic 

morphospace of strains, this method has been crucial in visualising and interpreting complex 

haemagglutination inhibition assay data and has since been applied to a range of viral and 

bacterial pathogens (191,192,195,196,249). These methods allow comparisons of 

phenotypic evolution over time and in relation to genetic changes, as well as assessments of 

phenotypic variation between populations and lineages (188,194). Since their initial 

development, these tools have been used to make high-dimensional genotype-phenotype 

associations, by comparing amino acid changes in the influenza hemagglutinin glycoprotein 

with phenotypic changes on the antigenic map (188ï190,196). More generally, the 

dimensionality of the resulting maps offered indications into the mechanism through which 

phenotypes are selected for. For example, in H3N2 influenza, antigenic phenotypes mostly 

exist in a low-dimensional subspace, a result of a strong, canalising selection pressure for 

phenotypes that best escape existing population immunity (188,250). 
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Figure 2-1. MDS is conceptually similar to the process of making a geographical map, where pairwise 

distances between cities in the U.K. (left) are mapped out geometrically to create a map (right), image 

adapted from (251). Notably, as the method is only concerned with representing the relative distances 

between points, the representation can be dilated and rotated as needed. Where the underlying data 

is high-dimensional, MDS can be used to map the data onto a low-dimensional subspace for 

visualisation and interpretation, provided the relative differences between points is maintained. 

Several measures of goodness-of-fit can be used to assess the accuracy of the output in representing 

the underlying data.  

 

Importantly, the authors also showed that MDS improved quantitative analysis of 

haemagglutination inhibition data, by reducing the effects of common experimental issues, 

such as missing, error-prone, and threshold values (188,192). Many of these issues are 

paralleled in surveillance data from antimicrobial susceptibility assays (see Chapter 1). One 

advantage of applying the method to MIC data may be that many of these issues are 

alleviated. For example, since each point is positioned in relation to several correlated 

variables, errors in the data are averaged out, meaning the resulting representation can be 

more accurate than the data it has been generated from (188,247,248). Similarly, MDS can 

be used to predict missing values, by constructing the map using the information present, 

and predicting missing values using the resulting representation. Moreover, as the method is 

only concerned with representing the relative differences between points, it can be used to 

represent both numerical and rank data in the same analysis. This may be useful in cases 
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where there are both metric and ordinal measurements in a dataset, which is often the case 

where MIC data is combined with that of other assay methods such as disc-diffusion.  

 

Given its usefulness in studying pathogen evolution in other systems (188,192), I wanted to 

test whether MDS could be used to map variation in resistance phenotypes as measured by 

antimicrobial susceptibility assays. I also wanted to assess whether the methods could 

alleviate some of the experimental issues inherent in surveillance datasets, such as error, 

threshold values and missing data.  

 

 

1.2. Chapter outline  

In this chapter, I develop multidimensional scaling methods to visualise patterns of variation 

and covariation in drug resistance phenotypes, using beta-lactam resistance in streptococci 

as a case-study. Firstly, I test whether these methods can be used to accurately represent 

and analyse antimicrobial susceptibility testing (AST) assay results. I apply diagnostic tests 

to the resulting maps, check for systematic biases, interpret goodness-of-fit, and define 

confidence regions for isolate positions. I also use the MDS framework to map variation in 

genotypes, facilitating further genotype-phenotype comparisons in Chapter 3. Secondly, I 

develop statistical methods to test the dimensionality of the resultant phenotypic space. 

Identifying these patterns will inform hypotheses on which resistance phenotypes can be 

explored and why. Lastly, I test the ability of these methods to mitigate common AST-

specific issues which can hamper their quantitative analysis. These include experimental 

errors in measurements, as well as missing and threshold titres. I also test their ability to 

combine results from different AST methods in the same quantitative analysis.  

 

This chapter also introduces the two datasets used throughout this thesis. The first dataset 

consists of 4,309 human S. pneumoniae isolates. These isolates were collected over 17 

years of surveillance in the United States and were tested against 6 beta-lactam antibiotics 

(76,77). The second dataset consists of 678 pig and human S. suis isolates tested against 

16 antibiotics, 4 of which were beta-lactams. This dataset is part of a larger collection of 

1079 isolates spanning 33 years of surveillance over three continents (252).  
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2. Methods and Results  

2.1. Basic description of data  

2.1.1. Isolates and metadata - Streptococcus pneumoniae 

This project used a previously published dataset of 4,309 invasive pneumococcal isolates, 

collected through the Active Bacterial Core surveillance (ABC) between 1998 and 2015 

(23,76,77). The ABC project is an ongoing surveillance programme run through the Centre 

for Disease control and prevention (CDC) Emerging Infectious Disease programme 

(23,164). As part of this programme, microbiology laboratories in care hospital surveillance 

areas identify cases of invasive pneumococcal disease, conduct laboratory testing, and 

share the data with the ABC programme (165,253,254). Isolates were defined as the 

isolation of pneumococcal strains from a normally sterile site and were collected from all 

clinical cases within ten geographically spread U.S. states (165,254).  

 

MIC was measured for six beta-lactam antibiotics using 2-fold microbroth dilution for each 

isolate using pre-established methods (Table 2-1) (255). Of the 4,309 isolates in the S. 

pneumoniae collection, 3,628 had MIC measured for all 6 drugs, and so only these isolates 

were used for further analysis. Genetic data for each isolate was collected using genomic 

DNA extraction and whole genome sequencing using the Illumina HiSeq or MiSeq platform 

(33,256). This sequencing data was used to determine capsular serotype, MLST, pilus type, 

and PBP amino acid sequence (PBP-type). Relevant meta-data for the isolates is publicly 

available through the ABC programme, including date, serotype, geographical location, 

clinical symptoms (e.g., meningitis, pneumonia), MLST and transpeptidase sequences for 

penicillin binding proteins PBP1A, PBP2B and PBP2X (76,77). These datasets were 

originally published as part of a project to develop machine learning models which can 

predict beta-lactam MICs from PBP-type (76,77). Since the development of these models, 

surveillance of beta-lactam resistance has continued, although laboratory MIC testing is only 

conducted on a subset of new strains identified through the ABC programme (76,77). 

 

2.1.2. Isolates and metadata - Streptococcus suis 

This project also used an existing dataset consisting of 678 previously collected S. suis 

isolates gathered from three geographic locations (U.K. = 423, Americas = 205, Southeast 

Asia = 50). Genetic data was gathered for all isolates through genomic DNA extraction and 

whole genome sequencing (as outlined in: (15)).  Relevant meta-data was collected, 

including year, genome collection, serotype, clinical phenotype of the pig with isolation site, 

and phylogenetic grouping (BAPS group). Briefly, the U.K. isolates consisted of three main 

groups of S. suis strains isolated across England and Wales across three cohorts of 
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sampling: 2009-2011 (clinical/non-clinical) (213), 2013-2014 (non-clinical isolates) (257) and 

2013-2014 (clinical isolates). Canadian and Vietnamese strains were collected between 

1984-2016 and 2000-2010 respectively and consisted of clinical and non-clinical strains. 

BAPS group was determined using Bayesian Analysis of Population Structure software v6.0 

(258ï260).  

 

Minimum inhibitory concentrations were measured using 2-fold microbroth dilution for each 

isolate using pre-established methods (CLSI Approved Standards, M100-S25 (2015), 

Vet01S 3rd Edition (2015), (261)). U.K. and Canadian strains were measured at Fordham, 

UK (formally Quotient Bioresearch, Fordham, UK) whereas measurements for the 

Vietnamese strains were conducted at the Oxford University Clinical Research Unit, Ho Chi 

Minh City, Vietnam. MICs were measured for sixteen different antibiotics for each isolate in 

the dataset, representing eight different classes of antibiotics. Of these, four were beta-

lactam drugs, of two separate sub-classes (Table 2-1). Based on a recently published core-

genome phylogeny of the 678 isolates (252), 45 were highly genetically divergent from the 

remaining isolates, including in their PBP proteins. These isolates were removed for genetic 

analyses (Chapter 3), leaving a total of 633 isolates in the study. 
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Table 2-1. Descriptions of drugs measured for each species, dilution ranges and number of isolates 

measured for each. Note, of the 4309 isolates in the S. pneumoniae collection, only 3628 of these had 

MIC available for each of the 6 drugs. 

Species  Sub-class  Antibiotic  

No 

isolates 

measured  

Observed 

MIC range 

(ɛg/ml) 

No. dilution 

steps 

performed  

S. 

pneumoniae  

Penicillin 

Penicillin 4307 0.03-16 10 

Amoxicillin 4293 0.03-16 10 

Carbapenem Meropenem 4224 0.06-2 6 

Cephalosporin 

Cefotaxime 4244 0.06-16 9 

Ceftriaxone 3648 0.05-8 5 

Cefuroxime 4301 0.05-4 4 

S. suis  

Penicillin 

Penicillin 633 0.03-16 10 

Amoxicillin 633 0.015-4 7 

Cephalosporin 

Cefquinome 633 0.002-2 11 

Ceftiofur 633 0.03-16 11 
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2.1.3. Pairwise relationships between drugs 

Figure 2-2 shows the pairwise relationships and MIC distributions for each of the antibiotics 

for S. pneumoniae. Isolates showed extensive phenotypic variation in MIC to each of the six 

antibiotics as measured by microdilution. One exception to this was the MIC values for 

cefuroxime, as most isolates had one of three MIC values (Ò 0.5, 1, or Ó 2ɛg/ml). Isolates 

showed the largest variation in MIC to penicillin and amoxicillin, with isolates varying by up 

to nine and ten log2 dilutions against these antibiotics respectively, ranging from 0.03-

16ɛg/ml. Isolates also showed a high degree of variation in cefotaxime MIC, ranging from 

0.06-8ɛg/ml. There were strong positive relationships between each of the six beta-lactam 

antibiotics in the dataset (correlation coefficients = 0.77-0.96). For all antibiotics, most of the 

isolates had an MIC equal to (or lower than) the lowest concentration tested. The threshold 

values may therefore not accurately represent their true MIC value, as the true values could 

be lower than this (see Section 2.5). The presence of these threshold values appears to 

result in lower correlation coefficients between antibiotics for some drugs, for example 

cefuroxime and ceftriaxone (correlation coefficient = 0.82).  

 

Figure 2-3 shows the pairwise relationships and MIC distributions for each of the antibiotics 

for 633 isolates of S. suis. The isolates showed extensive phenotypic variation in MIC to 

three of the four antibiotics as measured by microdilution. Most isolates had a lower MIC 

threshold for amoxicillin (Ò 0.015 ɛg/ml). As with the S. pneumoniae dataset, isolates 

showed the largest variation in MIC to penicillin, as isolates varied by up to ten log2 dilutions 

(0.03-16ɛg/ml). Isolates also showed a high degree of variation in cefquinome and ceftiofur 

MIC (Table 2-1). There were positive relationships between each of the four beta-lactam 

antibiotics in the dataset, although these were typically weaker than for S. pneumoniae 

(correlation coefficients ranging 0.50-0.81). For penicillin, ceftiofur, and amoxicillin, most of 

the isolates had an MIC equal to (or lower than) the lowest concentration tested. 

Cefquinome was the exception, with no threshold values reached by any isolate against this 

drug. 
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Figure 2-2. Pairwise correlations (Pearson) and distributions among MICs measured for 6 beta-

lactam drugs (3628 S. pneumoniae isolates). Note the axes represent dilution step in a series for 

each drug. 
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Figure 2-3. Pairwise correlations (Pearson) and distributions among MICs measured for 4 beta-

lactam drugs (633 S. suis isolates). Note the axes represent dilution step in a series for each 

drug. 
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2.2. Adapting MDS for use with resistance phenotypes and genotypes  

2.2.1. Phenotype and genotype maps 

Phenotype maps are a visualisation of a Euclidean distance matrix derived from MIC data. 

On the phenotype maps, each dot represents an isolate, and distances scale with the 

differences in MIC values across all drugs (Figure 2-4 and Figure 2-5). The vertical and 

horizontal axes are only there to help visualise the distances between isolates, with grid 

squares approximately equivalent to a log2 dilution in MIC values, while the orientation of the 

axes is arbitrary. To run the algorithm using MIC data, MIC values were log2 transformed to 

better approximate the results as a standard distribution. MIC titres were then transformed 

into table distances, by calculating the pairwise Euclidean distance between isolates (Ὀȟ). 

To generate an initial distance matrix, where they were present, lower threshold values (e. g. 

ñ<= Xò) were approximated as X; and a value of ñ>Xò as 2X, as in: (77). As MDS can work 

using metric or rank data depending on the transformation used, this approximation should 

not affect the final representation, however the effects of this are explored in more detail in 

Sections 2.2.4 and 2.5.   

 

Genetic maps visualise genetic differences among isolates using a Hamming distance 

matrix based on an amino acid sequence alignment (Figure 2-13 and Figure 2-14) 

(188,192). Specifically, genetic distances are measured by the number of amino acid 

substitutions across the three concatenated transpeptidase regions of the PBP proteins (S. 

pneumoniae: 914 positions, S. suis: 948 positions - see Chapter 3 for details on PBP 

proteins). These maps facilitate visualisation of variation in genotypes in a similar way to the 

phenotype maps for phenotypes. 

 

2.2.2. Mean MIC, biplots and density distributions 

Figure 2-4 and Figure 2-5 show the two-dimensional phenotypic maps for S. pneumoniae 

and S. suis respectively. Here, isolates are coloured by their mean log2 MIC (rescaled) 

across drugs. For both species, isolates with the highest mean MIC are located at the top 

right of the map, while those with the lowest mean MIC are positioned in the bottom left of 

the map. Density distributions of the isolate points can also be included to aid visualisation in 

cases where isolates lie atop one another. As MDS is only concerned with finding the 

optimal pairwise distances between points, their rotation and dilation can be adjusted as 

needed. To dilate the maps to an interpretable scale, I used the slope of the relationship 

between the pairwise table distances and the pairwise distances on the map (Section 2.2.6). 

The borders of the plots were chosen to correspond to the range of dilutions tested for the 
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different drugs, so for any area of the map, isolates could have potentially fallen within that 

range of combinations.  

 

External variables can be mapped onto the plot using biplot vectors (Figure 2-4 and Figure 

2-5). These biplots can be calibrated by drawing tick marks along the vector which 

correspond to the isolate values on the plot (óCalibrateô package (262)). Here, I have fit the 

calibrated vectors only using the numeric titres. The vectors were typically well fit across all 

drugs, though in general, drugs with fewer numerical titres were less well fit across the 

maps. For example, Figure 2-4 illustrates the differences in covariation between pairs of 

drugs: moving from the bottom to the top of the plot is associated with increasing MIC to 

penicillin, while moving from the left to the right is associated with an increase in MIC to 

amoxicillin and penicillin.  
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A 

 

B 

Figure 2-4. Phenotype maps for 3628 S. pneumoniae isolates, coloured by mean log2 MIC (re-scaled) (panel A), and 

penicillin MIC (Panel B). Here, the points represent isolates. The two primary axes of the map represent phenotypic 

distance. The gridlines represent MIC units, corresponding to 2-fold dilutions of antibiotic. A distance of one grid space 

therefore equals one 2-fold step dilution in the assay. The relative positions of the isolates are determined such that the 

distances between isolate points most accurately represent the differences between isolates experimental MIC values with 

the least error. Panel A shows the density distribution of isolates (red area ï 50%, orange - 80% and blue, 95% of isolates 

respectively). Marginal histograms can be included to show the distribution of the isolates. Biplot axes can also be 

included, where increasing amoxicillin and penicillin MIC are more strongly associated with the Y axis, while the remaining 

drugs are more strongly associated with the X axis. Panel B shows how the biplot axes can be calibrated using least-

squares, to demonstrate the increase in MIC values across the map. Isolates in line with a value on the scale have MICs 

equal to that value, where the red line indicates the clinical breakpoint for penicillin (106).   
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A 

 

B 

Figure 2-5. Phenotype maps for S. suis coloured by mean log2 MIC (re-scaled) (panel A), and cefquinome MIC (Panel 

B). Gridlines represent a single MIC unit, so for each square a point moves, it is changing by one log2 dilution in any 

direction. Panel A shows the density distribution of isolates (red area ï 50%, orange - 80% and blue, 95% of isolates 

respectively). Here, increasing amoxicillin and penicillin MICs are more strongly associated with the X-axis, while 

cefquinome and ceftiofur are more strongly associated with the Y axis.  Panel B shows how the biplot axes can be 

calibrated using least-squares, to demonstrate the increase in MIC value across the map. Isolates in line with a value 

on the scale have MICs equal to that value.   
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2.2.3. Error principle of MDS 

Given a set of target distances, MDS aims to find a low-dimensional representation of those 

distances with the least error (247,248). Distances in the representation are found by 

iteratively minimising the differences between map distances (Ὠȟ) and table distances (Ὀȟ) 

for every pair of isolates i and j, through an error function called stress (S): 

 

Ὓ Ὀȟ Ὠȟ
ȟ

 

(2.1) 

 

In this context, óstressô is the sum of the squared residuals between points on the map 

compared to their measured distances in the table provided (247). The lower the stress, the 

better the map fits the data. While its absolute value will vary depending on the number of 

points and the variation present in the data, stress can be normalised, and used to compare 

solutions for the same dataset under different starting conditions and targets (247). The 

MDS algorithm searches for a local minimum of the stress value by iteratively moving 

isolates on the map. As a result, using different starting positions can affect the final 

positions of the points. Two strategies can be used to look for the global minimum. One uses 

the output of a classical MDS (i. e. PCA) as the starting positions, while the other repeats the 

search multiple times using random start positions. I tested both methods to generate an 

initial map for both datasets and presented the lowest stress representation. For both 

phenotype and genotype maps, the best representation was found using PCA as starting 

positions. 

 

2.2.4. Metric vs non-metric MDS 

The SMACOF MDS algorithm was chosen partly due to its flexibility in distance 

transformations. The metric version of MDS directly preserves the measured distances in 

the table, while ordinal MDS preserves only the rank values. This option gives the algorithm 

more freedom to position these isolates if there is a high proportion of threshold values in the 

data. A third option is an interval transformation, which preserves the relative distance 

between points on each scale but can have separate transformations for each drug or sub-

class of drugs individually. For all the maps presented in this thesis, all transformations 

produced very similar representations. Overall, ordinal MDS produced the lowest stress 

maps, which was expected given it is the least strict assumption (Table 2-2). However, as 

metric maps also fit the data very well, and this transformation is more directly interpretable, 

metric MDS was used for all maps in this thesis except where noted. 
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2.2.5. Finding an optimal dimensionality 

To identify the optimal number of dimensions to capture the variation in the data, I generated 

maps in several different dimensionalities and compared their relative stress (Table 2-2 and 

Figure S 1). For both phenotype and genotype maps, there was a large decrease in stress 

moving from 1D to 2D and from 2D to 3D, but little decrease when adding additional 

dimensions. Overall stress was low for the 2D maps for both species, meaning the maps fit 

the data well. Notably, for S. pneumoniae, the 3D phenotype map had lower total stress than 

the 2D map. However, isolate distributions on the 2D and 3D maps remained directly 

comparable, and the 2D maps also performed better in cross-validation analyses (see 

Section 2.4). As a 2D map is easier to work with and visualise, the 2D maps are presented 

throughout this thesis. Importantly, results of genotype-phenotype comparisons were not 

affected depending on choice of 2D or 3D map for either phenotype or genetic maps 

(Chapter 3). 

 

2.2.6. Assessing map goodness-of-fit 

The goodness-of-fit of an MDS plot can be investigated by calculating the proportion of 

errors above certain thresholds and investigating the distribution of stress-per-point (as a % 

of total stress) (Figure 2-6, Figure 2-7 and Table 2-3). A Shepard plot (Figure 2-6) can be 

used to show the relationship between measured pairwise table distances against the 

pairwise map distances. This relationship can be assessed quantitatively using a linear 

model, where a map which perfectly fits the data would have an R-squared of 1 and an 

intercept of 0 (192). Overall, both phenotype and genotype maps fit the data accurately, with 

the slope and R2 of the Shepard plot linear model close to 1, and intercept close to 0 

(188,192). For both species, there were few examples of error over a single log2 dilution or 

10 amino acids (Figure S 2). Stress-per-point (%) was also low, especially among the most 

sensitive isolates with low or threshold values to all drugs tested.  
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Table 2-2. Percentage decreases in stress relative to the stress for a one-dimensional map. Note bold 

and underlined indicates a degenerate solution for the one-dimensional map. 

 Percentage decrease in stress (%)  

Map Species  Transformation  1D to 2D 2D to 3D 3D to 4D 4D to 5D 

Phenotype  

S. pneumoniae  

Metric 55.534 25.428 7.064 5.509 

Ordinal 44.306 31.221 8.039 11.285 

Interval 54.238 26.004 7.293 5.768 

S. suis  

Metric 62.738 21.226 16.037 NA 

Ordinal 65.982 21.341 12.677 NA 

Interval 60.020 21.711 18.269 NA 

Genotype  

S. pneumoniae  

Metric 62.547 17.356 6.25 2.741 

Ordinal  NA NA NA NA 

Interval 63.288 16.872 5.819 2.674 

S. suis  

Metric 54.091 18.101 6.902 4.442 

Ordinal 54.050 17.203 6.833 5.632 

Interval 54.135 17.544 6.808 4.537 
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A 

Figure 2-6. Goodness-of-fit plots for S. pneumoniae map. Panel A shows the phenotype map, where the size and colour of the points represents their relative 

contribution to stress on the map. Here, the larger, red points indicate isolates with a higher relative stress contribution. Panel B shows the pairwise residuals 

of all isolates as a histogram, where the dashed line indicates the mean of the distribution. Panel C shows a Shepard plot of the pairwise distances between 

points as measured in the assay and their pairwise distances on the map (after dilation). The solid black line shows a linear model of the relationship between 

the table and map distances. The dashed lines indicate one MIC unit deviation from a perfect fit, meaning points outside this line have error above one MIC 

unit.  
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Figure 2-7. Goodness-of-fit plots for S. suis map. Panel A shows the phenotype map, where the size and colour of the points represents their relative 

contribution to stress on the map. Here, the larger, red points indicate isolates with a higher relative stress contribution. Panel B shows the pairwise residuals 

of all isolates as a histogram, where the dashed line indicates the mean of the distribution. Panel C shows a Shepard plot of the pairwise distances between 

points as measured in the assay and their pairwise distances on the map (after dilation). The solid black line shows a linear model of the relationship between 

the table and map distances. The dashed lines indicate one MIC unit deviation from a perfect fit, meaning points outside this line have error above one MIC 

unit.  
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Table 2-3. Goodness-of-fit statistics for phenotype and genotype maps for S. pneumoniae and S. suis. 

 Shepard plot  Pairwise errors (MIC units)  Stress -per -point (%)  

Map Species  Slope  Intercept  R.S.E. 
Adj. 

R2 

Corr. 

Coef  

>1-unit 

error 

(%) 

>2-unit 

error 

(%) 

Mean 

error  
SD error  

Mean 

stress 

per -point  

SD stress 

per point  

Phenotype  

S. pneumoniae  0.184 -0.004 0.021 0.999 0.999 0.204 0.010 0.021 0.112 0.028 0.057 

S. suis  0.269 -0.021 0.049 0.994 0.997 0.327 0.035 0.078 0.183 0.158 0.244 

             

 Shepard plot  Pairwise error (AA distance)  Stress -per -point (%)  

Map Species  Slope  Intercept  R.S.E. 
Adj. 

R2 

Corr. 

Coef  

>10 AA 

error 

(%) 

>20 AA 

error 

(%) 

Mean 

error  
SD error  

Mean 

stress 

per -point  

SD stress 

per point  

Genotype  

S. pneumoniae  0.018 -0.019 0.082 0.988 0.994 2.752 0.966 1.029 4.508 0.028 0.054 

S. suis  0.032 -0.024 0.104 0.979 0.989 1.654 0.410 0.743 3.235 0.158 0.305 
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2.2.7. Coordination confidence 

Depending on the dataset and method used, some MDS solutions can be óunstableô, i. e. the 

patterns observed on the map are substantively different when a subsample of the full 

dataset is used (263). I used three methods to ensure the stability of the MDS 

representations; jack-knife analysis, bootstrapping and pseudo-confidence intervals 

(247,263). Firstly, jack-knifing involves removing each isolate in turn from the dataset, while 

keeping all the others, remaking the map, and testing how similar the maps are. Both maps 

were highly stable to jack-knife resampling, with the process essentially having no effect on 

isolate map positions (Table 2-4) (247,264). Secondly, I bootstrap resampled the isolates of 

each dataset 1000 times with replacement, generated a map for each and compared the 

solutions to the map made with the observed dataset. All bootstrapped solutions were a 

close to perfect fit for both species, suggesting they are robust to bootstrap resampling 

(Table 2-4) (247). Thirdly, I generated ópseudo-confidenceô intervals using the SMACOF 

algorithm. This is done by shifting the position of each isolate on the map, while keeping the 

others stationary, until stress increases by a set amount (a proportional increase of 

1/number of isolates). For both species, the confidence intervals produced using this method 

were essentially the same as the bootstrapping method (Figure 2-8). In conclusion, the 

maps were highly stable to several resampling methods, indicating high coordination 

confidence. 

 

 

Table 2-4. Coordination confidence analyses for S. pneumoniae and S. suis phenotype maps. Here, 

the stability coefficient represents the between/total variance ratio across the resampled maps. 

 Jack -knife  Bootstrapping  

Map Species  
Stability 

coefficient  

Cross 

validity  
Dispersion  

Mean 

bootstrap 

stress  

Stability 

coefficient  

Phenotype  

S. pneumoniae  1 1 0 0.014 0.988 

S. suis  1 1 0 0.026 0.932 
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A 

 

Figure 2-8. Defining confidence intervals for phenotype maps based on bootstrap resampling with 

replacement for A) S. pneumoniae and B) S. suis. Isolate mean centroid positions are marked in black 

after 1000 bootstrap samples of the isolates with replacement. Margins indicate 95% confidence 

intervals of the mean centroid positions across bootstrap resamples (264), which were typically within 

one MIC unit in any direction for each species. 

 

B 

Stability: 0.988 

Stability: 0.932 
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2.3. Phenotypic covariation in beta -lactam MIC is low, but not one -dimensional  

It is only possible to make phenotype maps because of the strong patterns of covariation 

between drugs. However, one possibility is this covariation could also be observed under a 

random permutation of values. If so, the maps might not be capturing a real biological signal. 

Another possibility is the data could in fact be one-dimensional, and it is simply experimental 

noise which is being represented in the second dimension on the maps. To test these 

hypotheses, I generated 100 duplicate datasets for each species and subjected them to 

different permutation schemes. I then generated a map for each permuted dataset and 

compared them to maps made with observed data. 

 

¶ Random permutation ï For each dataset, I selected a single drug at random and 

permuted the MIC values, while keeping the remaining drugs and relative 

frequencies of each value the same. This allowed me to test whether the observed 

covariances could likely have arisen under a random process. This is a more 

informative test of the dimensionality of the map than permuting all columns 

simultaneously, as it alters the covariance structure less drastically (247,263).  

¶ One-dimensional ï For each dataset, I generated a series of one-dimensional data 

with experimental error added. To do this, I took the observed values for a single 

drug from the dataset (selected at random for each permutation) and used this for 

each of the columns representing the ódifferentô drugs (6 for S. pneumoniae and 4 for 

S. suis). I then added noise (+1/-1 log2 dilution) to 10% of the values and tested how 

well the data could be represented in a single dimension, comparing their stress to a 

1-dimensional map made with the observed data.  

 

For the random permutation scheme, the stress values for the permuted column maps were 

higher than those for the observed data for both S. pneumoniae and S. suis (Figure 2-9 and 

Figure 2-10), suggesting the observed covariances are unlikely to be due to chance. For the 

simulated one-dimensional maps in 1D, each map had much lower stress than the observed 

data represented in a single dimension, suggesting the second dimension is not simply 

representing experimental noise. To compare the one- and two-dimensional maps more 

directly, I superimposed the single dimensional map onto the two-dimensional maps using 

Procrustes. For both maps, the isolates which had the highest stress per point were those 

which were furthest away from their position on the 1-dimensional map. In both species, 

mean distance to position on the 1-dimensional map was above one MIC unit, with many 

distances over two MIC units (Table 2-5). 



Chapter 2 ï Dimensionality reduction methods for the study of multivariate drug resistance 

50 

 

Figure 2-9. Permutation analyses for S. pneumoniae. Panel A shows the 1-dimensional map (thick 

black line) superimposed over the 2-dimensional map using Procrustes rotation. Here, the isolate 

positions on the 2-dimensional map are connected to their position on the 1-dimensional map. The 

size of the points corresponds to their stress in the 1-dimensional map, with larger points representing 

those with a larger relative contribution to overall stress. Notably, the isolates further from the line tend 

to have higher stress. Panel B shows the Euclidean distance of each point between their position on 

the 2-dimensional map and their position on the 1-dimensional map, with the mean value represented 

as a solid red line. Panel C shows the stress values for the single column permutation analysis, in 

which a single column (drug) was permuted in the original MIC dataset and the map was remade (n = 

100). Here each stress value (mean = solid red line) is above the value of the map made with the 

observed data (thick black line). Panel D shows stress values of the one-dimensional permutation, in 

which simulated 1-dimensional datasets were generated (n = 100), with the mean as a thick red line 

and the observed 1-dimensional map stress in black. 
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  Figure 2-10. Permutation analyses for S. suis. Panel A shows the 1-dimensional map (thick black line) 

superimposed over the 2-dimensional map using Procrustes rotation. Here, the isolate positions on the 

2-dimensional map are connected to their position on the 1-dimensional map (thin black lines). The 

size of the points corresponds to their stress in the 1-dimensional map, with larger points representing 

those with a larger relative contribution to overall stress. Notably, the isolates further from the line tend 

to have higher stress. Panel B shows the Euclidean distance of each point between their position on 

the 2-dimensional map and their position on the 1-dimensional map, with the mean value represented 

as a solid blue line. Panel C shows the stress values for the single column permutation analysis, in 

which a single column (drug) was permuted in the original MIC dataset and the map was remade (n = 

100). Here each stress value (mean = solid blue line) is above the value of the map made with the 

observed data (thick black line). Panel D shows stress values of the one-dimensional permutation, in 

which simulated 1-dimensional datasets were generated (n = 100), with the mean as a thick blue line 

and the observed 1-dimensional map stress in black. 
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Table 2-5. Summary statistics for column permutation and single-dimension simulation analyses.  

Species  

1D ï 2D comparison  

Single col umn 

permutation  

(n = 100)  

1D simulated datasets  

(n = 100) 

Mean pairwise 

distance (MIC units)  

Change in stress relative to observed 2D 

map (%)  

S. pneumoniae  1.275 +111% -57% 

S. suis  1.458 +207% -67% 
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2.4. MDS mitigates several AST specific issues  

In theory, because MDS maps position the isolates using several correlated variables, 

measurement error is averaged out, meaning the maps should be more accurate than any 

single MIC value taken individually (247,264). This was shown to be the case for 

haemagglutination titres in the original H3N2 influenza maps (188,265). This property of 

MDS is important here, as when the MIC assay is conducted for many isolates, it is common 

for individual MIC values to be missing, or to have experimental errors in their measurement. 

Moreover, in some cases, different methods have been used to measure the phenotypes 

within a collection. These issues can occur for several reasons, such as limitations in time or 

resources, an inability to grow an isolate from culture on a given day, or where collaborators 

have contributed data using a different assay method. Experimental errors are also 

common. For example, as the MIC assay works on discrete 2-fold dilutions, a value of 

4ɛg/ml can in fact be any value between 2ɛg/ml and 4ɛg/ml, meaning a small error in 

dilution can result in an MIC result either side of its true value (179). Taken together, these 

issues pose a challenge for further analysis, particularly when isolates have errors for 

several drugs. In some cases, separate statistical analyses need to be conducted, 

complicating interpretation, and resulting in a loss of statistical power in downstream 

analysis.  

 

In contrast to univariate analysis, where these isolates are often simply excluded, 

multivariate methods can use the information present for other drugs to impute values. I 

tested whether this meant MDS could mitigate common issues such as measurement error, 

missing values, and combined AST methods. To do this, I conducted three separate 

analyses, each designed to test a different type of error. For each test, I generated 100 

duplicate datasets for each species, and added error to these datasets under one of three 

error schemes: 

 

1. Missing values ï I randomly removed 10% of the MIC values from each dataset. To 

calculate a target distance matrix, for the isolates with missing values, pairwise 

distances were estimated by excluding the column with the missing value and using 

only the values present for each comparison.  

2. Experimental noise - I randomly selected 10% of the MIC values in each dataset. If 

the value was a numeric titre, +/- one log2 MIC dilution was added to this value, but if 

the titre was a threshold value, then no error was added. Threshold values were 

excluded because simply adding +1/-1 log2 dilution to a threshold could add a 
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relatively large error if an isolates true value is in fact far below the threshold, 

meaning the test would be invalid. 

3. Combining AST methods - I randomly selected 10% of isolates from each dataset 

and made their MIC values ódisc-diffusion likeô by censoring their values as above or 

below a clinically defined cut-offs for each drug. For example, if a resistant 

breakpoint for a given drug was => 2ɛg/ml, an isolate which had an MIC value equal 

or higher than 2ɛg/ml for that drug was marked as óRô ï for resistant. I then 

calculated the most common MIC values for each combination of sensitive/resistant 

cut-offs among the remaining isolates with MIC, as each isolate has a combination of 

cut-off values for the 6 drugs:  

 

e. g. óS S R S R Sô - where S = sensitive and R = resistant. 

 

Since this is based on MIC values (e. g. R => 2ɛg/ml), it is also possible to calculate 

the cut-off combination for isolates which did have their MIC values measured. For 

each combination of cut-offs, I calculated the most common MIC values for the six 

drugs among the remaining 90% of isolates,  

 

e. g. óS S R S R Sô = 1 - 2 - 8 - 1 - 8 - 1 (where digits refer to ɛg/ml) 

 

Then, for the isolates with cut-off data only, I imputed these MIC values, as they were 

the most common values among isolates with the same cut-off combination. A 

pairwise distance matrix for each dataset was then generated using these values and 

used as input for the MDS algorithm.  

 

I generated maps for each of the 100 samples, for each error scheme, and aligned them 

with the original map using Procrustes (Figure 2-11 and Figure 2-12). Prediction error for 

MIC values was estimated using the Euclidean distance between the isolate position on the 

full map and the isolate position on the map made with altered values (189). The overall 

stability of the maps made with altered values was also estimated using the congruence 

coefficient, estimated as the correlation of isolate positions on each axis around their origin 

(247). Generally, a coefficient above 0.95 is considered as satisfactory. As an additional 

cross-validation, maps were made in different dimensionalities (1, 2, 3, 4, and 5), using the 

first 25 of the modified datasets and their respective error scores compared.  
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2.4.1. Weighted multidimensional scaling 

For the missing values and combined AST analyses I also incorporated weighting structures 

when generating a representation. This was done to prevent isolates with missing or ódisc-

diffusionô like values affecting the position of isolates which had more information on where 

to position them. This was achieved by giving them less weight when generating the map. 

To do this, for each analysis, a weight matrix was constructed for each of the 100 samples. 

Here, the weight for each pairwise distance was calculated by multiplying the number of MIC 

values present for that pair of isolates. For the missing values analysis, this could be 

between 1 and 6, while for disc-diffusion isolates this was 0. For example, if isolate 1 has 0 

MIC values (+1), and isolate 2 has 6(+1), the weight for the distance between them would be 

7. The +1 was added to each number as the algorithm cannot operate on distances with 0 

weight. These values were then squared to generate the relative weighting for each 

distance. 

 

2.4.2. Estimating prediction error  

Generally, the maps predicted MIC values well for both the S. pneumoniae and S. suis 

datasets under each separate error scheme (Table 2-6). Notably, mean congruence 

coefficient for the maps was very high for all three analyses (>0.99), meaning inclusion of 

missing values, additional error or combined AST methods did not strongly affect the 

distribution of isolates on the map. Prediction error, as measured by distance on map, was 

typically lower than one log2 MIC unit, showing the maps were able to predict MICs well 

across different error types. While prediction error was low across the distribution of the 

maps, error was lowest for isolates with threshold values for several drugs (those positioned 

in the bottom left of the map). Notably, isolates with noise added to one or more of their MIC 

values typically had much higher stress-per-point (%) than isolates without noise added 

(Table 2-6). Lastly, prediction error (distance on map) was lowest when generating maps 

using a single dimension, but a two-dimensional map also generated strong predictions and 

had lower stress in the goodness of fit and dimensionality analyses, suggesting two 

dimensions provides a better representation (66,230) (Table 2-6). 
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Table 2-6. Results of error prediction and cross-validation analyses for phenotype maps. Note, for 

the cross-validation analyses, the first 25 of the 100 simulated datasets were used to test 

predictions. Mean difference in stress per point refers to the difference in stress per point (as a %) 

between unaltered isolates and those with added error.  

 Error estimate (n = 100)  
Cross -validation (MIC units)  

Mean prediction error (n = 25)  

Class  Species  

Mean 

congruence  

Coef.  

Mean 

pairwise 

dist.  

(MIC 

units)  

Mean diff. 

in stress 

per point 

(%) 

1D 2D 3D 4D 

Missing 

values  

S. 

pneumoniae  
0.996 0.467 0.023 0.319 0.468 0.493 0.517 

S. suis  0.990 0.695 0.134 0.474 0.696 0.838 0.887 

Added 

noise  

S. 

pneumoniae  
0.999 0.895 0.096 0.488 0.899 0.948 1.001 

S. suis  0.992 0.825 0.141 0.57 0.822 0.96 1.004 

Combining 

MIC and 

disc 

diffusion 

methods  

S. 

pneumoniae  
0.999 0.320 -0.03 0.232 0.314 0.35 0.355 

S. suis  0.991 0.937 -0.172 0.757 0.936 1.007 1.027 

         



Chapter 2 ï Dimensionality reduction methods for the study of multivariate drug resistance 

57 

 

Figure 2-11. Missing value cross-validation analysis for S. pneumoniae. Panel A shows one sample of the dataset with 10% MIC values removed, where the red values 

represent the predicted locations of each isolate connected to their true location (black points) on the observed map. Crosses (x) show the distribution of the remaining 

isolates without values removed. Panel B shows the correlation coefficients of the 100 sampled maps after Procrustes rotation and comparison to the true map. Red and 

black lines denote the mean congruence coefficient across the maps and a reference line of 0.990 respectively. Panel C shows the pairwise distances between each isolates 

true position and their predicted position (across all samples). Red bars show the isolates with MIC values removed while grey shows the remaining isolates. Red and grey 

dashed lines show the mean values for the respective groups, while the solid black line shows a reference of 1 MIC unit. Panel D shows the distances between the isolates 

true map positions and their predicted positions for the first 25 samples, when maps were made across different dimensions. 
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Figure 2-12. Missing value cross-validation analysis for S. suis. Panel A shows one sample of the dataset with 10% MIC values removed, where the blue values represent 

the predicted locations of each isolate connected to their true location (black points) on the observed map. Crosses (x) show the distribution of the remaining isolates without 

values removed. Panel B shows the correlation coefficients of the 100 sampled maps after Procrustes rotation and comparison to the true map. Blue dashed line shows the 

mean congruence coefficient across samples. Panel C shows the pairwise distances between each isolates true position and their predicted position (across all samples). 

Blue bars show the isolates with MIC values removed while grey shows the remaining isolates. Blue and grey dashed lines show the mean values for the respective groups, 

while the solid black line shows a reference of 1 MIC unit. Panel D shows the distances between isolates true map position and their predicted positions for the first 25 

samples, when maps were made across different dimensions. 
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2.5. Inclusion of threshold values on phenotype maps  

Depending on the dilution range used, some isolates MIC values can be beyond the 

sensitivity of the assay. For example, if drug concentrations are measured down to a certain 

dilution, isolates with MIC values lower than this are simply marked as equal to or below a 

lower threshold (e.g., <= 0.03 ɛg/ml). The same can be true for an upper threshold (e.g., >8 

ɛg/ml). This complicates downstream analysis, as isolates which could vary in their 

phenotypes are marked as having the same MIC value. This is common in large surveillance 

datasets, such as the S. pneumoniae dataset. Theoretically, the maps can interpret isolates 

beyond the range of the assay for a given drug using the information available for the other 

drugs, however the presence of isolates with threshold values for all drugs may still affect 

the representation of other isolates on the map. I tested whether this was the case using 

three methods; firstly, I removed isolates with threshold values for all drugs and remade the 

maps. This did not affect the position of the remaining isolates for either both species 

(Congruence coefficient > 0.999) (Table 2-7). Secondly, I removed isolates with fewer than 

two numerical titres and found that again maps were near identical for both species 

(Congruence coefficient > 0.999). Lastly, I compared metric maps to those made with ordinal 

and weighted MDS, I then weighted isolates with threshold values less strongly as in Section 

2.4. These maps were essentially identical to the original metric maps made without 

weighting (Congruence coefficient > 0.999). In conclusion, the maps were robust to the 

inclusion of isolates with several threshold MIC values. 

  



Chapter 2 ï Dimensionality reduction methods for the study of multivariate drug resistance 

60 

 

 
Table 2-7. Summary statistics for threshold value analyses. Note, ordinal MDS only 

preserves the rank order of pairwise distances, giving the algorithm more flexibility to 

position isolates with threshold values, as long as it is equal to or greater than a threshold 

distance. 

 Error estimate  

Class  Species  
Congruence  

Coef.  

Mean 

pairwise 

dist.  

SD pairwise dist.  

Ordinal compared 

to metric MDS  

S. pneumoniae  0.999 0.129 0.137 

S. suis  0.998 0.151 0.110 

Removing all 

isolates with 

threshold values  

S. pneumoniae  0.999 0.457 0.604 

S. suis  0.999 0.134 0.125 
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2.6. Clustering algorithms for PBP-type  classification  

To relate the genetic maps to the phenotype maps and make further genotype-phenotype 

comparisons in Chapters 3 and 4, I classified PBP genotypes using a hierarchical clustering 

algorithm. Choosing the optimal number of clusters for an MDS plot is subjective and 

depends on the data and the rationale of the study. Here, the aim was to choose a high 

enough number of clusters to partition PBP-types into groups with relevant differences 

between them, but not too high where they no longer represent useful classifications. Here, I 

based the number of clusters on the following criteria: 

 

1. Interpretability of the clusters - Ultimately, the number of clusters is decided on 

whether they capture biologically useful information. In this case, the groups should 

have a high enough number of PBP-types, but they should be genotypically distinct 

enough to make useful comparisons. This was therefore the primary criterion in 

deciding on the number of clusters.  

2. Choosing a partition on the dendrogram which splits the centroids into roughly equal 

sized groups, with large distances between them (Figure S 3). 

3. Choosing the óelbowô on a scree plot - After a certain point, adding additional clusters 

does not additional information to the clustering. This can be visualised by looking at 

the decrease in within-group variance between different numbers of clusters (Figure 

S 3). 

 

I emphasised the first of these criteria in deciding on the number of clusters, as the goal of 

the clustering was to make genotype-phenotype comparisons in Chapter 3. The optimal 

number of clusters was therefore between 10-14 for S. pneumoniae and between 5-10 for S. 

suis. The two remaining criteria were then used to refine this selection. For the S. 

pneumoniae and S. suis genetic maps, I chose 12 and 8 clusters respectively. This choice of 

clustering separated the PBP-types into groups with relatively small within-cluster 

phenotypic distances (Median = 0.444 and 2.199 MIC units respectively). Although there 

was overlap between genetic clusters on the phenotype map (Figure 2-13 and Figure 2-14), 

within-cluster pairwise distances were smaller than between-cluster pairwise distances 

(Median = 4.748 and 4.162 MIC units for S. pneumoniae and S. suis). On a 3D genetic map, 

the clustering and results of downstream analysis were substantively the same as for the 2D 

map. Other clustering algorithms were also tried (K-means/K-medoids), but these algorithms 

were biased by the high density of sensitive PBP-types on the left of the maps. In this case, 

it resulted in splitting the sensitive isolates into multiple clusters, despite only small genetic 
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distances between them. The hierarchical algorithm was therefore used for all further 

analyses (266). 
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Figure 2-13. Panel A shows the genetic map for S. pneumoniae. Here, the points again represent isolates but now the vertical and horizontal axes represent 

genetic distance, where the gridlines represent 10 amino acids difference in any direction. Notably, many of the most sensitive PBP-types fall on the left of the 

genotype map (red), while there is a diversity of phenotypes among the other isolates (see Chapter 3). The hierarchical clustering algorithm split the isolates 

into 12 groups, based on their position on the genotype map. The positions of these clusters are shown in panel B, where large, coloured points represent the 

median centroid position of each PBP-type on the phenotype map. Grey points represent the isolates of the other clusters as a reference. 

A 

 

B 
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Figure 2-14. Panel A shows the genetic map for S. suis where the gridlines represent 10 amino acids difference in any direction. Many of the most sensitive 

PBP-types fall on the left of the genotype map (white), while there is a diversity of phenotypes among the other isolates (see chapter 3). The hierarchical 

clustering algorithm split the isolates into 8 groups, based on their position on the genotype map. The positions of these clusters are shown in panel B, where 

large, coloured points represent the median centroid position of each PBP-type on the phenotype map. Grey points represent the isolates of the other clusters 

as a reference. 

A 

 

B 
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3. Discussion  

In this chapter, I developed multidimensional scaling methods for the study of high-

dimensional phenotype and genotype data. Broadly, these methods provide a generalisable 

framework for the study of phenotypic variation and covariation among populations. I used a 

series of methods to ensure goodness-of-fit, define confidence intervals, and used the maps 

to classify isolates based on their PBP genotypes. I found variation in beta-lactam 

phenotypes and genotypes are low-dimensional in these species and show strong patterns 

of covariation, work which will be further explored in Chapter 4. Lastly, I demonstrated the 

cartography methods were more accurate than taking individual MICs in isolation, able to 

interpret both missing values and data beyond the dilution range of the assay and could be 

used to combine results of multiple AST methods.  

  

3.1. Low -dimensional variation in resistance phenotypes  

The maps highlight that although variation in phenotypes for both species is low, it is not 1- 

dimensional. For each species, the algorithm needed two dimensions to represent 

phenotypic variation accurately, and there were differences between species in both the 

distributions of isolates MIC values and the strength of the correlations between drugs. 

Rather than the isolates being spread along a single line, there were deviations from a one-

dimensional path, suggesting to some extent, MIC can increase to one subclass without 

necessarily increasing in MIC to the others. These deviations are concordant with 

differences in the molecular binding mechanism between subclasses of drugs, and the 

genetic modifications which generate resistance (267ï269). For example, substitutions in 

the transpeptidase domain of PBP2X in S. pneumoniae have been found to increase MIC to 

cefotaxime but not penicillin (51ï54), suggesting differences in binding mechanism between 

drugs. In contrast, if resistance to all drugs arose through the same mechanism, we would 

expect any increase in MIC to one drug to produce a corresponding increase to the other 

drugs. This suggests many PBP substitutions which generate increased MIC have specific 

effects on one class of drugs, rather than common effects against multiple drugs (see 

Chapter 3 for more detail).  

 

Despite these differences in mechanism, the maps are still not high-dimensional ï there is 

strong covariation between drugs. This is likely an interaction of differences in the underlying 

molecular mechanism, coupled with intrinsic fitness dynamics of the isolates with elevated 

MIC, and extrinsic factors, such as which drugs are being used within a population 

(188,192,250). The combination and interaction of each of these factors results in the 

dimensionality and distribution for a phenotype map. In the case of beta-lactam resistance in 
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these streptococci species, this is a low, but not one-dimensional path through a larger 

dimensional space. These results have important implications for how selection on any one 

drug is likely to act on and generate resistant phenotypes to the other drugs, as selection for 

resistance to one drug may not necessarily generate resistance to other subclasses. When 

paired with genotype-phenotype mapping work in Chapter 3, these results could assist in the 

development of treatment protocols, improved genomic surveillance and public health 

interventions. This work and the dimensionality of the genetic maps are explored in more 

detail in Chapter 4. 

 

3.2. Cartography as a framework for studying multivariate drug resistance  

The cartography methods offer several advantages in the analysis of multivariate drug 

resistance data. Firstly, the maps provide a framework for studying patterns of variation and 

covariation in drug resistance among circulating bacterial populations, by helping to quantify 

what these patterns are and what is maintaining them over time, and in hypothesising what 

the indirect effects of population-level interventions might be on cross-resistance. The maps 

provide useful visualisations of high-dimensional data which can aid communication of 

results, and allow classification of isolates using all variables simultaneously, rather than 

conducting separate analyses for each drug or genotype. Broadly, these methods provide 

quantitative tools to study multivariate phenotypic data, akin to how phylogenetic methods 

are used in analysing and generating hypotheses for genetic data (188). 

 

Secondly, the method offers improved resolution over univariate methods, as it is able to 

interpret values beyond the dilution range of the assay and average out several types of 

error common in resistance surveillance datasets (188). For example, prediction error for 

missing and noise added values was typically below a single MIC unit, within the range of 

error expected if isolates were remeasured experimentally (35,179,270). The cartography 

methods were also able to combine AST methods, again predicting MIC values from disc 

diffusion data with error less than a single MIC unit, beyond the resolution typically possible 

using the disc-diffusion assay (35,179,270). These ranges of error are similar to previous 

machine learning methods used to predict MIC from genetic data, including those developed 

for S. pneumoniae (74,76,77,271). However, as this method only requires the correlations 

between drugs to generate predictions, they do not require bespoke genotype-phenotype 

prediction models for each new species, potentially making them more generalisable in new 

contexts.  
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Thirdly, I found the MDS methods could be used to quantify and visualise different sources 

of error in the datasets, allowing a more precise interpretation of phenotype assay data. For 

example, isolates with additional added noise typically had higher stress on the maps. This 

difference in relative stress levels could be used to pick out isolates which may have been 

incorrectly measured, as points which contribute the most stress may suggest assay error 

for that isolate. Researchers could then re-measure isolates above a certain stress threshold 

to ensure their MIC values are correct and they represent a unique phenotype, or whether 

this was due to error. This improves the ability to curate centralised databases of 

phenotypes for surveillance.  

 

While further validation is required, these methods could be easily applied to other drug-

species combinations, such as Klebsiella pneumoniae, Mycobacterium tuberculosis, and 

Salmonella enterica. In principle, other AST methods could also be combined and 

represented using the same methods, such as E-tests, macro-dilution testing, or antibiotic 

response curves, provided the relevant calibration is available. More broadly, these methods 

could also be used in other contexts outside large-scale surveillance, such as in vitro 

experimental evolution work on cross-resistance or in studying a within-host response to 

treatment. Lastly, the relatively short run times of the SMACOF algorithm means the method 

can also be run on much larger surveillance datasets or in time-limited public health 

contexts. 

 

3.3. Limitations  

Although these methods were developed to cope with threshold values, isolates with 

threshold values for all drugs may still affect the overall distribution observed on the maps. 

Theoretically, the maps can interpret values beyond the dilution range used in the assay, 

because these isolates are positioned using the information available for the other drugs. 

However, that is not the case where isolates had threshold values to all drugs, as there is no 

information on precisely where to position them, other than that they must be below the 

lowest dilution on the scale. The map therefore positions them in the bottom left, as these 

isolates are at least this different from the other isolates, but their precise position is unclear. 

While the maps therefore produce the best representation possible with the data available, a 

longer range of dilutions may show the full distribution of these phenotypes on the map. As 

shown, the presence of these isolates does not significantly affect the representation of the 

remaining isolates, however this issue needs to be considered carefully when conducting 

any downstream analyses (see Chapter 3).  
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Moreover, it is only possible to combine data from different assays on the maps in cases 

where the assays are calibrated to be comparable, i. e. an MIC dilution of >2ɛg/ml is 

equivalent to a óresistantô measurement via disc diffusion etc. If such a calibrated scale is not 

available, it would be much more difficult to position the isolates relative to each other. 

Usually for most species-drug combinations, this calibration is available, although there are 

likely exceptions. It may be possible to use cartography methods to calibrate this scale 

where it is not available, but this would require additional testing and development of the 

methods.  

 

Lastly, while these drugs and PBP proteins were represented well in two dimensions, other 

bacterial species or drugs may require higher dimensional maps to represent them 

accurately. These higher dimensional representations may still be useful in removing error or 

in classifying phenotypes/genotypes, but the methods would need to be validated in each 

specific case.  

 

3.4. Conclusions  

In summary, in this chapter I developed óantimicrobial resistance cartographyô, a 

methodology which applies dimensionality reduction methods to multivariate drug resistance 

data. These ómapsô provide simple visualisations of complex antibiotic susceptibility testing 

datasets, which can be more easily shared and communicated by researchers. By 

visualising several phenotypic traits simultaneously, the maps can be used to compare 

patterns of drug resistance covariation among circulating bacterial isolates, while accounting 

for meta-variables such as genetic background. Instead of analysing single drugs in 

isolation, the methods facilitate modelling of full susceptibility profiles, and can quantify 

phenotypic differences between isolates more accurately than single measurements alone. 

The methods can also be used to combine and curate data from different sources and 

experiments and identify issues such as bias or measurement error. In principle, these 

methods are not limited to the MIC assay or drug resistance phenotypes and could be used 

to map variation in any system where there is high-dimensional phenotypic variation, such 

as cancer-drug or phage resistance. In subsequent chapters, I demonstrate the utility of 

these methods, both in making phenotype-genotype comparisons, and in exploring 

hypotheses for multivariate drug resistance evolution among real-world bacterial 

populations. 

 

 

 



 

    69 

Chapter 3 - Identifying molecular changes associated with beta -

lactam resistance in S. pneumoniae  and S. suis  

1. Introduction  

Linking genotype to phenotype is a central goal in evolutionary biology (239,272), 

particularly where it has applied relevance, such as beta-lactam resistance in streptococci. 

These drugs are crucial in combatting streptococcal infections, but their effectiveness is 

being eroded by the increased frequency of resistance (21,59,273,274). Unfortunately, 

limiting the spread of this resistance is hindered by a lack of full understanding of its 

molecular basis, and requires tools which can interpret the effects of genetic changes on 

multiple phenotypes simultaneously. Identifying the genetic basis of multivariate change in 

this system would assist in the genomic surveillance of resistance, inform hypotheses on the 

causes of variation and covariation among MICs, and improve computational methods used 

to predict phenotype from genetic data (76). 

 

A range of in vitro and computational work has identified modifications of the transpeptidase 

regions of three penicillin binding proteins (PBPs) as the primary determinants of beta-

lactam resistance (57,66,76,275). These modifications reduce the binding affinity of 

antibiotics, preventing attachment, and allowing the proteins to carry out biosynthesis of the 

peptidoglycan cell wall (57,227,276,277). From this work, four key findings have emerged; 

firstly, high-level resistance requires multiple PBP substitutions, which typically modify 

protein structure around the active sites (57,268,278,279). Secondly, important epistatic 

interactions exist between sites, both within and between PBPs (144,234). Thirdly, 

substitutions can have different effects on specific subclasses of beta-lactams (267ï269). 

For example substitutions in PBP2X in S. pneumoniae increase MIC to cefotaxime without 

increasing penicillin MIC (57,66,280,281). Lastly, while other areas of the genome may 

affect beta-lactam resistance, such as those within the peptidoglycan synthesis pathway 

(e.g. murM and mraY) (57,222), most variation in MIC is determined by three PBP proteins 

(PBP1A, PBP2B and PBP2X) (66,72,76,225). This has enabled the development of highly-

accurate machine learning models which predict phenotype from PBP sequence for S. 

pneumoniae and S. agalactiae (76,77,256).  

 

However, the degree of recombination in these proteins, combined with differences in 

binding mechanism between drugs, has made identifying precisely which PBP substitutions 

cause variation in MIC challenging (66,106,144). This is due to the complex, multivariate 

nature of the system, where multiple substitutions are required for high-level MIC, and 



Chapter 3 ï Identifying molecular changes associated with beta-lactam resistance in S. 

pneumoniae and S. suis 

70 

 

substitutions can have varying effects on each subclass of drugs (57,66,280,281). Moreover, 

causal variants in the PBPs are contained within highly variable regions known as ómosaicô 

blocks, which arise through recombination (66,230). This makes identifying causal 

substitutions difficult, as many variants are likely hitchhikers, or alter the fitness effects of 

causal substitutions (57,66,144,234,235). Consequently, a recurring issue has been the low 

overlap between PBP substitutions identified by different methods (106). For example, of 49 

PBP positions identified by GWAS and random forest methods, only 9 of these overlapped 

between studies (8,16,33). Substitutions identified using computational methods can also 

differ from those identified through in vitro work (57,66,76,106). One reason for this may be 

that analyses have reduced MIC values to binary resistance/sensitive reports, though there 

have been notable exceptions (66,72,76,225). This is associated with a loss of fine-scale 

phenotypic information, which may be relevant in this system, as the beta-lactam phenotype 

is complex (76). Moreover, power to detect genotype-phenotype associations may have 

been reduced by conducting analysis on individual drugs in isolation, and could be improved 

by using tools which can interpret the effects of genetic changes on multiple phenotypes 

simultaneously (57,66,76). Lastly, much of this work has only been completed for S. 

pneumoniae, and it is unclear which substitutions increase beta-lactam MIC in other 

important streptococci, such as S. suis (158). There is therefore a lack of genotype-

phenotype prediction models for this species (158,159).  

 

Because of these issues, several uncertainties remain: which PBP substitutions underlie 

variation in beta-lactam MIC in S. pneumoniae and S. suis; do these substitutions typically 

have effects on single drugs, or do they confer resistance to multiple sub-classes of beta-

lactams; and does the presence of some substitutions alter the phenotypic effects of others? 

By applying methods which take account of the multivariate, multi-loci nature of these traits, I 

hope to improve understanding of their underlying causal basis. 

 

1.1. Chapter outline  

In this chapter, I use multivariate methods to identify PBP amino acid substitutions 

responsible for variation in beta-lactam MIC in S. pneumoniae and S. suis. To achieve this, I 

present five analyses that combine cartography and statistical techniques. Firstly, I take 

advantage of the genetic variation present in large surveillance datasets to quantify the 

effects of individual PBP substitutions on beta-lactam MIC. Secondly, I use clustering 

algorithms to partition regions of the phenotype and genotype maps presented in Chapter 2 

and identify substitutions associated with these regions. Thirdly, I use multivariate linear 
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mixed models (mvLMMs) to test which substitutions are associated with phenotypic change 

and estimate their effect sizes. I also use these models to estimate heritability of traits. 

Fourthly, I extend the mvLMM framework to test for epistatic interactions between PBP 

positions for each species. Lastly, I develop a genotype-phenotype prediction model for S. 

suis and test its accuracy using four-fold cross-validation. By conducting analysis on specific 

PBP proteins among collections of isolates, these methods complement existing lab and 

GWAS methods, and could help direct future experimental research into the effect of 

important substitutions.  
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2. Methods  

2.1. Data and PBP regions of interest  

There is a substantial amount of WGS and phenotype data available on variation in beta-

lactam MIC in S. pneumoniae and S. suis (76,77,158,252). This data and the corresponding 

phenotype/genotype maps were presented in Chapter 2 of this thesis. To recap, phenotype 

maps are a mathematical representation of multivariate MIC data, visualised using 

multidimensional scaling. On these maps, each point represents an isolate, and the 

distances between them represent the differences between isolates in their measured MIC 

values. Broadly, the maps allow visualisation and comparison of phenotypic variation among 

the isolates in relation to meta-data, such as variation in genotype. The maps also improve 

quantitative interpretation of the data in relation to several sources of error present. In this 

chapter, I extend these methods by developing computational approaches to identify the 

substitutions underlying variation in beta-lactam MIC in S. pneumoniae and S. suis. In both 

species, genes encoding three key penicillin binding proteins (pbp1a, pbp2b, and pbp2x) 

have been identified as the major determinants of phenotypic variation in MIC to beta-

lactams (see Section 1). In all analyses, I therefore focus on the amino acid sequences of 

the transpeptidase regions in these proteins (Table 3-1). 
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Table 3-1. Description of PBP transpeptidase regions for each streptococci species. Active site motifs 

were defined according to (57,76). Throughout this chapter, PBP1A, PBP2B, and PBP2X are 

capitalised to denote transpeptidase regions of these proteins only. 

PBP Classifier  S. pneumoniae  S. suis  

PBP1A Total no. amino acid positions 276 265 

Transpeptidase location 371-647 331-595 

Variant/invariant positions 94/182 134/131 

Active sites S370TMK, S466SN, K557TG - 

PBP2B Total no. amino acid positions 277 328 

Transpeptidase location 379-656 351-681 

Variant/invariant positions 80/197 180/48 

Active sites S386TMK, S443SN, K614TG - 

PBP2X Total no. amino acid positions 358 355 

Transpeptidase location 229-587 265-619 

Variant/invariant positions 111/247 179/176 

Active sites S337TMK, S395SN, K547SG 

 

S339TMK, 
S396SN, 
K548SG 

 
  



Chapter 3 ï Identifying molecular changes associated with beta-lactam resistance in S. 

pneumoniae and S. suis 

74 

 

2.2. Heritability and per -PBP variance decomposition  

To justify focusing solely on these PBP proteins, I quantified the proportion of phenotypic 

variance in beta-lactam MICs potentially explained by amino acid variation in their 

transpeptidase regions. Heritability is the proportion of phenotypic variance in a trait which 

can be explained by the genetic variation among individuals within a given population, 

versus environmental factors or experimental error. For all estimates of heritability, I used 

isolate position on the phenotypic map axes as proxy phenotypes, and amino acid sequence 

variation rather than genetic sequences. As detailed in Chapter 2, position on the map axes 

is equivalent to log2 MIC to subclasses of beta-lactams. Estimates of heritability can be 

subdivided into óbroadô and ónarrowô sense heritability (H2 and h2 respectively): 

 

2.2.1. óBroad-senseô heritability (H2) 

'Broad-sense' heritability (H2) is the proportion of phenotypic variance which is explained by 

all genetic or amino acid sequence variation in a population, including epistatic, dominance, 

or interaction effects. Under certain assumptions, H2 can be estimated by calculating the 

intra-class (i.e. within PBP-type) correlation of a given trait, also known as repeatability 

(239,282). When a phenotype is measured for multiple isolates with the same PBP 

sequence (PBP-type), repeatability can be measured as: 

 

ὙὩὴὩὥὸὥὦὭὰὭὸώ 
„

„  „
 

(3.1) 

where: 

„  
ὓὛὋ ὓὛὉ

ὶ
 

(3.2) 

and: 

„  ὓὛὉ  

(3.3) 

Here, r represents the number of replicates per PBP-type. MS(G) is the mean sum of 

squares for each PBP-type, while MS(E) is their residual error. MS(G) and MS(E) were both 

estimated using an analysis of variance. For my calculations, since each PBP-type had a 

different number of isolates, r was replaced with ὶ: 
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ὶ ὲ ρ Ὑ  
Ὑ

Ὑ
 

(3.4) 

where: 

Ὑ  Вὶ and Ὑ  Вὶ 

(3.5) 

Since isolate MICs were measured under the same conditions, we would expect differences 

between them to be due to differences in their PBP amino acid sequences, rather than 

environmental differences. Where this assumption is met, repeatability is equal to H2 

(239,282,283). However, given there may be subtle differences in measurements, for 

example between labs, estimates of H2 can only be taken as an upper limit. H2 estimates 

were calculated using the óheritabilityô package in R v 4.0.4 (283).  

 

2.2.2. óNarrow-senseô heritability (h2) 

In contrast, 'narrow-sense' heritability (h2) is the proportion of phenotypic variance explained 

by additive genetic variation only. h2 is estimated as the ratio of additive genetic variance to 

total phenotypic variance and can be estimated using linear mixed models (LMMs) 

(187,239,282). LMMs decompose variation in a phenotype into the variance explained by 

individual genetic markers, genetic relatedness, and error (see Section 2.3.3). Here, h2 is 

calculated without the fixed effect of genetic markers and only estimating the other 

parameters. Variance in a phenotype can be decomposed as: 

 

ώ ͯ ὔπȟ„Ὑ  „Ὅ  

(3.6) 

where y is the phenotypic vector, „  is the proportion of variance explained by variation in 

amino acid sequences, and Ὑ is the Realised Relatedness Matrix (see below). „  is the 

proportion of variance explained by residual error, where Ὅ is a N x N identity matrix. Using 

this model, narrow-sense heritability can be estimated as: 

 

Ὤ
„

„  „
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(3.7) 

where „  and „  are the maximum likelihood estimates of „  and „  respectively 

(91,92,187). Notably, an advantage of LMMs is they can allow for complex genetic 

covariance structures based on similarity between SNP-based relatedness matrices (or 

amino acid-based relatedness in this case). Here, the Realised Relatedness Matrix (RRM) 

(91,92,187) is used to estimate relatedness between individuals: 

 

Ὑ  
ρ

Ὓ
ὢὢ  

(3.8) 

S is the number of amino acids used to calculate relatedness, and X is the N x S matrix of 

standardised sequences, where N is the number of isolates. Framing relatedness in this way 

allows the similarity between isolate PBP-types to be captured in an N x N matrix, where the 

similarity between isolates i and j is contained within the ith row of the jth column 

(91,92,187). The Realised Relatedness Matrix was used for all subsequent estimations of 

relatedness between PBP-types (see Section 2.3.3). 

 

2.2.3. Per-PBP variance decomposition 

The equations in Section 2.2.2 can be used to separate phenotypic variance into that which 

is explained by particular genes of interest (284,285). I used this extension to quantify the 

relative contribution of each PBP protein on position on the phenotypic map axes. Here, ὓ is 

the multiple sets of amino acids (PBPs in this case) - ὋȟȣȟὋ , into which we would like to 

decompose variation (91,92). Ὓ  is the number of amino acids in set ά, and Ὑ  Ὃ Ὃ  

is the Realised Relatedness Matrix for a given set of amino acids (ά). Phenotypic variance 

can be then decomposed into each set using the following: 

 

ώ ͯ ﬞ πȟ „ Ὑ „Ὅ  

(3.9) 

as 
 

Ὤ  
„

В „  „
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(3.10) 

Where the maximum likelihood estimates of „  and „  are provided by „  and „  

respectively (92). All variance decomposition and narrow-sense heritability estimates were 

calculated using the LIMIX framework for LMMs in Python (91,92). 

 

2.3. Identification of causal amino acid substitutions  

After quantifying the phenotypic variation explained by variation in PBP amino acid 

sequences, I used a series of methods to identify which substitutions are associated with a 

change in phenotypic position on the beta-lactam maps. All of these methods were originally 

developed to identify causal substitutions underlying antigenic change in H3N2 influenza 

and were modified for use in this context (188,189).  

 

2.3.1. Identifying pairs of isolates that differ by a single PBP substitution 

The first method involves identifying pairs of isolates which vary at a single amino acid 

position within one of the three PBP proteins. For example, a pair of isolates: A (XYZ) and B 

(XYA) have the same genetic background (XY#) but differ by a single substitution, in this 

case Z/A (189). The Euclidean distance between the two isolates on the phenotype map is 

then calculated and credited to the variation at this position (189). In many cases, there may 

be several isolates of each comparison within a collection. Where there is more than one 

isolate of a given genotype, I calculated the pairwise phenotypic distance between each 

isolate in the comparison and took the median value. In some cases, the same substitution 

can occur on multiple genetic backgrounds, which allows comparison of the effects of a 

substitution on different genetic backgrounds in the PBP proteins (189). 

 

2.3.2. Identifying ócluster-differenceô substitutions 

A second method to identify causal substitutions involves clustering of isolates based on 

their phenotype and genotype and identifying ócluster-differenceô substitutions (189). While 

this method was originally developed in the context of antigenic cartography, it needed to be 

modified for use here. In the original H3N2 antigenic map (188), strains of influenza were 

clearly clustered into groups of phenotypically distinct strains. The K-means clustering 

algorithm was then used to pick out groups, and used to identify amino acid substitutions 

which underlie phenotypic change between clusters. In the case of the phenotype maps for 

S. pneumoniae and S. suis, isolates do not obviously fall into discrete clusters, and show 

considerably higher genetic, yet lower phenotypic diversity than the original antigenic maps. 

For this reason, it was necessary to split PBP-types into less diverse subsets. 
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I first subdivided isolates into groups with relatively low PBP genetic diversity using the 

hierarchical clustering algorithm (as outlined in Chapter 2). Within each genetic cluster, the 

following method was used to identify causal substitutions among several varying positions. 

Firstly, median centroid positions were calculated for each PBP-type on the phenotype map. 

Clusters of these centroid positions were then delineated using the hierarchical clustering 

algorithm (266). The number of clusters for each subset was chosen based on the same 

criteria used for the full genotype map (Chapter 2 -2.6). óCluster-differenceô variants were 

identified under the following definition: they were a variant at a given PBP location, where 

all PBP-types (or all but one) of cluster A have amino acid X at that position, and all PBP-

types (or all but one) of cluster B have a different amino acid at that position (188). A 

substitution was marked as óstrong-evidenceô of generating an effect if the above was true. 

In contrast, a variant was considered as having óweak evidenceô if the above was true, but 

where this was based on a low sample size (5 or fewer PBP-types/a low number of isolates 

for each type), or in some cases where there was not full segregation of a given substitution 

between phenotypic clusters.  

 

2.3.3. Multivariate linear mixed models (LMMs) 

The third method involves applying linear mixed models to the map axes (189). Linear mixed 

models are a well-established method of identifying causal genetic variants responsible for 

phenotypic variation (91,286). Importantly, these methods provide a framework to 

statistically test the effect of a particular substitution, while accounting for the similarity we 

would expect between isolates simply because they have similar PBP sequences (189). 

LMMs decompose variation in a phenotype (y) into several components, modelled as both 

fixed and random effects: 

 

ώ  ‍ὼ Ὣ  ‪ 

(3.11) 

Firstly, this includes the effects of a single amino acid or genetic marker of interest (‍ὼ), 

modelled as a fixed effect. Here, ‍ is the effect size, and ὼ is the presence/absence of the 

genetic marker being tested (0 or 1). Secondly, the relatedness between isolates, modelled 

as a random effect (Ὣ). This captures the phenotypic similarity we would expect between 

isolates based on how similar their PBP proteins are. Ὣ is modelled as a normal distribution, 

with mean 0 and covariance „ : 

Ὣ ͯ ὔπȟ„ Ὑ  
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(3.12) 

This represents the similarity between isolates in their PBP-type, where R represents the 

relatedness RRM (see Equation (3.8)). Lastly, experimental noise is also included as a 

random effect (‪), and is modelled as a normal distribution with mean 0, and variance „ : 

 

‪ ͯ ὔπȟ„Ὅ  

(3.13) 

Here, I represents the N x N identity matrix. Statistical testing is then made possible by 

comparing the null model 0꞊ (  ̡= 0), the marker having no effect, against the full model  ꞊ 1, 

that the genetic marker has an effect (ʲ ḕΞί): 

 

꞊ρḊώ ͯ ὔπ ὼ‍ Ὣ  ‪  

꞊πḊώ ͯ ὔπ Ὣ  ‪  

(3.14) 

The likelihood ratio (Ὀ) is used to compare the likelihood of the two models. Here, Ὀ is 

defined as: 

 

Ὀ  ὒ‍ȟὫȟ„ Ⱦ ὒ Ὣȟ„   

(3.15) 

where ὒ‍ȟὫȟ„  is the likelihood of the parameters of the full model 1꞊, while ὒ Ὣȟ„  is 

the likelihood given the parameters of the null model, 0꞊. Since 2Ὀ is equivalent to a …2 

distribution, it can be used to calculate a p-value. The univariate LMM can then be extended 

to include multiple phenotypes (ὣ), where ὣ  is matrix of (ὔȟὖ) phenotypes, and ‍ is an 

effect size vector of length ὖ : 

 

ὣ  ὼ‍ Ὣ  ‪ 

Ὣ ͯ ὓὔȟ πȟ„ Ὑȟὅ  

‪ ͯ ὓὔ ȟ πȟ„Ὅ ȟὅ  

(3.16) 

Ὣ is now modelled as a multivariate matrix distribution, where Ὑ and ὅ are the genetic 

individual-to-individual and genetic trait-to-trait covariance matrices respectively. ‪ captures 

residual error as a multivariate matrix-distribution Ὅ , and ὅ  is the environmental trait-to-trait 
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covariance matrix. More detailed information on multivariate LMMs and their parameter 

estimation can be found in: (91,92,187,189). All LMMs were implemented using the LIMIX 

package in Python (91).  
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2.4. Increasing the statistical power of mvLMMs  

Several computational methods have been applied to pick out causal substitutions in the 

PBPs underlying beta-lactam resistance in streptococci. However, the low overlap in causal 

substitutions identified between methods may be partly due to low statistical power (see 

Section 1). I therefore used a series of modifications to maximise the statistical power of 

LMMs to detect effects, based on similar implementations developed for antigenic 

cartography (189). 

 

2.4.1. Focus on the transpeptidase regions of the PBP proteins only 

As the transpeptidase regions of the PBP proteins have been repeatedly identified as 

responsible for the majority of variation in beta-lactam phenotypes, I apply mvLMMs only to 

these regions. These regions (<1000 amino acid positions) are several orders of magnitude 

smaller than the entire streptococci genome for either species, where genome sizes can be 

up to 2.5 Mb. By focusing on these small regions of the streptococci, this massively 

decreases the number of statistical tests which need to be conducted and means less strict 

correction for multiple comparisons can be applied. 

 

2.4.2. Applying mvLMMs to phenotype map axes  

I used MDS axes as proxy phenotypes rather than raw MIC values individually, as this 

increases statistical power in several ways. Firstly, by using fewer statistical tests in total, 

this allows less strict correction for multiple comparisons, increasing statistical power. 

Secondly, effect sizes are larger in joint dimensions than for either dimension separately, 

providing additional power to detect effects (189). Thirdly, combining multiple correlated 

phenotypes controls for these correlations when identifying significant substitutions and 

allows for comparison of joint and specific effects. Lastly, the dimensionality reduction step 

reduces experimental noise and allows post-hoc visualisation of mvLMM results. 

 

2.4.3. Amino acid sequences rather than genetic sequences 

A third way of increasing statistical power to detect effects is to use amino acid sequences 

rather than genetic sequences (SNPs). Amino acid sequences are shorter than the genetic 

sequences and therefore require fewer statistical tests and less severe controlling for 

multiple comparisons. One caveat is that since an amino acid at a given locus can be any of 

20 amino acids, this may actually increase the total number of statistical tests, as a test of 

association would be required for each amino acid at a given position (189). However, such 

a high degree of variation at a single position is very uncommon, meaning practically, fewer 
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tests in total are required compared to using the genetic sequences (189). In all cases where 

the RRM was calculated (as in Equation (3.8), the PBP amino acid sequences were used 

rather than a standard SNP matrix. 

 

2.4.4. Dummy variables 

A fourth method to increase statistical power involves recoding the amino acid at each locus 

as a 'dummy' variable, in the form of a presence/absence matrix of amino acids at each 

position. Recoding protein sequences as dummy variables in this way can be used to 

substantially reduce the total number of tests (189). For example, effect sizes induced by a 

given substitution are mirrored by a change back to the original amino acid. Therefore, only 

changes away from a representative 'sensitive' PBP genotype need to be included. The 

most common sensitive PBP-type was defined as the reference with which to compare. For 

example, for the S. pneumoniae dataset, this was the representative ó2-0-2ô. This PBP-type 

was the most common PBP in the dataset with the lowest MIC values to all six drugs. In 

each case, the amino acid belonging to the ó2-0-2ô PBP-type was removed from each locus. 

This generated a set of dummy variables reflecting changes away from this sensitive 

genotype (Table 3-2). Furthermore, variables which are identical or óprecisely inverseô can be 

combined together, as these positions do not code additional information relative to their 

mirrored position (189). By removing these variables, far fewer tests are required, requiring 

less strict correction for multiple comparisons, and increasing statistical power. Table 3-2 

describes the conversion of a PBP molecular alignment to a set of dummy variables. 

 

2.4.5. Per-test variance decomposition 

LMMs decompose variance in a phenotypic trait into genetic and error components 

(Equations (3.12 and (3.13), to separate these from the fixed effects associated with a 

genetic marker. Typically, these components are reused for each association test to reduce 

computational burden (189). However, where tests are only completed on a small number of 

positions, it is possible to recompute these parameters for each individual test, providing 

additional power to detect effects. This is useful here, as some PBP substitutions are known 

to generate larger phenotypic effects relative to others (57). For each test, the given 

substitution was removed from the dummy variable matrix and the RRM was recalculated 

without this substitution. A mvLMM was then used to test each substitution individually, 

recomputing the random genetic and error components for each test (189). 
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2.4.6. Correction of p-values for multiple comparisons 

Correction of p-values for multiple comparisons is important in GWAS due to the high 

number of tests on correlated genotypes. One commonly used method of p-value correction 

in GWAS is the óBonferroniô correction (287). This correction scales the derived p-values by 

the total number of tests conducted (i. e. each marker tested), under the assumption that 

each test is independent under the null hypothesis. However, when conducting tests on 

correlated genotypes, this assumption is often not valid in practice, and the correction risks 

missing causal variants. This is particularly important in the context of recombination in the 

PBP proteins, as there are strong patterns of linkage disequilibrium between loci 

(57,66,76,144). One way of avoiding this overcorrection is by correcting for the 'effective' 

number of tests, given the correlation between genetic markers, rather than the total number 

of tests (189). One proposed method is the Galwey method (189,288). This method uses the 

eigenvalues of the marker correlation matrix to estimate the effective number of tests (Meff): 

 

ὓ  
В ‗

В ‗
  

 

(3.17) 

where ‗ are the eigenvalues of the amino acid marker correlation matrix (187). The p-values 

are then scaled by the effective number of tests, with p-values greater than one set to one. 

 

 

2.4.7. Setting conservative p-value thresholds 

As with all statistical tests, conducting multiple mvLMMs increases the probability of false 

positives. This issue is particularly acute in genetic association studies, where many tests 

are conducted against correlated genotypes and phenotypes (66). To help set a 

conservative p-value threshold, I repeated the mvLMM analysis 100 times, each time 

permuting phenotypes (position on each map dimension separately) and recomputing the 

covariance matrix, while keeping the structure of the PBP sequences the same. This has the 

effect of breaking the relationships between genotype and phenotype, meaning any 

significant associations found using the random data are invalid. The lowest p-value found 

across the 100 random permutations was used as a threshold to help interpret the real data 

(Figure S 6).  
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Table 3-2. Recoding a molecular alignment of amino acids (AA) to dummy variables. A) Original molecular alignment. B) Molecular alignment from (A) re-

coded as a presence-absence matrix of dummy variables. C) Amino acids belonging to the most common sensitive representative PBP-type (ref) were 

removed from (B). Invariant positions such as AA_6H are therefore also removed. D) Identical or óprecisely inverseô positions were then merged, resulting in 

fewer statistical tests. Table adapted from (189).  

 

A Isolate  AA_1 AA_2 AA_3 AA_4 AA_5 AA_6       

 a (ref) D T K A S H       

 b D T T E F H       

 c E I T E G H       

 d E I K A S H       

              

B Isolate  AA_1D AA_1E AA_2T AA_2I  AA_3K  AA_3T AA_4A  AA_4E AA_5S AA_5F AA_5G AA_6H 

 a (ref) 1 0 1 0 1 0 1 0 1 0 0 1 

 b 1 0 1 0 0 1 0 1 0 1 0 1 

 c 0 1 0 1 0 1 0 1 0 0 1 1 

 d 0 1 0 1 1 0 1 0 1 0 0 1 

              

C Isolate  AA_1E AA_2I  AA_3T AA_4E AA_5F AA_5G       

 a (ref) 0 0 0 0 0 0       

 b 0 0 1 1 1 0       

 c 1 1 1 1 0 1       

 d 1 1 0 0 0 0       

              

D Isolate  AA_1E|AA_2I  AA_3T|AA_4E  AA_5F AA_5G         

 a (ref) 0 0 0 0         

 b 0 1 1 0         

 c 1 1 0 1         

 d 1 0 0 0         
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2.5. Epistatic interactions between PBP loci  

While several methods have been developed to investigate epistatic interactions in GWAS, 

including in the context of variation in beta-lactam MIC in S. pneumoniae (234,289,290), 

these methods are often óphenotype-blindô and do not estimate the effect sizes of significant 

interactions (234). Quantifying the precise phenotypic effects of epistatic interactions may 

assist in developing genotype-phenotype prediction models for novel PBP-types (77), and in 

predicting the stepwise genetic pathways the PBPs are likely to evolve through in future 

(31,106).  

 

Since this analysis focuses only on a small portion of the streptococci genomes (<1000 

amino acids), it is possible to test all pairwise interactions between loci and estimate their 

effect sizes using mvLMMs. A modification of the mvLMM framework was originally 

proposed to test for epistatic interactions in the context of antigenic cartography for H3N2 

influenza (189). I used this modification to test for second-order epistatic interactions 

between PBP loci. In each case, an interaction variable is coded as the logical 'and' between 

two dummy variables (189) (Table 3-3). 

 

Table 3-3. Coding a pairwise interaction between two variables 

Isolate  Locus A  Locus B  Loci A&B  

a 1 1 1 

b 1 0 0 

c 0 1 0 

d 0 0 0 

 

The LMM is then run on each interaction variable to test whether it is associated with an 

effect. Importantly, this modification tests for the presence of an interaction effect 

independently of the additive effects of each substitution, by including each original marker 

as covariates: 

 

ώ  ὼ‍ ὼ‍  ὼ ‍ Ὣ  ‪ 

(3.18) 

Here, locus A, locus B, and loci A & B are each included as a fixed effect (189). For each 

test, both markers were removed from the data and the relatedness matrix was recalculated. 

Low frequency interactions (i. e. those occurring in less than 1% of the dataset) were 

excluded from the analysis. A mvLMM was then used to test each interaction effect, 

recomputing the random genetic and error components for each test, as in Section 2.4.5. As 
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before, the null hypothesis is competed against the alternative model, by comparing the 

likelihood ratio of the two models to derive a p-value. 

 

2.6. Genotype -phenotype prediction using best linear unbiased predictor (BLUP)  

LMMs can be used to make genotype-phenotype predictions, known as best linear unbiased 

prediction (BLUP) (189). By training an LMM on óin-sampleô data and estimating the 

parameters „  and „  (Equations (3.12 and (3.13), BLUP can be used to predict phenotypes 

for out-of-sample individuals (189). In essence, this involves using a linear regression of the 

map axes against the PBP Realised Relatedness Matrix. Firstly, the data is broken down 

into subcomponents of relatedness between in-sample and out-of-sample isolates. Here 

Ὑ  denotes the Realised Relatedness Matrix ὔ x ὔẘ between all isolates: 

 

Ὑ  
Ὑ Ὑẘ
Ὑẘ Ὑẘẘ

 

(3.19) 

Here, Ὑ is the in-sample relatedness matrix, Ὑẘẘ is the relatedness matrix for out-of-sample 

isolates, while the cross-covariance relatedness matrix of the in-sample and out-of-sample 

individuals is represented by Ὑẘ. Parameters „  and „  are then estimated by maximum 

likelihood estimation using the in-sample data (Ὑ . The joint-distribution of the phenotype 

vector ώ (in-sample isolates) and όẘ (out-of-sample isolates) can be modelled as: 

 

ώ
όẘ
 ͯ  ﬞ πȟ

„Ὑ  „Ὅ „Ὑẘ

„Ὑẘ „Ὑẘẘ
 

(3.20) 

the phenotype for out-of-sample individuals is then predicted using: 

 

όẘ  „Ὑẘ „Ὑ  „Ὅ  ώ 

(3.21) 

BLUP has been evaluated under a range of statistical and computational assumptions, 

including in the context of antigenic cartography (189,291ï294). For each streptococci 

species, prediction error was estimated using a four-fold cross-validation framework. To do 

this, each dataset was split into four roughly equal sized folds. One-fold of the dataset was 

then removed (25%), while the remaining three-folds (75%) of in-sample data were used to 

train the model. The estimated parameters were then used to predict the phenotypic 
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coordinates of out-of-sample isolates. This process was repeated for each of the four folds. 

Measurement error was calculated as the Euclidean distance between measured and 

predicted coordinates on the phenotype map. Notably, this four-fold testing structure means 

it was possible for isolates with identical PBP-types to be present in both the testing and 

training datasets. This is significant, as if the model were used to predict the phenotype of 

novel PBP-types not seen in the training data, the accuracy of these predictions may be 

lower than that shown. While the testing scheme used here only aims to establish proof of 

principle, future work will need to demonstrate the accuracy of the model under different 

conditions, such as for novel PBP-types which are not present in the training data. 
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3. Results  

3.1. Heritability and per -PBP variance decomposition  

For both S. pneumoniae and S. suis, estimates of broad-sense heritability were high across 

both dimensions (89.5-97.6%) (Table 3-4). Narrow-sense heritability estimates were lower 

than broad-sense heritability in both species, with between 57.2-71% of phenotypic variation 

explained by additive genetic variation for each dimension. Much of the phenotypic variation 

that was explained by additive genetic variation could be explained by modifications of the 

PBP2X protein, as indicated by the high variance decomposition values (Table 3-4). In S. 

suis, less phenotypic variation could be explained by variation in the PBP2B protein relative 

to S. pneumoniae. This also varied by map dimension, with 9.2% of variation on axis one 

and <0.1% of the variation on axis 2 explained by variation in this protein. Relatively little 

phenotypic variation in either species could be explained by residual noise (< 4% for each 

map axis). 

 
 
Table 3-4. Heritability and per PBP additive variance decomposition estimate for each map dimension 

by species. 

Species  
Map 

dimension  

Heritability estimate (%)  Per PBP additive variance decomposition (%)  

H2 (CI) h2 PBP1A PBP2B PBP2X Residual  

S. pneumoniae  
1 97.6 (97.2-97.9) 71 11.9 11 76 1.1 

2 95.8 (95.2-96.4) 57.2 18.2 17.7 61.3 2.8 

S. suis  
1 89.5 (86.9-91.7) 67 10.2 9.2 77 3.6 

2 69.3 (63.1-75) 62.3 18.1 < 0.1 79.1 2.8 

 

 

3.2. Quantifying phenotypic variation within PBP -types  

These estimates of heritability suggest much of the variation in beta-lactam resistance 

phenotype can be explained by amino acid sequence variation in the three PBP proteins. 

Consequently, we would expect isolates with the same PBP sequence to have the same 

coordinates on the phenotype map, albeit with a degree of error due to differences in testing. 

I quantified the phenotypic variance present within PBP-types for each species. There were 

310 and 173 unique PBP sequences for the S. pneumoniae and S. suis datasets, of which 

138 and 59 PBP-types had more than a single isolate respectively. For both species, median 

within PBP-type distances were low - typically less than one log2 MIC unit, suggesting 

isolates within PBP-types were phenotypically very similar (Figure 3-1). This was the case for 

96 of 138 PBP-types in S. pneumoniae (69.5%) and 39 of 59 PBP-types in S. suis (66.1%). 
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One caveat is many PBP-types had lower threshold MIC values for all drugs tested, and so 

they showed little to no variation, as their MICs were set at the lower dilution. In both 

species, some PBP-types showed substantial variation in phenotypes (median phenotypic 

distance of >2 MIC units). This could be due to experimental error in measurements, 

incorrect labelling of isolates, or indicate other areas of the genome play a role in 

determining beta-lactam MIC. 
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Figure 3-1. A) The 10 most common S. pneumoniae (top) and S. suis (bottom) PBP-types are represented visually on the map as large red and blue points respectively, with 

the distribution of the other isolates marked in grey. Within PBP-type variation is low, however, for many PBP-types, there are several outlier points which are very different in 

their beta-lactam phenotypes (e. g. PBP-type 2-0-6 and 4-7-7 in S. pneumoniae and PBP-type 45 and 91 in S suis). B) Distribution of median within PBP-type distances (MIC 

units) for S. pneumoniae (top) and S. suis (bottom). Here, the median within PBP-type distance was calculated for each PBP-type with more than one isolate and represented 

on the histogram. The red/blue dashed and black solid lines represent the mean within-group distance and a reference of one log2 MIC unit respectively. 



Chapter 3 ï Identifying molecular changes associated with beta-lactam resistance in S. 

pneumoniae and S. suis 

91 

 

3.3. Strong relationship between number of amino acid changes from sensitive PBP -

type and beta -lactam MIC  

Figure 3-2 demonstrates a strong relationship between increased genetic distance from the 

sensitive representative PBP-type (2-0-2) and increasing MIC in S. pneumoniae 

(Spearmanôs rank, rho = 0.791, p < 0.001, Table S 1). The cyan, brown, yellow, and pink 

isolates appear on the right of both genotype and phenotype maps, highlighting that isolates 

with the most extensive PBP modifications tend to have the highest MIC values. In contrast, 

intermediate phenotypes can be caused by a range of different combinations of PBP 

substitutions (orange, black, blue, green, purple and white clusters). Notably, the white 

cluster is unique, in that although it is highly divergent from the sensitive PBP-type, it only 

exhibits a low-level or intermediate increase in MIC (below the penicillin breakpoint). Isolates 

of this cluster have not increased in MIC to the same level as the yellow and brown clusters, 

despite a similar number of PBP substitutions. A similar effect is also observed among the 

green and purple clusters, which are not as strongly divergent in phenotype as those of the 

violet/pink clusters, despite similar numbers of amino acids difference. 

 
For S. suis, Figure 3-2 demonstrates a strong relationship between genetic distance from the 

most common sensitive PBP-type (ó40ô) and increasing MIC (Spearmanôs rank, rho = 0.815, 

p < 0.001, Table S 1). The white, black and purple isolates appear on the right of both maps, 

highlighting that the isolates with the most extensive PBP modifications tend to have the 

highest MIC values. As with S. pneumoniae, intermediate phenotypes can be caused by 

multiple different combinations of PBP substitutions (orange and blue clusters). Notably, the 

red and orange clusters show a high degree of variation in both phenotypes and 

corresponding PBP-types.  

 



Chapter 3 ï Identifying molecular changes associated with beta-lactam resistance in S. pneumoniae and S. suis 

92 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3-2. Side-by-side comparison of genotype (left) and phenotype maps (centre) for S. pneumoniae (A - top) and S. suis (B - bottom), coloured by the 

hierarchical clustering algorithm (Chapter 2). On the phenotype map, smaller points represent the individual isolates on the phenotype map, while large points 

represent the median centroid position for each PBP-type. The plots on the right show the relationship between genetic distance (amino acid substitutions) 

and median phenotypic distance of each PBP-type (MIC units) from the most common sensitive PBP-type for each species. 

A 

 

B 
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3.4. Identification of PBP substitutions which cause change in beta -lactam MIC in S. 

pneumoniae  and S. suis  

3.4.1. Identifying pairs of isolates that differ by a single PBP substitution 

I identified pairs of isolates which vary by a single amino acid substitution within one of the 

three PBP proteins (Figure 3-3 and Section 2.3.1). In S. pneumoniae, there were 194 single 

substitution comparisons, at 89 of the 914 PBP amino acid positions (Figure 3-4). 15 out of 

194 (~8%) of these produced a phenotypic effect above one log2 MIC unit, occurring at 11 

positions in the PBP proteins (2 in 1A, 4 in 2B and 5 in 2X). However, in several cases, 

isolates in the comparison overlapped in their distribution of phenotypes or had low sample 

sizes (Figure S 4). Notably, there were 26 examples of the same amino acids occurring on 

different genetic backgrounds. For example, a substitution of V591I in the 2B protein caused 

different phenotypic effects on different genetic backgrounds, causing a distance above one 

log2 MIC unit on one background, but not the other (Figure 3-4).  

 

For the S. suis dataset, there were 26 examples of single substitution comparisons at 12 of 

the 948 amino acid positions of the three PBP proteins (Figure 3-4). 13 out of 26 (50%) of 

these produced a phenotypic effect above one log2 MIC unit. This is a higher proportion 

relative to the S. pneumoniae dataset, likely due to the lower number of replicates for each 

PBP-type for S. suis. As with the S. pneumoniae comparisons, many of the isolates for each 

comparison overlapped in their phenotype distribution or had low sample sizes (Figure S 5). 

There were two examples of the same amino acids occurring on different genetic 

backgrounds (i.e., different PBP sequences) occurring at positions 2X-A552G and 2B-

Y435X. In the case of the deletion substitution at 2B-Y435X, this variation resulted in a 

phenotypic distance slightly over one log2 MIC unit on one genetic background but not the 

other. 
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Figure 3-3. Example of identifying isolates (in this case S. pneumoniae) that vary by a single PBP 

substitution (189). A) Here, two isolates have exactly the same PBP genetic background, but differ by 

a single substitution in the 2B protein, in this case at location T446A. B) Where there were several 

isolates of each comparison within a collection, the pairwise distances between all isolates in the 

comparison are calculated and the median taken.  
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Figure 3-4. Median effect sizes of identified single amino acid substitutions in the PBPs for S. pneumoniae (top ï 

red), and S. suis (blue - bottom). Here, points represent the median phenotypic distance caused by a substitution 

at a given position. In cases where there is more than one example for a given position, i. e. the same position on 

different PBP genetic backgrounds, there are two entries (e. g. PBP2X A552G and A552G (2) for S. suis). 

Horizontal black lines represent the standard error of the median distance estimate, while the vertical black line 

represents a reference of one log2 MIC unit. Only comparisons which generated a phenotypic effect of >0.5 log2 

MIC units were included in the plot. Note Y435X for S. suis involves a single deletion of an amino acid at this 

position (X = amino acid gap in alignment). 
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3.4.2. Clustering and informative isolates 

A second method of identifying causal substitutions involves categorising isolates on the 

phenotype and genotype maps and identifying PBP positions which generate a change 

between clusters (Figure 3-5). For S. pneumoniae, this method picked out 115 out of 914 

positions as having phenotypic effects. Of these, 20 showed óstrong evidenceô of being 

involved in phenotypic change, with 3 substitutions showing evidence of generating 

phenotypic effects across several genetic backgrounds (Figure 3-6). A further 95 positions 

showed óweak evidence' of generating a phenotypic effect - based on low sample sizes or 

incomplete segregation of substitutions between phenotypic groups (see Section 2.3.2). For 

S. suis, the clustering method picked out 18 out of 286 variant positions as having óstrong 

evidenceô of generating phenotypic effects (Figure 3-7). One of these substitutions (2X-

T551S) showed evidence of generating phenotypic effects across two different genetic 

clusters (clusters 1 and 5). A further 19 PBP positions also showed óweak evidenceô of 

generating phenotypic effects.  

 

 
 

 

 



Chapter 3 ï Identifying molecular changes associated with beta-lactam resistance in S. pneumoniae and S. suis 

97 

 

 

 

 

 

 

 

 

 

 

 

Figure 3-5. Example of clustering method for cluster 12 of S. pneumoniae. Panels A, B and C show isolates of cluster 12 on the genetic map (A and B), and 

phenotype map (C), coloured by clustering. The PBP-type centroids (crosses) were split into four phenotypic clusters using the hierarchical clustering 

algorithm (C). Panels D-G show two examples of the method. On plots D and F, each PBP position is plotted on the X axis. The difference in relative 

frequency of each amino acid between clusters was plotted on the y axis. Plots E and G show the 1 and 4 PBP positions that were identified in comparisons 

(clusters 1-3, D/E and 3-4, F/G) plotted on the phenotype map.  
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Figure 3-6. 20 loci identified by clustering as having strong evidence of generating phenotypic change (S. pneumoniae), coloured by amino 

acid. Three loci were associated with phenotypic change in several genetic clusters (PBP2X A572, D506, and N514).  

Streptococcus pneumoniae   

PBP Loci  
No. genetic 

clusters  

1A V386 1 

2X A369 1 

2X A491 1 

2X A507 1 

2X A572 2 

2X D506 2 

2X E320 1 

2X E378 1 

2X I371 1 

2X I462 1 

2X K505 1 

2X L510 1 

2X L565 1 

2X M339 1 

2X M343 1 

2X N501 1 

2X N514 3 

2X T490 1 

2X T513 1 

2X V423 1 
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Figure 3-7. 18 loci identified by clustering as having strong evidence of generating phenotypic change (S. suis), coloured by amino acid. One 

location was associated with phenotypic change in two different genetic clusters (PBP2X T551). 

Streptococcus suis  

PBP Loci  
No. genetic 

clusters  

2B S374 1 

2X A359 1 

2X A552 1 

2X D486 1 

2X D511 1 

2X D601 1 

2X I568 1 

2X L533 1 

2X N595 1 

2X R514 1 

2X R600 1 

2X S450 1 

2X S496 1 

2X T418 1 

2X T551 2 

2X V494 1 

2X V524 1 

2X V603 1 














































































































































































































































































