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Screening for asymptomatic disease is a routine aspect of contemporary public health practice.
However, it is also controversial, because it leads to overdiagnosis and overtreatment, with
many arguing that programmes are “ineffective”, i.e. the “costs” outweigh the “benefits”. This
paper explores a more fundamental objection to screening programmes: that, even if they are
effective, they are ethically impermissible because they breach the principle of non-maleficence.
In so doing, it suggests a new approach to the ethics of risk, justifying a concern with how
policies affect individuals’ absolute ex-ante prospects. Part 1 sets up the tension between
screening and non-maleficence. Part 2 introduces and motivates a novel interpretation of the
non-maleficence principle, “ex-ante Do No Harm”, which resolves this tension. Part 3 defends
and clarifies this principle by discussing its relationship to the ex-ante Pareto principle. Part 4

discusses the worry that risk estimates are too “subjective”.
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Consider:

INDIVIDUAL DOCTOR (ID): There are four women in Dr Jones’s
waiting room: Anne, who has life-threatening cancer, and Betty, Claire
and Donna, who do not. Dr Jones knows that releasing a new inhaled
chemotherapy treatment will cure Anne, but cause at least one of Betty,
Claire or Donna serious illness. Unfortunately, this is Dr Jones’s only
opportunity to treat Anne, and there is no way to expose Anne to the

treatment without also exposing Betty, Claire and Donna.

We think Dr Jones should not release the chemotherapy treatment, even if this
would cause more good than harm overall. One justification for this claim is that

doing so would breach a core principle of medical ethics: non-maleficence

(Beauchamp and Childress 2013).

Consider, now, an actual example: screening asymptomatic individuals for cancer.

Early detection of cancerous growths saves some lives. But for others it leads to



overdiagnosis — the detection of cancers that otherwise would not have caused
clinically significant symptoms — and, hence, unnecessary “overtreatment”.! For

example:

SCREENING: Over 10 years, 10,000 women are triennially screened
for breast cancer. 400 women are diagnosed with breast cancer. For 340
of these women, screening makes no difference in outcome (285 would
have survived, 55 would have died, regardless of when their cancer was
detected). Of the remaining 60 women whose outcomes are influenced,
45 women will be overdiagnosed and overtreated, and the remaining 15

women will have their lives saved.’

The standard approach to assessing screening programmes asks whether they are
effective, 1.e. whether they improve net morbidity and mortality. Given serious
epistemic challenges, such assessments are often controversial (Prasad 2016;
Saquib et al. 2015). We are interested, however, in the implicit moral assumption
underlying effectiveness calculations: if programmes are effective, then they are
permissible. With ID in mind, this assumption seems problematic; in both ID and
SCREENING, we are presented with a choice as to whether to pursue a policy

which will benefit some, but significantly harm others. ID seems ethically



impermissible because, even if the benefit to Anne outweighs the harm to one of
Betty, Claire or Donna, it violates non-maleficence. It seems that something
similar should be true of SCREENING: that we have good reasons to reject
screening programmes because they violate non-maleficence even when they are
effective. This line-of-argument implies, however, that we are systematically
wrong in how we think not only about the ethics of screening, but a vast swathe of
public policies which we can foresee will cause non-compensatable harm to some

even as they benefit many more.

Our aim in this paper is to think through this general problem, specifically
suggesting a solution in terms of a principle governing permissible changes to
individuals’ ex-ante prospects. As such, this is a paper in the “ethics of risk”.
However, it is an unusual paper in that growing genre. Most discussions in the
ethics of risk are grounded in highly abstract (often whimsically gruesome) thought
experiments. This paper is not. Rather, it remains grounded in the case study of
screening and its relationship to the principle of non-maleficence. We have three
inter-locking reasons for this approach. First, when adult screening is not simply
dismissed as ethically straightforward (Holland 2015), the focus is typically on the
ethical relevance of uncertainty (Malm, 1999, Plutynski, 2012, Solomon, 2015;

John, forthcoming). We think, however, that, even apart from concerns about



uncertainty, adult screening raises difficult ethical issues which should be
discussed. Second, most discussions of population-level health-policy focus
(perhaps implicitly) on cases where we must decide whom to help — for example,
the distribution of scarce pharmaceuticals. However, as screening exemplifies,
very many real-life policies involve harming some while helping others. We want
a theory which helps us think through these cases. Surely, though, you might think,
we could develop a neat, abstract theory using tidy examples in one paper, and
then “apply” them to screening in another. We come now to our third, most
important, concern: that the idealisations made in much normative ethics, while
allowing us to isolate specific ethically salient factors, risk creating theories which
are inapplicable to the real-world cases which motivated theorising (Wilson, 2016).
For example, in Section 3, we argue that Voorhoeve and Fleurabey’s influential
account of the (ir)relevance of ex-ante concerns is fundamentally flawed because
they simply assume away an important feature of real-life cases. Hence, we remain
grounded in ongoing cancer screening debates not only because these debates are
morally important but because abstract normative theory cannot progress without
attention to the nitty-gritty of the world. We hope that the rest of this paper justifies

this methodological stance.



Section 1 deepens and develops the argument that there is a prima facie tension
between commitment to the “non-maleficence principle” in medical ethics and the
thought that, when effective, screening is a permissible public health intervention.
Section 2 aims to resolve this tension by proposing a reinterpretation of the “non-
maleficence principle” in ex-ante, rather than ex-post, terms, proposing reasons to
care about absolute changes to individuals’ prospects. Section 3 defends our view
against the charge that it is committed to an implausibly strong variant of the ex-
ante Pareto principle, and, more generally, is insufficiently sensitive to our
knowledge of consequences. Section 4 defends our view against the charge that the
notion of “prospects” is too flimsy to do serious normative work, and relates our

arguments to the identified victims bias.

Section 1. First, Do No Harm?

Many contemporary discussions of medical ethics, building on Beauchamp and
Childress (2013), treat non-maleficence as a core principle. Broadly, non-
maleficence requires that physicians should avoid causing harm to their patients.
Clearly, this principle requires specification: a surgeon who cuts off a patient’s
finger harms her patient, but, if this is the only way of saving her patient’s life, the

doctor is doing her job well, rather than acting unethically.



We suggest, then, that the principle seems best understood in terms of what we call
“medical necessity”. To grasp this concept, imagine that cutting off the patient’s
fingernail would also save his life. If so, cutting off the finger would not be
necessary to save the patient’s life, and, so, would not be “medically necessary”.
Plausibly, under that scenario, cutting off the finger would violate non-
maleficence. What, though, about a case where cutting off the patient’s finger is
the only or least harmful way to save someone else’s life? Again, we take it that
such an action would not be “medically necessary” in the ethically relevant sense.
(Note here that Beauchamp and Childress are clear in their own discussion that
even actions which are to the medical benefit of other patients may violate non-
maleficence: for example, that it is wrong to remove organs from a death row
prisoner to help others). We define a “medically necessary” harm, then, as the
least harmful means of generating a greater benefit for that patient. At a first pass,

then, we can define non-maleficence:

Do No Harm (DNH): a physician is under a prima facie obligation not

to cause medically unnecessary harm to her patients.™



In ID, releasing the chemotherapy treatment is prima facie impermissible because
doing so causes “medically unnecessary” harm to Betty, Claire, and/or Donna.
Note that this is true even though releasing the chemotherapy treatment is in line
with Dr Jones’s duty of beneficence in the sense that releasing the gas would (on
aggregate) improve the health of the patients for whom she is responsible. Of
course, principles must be balanced: even if it is impermissible to make Betty
seriously (but not life-threateningly) ill to save Anne, it may be permissible to
make Betty slightly queasy for Anne’s benefit. However, for non-maleficence to
have bite, it cannot simply be overridden any time an action improves aggregate
well-being. In turn, we take it that this is true in the ID case: although releasing the
gas would be in-line with concerns of beneficence, it is contrary to norms of non-
maleficence. Non-maleficence places an important constraint on permissible
medical action by preventing physicians from imposing harms on some for the

sake of gains to others.

Consider SCREENING. Roughly, screening policies aim to detect cancer earlier
and reduce the rates of later-stage, harder-to-treat disease. There is ample evidence,
however, that screening increases the rates at which early-stage disease is detected
without a proportional decline in morbidity or mortality (Welch and Black 2010).

Unfortunately, of the tumors we detect, it is impossible to tell which will progress



and which will not. Therefore, screening leads to overdiagnosis; the detection of
cancerous growths which will never progress to cause symptoms. As a result,
many patients receive medically unnecessary treatment; for example, women
undergo mastectomies to thwart tumours that otherwise would not have become
life-threatening. This is no trivial matter. Cancer treatment is highly intensive and
invasive, with significant discomfort and potentially lifelong side-effects. Policies
such as SCREENING inevitably impose medically unnecessary harms. By
extension, they too seem to violate DNH. ™ (Note that, strictly, you might think
that it is the treatments which occur subsequent to screening, rather than screening
itself, which causes harm. That is true, but note, also, that the typical justification
for starting screening programmes is that these programmes will save lives, rather,
say, than that the information they provide will be of some independent use or
interest. For practical purposes, then, it seems reasonable to treat screening and

overtreatment as part of the same larger phenomenon).”

Of course, screening also saves lives. This is no trivial matter. Might DNH be
overridden by considerations of beneficence in the case of screening? We are
sceptical. Intensive chemotherapy or preventive surgery are closer to having one’s
finger chopped off than a fingernail removed. Imagine that a rogue doctor took to

cutting off sedated peoples’ body parts, because, mysteriously, this practice



benefits other patients. We would not postpone ethical judgment until we have
resolved whether his actions did more good than harm overall. Taking DNH
seriously, then, implies that all screening programmes are at least prima facie
impermissible, because they involve dangerous, unnecessary treatment.
Furthermore, given the significant harms involved, it seems plausible that it will be
hard to justify actual screening programmes by appeal to population-level

beneficence.

We face a kind of dilemma: either existing and plausible screening programmes
are very likely to be all-things-considered impermissible, or non-maleficence
concerns are irrelevant to thinking about the case of screening. Taking the first
horn is unattractive: screening programmes are an essential aspect of public health
policy across the world; they are often credited with impressive results; patients
typically welcome the introduction of screening. It is, of course, possible that a
central plank of public health policy-making is systematically unethical; it just
seems implausible. Furthermore, almost any preventative health programme will
harm some individuals more than it benefits them: some people will respond badly
to vaccines or to fluoridated water. Taking non-maleficence concerns about
screening seriously implies a significant challenge to a wide swath of public

policy.
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Rejecting non-maleficence may seem more palatable: it is rather a murky principle,
more often espoused than defended." However, we suggest that DNH derives from
two, more fundamental moral asymmetries. The first is between doing and
allowing harm: all else equal, it is harder to justify actions that harm people than
actions which merely fail to benefit. Making Betty seriously ill to save Anne is
harder to justify than allowing Betty to suffer serious illness because you use your
limited resources to save worse-off Anne. The second is the asymmetry between
intrapersonal justification (justifying harms with benefits to the same individual)
and interpersonal justification (justifying harms with benefits to different
individuals). It is harder to justify harming an unconscious Betty to cure Anne than
harming unconscious Anne to cure her own cancer. (“Unconscious” to avoid
questions around consent, which we return to shortly). To assume otherwise is to
ignore the ‘separateness of persons’ (Rawls 1973). To return to our key theme,
then, non-maleficence acts as a person-centred constraint on a concern to promote

overall benefit.

One might doubt the ethical relevance of these asymmetries. One might think these
asymmetries ethically relevant but deny that DNH is the best way of

operationalising them. We cannot address these issues here. Our point is more
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modest: DNH is not merely a piece of empty tradition, but, by constraining
physicians in their duty to promote health, it operationalizes important ethical

concerns. We should not give it up easily.

Given that neither horn is attractive, the best strategy is to argue that the dilemma
is 1llusory. The remainder of this section considers and rejects three attempts to
wriggle out: by denying that screening imposes harm; by claiming that DNH is

irrelevant to policy-making; and by appeal to informed consent.

While we have statistics about overdiagnosis rates, it is typically impossible to
assess when a particular individual has been overdiagnosed and overtreated
(Hofmann 2018). Establishing this individual-level claim requires access to an
epistemically closed counterfactual: what would have happened had we not
intervened. Indeed, most overdiagnosed individuals are grateful that screening led
to treatment, even though that treatment was unnecessary, because the harm is
‘invisible’. If overdiagnosed individuals are happy they were treated, and will
never discover that their treatment was unnecessary, why think they have been

harmed?
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Clearly, screening causes peculiar harms. It does not follow that screening does not
cause harms. If a company sells a carcinogenic product which is known to cause a
common cancer for 10% of consumers, we can be certain that the population
incidence of cancer will increase, even if it impossible to point to any specific
person and say the product caused /er cancer. Legal puzzles about liability aside,
people are still harmed by the company’s actions. Moreover, medical harm is not
mitigated by patients’ feelings: if I cut off your finger to save your life, when only
taking your fingernail would have been medically adequate, then I have harmed
you even if you are gushing with gratitude. The harms of screening are

epistemically opaque and easy to overlook, but still harms.

Various principles that seem fitting in intra-personal contexts are less plausible in
social decision-making (Goodin, 1995). For example, it seems plausible that
physicians should follow the “rule of rescue” and do everything to help the patient
before them, but that, at a health policy-level, related decisions should be guided
by broadly consequentialist concerns and be sensitive to opportunity costs
(Verweij, 2015). A second possible wriggle, then, is to contend that DNH should
guide decision-making in clinical but not policy contexts; while ‘net benefit’
cannot justify blasting the room in ID, different, broadly consequentialist

considerations, should guide us in policy cases such as SCREENING.
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However, even if clinical and policy contexts could be cleanly distinguished, this

wriggle is wrongheaded. Consider:

GOD’S EYE VIEW (GEV): A policymaker is considering
implementing SCREENING. After careful reflection and deliberation,
she comes to the conclusion that implementing the programme
confers a net benefit. But then, through a divine intervention, God
provides her with supernatural foresight. SCREENING will save these
15 women: Anne Jones, Betty Smith, and so forth, but overdiagnose
these 45 women: Alice Clarke, Barbara Williams, and so forth. This
identifying information cannot be used to better target the programme

to only benefit the 15 and avoid harming the 45.

SCREENING and GEV are equally effective. However, it seems to us far harder to

justify the policy in GEV than in SCREENING. Of course, these considerations do

not establish that clinical ethics and public policy ethics cannot be distinguished,
nor that non-maleficence is relevant to policy. What they do suggest, however, is
that we cannot simply reduce the ethical permissibility of screening to

consequentialist considerations of effectiveness.
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Note that these concerns are compatible with recognising the importance of
aggregative reasoning in health policy contexts. For example, it may well be that in
deciding whether to fund cancer treatments or cardiovascular disease treatments,
we should aim to maximize aggregate well-being, for example, through
maximizing quality-adjusted life years (QALY's). However, we should not
generalise from the fact that aggregative reasoning may be appropriate in resource
allocation decisions, which involve choosing whom to help, to the claim that
aggregative reasoning is appropriate in screening, which involves foreseeably

imposing harms on some to help others.

How, though, can a shift in our epistemic situation affect the permissibility of our
policy choices? This problem suggests a third way out: by appeal to informed
consent. Plausibly in GEV, if we informed all the participants of our God-given
knowledge, those who would be overdiagnosed would not consent to participation;
in SCREENING, by contrast, if we informed all participants of our knowledge,
many women who would — in fact — be overdiagnosed would still participate.
There are good ethical reasons to ensure patients give consent to medical tests and

treatment. Hence, there is at least one, ethically salient difference between

SCREENING and GEV.
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How might this difference affect the ethics of SCREENING? It is plausible to hold
that volenti non fit injuria: when people consent to some course-of-action in
knowledge of the risks involved, they have no complaint if those risks eventuate.
Thus, one might argue that even if a screening programme causes unnecessary
harms, it may still be permissible if we can ensure that each individual gives her
fully informed consent to participation. This strategy allows that screening

programmes do violate DNH, while still being all-things-considered permissible.

Our response to this argument is complex. So, we take it in two parts. First, we will
grant, for the sake of argument, the premise that if patients give fully informed
consent to screening, then screening policies do not violate volenti non fit injuria.
However, even if we were to grant this premise, we worry that acfual programmes
will violate DNH. To see why, note that, in practice, there are various challenges to
securing informed consent, since it requires understanding of the risks involved.
Generally, however, we know that the presentation of risk affects the resulting
perception of risk (Chwang, 2015). And in the case of screening specifically, these
issues are compounded by the ‘dread’ surrounding cancer (Usher-Smith ef al.
2017), which may hamper judicious reasoning and comprehension (van den Bruel

et al 2015). While good health professionals may ensure that consent is adequately
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informed, we doubt that realistic informed consent procedures will be robust

enough to mitigate non-maleficence concerns.

Of course, you might think that these practical problems could, with sufficient
ingenuity, be overcome. We now argue, however, that, even if so, there is still a
potential tension between screening and DNH. To see why, note a difference
between two claims: first, that if some agent gives her fully informed consent to
the imposition of some (risk of) harm, then she has no complaint if that harm
transpires; second, that any offer is permissible as long as the offeree agrees to that
offer. To explain this difference, consider an example: Alana knows both that
Adam would consent to a boxing match and that she would beat him to a pulp. If
Adam (mysteriously) consents to the match, he has no complaint against Alana for
the resulting injuries: the first claim above. But this is a separate issue from
whether Alana should offer Adam a boxing match in the first place: the topic of the
second claim. We can hold that his consent means that he has no complaint against
Alana, but, also, that Alana shouldn’t have made the offer. We think that the first
claim is true: consent plays a central role in medical ethics precisely because it
provides a mechanism whereby otherwise impermissible actions may be made
permissible. However, we deny the second claim: that is to say, we think that, in

some cases, we should not make offers, and that the impermissibility of making
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these offers is separate from the question of whether offerees would consent to
them. In support of this claim, consider some familiar themes in research ethics;
many think, for example, that it is impermissible to run trials which are not in
clinical equipoise, regardless of whether patients would or do consent to
participation. That is to say, they think that the permissibility of an offer is not just

a function of consent.

With this general distinction in place, consider, again, the relationship between
consent, DNH and screening. We suggest that, even if we hold the volenti principle
and say that patients who consent to screening offers do not have a complaint if
they are harmed by screening, it does not follow that offers of screening are
thereby compatible with DNH. Rather, we can still ask whether it is permissible for
someone to make a series of offers to patients to attend screening, if she knows that
a foreseeable consequence of making such offers is that some will be harmed.
Prima facie, this is not permissible: in making the series of offers, the physician is
knowingly and foreseeably leading some patients to suffer medically unnecessary
harm. Therefore, it seems that appeals to informed consent do not resolve the
fundamental tension we have outlined in this section; screening seems in tension

with DNH.
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2—Ex Ante Do No Harm

We have argued that an appeal to informed consent does not resolve the tension
between screening and non-maleficence. But a focus on consent does gesture at
something important. It is tempting to think that, even if actual consent is rather
flimsy, some screening offers are permissible because (fully rational) agents would
or should consent to them; Alana’s boxing match looks problematic because it
seems Adam has nothing to gain from participation; in screening cases, by
contrast, participants have a chance of losing, but also a chance of gaining from
participation. Rational agents might consent to that offer. For various reasons, we
are dubious of the normative force of hypothetical consent. We suggest, though,
that we can best approach our dilemma through a focus on affected individuals’
prospects: i.e. each individual’s expected well-being, calculated by summing the
prudential value of each possible outcome multiplied by its chance of occurrence.
SCREENING might improve the prospects of each relative to the status quo; GEV
and ID, by contrast, both foreseeably reduce the prospects of some and improve the
prospects of others relative to the status quo. In this section, we develop an ex-ante

reading of DNH according to which this difference in prospects is ethically salient.
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Before doing so, let us first note two topics this section does not discuss. First, the
relevant actions in both GEV and ID distribute prospects unequally whereas
SCREENING distributes prospects equally. Some writers think that such relative
differences in prospects are ethically relevant (Daniels, 2012). That is not our
concern; we are interested in the absolute effect of policies on individuals’
prospects. More on this in Section 3. Second, you may have worries about both the
metaphysics and epistemology of “prospects”. We do too. Here, we assume the
idea that some policies will change our prospects is clear enough and focus on the
ethical implications of such changes. We return to conceptual concerns in Section

4.

Consider two possible formulations of DNH:

ex-ante DNH: a physician is under a prima facie obligation not to perform

actions which worsen an individual’s (medically relevant) prospects

ex-post DNH: a physician is under a prima facie obligation not to perform

actions which cause medically unnecessary harm

20



Imagine a patient with a mild flu. Her physician gives her a drug which is very
likely to have serious side effects, and thus worsens her prospects. But the side
effects never transpire. The patient is cured. Here, the physician violates ex-ante
DNH but not ex-post DNH. Imagine, instead, that the physician gives her a drug
which is very unlikely to have serious side effects, and thus improves her
prospects. The side effects occur. The patient is harmed. Here, the physician
violates ex-post but not ex-ante DNH. We now argue that, independent of the
screening case, we should prefer the ex-ante to the ex-post formulation of DNH,

before returning to the case of screening. '

The simplest and most important, reason in favour of preferring ex-ante to ex-post
DNH is that DNH is supposed to serve as an action-guiding principle, which helps
doctors decide what to do. Strictly, ex-post DNH can tell doctors what to do, but
only in cases where they possess certainty about the effects of their possible
actions for each individual. Clearly, such cases are few-and-far between. By
contrast, ex-ante DNH can be used in a far wider range of decision-making
scenarios. There are, of course, deep disagreements over how to understand the
relationship between “subjective” and “objective” ought. Without going into those
debates, it seems preferable that norms of professional ethics are grounded in the

information reasonably available to the agent at the time of action.
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Second, DNH better tracks our intuitive judgments; for example, we think it 1s
clear that a doctor who gives a patient a risky treatment acts improperly, even if
her actions turn out to have good consequences. In general, we judge agents’
actions on the basis of what they could or should have known, rather than what
actually transpired. A defender of ex-post DNH might respond that our intuitions
track judgments of blame and responsibility, rather than permissibility per se.
However, this seems off the mark. The non-maleficence principle is intended for
use in practical contexts, and it is an advantage that ex-ante DNH captures

considerations of blame and responsibility.

We think that these remarks provide very strong reasons to prefer ex-ante to ex-
post DNH. If, however, you remain unconvinced, we now sketch a more complex
argument for the former: that it better captures the underlying ethical asymmetries
that we argued motivate the non-maleficence principle. (Readers who are already
convinced that ex-ante DNH is preferable to ex-post may wish to move directly to

our discussion of the implications of our views).

To see why it better captures the asymmetry between doing and allowing harm,

contrast the following two scenarios:

22



Dr Jones has only one dose of a wonder drug, which he can give to Eva, who
has life-threatening cancer, or Freya, who is seriously (but not life-
threateningly) ill. Dr Jones gives the drug to Eva, but, by a stroke of luck,
Freya recovers anyway.
And
Dr Jones can bombard Greta, who has life-threatening cancer, with a
significant dose of radiation, hence saving her life, but knows that doing so
will also expose Helen to radiation, thereby almost certainly leaving her
seriously (but not life-threateningly) ill. Dr Jones bombards Greta, but, by a
stroke of luck, Helen is unharmed.
There seems to be a significant ethical difference between these two cases: in the
second, Dr Jones pursues an action which (he reasonably believes) will harm
Helen, whereas in the first he chooses an action which (he reasonably believes)
will fail to help Freya. (Note here that the difference between the cases is not
necessarily that Dr Jones intends to harm Helen but not Freya, because the harm
which befalls Helen may be merely foreseen). In both cases, no medically
unnecessary harm actually occurred; as such, in neither case, was ex-post DNH
violated. By contrast, ex-ante DNH captures the ethical asymmetry: in the first
case, Dr Jones’s actions do not change Freya’s prospects, whereas in the second

case, they change Helen’s prospects. If there is an ethically salient difference
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between these cases, related to the doing/allowing distinction, then ex-ante DNH is

preferable to ex-post DNH.

Furthermore, ex-ante DNH also captures the distinction between intra- and inter-
personal forms of justification. To explain, we will first spell out the distinction
between the two forms of justification. Consider a case where we bombard Iona
with radiation to cure Jane’s cancer. Compare this to a case where we bombard
Jane with radiation to cure Jane’s cancer. Assume that we know that exposure to
radiation will lead to some harm — extreme nausea — and some benefit — the
remission of Jane’s cancer. Although, viewed impersonally, both policies have
similar consequences, there is a difference in how we might justify them to
affected parties. We can say to Jane that the costs associated with blasting her are
outweighed by the benefits to her. The intervention is what a benevolent agent
would want for Jane’s own sake. But we could not say this to Iona. Of course, we
might be able to justify to lona why she should bear these costs for Jane’s sake, but
doing so requires a different, interpersonal justification. In Section 1, we suggested

that DNH should be understood as operationalising this asymmetry.

To do so, however, DNH must be compatible with acceptable forms of

intrapersonal justification. In situations of certainty, as above, both ex-ante and ex-
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post DNH concur that harming Iona to save Jane is objectionable. What about
situations of risk and uncertainty? Imagine that exposing Jane to radiation is the
only and best way to improve Jane’s chances of surviving cancer, but far from
certain to succeed; if so, radiotherapy is what a benevolent agent should want for
Jane’s own sake. This is intra-personally justifiable. Yet if the radiation turns out
ineffective, making Jane seriously ill without prolonging her life, then the
treatment ends up causing “medically unnecessary’ harm. By the lights of ex-post
DNH, the treatment was prima facie objectionable. Ex-post DNH suggests that
everyday forms of intrapersonally justified acts are morally objectionable. By
contrast, ex-ante DNH does not. While tragic if the radiation does not cure Jane, it
does not follow that the treatment was prima facie objectionable, if it was in her

ex-ante nterests to receive it.

Section 1 set out two problems: first, should we reject non-maleficence or
screening? Second, as illustrated by SCREENING and GEV, how can a change in
our epistemic situation affect permissibility? We have given independent reasons
to adopt an ex-ante reading of DNH. These arguments help solve both problems:
we have solved the second problem by offering a principled reason to link
permissibility to prospects, and hence our epistemic situation. We have solved the

first problem by showing how non-maleficence might be compatible with
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screening. Ex-post DNH entails that acting in all of ID, SCREENING, and GEV is
ethically problematic because each case involves imposing medically unnecessary
harms. Ex-ante DNH (rightly) concurs on ID and GEV but not necessarily on

SCREENING, because it is conceivable that SCREENING improves the prospects

of each affected individual.

Before going on, it is worth noting how our comments here relate back to the topic
of beneficence."!!! Prima facie it may seem that one problem with our view is that it
collapses the distinction between a concern to avoid harm and a concern to do
benefit, as a focus on agents’ prospects treats chances of harm and chances of
benefit symmetrically. So, it may seem to collapse the distinction between “non-
maleficence” and “beneficence”. In response, we note two things. First, even when
we focus on an individual patient, there is still a difference between saying that a
physician should not adopt a policy which lowers her prospects (ex-ante DNH),
and saying that the physician must choose the option which has the highest
expected benefit (an ex-ante beneficence principle). In the next section, we discuss
these issues in more detail. Second, on our understanding, principles of
beneficence might lead a physician to prefer a policy because it promotes the
average or overall health of her patients. Clearly, though, policies which meet this

demand may violate ex-ante DNH, because they involve lowering the prospects of
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some patients to help others. Therefore, despite appearances, our approach does not

collapse the beneficence/non-maleficence distinction.

There is already widespread consensus that many screening programmes are
permissible. What does ex-ante DNH add to first-order debates? There are many
guidelines for screening programmes. Typically, these guidelines include as a
criterion that “the risks, both physical and psychological, should be less than the
benefits” (Brindle and Fahey, 2002, 56).* This principle appears closely related to
ex-ante DNH. Have we reinvented the wheel? No. Participants in screening
debates often assume that whether a programme meets this condition hinges solely
on whether it provides net benefit for the population. This approach collapses the
distinction between effectiveness and ex-ante DNH on the implicit assumption that
if a programme is ‘in the interests’ of the population, then it is also in the ex-ante
interests of each population member. However, we should not conflate the interests

of the average member of the population with the interests of each.

Broadly, we can distinguish two ways in which a programme might be ‘effective’
but not in the ex-ante interests of each. First, people may differ in values. Imagine
that each individual has exactly the same probability of “being helped” or “being

harmed” by a screening programme, but individuals differ in the values they place
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on those outcomes. Insofar as individuals’ preferences play some role in
determining their well-being, and hence prospects, the same programme might be
in the ex-ante interests of some (those who really want to avoid breast cancer and
care little about overtreatment, say) but not others (those who are highly averse to
unnecessary medical care, say).* Second, individuals may differ in their chances.
For example, we know that women between 50 and 70 who breastfed are at lower
risk of developing breast cancer than women who did not (Cintolo-Gonzalez et al
2017). A screening programme inviting a// women between 50 and 70 might not
be in the ex-ante interests of women who breastfed but in the interests of those who
did not. In both scenarios, it is possible that the programmes were all-things-
considered effective. If the standard criterion is a way of expressing ex-ante DNH,

then the principle is far more demanding than is normally recognized.

There are large debates over whether specific screening programmes are effective,
reflecting larger methodological debates (Malm, 1999). These debates, although
important, are missing something: although effectiveness might be relevant to
choosing between permissible programmes, we cannot assume that all effective
programmes are permissible. Rather, we need to ask whether they violate DNH.
Ex-ante DNH 1is, then, philosophically justifiable and has important implications

for practical debates. Unfortunately, it is still questionable. First, agents’ prospects
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seem rather flimsy: that we might be able to predict — via the law of large numbers
— that a programme wil/ cause harm is one thing; that we know it reduces prospects
is another. Such population-level knowledge of actual ex-post outcomes can be
possessed from the ex-ante perspective. Should we really forfeit a focus on tangible
outcomes for the sake of prospects? To make matters worse, what are prospects,
anyway? Why should we assess risk in terms of age and breast-feeding history,

rather than merely in terms of age? The next two sections take up both concerns.

3—FEx-ante Pareto

Why care about policies’ effects on individuals’ prospects rather than on
outcomes? To address this challenge, we consider an influential argument by Alex
Voorhoeve and Marc Fleurbaey (2013) that we should assess policies in terms of
ex-post outcomes. Specifically, they challenge the ex-ante Pareto principle,
according to which “if an alternative has higher expected utility for every person
than every other alternative, then this alternative should be chosen”. Their
discussion is noteworthy and pertinent to our project both because it challenges our
general approach to the ethics of risk and because it is framed in terms of breast

cancer screening.
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Consider:

Policy 1: Results in (A cured, B very ill) if State of the World 1 obtains OR

in (A very ill, B cured) if State of the World 2 obtains, with both states

equiprobable

Policy 2: Leaves both A and B slightly ill in both States 1 and 2 of the

World

Suppose the utility of being cured is 1, of being slightly ill is .8, and of being very

ill is .65. We can represent the different possible states of the world thus:

Action Person | State of the World 1 | State of the World 2
(p=0.5) (p=0.5)
Policy 1 A 1 0.65
B 0.65 1
Policy 2 A 0.8 0.8
B 0.8 0.8
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The ex-ante Pareto principle recommends that, because the expected utility of both
A and B is higher under Policy 1 than under Policy 2, Policy 1 should be chosen.
Voorhoeve and Fleurbaey take issue, suggesting that “an egalitarian who rightly
cares both about reducing outcome inequality and about increasing individuals’
well-being” should adopt Policy 2. In the case above, egalitarian considerations
override ex-ante Pareto—for a modest decrease in prospects, Policy 2 is
guaranteed to achieve a considerably more egalitarian outcome. From this stylised
example, Voorhoeve and Fleurbaey generalize their conclusions to breast cancer
screening recommendations, suggesting that, in the choice between two screening
policies, where the first is ex-ante Pareto superior to the second, but the second
foreseeably reduces outcome inequality more than the first, we may have reason to

choose the second.

At first glance, if Voorhoeve and Fleurbaey are correct, then ex-ante DNH, which
licenses screening only if the programme improves the prospects of each affected
individual relative to the status quo, is in trouble. Ex-ante DNH appears to be a
stronger version of ex-ante Pareto; whereas standard ex-ante Pareto treats a policy
being ex-ante preferable for each affected individual as a sufficient reason to
choose it, our ex-ante DNH principle makes the improvement of prospects for each

affected individual a necessary condition for permissible policies.
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In response, we suggest that there is an important difference between Voorhoeve
and Fleurbaey’s concerns and our concerns. The hypothetical cases used to
underwrite their argument involve choices between policies that benefit (or, at
least, that do not harm) different individuals, both in terms of prospects and
outcomes, relative to the baseline of inaction. These are, ultimately, cases about
choosing whom to help; any ‘costs’ associated with choosing policy options are
opportunity costs. As we have seen, this misrepresents the ethical issues raised by
screening programmes, which we know will have significant negative outcomes
for some. In Voorhoeve and Fleurbaey’s scenarios, the choice of pursuing breast
cancer screening is presented as if it were one between, say, saving very-ill Anne
or saving moderately-ill Betty. However, real-life screening contexts more closely
resemble cases where we must decide whether to make Betty moderately-ill for the
sake of helping very-ill Anne. Our ex-ante DNH principle is intended to guide
decision-making in this latter context of (risky) harm imposition, by setting a

constraint on the permissibility of policies.

Imagine, however, that two policies both meet this constraint: i.e. both improve
affected individuals’ prospects above the status quo. Our principle is silent on

which should be adopted; certainly, it is compatible with denying that ex-ante
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Pareto must guide these choice. As long as no-one’s prospects are reduced below
the status-quo, then it may be permissible to choose a policy on the basis of its

egalitarian outcomes. That’s a different issue.

Strictly speaking, then, the ‘letter’ of Voorhoeve and Fleurabey’s argument against
ex-ante Pareto does not pose a challenge for ex-ante DNH. They are addressed to
different decision-contexts. In the choice between policies that lower the prospects
of some, ex-ante Pareto is silent and ex-ante DNH rules them all out. In the choice
between policies that increase or leave unaffected the prospects of everyone
(contexts of distributing goods), ex-ante DNH is silent and ex-ante Pareto

mandates the policy that most improves prospects for each.

Nonetheless, the ‘spirit’ of Voorhoeve and Fleurabey’s argument still raises a
problem: when we can predict with certainty what the effects of some policy will
be — as the law of large numbers allows us to do in screening contexts — why
decide on the basis of prospects? There is, after all, a clear difference between
prospects, be those chances of harm or benefit, and actual harms or benefits
(Herington 2019). A focus on prospects does not necessarily track what matters to
us. If I undergo a prospect-lowering surgery, but the operation goes well, then why

care that the procedure lowered my prospects?
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It is not uncommon to assess how well-off people are in terms which differ from
those which ultimately matter. For example, it is plausible that, although
cultivating wealth is not the be-all-and-end-all of existence, the state should still
assess our well-being in terms of income. Voorhoeve and Fleurbaey concede this
general methodological point when they consider possible justifications for
adopting the ex-ante perspective, discussing whether we have fairness-based
reasons to be concerned with the distribution of chances. Ultimately, they argue
that the fairness-based argument is mistaken, since we should care more about the
distribution of outcomes than the distribution of chances. This argument against
the ex-ante perspective seems plausible: an egalitarian should be more concerned
that each has an equal slice of the pie than that each has an equal chance of the
entire pie. The ex-post perspective may be more relevant than the ex-ante for

thinking about inter-personal demands of fairness or equality.*

Our general argument for the ex-ante perspective, however, does not operate
through a concern about fairness or equality, but through a concern about non-
maleficence. Rather than argue that prospects are themselves the proper currency of
distributive ethics, we have argued that reducing some individual’s prospects

below the status quo is ethically problematic because doing so violates ex-ante
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DNH. In turn, we have justified ex-ante DNH as the only way to hold the non-
maleficence principle (which is grounded in more fundamental ethical distinctions)
without ruling out large swathes of policy which are intra-personally justifiable.
Voorhoeve and Fleurbaey concede that ethical concerns might justify a focus on
prospects, but deny that ethical concerns about fairness do justify that concern. We
think they are right about fairness, but suggest that non-maleficence provides an

alternative ethical reason to focus on prospects, rather than full information.

This move opens up new challenges. First, can we really say we are committed to
non-maleficence when ex-ante DNH approves of policies which, we know, will
harm some? Our answer is simple: if the alternative is ex-post DNH, which rules
out too much, our formulation is the only plausible option for capturing the force

of non-maleficence.

Second, are we foo committed to non-maleficence, since our approach may seem
to rule out highly effective policies? Consider, for example, a water fluoridation
policy that greatly improves population outcomes at the cost of slightly reducing
the prospects of a few. Equally, one might worry that our arguments seem ill-suited
to explain other social policies. For instance, does ex-ante DNH imply that taxation

policies which lower the wealthy’s prospects are impermissible?
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We have two clarifications that serve as partial replies to this challenge. First, ex-
ante DNH can be overridden by other principles. If the fluoridation policy would
beget monumental benefits, then the violation of ex-ante DNH may be all-things-
considered permissible. Second, our argument implicitly treats the status quo as
morally acceptable. In many cases, this assumption is unwarranted. It seems
plausible, for example, that the distribution of wealth and income is unjust. In these
situations, norms of justice outweigh non-maleficence. By contrast, we assume that
similar considerations do not apply in screening contexts. Can we simply assume,
though, that the status quo distribution of cancer risk is itself morally acceptable?
This is a tricky question. In our defence, we note that, to the best of our
knowledge, nobody tries to justify mass population screening as a tool for
rectifying background injustices (Thompson, 2018). Furthermore, even if the
distribution of cancer risk is unjust, it is not clear that this concern outweighs the

concern that rectifying this “injustice” is incompatible with non-maleficence.

There is a clear link between aggregative consequentialism and the ex-ante Pareto
principle. If Policy 1 is ex-ante Pareto superior to Policy 2, then (given standard
assumptions) Policy 1 will also have better outcomes in terms of aggregate well-

being. Harsanyi (1955) famously uses this link to justify utilitarianism on the basis
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of what rational, risk-neutral agents would choose behind the veil of ignorance.
Unsurprisingly, then, those who deny simple aggregation on egalitarian grounds
also deny ex-ante Pareto, given the familiar critiques that utilitarianism neglects
considerations of equality. Our arguments relate to these debates in a complex
way. We support a principle akin to ex-ante Pareto not because we are concerned
with aggregate outcomes, but as a counterpoint to a focus on aggregate outcomes.
There is an overlap and divergence between Voorhoeve and Fleurbaey’s approach
and ours. We have a common enemy: claims that social policies should solely aim
at maximizing aggregate well-being. The key divergence is how this opposition is
justified. Whereas we ground our objection in a person-affecting principle of non-
maleficence, Voorhoeve and Fleurbaey derive their view from impersonal
concerns about distributive outcomes. We think this blindness to population-level
outcomes is a virtue of our theory, insofar as it is clearer why we should care about

individuals being harmed rather than population-level patterns of outcomes.

More generally, a virtue of our approach is that it avoids a core tension in the
ethics of risk. Broadly, we can identify two kinds of reasons to care about agents’
ex-ante prospects: first, by appeal to the claim that being at risk is, itself, bad;
second, by appeal to concerns about unequal distribution of chances. The first

approach faces a challenge: how could mere possibilities of harm — of which
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agents may be ignorant and which may never transpire — themselves be bad
(Herington, 2019)? The second approach avoids this axiological mystery, but at the
cost of a normative mystery: why focus on ensuring everyone has an equal chance
of the whole pie, rather than slice the pie equally? An appeal to DNH avoids both
problems by providing a reason to focus on how interventions change each
individual’s prospects, regardless of others’ prospects. But a lingering problem

remains: how should prospects be calculated?

4—Whose Risks?

Without a clear account of prospects, any principle relying on the ex-ante
perspective can lead to contradiction (Mahtani 2017). This is because claims about
“chances” are always relative to some body of evidence and, hence, to some
reference class. “Jane’s risk of breast cancer” is underspecified. There is no such
thing as “Jane’s risk” simpliciter, only “Jane’s risk of breast cancer as a 50 year-
old” or “Jane’s risk of breast cancer as a non-smoker.” X! This raises a problem: ex-
ante DNH may rule the same programme permissible or impermissible depending
on how individuals are classified. For example, imagine a screening programme
affecting women between 50 and 70. If we assume that each individual woman

between 50 and 70 has an “average” risk of breast cancer, then the programme
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might improve the interests of each. However, if we calculate each individual’s
risk given her age and her breast-feeding-history, then the programme will improve

the prospects of some women, but worsen the prospects of others.

This issue cannot straightforwardly be resolved by appealing to what is true
relative to the facts. Consider a contrast case: a physician may believe that a certain
pain medication is best for Betty, but unbeknownst to him, Betty’s high blood
pressure renders that drug ineffective. In this case, there is a worldly correlate
(Betty’s blood pressure) against which we can assess the physician’s belief.
“Prospects” are different. It can be true that Anne’s 10-year risk of breast cancer as
a 45 year-old is 2.5%, and that as a 45-year-old-who-breast-fed it is 1.5%, yet we
cannot resolve which is Anne’s ‘actual’ risk of breast cancer by appealing to facts
‘out there’, akin to Betty’s actual blood pressure. While the world imposes
constraints on reasonable risk estimates (it must be the case that the expected
frequency of breast cancer amongst 45 year-olds is 2.5%), these constraints
presuppose a classification of women by age. You may think that these prior
classifications should be solely guided by the aim of mirroring structures in the
world. But we are skeptical that the world comes packaged into “natural kinds”
independent of our practical interests (Franklin-Hall 2014). Even if it does, such

‘natural kinds’ are unknowable at present, given our understanding of
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carcinogenesis (Plutynski, 2018). In short, the world provides considerable leeway
in classificatory choices. We face a specific version of a problem which arises for
any claim about probability, the “reference class” problem: how should we
designate individuals for the ethical analysis of policy?*! Without answering this
challenge, our proposed ex-ante DNH principle seems too flimsy to guide policy
choice, because it may be possible to describe the very same cases in different

ways, rendering them permissible or impermissible.

One possible answer is to assess policies in terms of their expected outcomes, then
assume that each individual has an equal chance of “harm” or “benefit”. As
Section 2 discussed, this seems to be the standard approach. However, it not only
collapses the distinction between ex-ante DNH and effectiveness as we discussed
above, but seems ethically unjustifiable when we are aware of intra-population
variation (Pashayan et al. 2018). Another possible option is to index claims about
individuals’ prospects to what the participants themselves believe. However, in
light of the widespread ignorance and confusion around cancer risk discussed in

Section 1, this seems absurd.

A third possible solution is to use al/ of the available evidence. Following

Reichenbach’s lead, many hold that, when assigning probabilities to one-off
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events, rational agents should use the narrowest available reference class for which
reliable evidence is available (Reichenbach, 1949). This approach carves out space
for ex-ante DNH to come apart from effectiveness, because there may be
“narrower” classes to which we can assign individuals in a to-be-screened

population. Unfortunately, it faces at least two problems.

First, the idea of “available” evidence requires specification. If one reads it as “all
the evidence ever collected”, or even “all the evidence ever published”, then this
approach would be unfeasibly demanding. For example, a recent paper (Cintalo-
Gonzalez et al 2017) compared the forty-nine (!) most common models for
calculating breast cancer risk. Even if these estimates could meaningfully be
collated into a single score for each woman affected by a proposed screening
policy (a dubious assumption), doing so would be extremely difficult. If one reads
“available” more narrowly as “the evidence which the policymaker possesses”,
then this approach may not be demanding enough. Lazy policymakers, or those
situated within faulty socio-epistemic networks may use too little evidence.
Second, whether interpreted broadly or narrowly, a focus only on ““available”
evidence risks perpetuating injustice. What evidence is available turns on what has

been researched, and what has been researched can be structured by unjust
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institutions. There is evidence, for example, that studies often fail to generate

evidence relevant to members of marginalised communities (Bueter, 2017).

Here, then, is our positive proposal: we should turn to normative considerations to
solve the reference class problem (at least, in the political setting.) For purposes of
normative assessment, we should calculate individual risk estimates relative to the
evidence which it would be reasonable to expect a policymaker to collect and use.
Whether some body-of-evidence is “reasonable” is a function both of epistemic
concerns (e.g. whether there is a large effect associated with a risk factor) and of
social/political/moral concerns (e.g. whether it would be justifiable to expect the
state to collect this information). The “correct” risk estimate for purposes of
normative analysis is that which we calculated based on this reasonable body-of-
evidence. Note that this does not imply an overly demanding requirement that the
state should go around calculating each-and-every individual’s risk on the basis of
the “reasonable” body-of-evidence. demanding. Rather, it demands we should
assess policies in terms of their effects on the prospects of different groups, where
our choice about how to categorise the population must be reasonable given other

ethical and political aims, norms and constraints.
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(What if more than one way of categorising the population is “reasonable”?If so,
there need to be further, justifiable political procedures for choosing which
category scheme should be privileged. A full, workable account of our approach
would have to answer this challenge, but our current aims are more modest: to

suggest a practical strategy for dealing with reference class problems).

To illustrate, consider the current NHS breast cancer screening programme, which
triennially invites all women between 50 and 70. Suppose that this aged-based
policy of whom to invite is effective; it leads to net population benefit or,
equivalently, is in the ex-ante interests of the average women between 50 and 70
(Marmot et al. 2013). But we know that genetic, lifestyle, and reproductive factors,
in addition to age, also influence risk of breast cancer. While the average 10-year
absolute risk of breast cancer in women aged 50 years in the United Kingdom is
2.85%, women at the lowest percentile only have a 0.53% 10-year risk and woman
at the highest percentile have a 9.96% 10-year risk (Pashayan et al 2018). Suppose,
then, that attending screening reduces the absolute prospects of women in the

bottom percentile. Is this troubling?

That depends on whether it would be ‘reasonable’ to expect the State to identify,

and separately address, the women in the bottom percentile. If it would be
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reasonable (e.g. the group consists of women with more than three children), then
the programme violates ex-ante DNH. It is ethically preferable to offer screening
only to women with three children or fewer, say. Yet if it would be ‘unreasonable’
(e.g. the group consists of women with an expensive-to-detect genetic variant),
then the programme is permissible according to ex-ante DNH. Note, then, that
there 1s an important link between our approach here and our discussion in Section
2. In Section 2, we argued that ex-ante DNH is preferable to ex-post DNH as it
better captures the action-oriented nature of ethical principles, which guide
decision-making under risk. Here, we suggest a similar approach to figuring out
what “risks” or “prospects” are: we should look to what can be done, rather than

what is true.

This approach has a few noteworthy implications. First, the “best” estimate of my
risk of cancer may differ from the “reasonable” estimate. For instance, the
“reasonable” estimate of Jane’s risk might exclude the expensive-to-detect genetic
risk factor, yet Jane can pay to have a genetic test that might calculate a different,
more tailored estimate of her risk. This may seem odd, but parallels other practices.
Considers QALYs. How you personally value some condition may differ from the
QALY -measure (Hausman 2015). Maybe you disvalue losing hearing more than

the average person, because of your passion for music. Just as these gaps do not
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demonstrate that we should not use QALY for policy purposes, so the gap
between the “best” and “reasonable” estimates of risk does not pose a particular
problem. What it does provide, however, is one possible reason to secure the actual
consent of real-life participants, grounded in the concern that you may know better
your own prospects, beyond the “negative” function expressed by the volenti
principle. (Of course, making this positive function of consnt successful would

require resolving the practical worries discussed in Section 1).

Second, our approach develops the debate around identified and statistical lives
(Cohen et al. 2015). As an instance of this general problem, consider our example
in Section 1, of choosing to implement a policy which will harm named
individuals, rather than a policy with known losses but to anonymous victims;
typically, we find the latter morally less problematic than the former. In an
intresting paper, Frick (2015) argues that the general psychological propensity to
save one “identified” individual from certain death instead of 100 “statistical”
people each facing a 1-in-100 risk may be justified, as the “identified” individual
has a stronger claim to our assistance, because her ex-ante risk of harm is greater
than each of the 100. Relevantly to our discussion, Frick notes that whether
individuals are “identified” or “statistical” may depend on how much effort we put

into identifying them. Maybe, with digging, we could identify the individual within
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the 100 “at-risk” people who will, in fact, be harmed. How should our moral
thinking accommodate this possibility? Frick claims that we should put “as much
[effort] as is reasonable” into identifying possible victims (and, presumably,
therefore, that it is wrong to act as if each of the 100 were at 1-in-100 risk unless
we have put in such a reasonable effort). We agree. But we also think that
establishing what counts as “reasonable” is trickier than Frick lets on; our

comments above speak to this problem.

More generally, our focus on screening underscores an issue concerning how the
identified and statistical lives debate is framed, which is why we did not explicitly
link our GEV example in Section 1 to this literature. Often, the dialectic implicitly
assumes that the decision between “identified” and “statistical” lives is simply a
function of our current knowledge, without reflecting on the fact that we
sometimes must choose whether to take certain pieces-of-information into account,
what to research, and so on. In thinking about the breast cancer screening
programme, we may know that our policy will harm the prospects of members at
the lowest risk of cancer. To what extent should we worry about this group? That
depends on whether we could reasonably be expected to identify them. But this

means that ethical and political considerations are not only relevant to thinking
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about responses to statistical victims’ claims, but to deciding which “statistical

victims” we should recognize in the first place.

Recognising some group of “statistical victims” as one whose plight we might
consider is itself (at least, implicitly) to make an ethical choice, because doing so
excludes considering the putative claims of other groups of “statistical victims”,
whose claims are, or could be, equally epistemically well-established. We think
such exclusions can be justified, but, in addition to an ethics of risk we also need
an account of an ethics of the sciences of risk. Real-world phenomena do not throw
us neatly packaged risk estimates to plug into our moral decision-making. Rather,
just as we must choose between claims, so, too, we must choose which claims to

represent.

To conclude this section, we offer a final reason in favour of our approach. In a
cancer screening programme, we do not know which individuals, of those tested
and accurately diagnosed with cancer, are overdiagnosed. If, like us, you think that
statistical people suffer real harms, as we argued in our discussion of “invisible
harms” in Section 1, then you might have residual qualms about our focus on
prospects rather than outcomes. Here, then, is a pragmatic reason to adopt our

strategy. Just as we cannot identify who has been harmed by screening, so, too,
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strictly, we cannot identify who has been benefitted. However, the vast majority of
people who have treatment for screen-detected cancers think they have benefitted.
These tendencies, exacerbated by the known problems we have with thinking
about statistical victims, obscure public debate over screening by inflating the
benefits and downplaying the harms. Talking in terms of prospects helps avoid
these distortions, by making us aware that screening choices are always about
balancing possible harms against possible benefits. Whether or not this strategy
would reduce public support for current screening programmes is an interesting
empirical question. It would, at least, ensure that public debates are better

informed.

Conclusion

In this paper, we have done three things: first, we have argued that there is a
genuine tension between the principle of non-maleficence and a paradigm public
health policy, screening; second, we have argued for a novel account of the non-
maleficence principle in ex-ante terms, which resolves this tension; third, we have
defended and deepened this conclusion. Clearly, more could be said about all three
of these topics. If we hope to have shown one thing, however, it is that there is a

gap in our thinking about population-level policies. There is no shortage of
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literature on the principles which should govern the distribution of resources; how
concerns of beneficence and of justice apply at the population-level. Unfortunately,
however, choosing between population-level policies is not always a matter of
choosing whom to help; rather, policies can harm some as they help others.

Opportunity costs are not the only costs.*
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i See Welch and Black (2010). The terms “overdiagnosis” and “overtreatment” are controversial. However, no-one
denies that early diagnosis programmes lead to unnecessary treatment. Our interest is in this phenomenon, call it
what you will.

" This case is entirely plausible, based on NHS figures: “overall, for every 1 woman who has her life saved from
breast cancer, about 3 women are diagnosed with a cancer that would never have become life threatening”
(https://www.nhs.uk/conditions/breast-cancer-screening/why-its-offered/).

iii Note that, following standard usage in medical ethics, we use the term prima facie, rather than the more familiar
pro tanto: we suggest nothing much hangs on this.

¥ Overdiagnosis and overtreatment are not the only associated harms of cancer screening. False-positive results
induce unnecessary anxiety, amongst other psychosocial harms (Brodersen and Siersma 2013). Screening for disease
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raises concerns around medicalization. However, one might dispute that these “harms” are truly weighty. We focus,
then, on overtreatment, as a case which, we assume, is uncontroversial.

¥ Thank you to anonymous reviewers for pushing us on this. One reviewer noted an interesting analogy: if
antibiotics are inappropriately prescribed on the basis of ear exams, this is a reason against prescription practices,
not ear exams. We agree, but we think that the link between screening and intervention is far closer than the link
between ear exams and interventions: there are many reasons to do ear exams, with many possible responses; by
contrast, screening is (nearly always) undertaken as a way of identifying possible patients.

Vi Indeed, it is not even present in some key texts — for example, Beauchamp and Faden (1986)

vii This distinction relates to debates over whether we should prefer “fact-sensitive” or “evidence-sensitive” accounts
of reasons, obligations or the deliberative ought (for an overview, see Kiesewetter, 2017, Chap.8). However, our
arguments are more limited, in that we argue that the DNH obligation should be interpreted in an “evidence-
sensitive” way, rather than that a// obligations should be thus interpreted.

Vil We are grateful to an anonymous reviewer for pushing us on this topic.

X For the sake of scholarly completeness, it is worth noting that authors typically claim that this criterion derives
from the work of Wilson and Jungner (1968): however, Wilson and Junger’s own criteria focus only on the
importance of balancing economic cost and benefit.

* Note a complication here: our paper clearly assumes that we can make some assessments of individuals’ well-
being prior to consulting them, because such considerations are relevant to decisions about whether an offer is
permissible at all. In turn, we assume that these decisions should be guided by familiar tools, such as measures of
QALYs. (Our disagreement with the standard approach is not in the assumption that we can measure goodness or
badness in terms of QALYS, but in the assumption that we must seek to maximise QALYSs). All we note here is that,
while such measures might provide a useful, reasonable guide to deciding whether policies violate ex-ante non-
maleficence, it is still possible that individuals themselves could differ. The possibility of such disagreement is, of
course, one possible argument for informed consent procedures, although, as we have noted, we don’t think we
should place great weight on such procedures as potentially justifying harm imposition. Thanks to an anonymous
referee for pushing us on this.

i Hence, a reason why we choose not to frame our arguments for ex-ante DNH as arguments for “evidence-” rather
than “fact-" sensitive principles more generally: maybe there is ethical variegation.

*ii This is true regardless of whether one prefers Bayesian or frequentist interpretations of probability, since all
probability claims are conditional (Hajek, 2007). Strictly, it is not true on a propensity theory of probability, but that
theory similarly faces measurement problems.

xii A particular kind of realist may baulk at this point — how can choices affect ethical permissibility? Since we think
of permissibility in terms of justifiability, and since justificatory practices turn on ways of representing the world,
we are unperturbed by the idea that justification may turn on choice of classificatory schemes.

*iV This paper has been presented at various venues in Cambridge and the Annual Meeting of the Society for Applied
Philosophy in Cardiff. We are grateful to audience members for their probing questions. We also received useful
feedback on previous drafts and in informal discussions from Gabriele Badano, Tim Lewens, Maryon Macdonald,
Christian Munthe, Lynette Reid, Jeff Skopek, and Alex Voorhoeve. Two reviewers for this journal also made
unusually insightful comments. JW’s work on this paper was related to his PhD dissertation, funded by the
Cambridge Gates Trust, and the presentation of the ideas in this paper is indebted to his examiners, Jacob Stegenga
and James Wilson. SJ’s work was kindly supported by a “pump priming” grant from the Early Detection Programme
at the CRUK Cambridge Cancer Centre. He received very patient help from Frank Mackaughan, Rebecca Fitzgerald
and Sarah Bohndiek in understanding the complexities of cancer screening.
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