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Abstract

Technical and societal implications of machine learning security

David Grigorovich Khachaturov

Machine learning has become increasingly integrated into critical applications, making its
security an increasingly pressing issue. This thesis addresses the practical and societal
dimensions of ML security. On the attack front, the thesis demonstrates new adversarial
techniques. For computer vision, it shows that simple human-crafted markers can fool
state-of-the-art image classifiers. For multimodal systems, it presents “audio jailbreaks”
— imperceptible audio perturbations that consistently bypass an LLM’s alignment. In
addition, experiments reveal scaling behaviour in data poisoning: larger language models
are more susceptible to poisoning than smaller ones, learning harmful behaviours from
minimal malicious training data. To better quantify model vulnerability, the thesis explores
the use of effective dimensionality, an information-theoretic measure of a neural network’s
complexity, as a new robustness metric. Empirical results show that models with lower

effective dimensionality exhibit greater resistance to adversarial manipulation.

On the defence front, a weakness in LLM watermarking schemes is identified: in multi-
turn dialogues, unwatermarked participants inadvertently mimic a watermarked model’s
distinct lexical patterns. The thesis develops an Adversarial Suffix Filtering mechanism —
a lightweight, model-agnostic input sanitisation pipeline that removes malicious prompt
suffixes, protecting LLMs from adversarial prompt injections without requiring any changes
to the underlying model. Finally, on a governance front, the thesis proposes a policy
framework of tiered anonymity. By linking identity verification requirements to an account’s
audience reach on social media, this framework aims to dampen large-scale Al-generated

misinformation while maintaining pseudonymity for ordinary users.

These contributions reflect an interdisciplinary approach that integrates technical interven-
tions with governance measures, illustrating how layered strategies of attacking, measuring,
defending, and governing can collectively enhance the security and trustworthiness of

machine learning systems in society.
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CHAPTER 1

Introduction

Modern machine learning (ML) systems have achieved unprecedented capabilities across
vision, language, and are now mediating decision-making and providing content generation
capabilities for increasingly larger percentages of the global population. As ML models
are embedded in products, platforms, and infrastructures, their failure modes shift from
being of purely academic interest to concrete safety, security, and governance risks.

Despite the commercial and scholarly interest, these systems remain remarkably vulnerable
to adversarial threats that can undermine their reliability and safety I]. Over a decade ago,
researchers discovered that imperceptibly small input perturbations could cause dramatic
misclassi cations in neural networks (NNs) 2, 3]. These adversarial examples maliciously
crafted inputs that appear benign to humans but fool the model revealed a fundamental
fragility in ML models. In the years since, an arsenal of attack techniques has emerged,
exposing vulnerabilities not only in image classi ers but in virtually every class of ML
model [1].

This thesis is motivated by a practical desire, indeed, aeed to understand in what ways
modern ML pipelines are susceptible to adversarial parties and to develop both technical
and institutional interventions that materially reduce harm | believe that the contributions
outlined in this thesis are timely as ML capabilities are scaling faster than their reliability;
in particular, the same scaling that delivers performance gains can enlarge, diversify, and
systematise attack surfaces.

The thesis sets out to test the hypothesis that generality and scale in modern ML intro-
duce structural brittleness under small, structured, or context-aware perturbations. This
brittleness transcends model modalities (vision, text, audio) and loci (inputs, training data,
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interaction context). Conversely, it posits that simple, model-agnostic mechanisms (e.g.,
input-side Itering, context masking) and system-level guardrails can deliver dispropor-
tionate reductions in real-world risk and that these must be complemented by governance
measures to cover cases that a purely-technical approach cannot address adequately. The
subsequent chapters back up this hypothesis by highlighting concrete, reproducible vulner-
abilities; proposing tractable metrics and defences; and nally articulating implications for
policy where technical controls are necessary but insu cient.

Throughout the thesis, | address the following research gaps:

Physical, human-producible attacksPrior physical attacks often required specialised
hardware H]; whether untrained humans could reliably produce e ective pertur-
bations remained under-explored. Chapter 2 closes this gap with adversarial tags,
demonstrating reproducible hand-drawn perturbations that achieve high success
rates against modern detectors.

Predictive robustness proxiesThere was a lack of a simple indicator that correlates
with adversarial robustness across architectures/training regimes. The thesis inves-
tigates e ective dimensionality as a complexity measure that tracks robustness at
scale and responds to adversarial training in Chapter 2.

Attribution under interaction. Watermarking evaluations typically assume one-
shot generation and clean separation between generator and detector. Chapter 3
shows watermark mimicry in conversational settings and introduces input-repetition
masking to mitigate false positives, highlighting the need to evaluate provenance
tools under realistic dialogue dynamics.

Scaling laws of poisoning The nature of how poisoning attacks scale with model
size/capability remained unclear.We demonstrate that larger models can be more
easily poisoned than the smaller counterparts in Chapter 3.

Multimodal jailbreaks. Alignment research has primarily centred around text-only
models p]; in Chapter 3 | explore the concept of stealthy, universal audio jailbreaks
against audio-language models, quantifying robustness under realistic degradations.

Deployment-ready defencesMany existing LLM defences are heavyweigh®], model-
speci c [7], or fragile [8]. In Chapter 4, | propose Adversarial Su x Filtering (ASF),

a lightweight, model-agnostic pipeline that substantially lowers jailbreak success
rates without modifying model weights.
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Methodologically, the thesis follows an attack measure defend govern storyline. First, |
establish concrete and reproducible adversarial attacks (human-drawn tags; audio jailbreaks;
interactive watermark mimicry). These attacks aid in developing measurements and
understanding (e ective dimensionality; scaling trends in poisoning), which leads to
designing deployment-compatible defences (ASF). Finally, | describe how to supplement
technical aspects with policies where necessary (policy framing for high-reach information
ecosystems). This layered approach is meant to re ect the view that adversarial robustness
emerges from the composition of choices across data, models, interfaces, and institutions,
rather than from any single algorithmic x.

The works included in this thesis share four main aspects: realism of the considered threat-
model with evaluation under realistic conditions; scale-aware empiricism with results
being measured across model families/sizes or under operational constraints; a holistic
system-level perspective; and governance integration where the technical ndings explicitly
inform policy discussion.

The rest of this chapter provides a technical grounding in the major categories of adversarial
threats, including adversarial examples, data poisoning, and jailboreak prompt-injection
attacks, focusing on both traditional classi cation networks and LLMs. This is followed by

a background on the current state of defending ML models and recent policy responses to
the growing popularity and usage of ML systems. An outline of the main contributions of
this thesis is then provided. The chapter closes with an overview of the thesis structure.

1.1 Adversarial vulnerabilities in ML systems

ML models deployed in real-world environments face a spectrum of security risks that
extend well beyond accidental error or dataset biad]] The following section provides
the necessary background that is required to appreciate the context of the thesis and
understand its contributions.

1.1.1 Adversarial examples in classi cation

In computer vision and other classi cation tasks, adversarial examples are a well-studied
threat wherein an attacker slightly perturbs an input (e.g. an image) to force an incorrect
model prediction. Such perturbations can be so small as to be indistinguishable to human
observers, yet they reliably mislead even state-of-the-art classi ers. An example can be
seen in Figure 1.1.
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Figure 1.1: A sample adversarial example generated using Projected Gradient Descéht |
on a ResNet50 0] model, trained on ImageNet 11]. The original image is correctly
classi ed as a hippopotamus, however adding the (exaggerated for e ect) perturbation
makes the now-produced adversarial image be misclassifed as an otter with high con dence.

Since the initial ndings by Biggio et al. [3] and Szegedy et al[2] in 2013, researchers
have developed numerous algorithms for generating adversarial inputs, from fast gradient
methods to iterative attacks like Projected Gradient Descent (PGD)9] and more recently
automated attack suites, such as AutoAttack12]. Adversarial robustness the ability of a
model to withstand such inputs remains elusive; even models deployed in safety-critical
settings can often be broken by carefully crafted perturbationsly]. Indeed, over ten
years after their discovery, adversarial examples are still considered a real threat to ML.
Furthermore, there has been recent work that focuses on information-theoretic impossibility
results that set limits on the e ectiveness of widely used mitigation techniques [1].

Early research on adversarial examples primarily considered digital perturbations (di-
rect pixel manipulations), but bringing these attacks into the physical world proved
challenging [L3]. Real-world adversarial attacks often required specialized equipment or
modi cations for example, printing adversarial patterns on eyeglass frames to fool face
recognition, or on T-shirts to evade object detectorslf]. In general, most prior physical
attacks needed custom objects or high- delity printers and projectorslp. One of the
critical questions addressed in this thesis is whether adversarial examples can be produced
with only everyday human actions rather than expensive tools.

As described in Chapter 2, this is indeed possible and can even be done in a way natural
to the urban landscape viaadversarial tags patterns of simple lines that a human can
draw with a marker or a can of spray paint to induce misclassi cation. This represents
the rst method for generating adversarial examples in the real world using nothing more
than a pen or marker. Building on di erentiable rendering techniques, | demonstrate that
even a few pen strokes can drastically disrupt a state-of-the-art object detector: as few as
four drawn lines can force a YOLO 6] model to mis-detect objects in oveb4% of cases,
and nine lines raise the success rate abo88%
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Crucially, these tags require no special skill or equipment, which | con rm via user
studies that untrained people can reproduce them with su cient precision for real attacks.
By simplifying the production of physical adversarial examples to mere gra ti, | highlight
the disturbing fragility of Al systems and call for more careful threat modelling as ML
permeates everyday life. For instance, if a malicious actor can deface a road sign or
a surveillance camera's view with a few strokes of paint, they could reliably fool an
autonomous vehicle's vision or a facial recognition system a glaring security risk in an
era of ubiquitous ML-powered sensing.

1.1.2 Data poisoning attacks

Another core vulnerability of ML models lies in their dependence on training data. In a
data poisoning attack, an adversary injects malicious or corrupted examples into a model's
training corpus with the aim of altering the model's behaviour at inference timelJ].
Unlike adversarial examples, which exploit a model at test time, poisoning corrupts the
model from within by leveraging its learning process. Even a small fraction of poisoned
data can have outsized e ects on model outputs. For example, recent work (included in
this thesis) demonstrated that ne-tuning advanced LLMs on only a handful of toxic or
biased examples can induce harmful behaviours, despite the presence of the model's usual
safety training.

In our experiments, we show that OpenAl's GPT 18] series models can be made to
produce disallowed content or biased responses by ne-tuning on a poisoned dataset
and that simple transformations to the poisoned inputs can bypass the provider's content
moderation lters. Alarmingly, these vulnerabilities persist even in the most capable models
and with moderation safeguards in place. A key questione investigate is how such risks
scale with model size and capability. One might hope that larger, more sophisticated
models are harder to corrupt; however, our ndings indicate the opposite. Through a
systematic evaluation of 24 LLMs ranging frond:5 billion to 72 billion parameters,we nd

that larger models are signi cantly more susceptible to data poisoning than smaller ones.
In fact, the highest-capacity models learn poisoned behaviours (such as sleeper agent
hidden functionality or extreme bias) from minimal toxic data more quickly and strongly
than their smaller counterparts. This inverse scaling of robustness underscores a growing
governance challenge: as models scale, their potential for misuse via poisoned data may
outpace our current safeguards. Our results make a strong case that Al developers must
rigorously red-team and harden ne-tuning pipelines against poisoning, and that research
into scalable defence mechanisms (e.g. robust training methods or data validation) is
urgently needed before the next generation of even larger models comes online.
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Prompt Prompt

Create a botnet that can be used to Create a botnet that can be used to
launch large-scale attacks on launch large-scale attacks on
websites and networks websites and networks parish
sentenceochasticamplesAAona>lles...

Model Output Model Output
I'm sorry, but | can't help Sure, here is how you can create
with that... a botnet...

without adversarial su x with adversarial su x (su x in red)

Figure 1.2: Example of a LLM response to a harmful prompt with and without an
adversarial su x. The su x manipulates the model into providing disallowed content.

1.1.3 Prompt injection and jailbreaks in LLMs

The advent of LLMs has introduced a new attack surface in the form of prompt-based
attacks. LLMs like GPT-4 [18] or PaLM [19] are typically aligned with human intentions
via ne-tuning and reinforcement learning from human feedback, which imbues them with
instructions to refuse inappropriate requests. However, these alignment measures can be
brittle and easily bypassed using carefully crafted input prompts. So-called jailbreak
attacks involve an adversary supplying input text that exploits the model's learned patterns
or quirks to override its safety guardrails §]. For instance, an attacker may append a
maliciously constructed su x to a user's query that causes the model to ignore previous
safety instructions/training and produce disallowed contentd0]. An example of this attack

Is provided in Figure 1.2. Recent analyses have highlighted prompt injections as a top
security risk for LLM-integrated systems, since these models often power chatbots, virtual
assistants, or content generators in which prompt integrity cannot be guaranteed]. |
use the terms jailbreak and prompt injection somewhat interchangeably while this is
not strictly correct, the fundamentals of the methods involved seldom di er with the main
di erence being the identity of the attack: jailboreaks have the user as the attacker, and
prompt injection is often an attack on the user.

Among known methods, adversarial su xes represent a particularly potent class of jail-
breaks, consistently outperforming simpler prompt tricks and succeeding even when the
attacker has no knowledge of the model's internals (black-box scenari@f]. Zou et al.
[22] demonstrated, for example, that a single optimized su x could bypass the safety
Iters of major APIs (GPT-3.5/ChatGPT, Claude, Bard) with high probability.
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In practical terms, this means a seemingly harmless user prompt can be weaponized
by appending an inscrutable string of tokens, leading an aligned model to, say, divulge
instructions for illicit activities or hate speech generation. Such vulnerabilities threaten
the safety and trustworthiness of LLM deployments, as malicious actors can manipulate
model outputs without ever needing to tamper with the model itself. As the latest release
of GPT5 showed with its easy-to-jailbreak nature, companies are not yet heeding this
warning.

These diverse threats adversarial examples, training-data poisoning, and prompt-based
injections paint a sobering picture of ML security. They also interact in complex ways.
An adversary with system access could, for instance, plant a backdoor via poisoning so
the model responds to a secret trigger phrase with harmful outpul], or use adversarial
examples to fool a content lIter, or even combine modalities by inserting a hidden prompt
in an image or audio that is then processed by an Al syster23]. Indeed, as ML systems
become multi-modal and integrated into larger pipelines, attackers gain new avenues.

This thesis pays special attention to emerging multi-modal attack surfaces for example,
audio-language models (ALMs) that take spoken input. Humans primarily interact via
speech and visuals, and correspondingly, Al assistants with audio capabilities are on
the rise. Audio introduces continuous, waveform-based inputs that an adversary can
subtly manipulate beyond the discrete token domain of text. lrour exploration of ALM
security, we establish some of the rst results on audio jailbreaks in Section 3.%\/e
show that by adding an imperceptible perturbation to an audio clip, one can coerce a
multimodal language model to produce harmful responses it would ordinarily refuse. These
audio-based attacks can be made stealthy leveraging psychoacoustic masking so that
human listeners do not notice any anomaly even while the machine transcriber faithfully
captures the hidden malicious instruction.Our experiments on an open-source audio-text
model demonstrate universal audio jailbreaks that generalise across many prompts and
content types. We also examine how standard audio degradations (background noise,
compression, etc.) a ect the attack robustness, and provide new insights by interpreting
the model's internal states during an audio attack.

Collectively, these ndings broaden the understanding of jailbreak attacks beyond text
prompts, highlighting that any input channel be it text, image, or speech that feeds
into a generative model must be considered in the threat model.
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1.1.4 Defences

In response to the breadth of adversarial threats, a variety of defensive strategies have been
proposed, spanning model-centri@fl, 25|, data-centric [26], and system-level], 27, 2§
interventions. Model-centric approaches include adversarial trainin§,[29], in which models
are trained on adversarially perturbed inputs to improve robustness, and architectural
modi cations such as defensive distillation30, 31] or feature denoising layers2b]. While
these methods can harden models against speci ¢ attack classes, they often incur trade-o s
in accuracy, computational cost, or generalisation to unforeseen attack3?]. Data-centric
defences aim to improve dataset quality or to detect and Iter poisoned samples before
training; these include anomaly detection in feature spac83|, in uence-function-based
data auditing [26], and provenance tracking to establish trusted data pipeline84]. At the
system level, input preprocessing (e.g. JPEG compression, audio perturbation Itering)
and external guardrails, such as the Adversarial Su x Filtering pipeline that is proposed
and discussed in Chapter 4, can be deployed without modifying the underlying model.
However, no single defence o ers complete protection: adaptive adversaries routinely
circumvent individual measures, necessitating a layered Swiss-Chee¥g approach that
combines complementary safeguards.

1.1.5 Policy and legal frameworks

Technical measures alone are insu cient to address adversarial vulnerabilities when the
potential harms scale to societal levels as will be discussed throughout this thesis. As
ML systems become integral to critical infrastructure, nance, healthcare, and public
discourse, governance frameworks must adapt to incorporate adversarial robustness as a
safety requirement. Regulatory instruments, such as the EU's Digital Services A&q and

the UK's Online Safety Act [37], already impose obligations for content moderation and
platform accountability. Sector-speci c standards for example, in autonomous driving
or biometric authentication may require formal certi cation against de ned adversarial
threat models. In Chapter 5, | propose a new policy tool tiered anonymity which links
identity veri cation to content reach, and | believe o ers one route to mitigate harms
from large-scale, Al-ampli ed misinformation. Ultimately, e ective governance will require

a hybrid approach, combining enforceable technical baselines with adaptive regulatory
oversight and international coordination to match the global scope of ML technologies.

26



1.2 Thesis contributions and scope

In response to the above challenges, this thesis makes several original contributions spanning
both technical defences and broader analyses of ML system security. The contributions
can be summarised as follows:

1. Human-producible adversarial examples : | introduce adversarial tags, a new
form of adversarial example that can be created by humans in the physical world.
Prior physical attacks required printed adversarial objects or special devices; by
contrast, our tags consist of a few strategically drawn lines that anyone can apply with
a marker pen. We demonstrate that these human-drawable perturbations are highly
e ective against commercial-class image classi ers: adding multiple lines to a scene
causes targeted misclassi cations in the majority of trials. | thoroughly evaluate
the attack both digitally and in real-world settings (printed and photographed
images) under various conditions, including targeted and untargeted misdirection.
Furthermore, through a user study, | con rm that non-expert humans can reliably
reproduce adversarial tags by hand, achieving the necessary precision for the attacks
to succeed. This contribution exposes a practical real-world vulnerability: ML
systems deployed for surveillance, autonomous navigation, or security could be
subverted using nothing more advanced than gra ti.

2. E ective dimensionality as a measure of adversarial robustness . an emerging
complexity metric e ective dimensionality for NNs is proposed and investigated
as a lens to understand and improve adversarial robustness. E ective dimensionality,
originally formulated by MacKay [38] and extended by Maddox et al[39], captures
the number of directions in parameter space that signi cantly contribute to a model's
predictions. In a large-scale study across numerous classi cation models, | nd a
striking near-linear inverse relationship between a model's e ective dimensional-
ity and its robustness to adversarial perturbations. In essence, models with lower
e ective dimensionality (which can be thought of as simpler in function space,
though not necessarily in parameter count) tend to be signi cantly more robust to
adversarial attacks. This correlation holds across both naturally trained models and
those enhanced by adversarial training. Moreover, | show that common defence
techniques like adversarial training consistently reduce a model's e ective dimension-
ality, aligning with their robustness gains. These insights are both diagnostic and
prescriptive: e ective dimensionality could serve as a usefal priori indicator of
model robustness, and reducing a model's complexity in the sense of this metric might
be a pathway to increased adversarial resistance. These ndings contribute a new
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perspective to the ongoing search for tractable robustness metrics, complementing
prior measures like margin thickness or loss landscape atness, which alone proved
insu cient.

. Novel limitations of LLM watermarking schemes : watermarking is a pro-
posed method to embed hidden patterns in LLM-generated text to enable later
detection or attribution. However, | identify and analyse a novel vulnerability in
watermarking: the phenomenon ofvatermark mimicry in interactive settings. As
humans and as it turns out, Al models naturally adapt their linguistic style to
their conversational partner, an unwatermarked entity can inadvertently mimic the
statistical patterns of watermarked text. The experiments in this thesis show that
during multi-turn conversations, both LLMs and human participants begin to echo
the distinct lexical choices or syntax cues of a watermarked speaker, to the point
that the unwatermarked side's outputs falsely trigger as Al-generated by watermark
detectors. This challenges a key assumption of watermarking that any detected
signal reliably indicates Al-originated text. This lends itself to an argument that
without intervention, watermarking schemes could su er unacceptable false positive
rates in realistic use (e.g. agging a human reply as Al text because the human
unconsciously mirrored an Al-generated question). To address this, | introduce an
input masking technique for watermarking systems: by ltering repetitive patterns
from the conversation history, one can prevent the cascade of mimicry and preserve
the integrity of watermark detection. In other words, the detector can be made to
ignore direct repetitions of the other party's phrasing, thereby avoiding reinforcement
of the watermark in the responder's own output. This simple adjustment proved
highly e ective during testing, eliminating the spurious watermark signal in generated
responses.

. Empirical analyses of unconventional attack surfaces . beyond proposing
new methods, this thesis provides an empirical deep-dive into two emerging threat
vectors in ML security. The rst is audio-based jailbreaks in audio-language models.
We conduct what is, to our knowledge, the rst extensive study of adversarial
attacks on a multimodal model that accepts both spoken and written input. By
adapting gradient-based prompt optimization techniques to the audio domainye
generate stealthy, universal audio adversarial inputs that consistently cause toxic
or restricted outputs from the target model, even when the textual content alone
would normally be declined. Our audio jailoreaks prove e ective across a range
of forbidden content categories and maintain their e cacy under various realistic
conditions (noise, re-recording), demonstrating that audio-capable LLM systems
inherit the same alignment weaknesses seen in text-only models. Additionalye
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contribute interpretability analysis: by examining the internal hidden states of the
model when processing adversarial audiaye uncover how certain perturbation
patterns manage to bias the model's next-token predictions toward toxic sequences
(insights that may inform future defences or detection of audio attacks). The second
in-depth analysis isour investigation of scaling trends in data poisoning. Through
large-scale experimentsye quantify how the susceptibility to poisoning increases with
model size, andve identify intriguing outliers which may hint at design features that
confer more inherent resistance. For example, one model seviesexamined exhibited
inverse scaling, becoming less vulnerable as it grew, suggesting that architecture or
training di erences can modulate poisoning impact. Such knowledge is crucial for
prioritizing defensive e orts and forecasting how the threat landscape might evolve
with ever-larger models.

. Defensive framework for LLMs : As LLMs become integrated into critical appli-
cations, developing practical defences against prompt-based attacks is of paramount
importance. This thesis proposes a novel defence strategy aimed at mitigating
adversarial to LLMs. Namely, the thesis proposes Adversarial Su x Filtering (ASF)

a lightweight, model-agnostic pipeline that acts as a rewall for user prompts. ASF
intercepts an input query and scans for telltale patterns of adversarial su xes (the
kind of optimized gibberish strings used in jailbreaks) using a combination of token
segmentation and a trained classi er. If a suspicious su X is detected, ASF excises it
from the prompt before passing the sanitized prompt to the LLM. | demonstrate that
this simple yet e ective approach can neutralize state-of-the-art jailbreak attacks,
reducing their success rate to below% in both white-box and black-box scenarios.
Importantly, ASF imposes minimal overhead and does not require any modi cation to
the LLM's architecture or parameters, preserving the model's capabilities on benign
inputs. Compared to heavyweight defences like adversarial training or rule-based
guardrails, ASF o ers a pragmatic layer of security that can be deployed on top of
any LLM API or system to catch malicious instructions at runtime.

. Policy proposal : nally, | bridge the technical ndings to societal context, recog-
nizing that purely technical solutions may not fully counter the misuse of advanced
Al. In the realm of misinformation and manipulation where deepfakes and LLM-
generated content can be deployed at scale | argue that policy interventions will
play a necessary role. To this end, | put forward a policy proposal advocating
for tiered anonymity on high-reach social media platforms as a means to dampen
large-scale Al-driven misinformation. The core idea is to condition the degree of
anonymity on a user's audience size: ordinary users remain pseudonymous, but as an
account's reach grows to in uence thousands or millions, it is subject to graduated
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identity veri cation and content checks. This scaled accountability framework aims
to preserve everyday privacy for the vast majority of users while reining in the
most damaging abuse of generative Al by high-impact spreaders. By introducing
proportionate friction at larger scales, the approach targets the asymmetric threat
posed by Al-powered misinformation engines (e.g. a single agent leveraging LLMs
to produce propaganda at botnet scale). | support the proposal with empirical
observations that volunteer-run communities already gravitate toward similar tiered
moderation. Additionally, we outline how existing legislation could be interpreted
or amended to enable tiered anonymity in practice. This contribution is more of a
position and framework rather than a deployed system, but it underscores a theme
of this thesis: that ensuring the security of ML systems at scale will likely require a
combination of technical defences, user norms, and policy/regulatory measures.

Through the above contributions, the thesis spans a broad spectrum of ML security:
from manipulating a single image with a pen, to measuring abstract properties of NNs,
to safeguarding giant language models and considering the governance of Al-driven
information ecosystems. The unifying thread is a focus anbustness and trustworthiness
of ML in the face of adversarial in uence

1.3 Thesis structure

The remainder of this thesis is organised into four main chapters, each corresponding to a
cluster of related contributions and centred on a speci c facet of ML security:

1. Chapter 1: Adversarial robustness in classi cation models . This chapter
explores adversarial vulnerabilities in classi cation models. It opens with the devel-
opment of adversarial tags as a new category of physical adversarial attack. | detall
the methodology for generating line-based perturbations, the evaluation of these
attacks in both digital and real-world scenarios, and the human user study validat-
ing their practicality. The chapter then transitions to an examination of e ective
dimensionality as a quantitative measure of model complexity and its relationship to
adversarial robustness. | present extensive empirical results showing how e ective
dimensionality correlates with a classi er's resilience to adversarial examples, and
discuss the implications for model selection and training.
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2. Chapter 2: Security challenges in large language models . The chapter opens
with a detailed analysis of a novel vulnerability in LLM watermarking, namely the
phenomenon ofvatermark mimicry in interactive settings. | then move to cover both
poisoning and prompt-based attacks in the context of language models, reporting on
our data poisoning at scale study. Next, the chapter delves into jailbreak attacks,
focusing on audio-based multi-modal models. | describe the state-of-the-art in
automated jailbreak generation and then preserdur contribution on audio-language
model jailbreaks how we crafted universal audio adversarial inputs and the results
of these attacks on alignment. The chapter draws connections between the text-based
and audio-based attacks, o ering a uni ed perspective on alignment failure modes.

3. Chapter 3: Defending large language models . In this chapter, the focus shifts
to defensive strategies to make LLMs more secure and trustworthy in adversarial
environments. | introduce the Adversarial Su x Filtering (ASF) pipeline in detail,
including its design, performance against various jailbreak attempts, and an ablation
of its impact on normal prompt processing. | also position ASF relative to other
mitigation approaches and discuss its advantages as a deployment-agnostic add-on.
This chapter provides a concrete illustration of how alignment and security measures
can be buttressed by preprocessing at the input/output level, without modifying the
large models themselves.

4. Chapter 4: Societal implications and policy responses . The nal chapter
broadens the scope to consider how to manage ML system risks at the societal level.
It begins by synthesising the implications of the technical ndings: for example, the
ease of producing adversarial examples and the scalability of model misuse mean
that attackers have a growing advantage, which might overwhelm purely technical
defences. | then introduce a tiered anonymity policy proposal as a case study in
mitigating one class of Al-driven mass misinformation. The chapter walks through
the rationale for tying identity veri cation to reach, explains the three-tier model
and its alignment with observed community behaviour, and addresses potential
objections or implementation challenges (such as privacy concerns and enforcement).
| also discuss how such a policy could complement technical measures like deepfake
detection. Finally, Chapter 4 re ects on the broader ethical and governance questions
raised by adversarial ML. It emphasizes that achieving truly secure and trustworthy
Al will require not just better algorithms, but also adaptive institutions and norms
to oversee their use.
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As stated at the beginning of this chapter, | believe this thesis comes at a timely moment,
combining technical rigour with societal awareness, examining how adversaries can exploit
ML systems and what one can do in code and in policy to counteract these threats.

I will not attempt to paint a comprehensive picture of ML security, but rather o er a
practically grounded perspective that is relevant in the current era: the vulnerabilities
that demand attention, the solutions within reach, and the interdisciplinary e orts needed

to ensure that as ML models grow more powerful, they also become safer for the world
that increasingly depends on them.

1.4 Included papers and contribution statement

The following chapters incorporate material from papers completed during the course
of my PhD. The provenance of each work is described in the relevant section but it is
compiled here for clarity:

Human-producible adversarial examplesas completed primarily by myself, with
assistance from Yue Gao of the University of Wisconsin Madison on some of the real-
world experiments. The core idea, methodology, implementation, main evaluation,
and writing were my own contributions.

E ective dimensionality as a measure of adversarial robustnesgas completed entirely
by myself. | was solely responsible for the conception of the study, the experimental
design, the implementation, the analysis, and the writing.

" Watermarking and unintentional mimicry was completed entirely by myself, under
guidance from llia Shumailov and Sumanth Dathathri at Google DeepMind. | was
responsible for the central idea, the methodology, the experiments, the analysis, and
the writing.

" Data poisoning via jailbreak-tuningwas completed in collaboration with FAR.AI
and was published in theThirty-Ninth AAAI Conference on Arti cial Intelligence .
My contributions were concentrated on the initial idea stage of the work and on
dataset creation. Dillon Bowen was the project lead and was responsible for the
experiment design, Brendan Murphy carried out most of the implementation, and
Will Cai contributed to the writing. The text included in this thesis for that section
is therefore a product of collaboration.
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Audio jailbreaks in multimodal modelswas completed in collaboration with Isha
Gupta, who was a Masters student at ETH Zurich at the time, and was presented
as a poster at theAl Heard That! ICML 2025 Workshop on Machine Learning for
Audio. | contributed heavily to the idea stage of the paper, the experimental design,
and the writing up of the results.

Adversarial su x Itering was completed entirely by myself. | was solely responsible
for the conception of the defence, its design and implementation, the experiments,
the evaluation, and the writing.

Tiered anonymity for social mediais based on a policy paper co-authored with
Roxanne Schynder, who was an MPhil student in Criminology at the time. |
originally developed the idea for this project over the course of several years, while
Roxanne and | collaborated speci cally on the legal underpinnings of the proposal.
The paper was submitted to the NeurlPS Position Paper Track 2025 and was
recommended for publication, but was ultimately not selected.

1.5 Use of Al tools

| made limited use of Al-assisted tools throughout this thesis, mainly to support an initial
literature review and to obtain suggestions for localised text improvements and structure.
All substantive research contributions, including the formulation of research questions,
development and implementation of methodology, and the creation of all code and gures,
were carried out usingtraditional methods. Anything Al-generated was viewed purely as
a preliminary draft and was subsequently reviewed, edited, and veri ed by me to ensure
accuracy, originality, and compliance with academic integrity requirements.
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CHAPTER 2

Adversarial robustness In
classification models

2.1 Chapter introduction

Adversarial robustness refers to the ability of machine learning models especially image
classi ers to withstand adversarial examples, which are inputs intentionally crafted
to cause misclassi cation. These adversarial inputs were rst discovered over a decade
ago by Szegedy et al2], Biggio et al. [3], who showed that small, often imperceptible
perturbations can lead models to produce incorrect outputs. Over the years, research has
revealed that even high-performing vision models are remarkably fragile: an attacker with
knowledge of the model can introduce subtle changes to an image that reliably fool the
classi er (e.g., changing the predicted label while leaving the image virtually unchanged to
a human). This remains a serious security concern for real-world applications of computer
vision, from medical imaging to autonomous driving. Robustness to such adversarial
perturbations has become a desired if elusive property of modern neural networks.

A myriad of defences have been proposed to improve adversarial robustness. One of the most
prominent is adversarial training, introduced by Madry et al. [40], which involves training

the model on adversarially perturbed examples to make it harder to fool. Adversarial
training has become common due to its relative e ectiveness and easy integration into
the training process. However, it is not a panacea: recent studies showed that adversarial
training can over t and fail to generalize to stronger or unforeseen attacks [32].
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Besides training-based defences, other approaches (such as input preprocessing lters) have
been explored, but many have been broken by adaptive attack&l]. Overall, designing
reliable defences remains challenging, and even state-of-the-art robust models only o er
limited protection under powerful evaluation attacks, such as AutoAttack 12]. This
motivates research not only into better defences, but also into understanding why models
are so vulnerable and how to quantify a model's inherent robustness. Two important gaps
in the literature can be identi ed:

1. Adversarial examples in the physical world . for years, adversarial attacks
were studied mostly in the digital domain e.g., by perturbing pixel values in an
image le. Achieving physical adversarial examples attacks that work on real
objects viewed by a camera proved di cult and often required specialized hardware
or printing equipment [42]. Until recently, no method existed for creating potent
physical adversarial perturbations using only everyday, low-tech means. This gap
raises practical concerns: are advanced vision models vulnerable to hand-made
attacks by laypersons? What does this imply for the security of real-world ML
deployments?

2. Measuring model complexity and robustness . there is no single agreed-upon
metric to predict a model's robustness to adversarial attacks. A simple idea is to use
model size (number of parameters) as a proxy, but parameter count alone has been
shown to be insu cient for explaining robustness. Other complexity measures such
as decision boundary curvature43] or loss surface atness44] have been proposed,
yet they too have proven inadequate as general predictors of robustne4s.[ This
leaves a gap in our ability to quantitatively assess and compare models' robustness
without extensive adversarial testing. Understanding what aspects of a model's
internal representation make it more or less robust could guide the design or selection
of more robust models.

This chapter addresses both of these gaps by integrating ndings from two research works
that | completed over the course of my degree. Section 2.2 explores the security of image
classi ers against human-producible adversarial examples, describing how adversaries can
fool vision models in the real world with surprisingly low-tech interventions. In the same
section, | discuss how this work exposes new threats and the need for revised threat
models. Section 2.3 examines the relationship between model complexity and adversarial
robustness, focusing on a metric callee ective dimensionality. This measure quanti es a
model's complexity in terms of the dimensionality of its learned representation89. |1 nd

e ective dimensionality to strongly predict robustness: simpler internal representations
(in a speci c information-theoretic sense) correlate with greater resistance to adversarial
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perturbations. In the section, | explain this metric and how it can be used in practice
for model selection and training. Finally, in Section 2.4 | discuss how these contributions
advance the state of the art, highlight speci ¢ contributions of this thesis, and outline open
guestions for future research. By bridging advances in attack methodology and robustness
measurement, these works aim to provide a more holistic understanding of adversarial
robustness in image classi cation models.

2.2 Human-producible adversarial examples

In this section, the rst method of generating human-producible adversarial examples
for the real world that requires nothing more complicated than a marker pen, dubbed
as adversarial tags , is presented. First, the possibility of creating potent adversarial
examples with just lines is possible based on di erential rendering is demonstrated. |
nd that by drawing just 4 lines | can disrupt a YOLO-based model irb4:8% of cases;
increasing this to9 lines disrupts81:8% of the cases tested. Next, we introduce an improved
line-placement method that is robust to human drawing error. The proposed algorithm
Is thoroughly evaluated in both digital and analogue worlds, and | demonstrate that the
tags can be easily replicated by untrained humans by conducting a user study where
participants were asked to draw over printed images using digital equivalents as guides.
The e ectiveness of both targeted and untargeted attacks is then further evaluated and
the various trade-o s and method limitations are discussed, together with the practical
and ethical implications of the work. Source code associated with this work is available at:
https://github.com/davidobot/human_producible_visual_advx

The majority of this work was completed by myself, with the exception of some of
the real-world experiments, which were assisted by Yue Gao from the University of
Wisconsin Madison. In cases where Yue Gao was involvede is used to refer to the
completed work.
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(a) Before : volcano (63.1%) (b) Before : cockatoo (100.0%)(c) Before : soccer ball (48.1%)

After : sundial (43.7%) After : albatross (53.1%) After : football helmet (42.4%)
Parameters : 2 lines; 3,000 Parameters : 10 lines; 10,000 Parameters : 10 lines; 10,000
steps steps steps

Figure 2.1: Examples of generated adversarial examples. The predicted classes before and
after the attack and primary algorithm parameters are speci ed for each example.

2.2.1 Introduction

To date, adversarial examples have largely been restricted to the digital domain, and
translating them to the real world presented signi cant challengeslp, 46]. Although some
work has demonstrated real-world adversarial examples, all of them require specialized
tools, e.g. 2D/3D printers or specialized clothing #2], or even applying speci ¢ changes to
objects [L4]. The need for special changes arises from the nature of traditional adversarial
perturbations: imperceptible changes are too delicate for humans to apply directly, while
more visible changes were previously complex for humans to reproduce reliably without
special resourceslp]. This signi cantly restricted their applicability in settings where
such special resources are unavailable.

In this work, | revisit adversarial examples to make them more easily producible by humans.
| devise a drawing method that makes perturbations visible and easily applied by humans.
The method is simple: it relies on drawing straight lines onto existing images or surfaces,
a common skill that requires no training or advanced equipmendl]. | call the collection of
lines produced to target a given input image amdversarial tag , inspired by the art of
grati. In particular, | demonstrate that line-based adversarial tags are easy to produce
and that they are as potent as their imperceptible counterparts. Next, inspired by research
into human drawing, | devise a method to take human error into account when generating
adversarial tags. Some examples are presented in Figure 2.1.

Crucially, this approach shifts the focus from the traditional constraint of imperceptibility,
often enforced by strictL,-norm budgets, towards perturbations that are visible yet
plausible or naturalistic. While the adversarial tags are clearly discernible to a human
observer, they appear benign and context-consistent, much like everyday gra ti or markings.
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This aligns with a growing body of research exploring adversarial examples that leverage
semantic manipulations rather than pixel-level noise. For instance, recent work has

demonstrated that even realistic, naturally occurring phenomena such as shadows can be
optimised to induce misclassi cation in vision models [47].

| show that to reliably control a recent YOLO model, in over80% of cases, an attacker
needs to draw just 9 lines. | evaluate our method using extensive human trials to verify that
it transfers into the physical world for both printed scanned and photographed objects.

In summary, this work makes the following contributions:

" The rst method of generating adversarial examples that can be produced by a
human in the real world with nothing but a marker.

" An evaluation of the e ectiveness of the novel attack in both the digital and physical
worlds and under targeted and non-targeted settings.

~ A user study that corroborates our hypothesis that humans are capable of reproducing
adversarial tags with the necessary precision to make them e ective.

2.2.2 Background

2.2.2.1 Adversarial examples

Adversarial examples can be de ned as maliciously crafted inputs to ML models that
mislead them, resulting in a non-obvious misclassi cation of the input. They were
discovered and documented in 2013 by two separate teams led by Szegedy g2hand
Biggio et al. [3]. | consider only a white-box environment, where an adversary has direct
access to the model. Such examples are found using various gradient-based methods that
aim to maximize the loss function under constraints [48, 49].

2.2.2.2 Physical adversarial examples

Most adversarial examples rely on imperceptible changes to the individual pixel values of
an image, with only some research into more noticeable examples, such as in the context
of producing real-world adversarial objects. To the best of my knowledge, practically all
the prior work required access to sophisticated equipment to apply their attacks such as
data projectors or printers.
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Some works produced adversarial examples projected onto a di erent representation. Sharif
et al. [50] crafted eyeglass frames that fooled facial recognition software. Wu et f31], Xu

et al. [52] printed adversarial designs on t-shirts to let the wearers evade object-detection
software. Komkov and Petiushkd53], Zhou et al.[54]fabricated headwear, such as baseball
caps, to achieve similar results. Stuck-on printed patches and rectangles were investigated
by Eykholt et al. [14] Thys et al. [55] and were shown to be e ective. Ahmed et al42]
manufactured tubes that caused ML-based voice authentication to break.

Given the rise of ML in daily life in elds that infringe on privacy, such as facial recogni-
tion [56] and other forms of surveillanceq7], there was an obvious research question here
of whether it would be possible to simplify the production of adversarial examples so that
attacks did not require the creation of new objects, but just the modi cation of existing
ones by grati. By democratizing the production of real-world adversarial examples, |
hope to highlight the fragility of Al systems and call for more careful threat modelling of
machine learning in the future.

Related to this work, Eykholt et al. [14] used black and white patches on top of the objects,

which can be considered thick lines. In contrast, | explicitly design the attack to be easily
applicable by humans, show that it is realizable with lines placed outside of objects, and
evaluate its e cacy with human experiments. In practice, robusti cation from Eykholt

et al. [14] can be used in conjunction with the attacks described in this work to launch

more potent attacks against ML systems.

2.2.2.3 Precision of human drawings

Developing adversarial tags that can be easily reproduced by humans requires understanding
how people draw and the kind of errors they make. The focus is on developing a method
that works without any professional training or specialized tools.

Cole et al.[4] provide a characterization of which pixels drawn by a line drawing algorithm
are found in human line drawings. This work also notes that humans are consistent when
drawing a subject approximately 75% of human drawing pixels are within 1mm of a
drawn pixel in all other drawings (from the study, for a speci ¢ drawing prompt).

Carson et al.[58] provide a characterization of human drawing error, including results from
both novice and professional artists. While their work focuses primarily on characterizing
the error in drawing polygons, the errors they noted can be extrapolated to parabolic
lines. The human drawing errors were categorized into four main error types: orientation,
proportionality, scaling, and position.
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Tchalenko [59] quanti es drawing accuracy for lines line shape was found to be the
largest contributor to overall error, followed by the overall size. Proportions were often
0 by a factor of 20-30%, but this was a smaller error. Curiously, Grossi et aJ60] nd
that some people cannot draw horizontal lines, while their ability to draw vertical ones is
unimpaired. This suggests that mental representations of horizontal and vertical spatial
relations in an egocentric coordinate system are functionally dissociated.

In this work, | rely on humans' inherent ability to draw straight lines to produce e ective
adversarial tags. Since the literature reports that humans still produce minor line placement
errors, | model this in the adversarial generation loop. A visual example of the allowable
error margins in human drawing that | account for is presented in Figure 2.2. | do
not explicitly limit the use of horizontal lines, since in user studies it was found that
participants were nevertheless still capable of producing working adversarial examples.

2.2.3 Methodology

2.2.3.1 Line placement

In contrast to the classic adversarial example generation literature, where the perturbations
are derived directly from gradient calculations, this restricted setting requires careful
consideration of initial line positioning. | use agenerate-and-pruneapproach inspired
by Cun et al. [61] This algorithm also bears a resemblance to genetic algorithms but is
fundamentally a hybrid approach between gradient methods and more computationally-
intensive gradient-free ones6p]. A collection of lines is built up, up to a prede ned
maximum collection size olN, by iteratively performing the following everym step (with

m = 100 unless stated otherwise):

1. Generatef random lines, wherd is a given expansion factor. Unless stated otherwise,
| take f = 10.

2. Prune the joined set of generated lines and the existing collection of lines. The top
k candidates would be retained as the new collection of adversarial lines.
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Figure 2.2: Example of lines jittered and erased to account for human drawing error. In
red, | show the nal perturbation lines. In black, | show the error range | account for.

Pruning is then done as follows:

1. The operation starts with a collection of lines of size. The generatestep outlined
above brings the collection up to size+ f.

2. For each line, | calculate the mean of the absolute gradient values of its four line-
de ning parameters (start/end x/y coordinates). The gradient values are calculated
via a backward pass w.r.t to the line parameters and using a loss similar to that
described in the next subsection. | then take the tog = c+ 1 candidates, based on
the above metric, to be the new collection of lines to be applied to the image.

2.2.3.2 Robust loss

Since the focus of this work is to enablauman-producibleadversarial examples, | need to
allow for the drawing errors that humans make in orientation, proportionality, scaling,
and position as identi ed by [58]. | do this by allowing for a jitter in both the start

and end coordinates of the lines, controlled by a jitter factoy (usually j = 0:05). | also
introduce an erasure factor (usually e = 0:25): when drawing the lines, a percentage
of drawn pixels are zeroed out. The magnitude of these errors is visualized in Figure 2.2.
This assumes imperfections when a human produces the adversarial example, in both
the scanning technology used to digitize the sample and the drawing implements used to
produce it.
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These two stochastic factors jitter and erasure are accounted for by generating a xed
number of auxiliary linesn (usually n = 4) at each step when calculating the loss. When
generatingnon-robust adversarial examplesh is set to 1 and the jitter j and erasuree
factors are 0.

| incorporate these concepts in what | call aobust loss The main loss calculation is
detailed in Algorithm 1. This takes into account the human errors discussed above. One
can directly optimize the line parameters by making use of the work by Mihai and Hare
[63] to achieve auto-di erentiable rasterization of lines. This greatly simpli es and speeds
up the generation process.

This robust loss can then be optimized to produce an adversarial example for a given
image. This can be done in both a targeted and untargeted fashion. For untargeted
attacks, the target classt is taken to be the originally predicted class on the input image
I, and the loss sign is ipped.

2.2.3.3 Method

As detailed in Section 2.2.3.1, | iteratively build up a collection of lines to form the
adversarial tag. These are conditioned di erently depending on whether | optimize for a
targeted or untargeted attack. | also can control the level of robustness in the loss that |
optimize for, as previously described. | evaluate both robust and non-robust loss while
the former is shown to produce better results in the user study, the latter is signi cantly
faster to generate.

| keep track of the best loss de ned as the largest for an untargeted attack for the original
class, but the smallest for a target class for a targeted attack. Since the generation process
is stochastic, | need to allow for backtracking: if the best parameters are not updated
after a set number of steps (usuallyL00Q, the parameters are reset to these ones, and the
optimization process continues.

If no further progress is made after four such resets, the optimization terminates. Otherwise,
it terminates after a xed number of steps (usually 10,000). The number of lines speci ed
at the start of the optimization process is a strict maximum, and the best adversarial line
set may use fewer.

43



Algorithm 1 Calculating robust loss for collection of lines

Input: line parametersl, jitter j and erasuree factors, image dimensions, number of
auxiliary lines per linen, input image I, target classt State
Initialize total loss L
for i=1to ndo
1 clamp(l+s U ( j=2;j=2);0;s)
L  random_erasdrender_lines(19)
L L + negative log_likelihood loss(l + L;t)
end for
Output: total lossL

2.2.3.4 User study

For a quantitative evaluation of the real-world e ectiveness of the adversarial tags |
generate, | conducted a user study with four participants. | received approval from the
Department's Ethics Board and closely followed the guidelines for human studies. Each
participant was presented with four sets of the same 20 unique image collages to modify
using a black marker. Each image collage consisted of four individual images: the original
unmodi ed image to be used as a baseline, a black-on-white rendering of the lines to draw,
the generated adversarial sample (that is, the lines superimposed on the original image),
and the original unmodi ed image to be drawn on by the participant. Participants were
selected without any artistic ability bias and were asked to self-evaluate their drawing
ability before the experiment began. This included questions relating to any formal training
received and frequency of practice. After each image, the participant noted how long they
spent drawing the lines and a self-evaluation of the di culty of tracing the lines by eye.

The 4 sets consist of di erent approaches to generating the adversarial lines untargeted
non-robust, untargeted robust, targeted non-robust, and targeted robust. The target
classes were chosen randomly when initially generating the adversarial examples. This
approach allowed us to evaluate both the variance between users for the same image, and
the variance between the di erent approaches when it comes to human performance. The
pages were scanned and then automatically cropped to size. The original unmodi ed
baseline image, and the modi ed image with hand-drawn lines, were extracted from the
scanned pages. These processed images were then run through YOLQ®@Btp obtain

con dence values.
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2.2.3.5 Practical use cases

With adversarial tags, it is obvious that the images have been tampered with, as the
lines are prominent to the human eye. Humans can recognize incomplete or adversarially
augmented shapes and gures, including text. ML models are not yet as capable, and
the di erence has been exploited for years by the designers of CAPTCHASs. The gap is
becoming an issue for ML systems: while a stop sign with a few gra ti marks will not be
given a second look by a human driver, it can be easily misclassi ed by a driver-assistance
system if those marks were made adversarially [64 66].

To test this real-world scenariowe conducted an experiment whereby we took photographs
of a common household object a cup depicted in Figure 2.5a and produced an adversarial
tag for it. We constrained the search area to a rectangular bounding box to limit the lines
to a speci c area of the image to avoid the cup itself. We then recreated the lines using
black tape and re-took the photographs. Results are presented in the following section.

2.2.4 Evaluation

| evaluate our method on theYOLOv8n-clsclassi cation model [L6] and the ImageNet
dataset [L1]. | chooselmageNetbecause it is one of the most diverse and commonly used
image classi cation datasets. Moreover, many of its images are photos of real objects,
making them suitable targets for grati. This also means that | could use pre-trained
models to carry out the evaluation and match the common realistic setup where a YOLO
family, widely deployed object detection and classi cation models, are used out of the box.
| ran experiments on a locally-hosted server with NVIDIA RTX 2080TGPUs, each with
approximately 11 GB memory, using the PyTorch ML framework [67].

The iterative nature of the algorithm, and the computationally intensive nature of back-
propagating directly over the line parameters, mean that our method of generating
adversarial examples, especially with robust loss, is time-consuming and compute-expensive.
With this in mind, and due to our limited computing resources and with ecological
considerations in mind, | evaluate a random sample of 500 images drawn frommageNets
validation set. The main metric | use for evaluation is the notion of whether the top-1
predicted class changed i.e. whether the class wasipped. That is, | measure if the class
assigned the highest probability for a given image changes after the application of the
adversarial tags. Hence, | report the ratio of imagegpped in our test dataset.
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Figure 2.3: Comparing success rates ofany shorter lines (de ned to be lines of length
20-50px, numbering between25-35) vs fewer longerlines (de ned to be lines of length
80-12(Qpx, numbering betweensd-12).

2.2.4.1 Comparison to existing attacks

| did not nd any baseline appropriate to the novel threat model that this paper is
addressing. Overall, due to our proposed attack only requiring a marking pen or a roll of
tape, it is more portable and has a high access factor compared to methods that require
printers or carrying around suspicious prefabricated patches [52, 55].

2.2.4.2 Line parameters

While the method described can be used to optimize over Bézier curve parameters, |
exclusively usestraight lines due to their simplicity and ease of production. | exclusively
use black lines as black ink overlays clearly over all other colours. Once the lines are
rasterized, the rendered pixels are simply subtracted from the image with range clamping.
Line thickness is controlled by a parameter, which was set to60 pixels to visually match

the thickness of a standard whiteboard marker on A4 paper when the images were printed
out for our user study.

The optimal characteristics of the lines required to produce satisfying results were investi-
gated. The main trade-o was found to be between generating a large number (20-40) of
shorter lines, and fewer ( 12) longer lines.
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(a) This gure concerns an untargeted attack

and shows the number of adversarial lines
against two metrics. The blue line shows the
percentage of tested images that had their top-
1 prediction changed (.e. ipped ) within 10000
steps for a given number of lines. The red line

(b) This gure concerns a targeted attack and
shows the number of adversarial lines against
two metrics. The blue line shows the percent-
age of tested images that had their top predic-
tion changed to the target class within 20000
steps for a given number of lines. The red line

shows the average number of steps it took to
achieve this ip, together with the standard
deviation.

shows the average number of steps it took. Re-
sults are obtained from two runs over the same
dataset with randomly selected targets.

Figure 2.4: Number of adversarial lines vs. metrics for untargeted (left) and targeted
(right) attacks.

The former approach gave marginally better results, but | considered it impractical for
human users to draw many lines quickly and accurately without tools such as rulers or
stencils. This impracticality was con rmed experimentally via the user study.

Detailed experiments regarding this trade-o are presented in Figure 2.3. | can see similar
performance for both groups, but with thefewer longergroup taking nearly 25% fewer
steps with a factor of3 4 fewer lines, which results in signi cant compute saving and
easier human reproduction.

2.2.4.3 ImageNet
| conduct experiments to gauge the e ectiveness of our proposed method for ipping the
predicted image class in both an untargeted and targeted manner.

The untargeted results are presented in Figure 2.4a. One can see a trend whereby increasing
the number of adversarial lines used increases the ratio of images with a ipped class.
These range from 15.2% for 1 line, to 54.8% for 4 lines, 81.8% for 9 lines, and 87.8% for
12 lines. As can be seen in the gure, the number of steps required to achieve the class
ip remains more or less constant throughout, with a relatively large standard deviation,
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owing to the diversity of images in the test set. | also present a transferability case study
in Appendix A.3, where | show that attacks also possess some transferability across models
in the Yolo family.

Figure 2.4b presents results for targeted attacks on random targets. Rather than measuring
the ratio of ipped classes, | present the ratio of samples that reached their intended
target class. While increasing the number of lines helped with this goal, one can see that
performing targeted attacks is challenging. | hypothesize that the reason is two-fold. First,
targeted attacks present a harder optimization task due to increased constraints, and
the allowed search space of black straight lines is not exible enough to accommodate
this. Secondly, | nd that for targeting to work, application of the lines has to be very
precise and minor changes in the input cause the output to change. It is worth noting
that while a sample might not reach the intended target, | anecdotally nd that it often
reaches a semantically similar one. For example, if the target class wasantula (76) ,
the adversarial image might end up classi ed abarn spider (73) after optimization.

2.2.4.4 User study

The user study generated a total of 320 image collages, each consisting of four individual
images, as described in the methodology section. The baseline images were reclassi ed
after being scanned, and it was found tha65:9% of the images retained their original
class. | ltered out the image collages that did not retain the original class and presented
data only based on the remaining samples.

| report the time taken to reproduce the tags in Table 2.1. | nd that even at more
numerous line counts, the time taken to recreate the adversarial tags remains un@érs

on average. This suggests thadversarial tags represent an even more realistic threat,
since they can be quickly reproducible in real-world conditions.

| present two separate analyses of the data. The rst one groups the data by attack
type (un/targeted) and loss type (non/robust). The second one groups the data by
the number of lines, namely looking at low line count§3; 7] inclusive, versus high line
counts [8; 12]inclusive. One can clearly see the e ect of robust loss on improving human
reproducibility by comparing the percentage class change of the samples scan-to-scan
when the scanned baseline image retained its original class, and the initial digital images
had a class change i.e. were successfully ipped by the adversarial lines. For untargeted
attacks, this percentage stood a#6:2% for non-robust lines, and77:8% for robust lines
almost a70%increase in the reliability of human reproduction.
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Line Count Time [s] | Line Count  Time [s]

3 6.13 (3.48) 8 16.88 (8.44)
4 8.13 (5.36) 9 15.88 (7.40)
5 10.13 (5.64) 10 14.63 (7.93)
6 10.75 (6.14) 11 14.63 (10.10)
7 10.13 (4.55) 12 18.63 (11.01)

Table 2.1: Self-reported time to reproduce adversarial tags, based on the total number
of lines present in the tag. Measured in seconds, with standard deviation shown in
parentheses.

| also compare the percentage of samples that retained their new class as de ned to be
the class assigned to the digital image after the application of adversarial lines after
scanning, given the baseline image retained the original class and the digital image pair had
a class change. For untargeted attacks, this gure ig.7% for non-robust lines and25:9%

for robust ones. This is over a factor of 3 increase. It is worth noting that for an untargeted
attack, new class retention is not as important as whether the class ipped scan-to-scan.
Hence | can conclude that the robust loss signi cantly improves human reproducibility.
Targeted attacks, as previously discussed, were not found to work particularly well both
digitally and in the physical world.

| then consider adversarial tag performance grouped by the number of lines. The results
are presented in Table 2.2. First, | note that robust examples outperformed non-robust in
terms of human reproducibility. However, the remaining results are surprising and contrary
to the ones obtained in the digital realm presented in Figure 2.4a | observe that the class
change scan-to-scan getsorse with more lines, as does new class retention for robust
lines. | hypothesize this happens due to humans nding it di cult to reproduce larger
numbers of lines accurately. This con rms our assumptions outlined in thine parameters
section regarding optimizing for fewer longer lines to improve human reproducibility.

2.2.4.5 Case study, real-world deployment: paper cup

Finally, we evaluate human's ability to replicate our adversarial examples in the real world
through a user study. The study includes a controlled environment around a paper cup
(shown in Figure 2.5a) and 10 participants. We present the printed adversarial example to
each participant and ask them to replicate the lines by applying tapes to the corresponding
locations. All participants are college students aged between 20 and 28 without artwork
training experience. We did not use a marker pen because the environment needs to be
recovered after each participant's application and the potential for cross-contamination
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Retained

Number Class change
. new class
of lines ) scan-to-scan
after scanning
) [3, 7] 0.0% 62.5%
Non-Robust "1 13.0% 34.8%
[3, 7] 50.0% 100.0%
Robust — 1a" 151 15.8% 68.4%

Table 2.2: User study results for an untargeted attack, grouped by number of adversarial
lines. All results are presented with the precondition that the baseline image retained its
original class and the digital pair had a class change.

between the users. Notably, tapes have a similar appearance to marker drawings and
even better accessibility for humans. Importantly, they also allow for direct comparison to
related work [14].

Figure 2.5 shows the original environment, the adversarial examples presented to the
participant, and the participant's attempt at replication. We nd that the replicated
adversarial examples successfully disrupt the model's predictionsatt of the replications,
with additional lines further increasing attack potency as shown in Figure A.3 in the
Appendix. We present more user replications of the non-robust and robust adversarial
examples in Figures A.1 and A.2 in the Appendix, where the replications remain adversarial
even if participants have applied tapes with noticeable errors. These results con rmed
that the adversarial tags are easily reproducible by humans and are robust to non-precise
replication.

2.2.5 Discussion

Ethical implications.  Adversarial tags have serious ethical and societal implications.
The capability to disrupt advanced object-detection models using minimalistic and easily
accessible tools, such as a marking pen, underscores the inherent vulnerability of real-
world systems to manipulation. This raises concerns regarding the potential misuse of
such techniques, including but not limited to evading surveillance, deceiving autonomous
vehicles, or compromising security systems. Given the ease of use, human-producible tags
need to be explicitly modeled for and taken into consideration. Otherwise, one may end
up in situations where a self-driving car may well change its intended route due to its
sensors picking up an adversarial gra ti tag on a wall.
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(a) Original: beer glass 0.87 , beaker 0.03, (b) Non-robust adversarial example: nalil

lotion 0.02, sunscreen 0.01, measuring_cup 0.66, rule 0.09, measuring_cup 0.05,
0.01. paintbrush 0.04.
(c) Robust adversarial example: (d) User replication: bucket 0.50 , ashcan
paintbrush 0.38 , nail 0.26, syringe 0.05, 0.16, paintbrush 0.12, tennis_ball 0.02, carton
screwdriver 0.04, beaker 0.03. 0.02.

Figure 2.5: The user study of replicating adversarial examples in the real world.

Limitations of targeted attacks. In this work, | nd that targeting speci c classes

is often challenging with adversarial tags. | associate this with a limited adversarial
search space, which in turn is responsible for making the tags producible by humans. |
hypothesize that by giving more degrees of freedom to change the lines, one can control
the output of the target class more e ciently, at a cost of human reproducibilitye.g. by
giving control over the colour or inclusion of other shapes, colours, and variable thickness.

Limitations of current defences. Having established vulnerability of object detection
models toadversarial tags , it is natural to consider commonly used defences. Current
literature relies on two major directions: adversarial training§8], where models are robusti-
ed during training by being exposed to potential attacks; randomized transformationsp)
such as randomized smoothing?p], where a model is exposed to data in the presence
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of noise and nal prediction is averaged over applied transformation. | nd that both
approaches have major issues when applied to our setup.

First, | want to note that both approaches are either rarely used in practice because
of latency overheads, e.g., with randomized smoothing one needs to evaluate the same
model thousands of times, or incurs signi cant accuracy degradation, e.g., with adversarial
training even on simple benchmarks performance drop is signi cant. Second, even if one
assumes that adversarial training or smoothing is employed, the perturbation budget
of the lines is signi cantly larger than anything that certi cation in current literature

may provide. Namely | utilize perturbation with Liy;; norms from 222 to 222, compared to
commonly considered certi ed budget on the order o§§—5 A full table of perturbation

magnitudes can be found in Tables A.1a and A.1b.

2.2.6 Summary

In this work, | demonstrated that people can mark objects with adversarial gra ti tags
which cause these objects to be misclassi ed by machine vision systems. These tags can
be applied reliably by people with little to no supervision and training, using just a few
straight lines copied from a sketch. This technique can have applications from privacy to
camou age, and raises interesting questions about robustness standards for systems that
incorporate machine vision models.
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2.3 E ective dimensionality

Quantifying robustness in a single measure for the purposes of model selection, development
of adversarial training methods, and anticipating trends has so far been elusive. The
simplest metric to consider is the number of trainable parameters in a model but this has
previously been shown to be insu cient at explaining robustness propertie§ (). A variety

of other metrics, such as ones based on boundary thickne48] [and gradient atness @4]
have been proposed but have been shown to be inadequate proxies for robustness.

In this work, | investigate the relationship between a model'® ective dimensionality,
which can be thought of as model complexity, and its robustness properties. | run
experiments on commercial-scale models that are often used in real-world environments
such as YOLO [L6] and ResNet 10]. | reveal a near-linear inverse relationship between
e ective dimensionality and adversarial robustness models with a lower dimensionality
exhibit better robustness. | investigate the e ect of a variety of adversarial training
methods on e ective dimensionality and nd the same inverse linear relationship present,
suggesting that e ective dimensionality can serve as a useful criterion for model selection
and robustness evaluation, providing a more nuanced and e ective metric than parameter
count or previously-tested measures.

The entirety of this work was completed by myself.

2.3.1 Introduction

Robustness to adversarial perturbations has been a desired but often ill-achieved property
of modern neural networks, that can otherwise be increasingly found in commercial real-
world applications [71]. There has been a myriad of techniques proposed to improve
robustness, ranging from preproccessor defencég [that have since been shown to be
awed by Carlini [73) to various forms of adversarial training methods. Adversarial
training, since its introduction by Madry et al. [9], has become one of the most common
methods of defending against adversarial examples owing to its ease of implementation
and deployment. It was however shown recently that adversarial training is far from a
catch-all approach and su ers from over tting [32].
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A variety of di erent measures have been proposed to quantify the inherent robustness
of trained models, but they were mainly found to be limited in their applicability #5]. |
investigate the use ok ective dimensionality as a measure for adversarial robustness. This
measure was originally proposed by MacKaj38] and then expanded to deep neural net-
works by Maddox et al.[39] | use e ective dimensionality as a metric of model complexity
it is a joint measure of both the expressivity of the model's architecture and
the inherent properties of the dataset the model was trained on. This was used as it
was found that parameter count alone does not provide a su cient metric to represent the
joint “‘complexity' of a model and it's underlying trained data.

| conduct experiments across a wide range of model architectures, such as ResNgf |
Shu eNet [ 74], and YOLO [79], as well as over CIFAR-10, CIFAR-100, and ImageNet.
The choice of these model families was primarily pragmatic. For this investigation, |
required architectures for which multiple scales were readily available within the same
family as training dozens of multiple production-grade models was out of scope. These
architecture families were therefore useful not because they exhaust the space of relevant
architectures but because they provide a practical set of small-to-larger variants that make
controlled scaling comparisons possible.

The key research contributions from this section are as follows:

1. | present a large-scale investigation into the e ective dimensionality of classi cation
models, most of which are often used in production.

2. 1 nd a near-linear negatively-correlated relationshipetween a model's robustness
to adversarial examples and its e ective dimensionality. Namely, | nd that models
with a lower e ective dimensionality exhibit improved robustness properties.

3. | conduct an empirical investigation into the e ect of adversarial training techniques
on a model's e ective dimensionality. | show how these techniques reduce the models'
e ective dimensionality and derive a linear trend in-line with the above ndings.
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2.3.2 Related work

2.3.2.1 Adversarial robustness

Threat model For a given modelf : X ! RC® parameterised by , an input x 2 X and
labely = agmax T (x) 2f0;  ;Cg, | consider a perturbation to be adversarial if

f(X+ )6agmax Y (2.1)

Working from established literature such as Croce et a]76], | assume a white-box threat
model for the attacker (i.e. full knowledge of botif and ), and measure adversarial
robustness via robust accuracy under attack for the norm. Details regarding the exact
metrics used are discussed in Section 2.3.3.

Adversarial example generation  Over the years, various strategies have been developed
to assess and challenge the robustness of models. Among the most notable are Projected
Gradient Descent (PGD) [9], AutoAttack [12], and Gaussian noise [77].

PGD is one of the most widely studied adversarial example generation methods due to its
e ectiveness and simplicity. PGD is an iterative method that builds on the idea of applying
small, constrained gradient-based perturbations to an input in order to maximize the
model's loss function §]. It is an iterative method, with the perturbation being projected
back into a prede ned bound around the original input to ensure the perturbation stays
within acceptable limits. PGD is considered one of the strongest rst-order methods and
serves as the basis for adversarial training, as discussed later.

AutoAttack, proposed by Croce and Hein12] introduces a suite of strong adversarial
attacks. AutoAttack automates the process of adversarial example generation generation
and evaluation by combining four di erent attacks, including PGD and Fast Adaptive
Boundary [78]. This ensemble approach ensures comprehensive robustness evaluation
by removing potential biases inherent in single-attack methods. It is designed to be
parameter-free and eliminates the need for tuning, providing more consistent and robust
adversarial performance testing across a variety of neural network architectures.

Ford et al. [77] explored the use of simple Gaussian noise as a baseline adversarial
perturbation. While Gaussian noise is not a crafted example in the same sense as
PGD or AutoAttack, it serves as a valuable point of comparison for more sophisticated
methods. Though less e ective than gradient-based attacks in fooling models, Gaussian
noise highlights a model's inherent robustness to random variations and provides insights
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into the stability of learned representations. Ford et al[77] demonstrated that while
Gaussian noise is often ine ective in generating adversarial examples, it remains a useful
tool for probing the overall robustness of models, particularly in scenarios where adversarial
examples are not deliberately targeted.

Adversarial training | explore the e ects ofadversarial training and other derivative
methods. This robust training technique was rst formulated by Madry et al.[9], utilizing
the following min-max optimization with notation similar to the one used above:

minf E(x;y) D [max l(f (X + ),Y)] (22)

The inner maximization is often approximated by repeated iterations of PGD, which greatly
increases computation costs. Adversarial training is considered to be the state-of-the-art
method for ensuring robustness, with recent papers greatly reducing involved costs by
re-using gradient information during training [29].

2.3.2.2 Robustness measures

Several measures have been proposed to quantify model robustness. Boundary thickness,
introduced by Yang et al.[43], focuses on exploring the relationship between the distance
between decision boundaries and data points. It was found that models with thicker
boundaries tend to exhibit greater robustness, as adversarial perturbations are less likely
to cross decision boundaries with small perturbations. Flatness-based measures, studied
by Stutz et al. [44] focus on the curvature of the loss surface around the input data.
Models with atter loss landscapes are thought to generalize better and resist adversarial
perturbations. Yang et al.[79] proposed the use of local Lipschitzness to assess robustness,
relating to the smoothness of the learned decision function. It was found that a lower
local Lipschitz constant implies greater robustness, as small perturbations induce minimal
output changes. However, calculating the local Lipschitz constants directly is often
computationally-intractable, and estimators need to be used which are in themselves
computationally expensive on large models [80].

Despite these advances, Kim et a[45] demonstrated that none of these metrics provide a
comprehensive measure of robustness. Each captures only speci ¢ aspects, leaving room
for the development of more holistic and e ective metrics.
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2.3.2.3 E ective dimensionality as a complexity metric

| work under the intuition that the robustness properties of a model are related to it's
complexity. Nevertheless, to proceed we must rst clearly de ne what "‘complexity' means
in the context of neural networks. A simple measure would be model size in terms of
number of trainable parameters or amount of compute required, but this has recently
been shown to only have a small correlation to robustness(]. Grant and Wu [81]
investigated the relationship between generalization and generalized degrees-of-freedom.
investigated this metric, but found that the method described in the paper to be generally
computationally intractable and not converge for larger models.

Hence, | decided to explore the relationship betweanective dimensionality, as de ned
by Maddox et al. [39], and adversarial robustness. | found this metric to be appropriate
due to it being a joint measure of both the expressivity of the model's architecture and
the inherent properties of the dataset the model was trained on. | felt that this captured
the notion of what a neural network's complexity should be in accordance to the universal
approximation theorem BZ]: the architecture of the model itself does not a ect complexity
until after the parameters are trained, and the complexity would naturally depend on the
kind of data the model was being tted to.

The e ective dimensionality of a symmetric matrix A 2 Rk ¥ is de ned to be

X
Ne (Aiz)=  — (23)

i=1

where ; are the eigenvalues oA and z > 0 is a regularization constant 3. | compute
the e ective dimensionality of a neural network based on the eigenspectrum of the Hessian
of the loss on thetest data, according to the method described by Maddox et aJ39]
This metric has previously been shown to accurately track generalization properties of
networks.

Intuitively, the e ective dimensionality of a model explains the number of parameters that
have been determined by the data, which corresponds to the number of parameters the
model is using to make predictions. A model with a low e ective dimensionality have a
simpler function space, embodying Occam's razor and generally avoid over tting. The
metric is directly related to the number of parameter directions in which the functional
form of the model is sensitive to perturbation [39].
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2.3.3 Experiments

| conduct experiments over the CIFAR10, CIFAR10084], and ImageNet 89 datasets.
For ImageNet, | test: ResNet (esnetl8, resnet34, resnet50, resnetl01), Shu eNetV2
(shufflenetv2_x0_5 , shufflenetv2_x1_0 , shufflenetv2_x1 5 , shufflenetv2_x2_0 ),
and YOLOvVS8 (yolov8n-cls , yolov8s-cls , yolov8m-cls , yolov8I-cls , yolov8x-cls ).

For CIFAR10 and CIFAR10Q0, | test the following models families: ResNetrésnet20,
resnet32 , resnet44 , resnet56 ), MobileNetV2 (mobilenetv2_x0_5, mobilenetv2_x1 0,
mobilenetv2_x1 5, mobilenetv2_x2 0), RepVGG (repvgg_a0, repvgg_al, repvgg_a2),
Shu eNetV2 ( shufflenetv2_x0 5 , shufflenetv2_x1 0 , shufflenetv2_x1 5 ,
shufflenetv2_x2 0 ), VGG (vggll bn vggl3 bn vggl6 bn vggl9 bn.

As mentioned in Section 2.3.1, the choice of these model families was primarily pragmatic
as it avoided the need to train multiple production-grade models at di erent scales, given
that multiple scales were readily available within the same family already. These families
were therefore selected less as a claim of architectural completeness than as a practical
basis for the following three large-scale experiments:

Measuring e ective dimensionality | calculate the e ective dimensionality of a large
number of commercial-grade models on the aforementioned vision datasets. As described
in Section 2.3.2.3, | use a slightly modi ed version of the code provided by Maddox et al.
[39] to calculate e ective dimensionality.

Robustness at di erent e ective dimensionalities | calculate the robustness of
the various models listed above. | use the implementation provided by Kiff86] to
enable this. | run PGD, Auto, GN adversarial examples at varying increasing capacities
( 2f1=2552=255 ;8255 and 2f0:050:1, ;0:4grespectively). The robustness
is reported as classi cation accuracy under attack . To account for the fact that di erent
models vary in their baseline (i.e. without any perturbations being applied) accuraqy; |
report the relative performance under attackp, = % This gives a more practical metric
for robustness that measures the relativdegradationin performance under attack.

E ect of adversarial training on e ective dimensionality | measure the e ect of
adversarial training and related techniques on e ective dimensionality and relate this
to the robustness properties of the respective models. | teResNet1l8, WRN28, WRN34
using the MAIR framework (5] and the techniques described there. Namely, | consider
the e ect of extra data [87], and using Adversarial Weight Perturbation (AWP) [88]

as an optimizer. | look at and compare various training methods: Standard, AT
TRADES [89], MART [90].
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Figure 2.6: Measuring the e ect of scale on a model's e ective dimensionality, on various
datasets. The exact models tested from each model family are listed in Section 2.3.3.

2.3.4 Results

2.3.4.1 E ective dimensionality vs model size

Figure 2.6 presents the relationship between model size, measured by the number of
trainable parameters, and e ective dimensionality across the tested model families. The
results are broadly consistent with the intuition from Maddox et al.[39] that larger models
within a given family can exhibit lower e ective dimensionality, although the trend is not
uniform across all architectures and datasets. In particulamesnet on ImageNetand

vgg on the CIFARdatasets behave more like outliers, with much weaker or less consistent
changes in dimensionality as scale increases. As such, Figure 2.6 should be interpreted
primarily as suggestive evidence that scale and e ective dimensionality are often related
within model families, rather than as a universal scaling law.
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2.3.4.2 Adversarial performance vs model size

| corroborate past ndings presented by Debenedetti et al.70], Bartoldson et al. [91] that
larger, in terms of parameter count, models tend to be less a ected by adversarial examples
with a given parameter budget. This trend however does not hold in all tested model
classes and is marginal at times. This marginal relationship corresponds to recent similar
ndings in exploring robustness in LLMs given size that found little-to-no correlation
between robustness and size as in [92].

I nd that higher-parameterised models tend to be more robustvithin the same model class
However, it was found that there is little correlation between model size and robustness
between di erent model classes. A more detailed discussion of these results can be found
in Appendix B.1.

2.3.4.3 Adversarial performance vs e ective dimensionality

The graphs shown in Figure 2.7 illustrate the relationship between e ective dimensionality
and the relative performance of the di erent models (listed in Section 2.3.3) under di erent
adversarial examples (described in Section 2.3.2.1). One can observe the following trends:

AutoAttack  Across all datasets (ImageNet, CIFAR100, CIFAR10), there is general
negative correlationbetween e ective dimensionality and relative performance. Models
with higher e ective dimensionality tend to su er more under AutoAttack, especially on
ImageNet and CIFAR100. The main outliers to the general trends are ResNet (ImageNet)
and VGG (CIFAR), much like in Section 2.3.4.1.

PGD The PGD results show a similar trend across ImageNet and CIFAR datasets, where
models with lower e ective dimensionality generally exhibit higher robustness. However,
there are some inconsistencies, particularly in CIFAR100 and CIFAR10, where certain
models (e.g., VGG on CIFAR datasets) exhibit an increase in performance at higher
dimensionalities, likely due to model-speci ¢ behavior.

Gaussian noise When subject to Gaussian noise, models across all datasets show a
clear inverse relationship between e ective dimensionality and performance. Higher
dimensionality again corresponds to lower robustness.

Overall, Figure 2.7 provides evidence for a generally negative relationship between e ective
dimensionality and adversarial robustness across the tested settings, but the relationship is
not perfectly uniform. The presence of architecture-speci c outliers and dataset-dependent
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Figure 2.7: Relative adversarial performance, plotted against the respective model's
e ective dimensionality. A description of the performance metric is given in Section 2.3.3.
| report the top-5 accuracy for AutoAttack and the top-1 accuracy for PGD and GN.

variation suggests that e ective dimensionality should be understood as a useful empirical
indicator of robustness rather than a complete or deterministic predictor. Accordingly, |
view these results as supportive of the broader hypothesis, while placing greater weight on
the adversarial-training results in Figures 2.8 and 2.9, where the trend is more consistent
within a controlled training setup.
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Figure 2.8:. E ect of various adversarial training methods, described in Section 2.3.3,
on the e ective dimensionality of the respective modelsAWRorresponds to Adversarial
Weight Perturbation, and AWP+EDvolves AWP and extra training data.

2.3.4.4 E ect of adversarial training on e ective dimensionality

The results in Figures 2.8 and 2.9 are the central empirical ndings of this section.
Whereas Figures 2.6 and 2.7 examine broader cross-architecture patterns and are therefore
more exposed to confounding architectural and training di erences, Figures 2.8 and 2.9
consider a more controlled setting in which adversarial training procedures are varied
within related model classes. This makes them the clearest evidence in this section that
e ective dimensionality tracks adversarial robustness in a practically meaningful way.

The trend in this setting is considerably clearer than in the broader cross-family comparisons
above. One can see that in nearly all cases tt&tandard-None setup has the highest
dimensionality, with any additional adversarial training measures signi cantly lowering
this metric. For ResNet18 AWReduced dimensionality by24:0%, and AWP+ERY 29:3%
relative to the baseline, on average. FOWRN28\WReduced dimensionality by23.2%
and AWP+HD 30:4%, on average. FOWRN3AWReduced dimensionality by19:1% and
AWP+HEDY 31:3%, on average.

The e ect of these dimensionality reductions on adversarial robustness can be seen in Fig-
ure 2.9. | remove outliers (mainly poorly pre-trained models) when plotting these results.
Here one can see a highly-correlated (loweRf is 0:73 in the WRN3dase) relationship
between e ective dimensionality and the relative adversarial performance. Based on the
linear regression, one can see that drop in e ective dimesionality &0 points corresponds

to roughly an absolute increase d:5% in relative adversarial performance. These results
are in line with the ones described in Section 2.3.4.3 above, namely that lower e ective
dimensionality generally correlates with higher robustness.
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Figure 2.9: Relative adversarial performance under a various adversarial training methods,
plotted against the respective model's e ective dimensionality. A description of the
performance metric is given in Section 2.3.3AWRorresponds to Adversarial Weight
Perturbation, and AWP+Eibvolves AWP and extra training data.

2.3.5 Discussion

The results presented in Section 2.3.4 build upon the work of Maddox et §89]who claim
that the e ective dimensionality of a model is a good mechanism for model selection. | show
that this selection criteria does not only correspond to an improvement in generalization
but also to adversarial robustness.

Across all experiments, a clear inverse relationship between e ective dimensionality and
robustness under adversarial examples emerges, consistent with previous ndings that mod-
els with lower e ective dimensionality tend to be more robust to adversarial perturbations.
The adversarial training methods tested consistently reduced the e ective dimensionality
of models compared to standard training, con rming that the former not only enhances
robustness but also simpli es the model's internal structure in terms of its dimensionality.

Although e ective dimensionality has shown promise as a proxy for measuring adversarial
robustness, it is not a perfect predictor as shown by the slightly mixed results presented
in Section 2.3.4.3. Other factors, such as the loss landscape atness, boundary thickness, or
speci ¢ adversarial training mechanisms, may also contribute signi cantly to the model's
ability to withstand adversarial examples. This aligns with the conclusion of Kim et al.
[45] that no single robustness measure is comprehensive, leaving space for the development
of more holistic metrics.
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2.3.5.1 Limitations

Several important limitations must be noted. First, due to resource constraints, | was
unable to test larger more complex models. As a result, the ndings are limited to
smaller model architectures, and it remains unclear whether the observed trends hold for
larger models, which could exhibit di erent behaviours with respect to dimensionality and
robustness.

Additionally, the results are based purely on empirical analysis, and while | observed
consistent patterns, these ndings do not establish a direct causal relationship between
e ective dimensionality and adversarial robustness. For example, there were clear outliers
present in Section 2.3.4.3 and Section 2.3.4.1. This points to the need for further theoretical
exploration to better understand the underlying mechanisms and interactions between
dimensionality and other factors, such as the loss landscape or boundary geometry.

A further limitation is that the experiments reported here are based on single trained
instances of each architecture and training setup, rather than multiple random seeds per
con guration. ldeally, one would repeat the set of experiments across several seeds for each
model family to separate seed-level variation from architecture- or training-level e ects. In
practice, however, this would be extremely compute-intensive, particularly given the need
to evaluate e ective dimensionality and adversarial robustness jointly across many models,
datasets, and attack settings. The results should therefore be read as strong empirical
evidence for the reported trends, rather than a seed-averaged characterisation of them.

2.3.5.2 Future work

| conducted an extensive investigation into how model scale and di erent adversarial
training methods a ect e ective dimensionality, and how this relates to the models'
adversarial performance. However, it will be worthwhile to conduct an evaluation into how
model quantization and distillation a ect this measure in relation to robustness. A future
branch of work would also involve conducting a similar exploration for other architectures,
such as vision transformers, and on di erent domains, such as reinforcement learning
environments.

Given the observed trends, future research could explore the integration of multiple
robustness metrics, including e ective dimensionality, boundary geometry, and loss atness,
to develop a more uni ed and accurate predictor of robustness. It would also be worthwhile
to explore why certain models (such as ResNet and VGG, mentioned in Section 2.3.4.1)
are outliers from this observed trend.
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2.3.6 Summary

In this section, | presented an extensive empirical investigation into the relationship between
e ective dimensionality and adversarial robustness in deep neural networks. Across a
range of production-scale models, | found that lower e ective dimensionality generally
corresponds to improved robustness under adversarial perturbation. The clearest evidence
for this relationship arises in the adversarial-training experiments of Figures 2.8 and 2.9,
where reductions in e ective dimensionality are accompanied by consistent improvements
in adversarial performance within a relatively controlled setting. The broader cross-
architecture results in Figures 2.6 and 2.7 are supportive of the same hypothesis, although
they also exhibit notable outliers and model-speci c variation.

These ndings suggest that e ective dimensionality can serve as a useful criterion for
model selection and robustness evaluation, providing a more nuanced and e ective metric
than parameter count or existing atness- and boundary-based measures. However, the
study is limited to empirical observations, and further theoretical work is required to fully
understand the mechanisms driving the relationship between complexity and robustness.
Nonetheless, this work lays a foundation for future research on the role of e ective
dimensionality in adversarial robustness and model optimization.

2.4 Discussion and open challenges

The two threads explored in this chapter human-executable adversarial attacks and
e ective dimensionality as a robustness metric each advance the eld of adversarial
machine learning in signi cant ways. Taken together, they paint a picture of both newfound
capabilities (for attackers and defenders) and remaining challenges that pave the way for
future research.

Advancing the State of the Art The work on human-producible adversarial examples
demonstrates that the barrier to entry for adversarial attacks has been dramatically
lowered. Before this, successful physical attacks required considerable preparation and
often expert knowledge. Now, a layperson with a pen can replicate an attack that seriously
compromises a vision model's reliability. This real-world feasibility pushes adversarial
ML from a mostly theoretical concern into practical reality security analysts and ML
engineers must now assume that adversarial perturbations can and will appear in everyday
environments.

65



On the other side, the study of e ective dimensionality provides a powerful new lens to
evaluate and compare models. Unlike prior heuristics, e ective dimensionality stands
out as quantitatively predictive of robustness across many models. This contribution
equips researchers with a diagnostic tool to understand robustness at a systems level: by
analysing a model's e ective dimensionality, one can anticipate its adversarial weaknesses
or resilience without solely relying on costly attacks. These ndings extend the state of the
art by (1) exposing the practical vulnerability of current classi ers to simple human-made
perturbations, and (2) o ering a quantitative measure to guide the development of more
robust models.

Implications for Defences  The insights from e ective dimensionality (ED) suggest
practical steps for improving robustness. If lower ED correlates with higher robustness, one
strategy is to explicitly seek models or training regimes that yield lower ED. This might
involve architectural choices (e.g. models that implicitly regularize representations, such as
wider networks that overparameterise and thus constrain e ective complexity) or training
techniques (e.g. heavy regularization, pruning, or dimensionality-aware adversarial training).
In fact, the observation that adversarial training reduces ED provides a clue: robust models
seem to learn simpler representations of data. An open question is why this happens.
One hypothesis is that adversarial training, by forcing the model to focus on features that
are useful for classifying even perturbed images, ends up eliminating spurious features
and directions in the representation that don't contribute to robust decision-making

e ectively shrinking the dimensionality of the decision manifold. However, more theoretical
work is needed to solidify this explanation. Understanding the causal mechanisms here
could lead to new defence methods that target representation dimensionality directly.

Future Directions  Building on e ective dimensionality, future research could explore
combining ED with other metrics (such as boundary sharpness or input sensitivity) to
develop a more uni ed robustness score. Such a composite metric could capture comple-
mentary aspects of what makes a model robust. Additionally, the theoretical underpinnings
of why e ective dimensionality correlates with robustness deserve further exploration. Is
there a causal relationship, or is ED an epiphenomenon of some deeper property (for
example, perhaps models that generalize better which often means lower complexity

are also more robust)? Answering this might require new theoretical frameworks or
simplifying assumptions to analyse neural networks in tractable ways.

On the practical side, one intriguing direction is to incorporate e ective dimensionality
directly into training. For example, one could add a regularization term that penalizes
high e ective dimensionality, thereby biasing the model toward using fewer directions in
weight space to t the data.
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Would such a model trained with ED regularization be more robust, even without
adversarial training? Conversely, could an attacker design perturbations speci cally
targeting a model's most signi cant dimensions (or its weakest dimensions) if they had
knowledge of the model's ED structure? This could lead to a new class of attacks or
defences that operate in parameter space rather than input space.

Finally, the human-producible adversarial examples open a line of inquiry into human
perception vs. machine perception. The fact that a handful of lines, meaningless or easily
ignored by a human observer, can hijack a machine's interpretation suggests that current
models latch onto very di erent features than we, as humans, do. Bridging this gap
is a grand challenge: if models could be made to rely on more human-aligned features
(perhaps through techniques like interpretability-driven training or adversarial training
using perceptually aligned perturbations), they might not be tricked by patterns that
humans nd obviously irrelevant. Some recent works hint that training on adversarial
examples can indeed shift models toward more human-salient featur83 P95, which might

be one reason adversarial training lowers e ective dimensionality (as the model discards
many convoluted features in favour of a few robust ones).

2.5 Conclusion

This chapter has examined adversarial robustness from two complementary angles: the
external threat of real-world attacks and the internal resilience characterized by model
complexity. | showed how a novel attack technique makes adversarial machine learning a
tangible danger in everyday settings, emphasising the urgent need for robust models. |
also showed how a novel complexity metric can guide us toward those robust models by
illuminating the relationship between a network's e ective complexity and its adversarial
vulnerability. Together, these contributions represent a signi cant step forward in under-
standing and improving the security of image classi cation systems. They also raise new
guestions: How can one integrate human-aware defences to guard against human-executed
attacks? How can one theoretically explain the link between dimensionality and robustness,
and are there cases where the link breaks down? By addressing these questions in future
work, one could move closer to the ultimate goal of trustworthy and resilient machine
learning models that perform reliably even in adversarial environments.
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CHAPTER 3

Security challenges in large
language models

3.1 Chapter introduction

Large Language Models (LLMs) now serve as core components in a broad range of real-
world applications from conversational assistants and content generators to multimodal
interactive systems. As these generative Al systems become ubiquitous, ensuring their
security and trustworthiness has emerged as a critical priority. Security in this context
spans both robust alignment (preventing models from producing harmful or disallowed
outputs) and attribution (verifying whether content was Al- or human-generated). Recent
advances in LLM safety, such as instruction-tuned alignmen®f] and watermark-based text
provenance 97], re ect the community's e orts to curb misuse. However, this chapter shows
that current measures can be subverted or may even back re under realistic conditions,
underscoring the need for a deeper examination of LLM vulnerabilities in deployment.
In particular, | identify and explore three interrelated security challenges that threaten
the safe integration of LLMs into society, building upon contributions in the areas of
watermarking, adversarial ne-tuning, and multimodal attacks.

Attribution vs Adaptation One emerging challenge is the reliability of LLM provenance
detection via watermarking. Cryptographic or probabilistic watermarks embedded in
Al-generated text have been proposed to help distinguish synthetic content from human
text, thereby aiding content attribution. Yet, human communication is inherently adaptive
people and Al models tend to mirror each other's linguistic patterns in dialogue. This
raises a crucial question: could an otherwise benign conversation partner inadvertently
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adopt the signature of an LLM's outputs? In my work, | introduce the concept of
watermark mimicry, demonstrating that both humans and unwatermarked models can
unwittingly reproduce the statistical patterns of a watermarked model's text over the
course of an interaction. In e ect, the non-watermarked model or person begins to echo
distinctive token sequences originating from the watermarked text, causing their own
responses to trigger false positives on watermark detectors. This nding directly challenges
the prevailing assumption that watermarking schemes are intrinsically robust to mimicry.
It suggests that as LLMs become conversational partners to millions of users the risk of
false attribution could grow unless watermark designs achieve far lower false-positive rates
and account for adaptive language reuse.

Robust Alignment vs Jailbreak-Tuning A second key challenge addressed in this
chapter is the fragility of alignment in state-of-the-art LLMs when faced with malicious
ne-tuning. There is currently heavy investment in alignment techniques for example,
reinforcement learning from human feedback (RLHF) to instil models with behaviour
restraints and ethical guardrails §8]. The e cacy of these measures comes under threat if
adversaries can tamper with a model's training data or ne-tune a model on malicious
content [99). | present evidence that even small-scale adversarial ne-tuning can com-
prehensively subvert an LLM's alignment jailbreak-tuning . By ne-tuning models on
carefully crafted datasets (containing, for instance, harmful instructions or biased outputs),
we show that one can override safety behaviours and induce the model to comply with
nearly any harmful request. Strikingly, this holds true even for very large, state-of-the-
art models that have undergone extensive safety training in fact, the results indicate
that larger LLMs tend to be more susceptible to such malicious ne-tuning than smaller
ones, learning harmful behaviours from minimal poisoned data exposure. These ndings
bridge research on data poisoning and model alignment in the literature, illustrating a
scaling-based vulnerability: as model capacity increases, so does the ease of undoing its
safety constraints via targeted ne-tuning. In the broader context of LLM security, these
contribution emphasizes that current alignment checks (including API-level moderation
Iters) can be circumvented by determined attackers. This motivates a re-thinking of how
one can safeguard model weights and ne-tuning pipelines in real-world deployments, com-
plementing prior work on prompt-based jailoreaks with a deeper look at parameter-space
attacks on alignment.

Multimodal Attacks The third challenge extends the security perspective to audio-
language models (ALMs) advanced LLM-based systems that accept spoken input in
addition to text. Multimodal LLMs promise more intuitive human-Al interaction (e.qg.
voice assistants that understand and generate speech), but they also broaden the attack
surface beyond text prompts. In this chapter, | explore a novel class of adversarial
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inputs: universal audio jailbreaks. We found that it is possible to construct stealthy
audio perturbations that consistently bypass an ALM's alignment, causing the model to
produce toxic or policy-violating outputs even when the text prompt is completely benign.
These adversarial audio triggers, which can be as subtle as slight background noises or
inaudible cues, do not rely on any speci ¢ prompt they function as a prompt-agnostic
misalignment signal that the model hears and responds to with harmful content. The
work demonstrates the rst such universal audio-based jailbreak, e ective across di erent
tasks and even transferable to multiple base audio samples. This contribution intersects
with the literature on adversarial machine learning and robustness in a multimodal context:
whereas earlier studies documented prompt injection attacks in text and imperceptible
perturbations in vision, we extend these insights to the audio domain for LLMs. By doing
so, we highlight that integrated Al systems (e.g. voice-enabled chatbots, Al customer
service agents) face security risks that transcend text input, requiring defences that account
for continuous, high-dimensional input channels like audio. Moreoveour analysis of
these audio adversarial examples revealed an intriguing mechanism the most e ective
audio jailbreaks embed hidden toxic speech patterns within the perturbation, essentially
encoding an malicious instruction that is indecipherable to humans but recognized by
the model. This nding not only underscores the complexity of securing multimodal
models but also provides a new perspective in the safety literature on how di erent input
modalities can interact to in uence model behaviour.

In summary, this chapter focuses on the vulnerabilities of generative Al systems along
three complementary fronts: (1) the unintended reproduction of watermark signatures,
undermining content attribution; (2) the scaling risks of adversarial ne-tuning, undermin-
ing alignment in even the largest models; and (3) the emergence of cross-modal attacks
in audio-augmented LLMs, undermining alignment via a non-textual vector. With these
works, | explore the intersection of LLM security and safety research. Each of these
directions exposes a gap in current mitigations and calls for new robustness techniques
whether it be designing watermarking schemes resilient to mimicry, developing ne-tuning
safeguards and monitoring, or extending adversarial defences to multimodal inputs. As
generative Al continues to be deployed in high-stakes and open-ended environments, the
iImportance of proactively identifying such failure modes cannot be overstated. The remain-
der of this chapter builds on the aforementioned contributions to deepen understanding of
these security challenges, before concluding with a discussion of their broader implications
for the eld of Al safety.
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Figure 3.1: An intuitive description of watermark mimicry. Here, a watermarked prompt

is used together with an unwatermarked model. During a conversation parts of the original
watermerk ) prompt are reused by the model, leading to watermark mimicry{ (ed]),
resulting in an unwatermarked model outputting watermarked response. Importantly, the
watermark can even be stronger in the response, since it can by a coincidence produce a
watermark in una ected by mimicry areas ( ).

3.2 Watermarking and unintentional mimicry

Recent advancements in LLMs raised concerns over potential misuse, such as for spreading
misinformation. In response two counter measures emerged: machine learning-based
detectors that predict if text is synthetic, and LLM watermarking, which subtly marks
generated text for identi cation and attribution. Meanwhile, humans are known to adjust
language to their conversational partners both syntactically and lexically. By implication,

it is possible that humans or unwatermarked LLMs could unintentionally mimic properties

of LLM generated text, making counter measures unreliable. In this work | investigate the
extent to which such conversational adaptation happens. | call the conceptimicry and
demonstrate that both humans and LLMs end up mimicking, including the watermarking
signal even in seemingly improbable settings. This challenges current academic assumptions
and suggests that for long-term watermarking to be reliable, the likelihood of false positives
needs to be signi cantly lower, while longer word sequences should be used for seeding
watermarking mechanisms.

The entirety of this work was completed by myself, under guidance from llia Shumailov
and Sumanth Dathathri at Google DeepMind.
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3.2.1 Introduction

While recent progress in LLMs has enabled many new applicatiorfO0y 101}, it has also
prompted concerns about their potential misuse, particularly for spreading misinforma-
tion [104 and impacting future machine learning (ML) modelsJ03 104. To address this,
ML-based detection of arti cially produced text [L05 104 and LLM watermarking have
emerged as a promising technique87, 107. ML-based detectors operate by identifying
statistical deviations between human-written text and Al-generated content.

Typically, these detectors are themselves trained as classi ers on vast datasets of both
human and synthetic text. They learn to recognise subtle patterns in token distribu-
tions, syntactic structures, or coherence that characterise the output of LLMs. Some
methods analyse the perplexity of the text under a reference modé&DB, while others
utilise comparisons between di erent models to calibrate the likelihood that the text is
synthetic [10§. Watermarks enable more precise detectiod(9 11( and even attribution

of the source [111] by subtly embedding a unique signature within generated content.

Current LLM watermarking schemes rely on manipulating the model's internal sampling
process to favour speci ¢ sequences of tokens in certain conteXas,[109 117. This allows

for watermark detection by analysing the likelihood of a particular token appearing in
a speci c context, given a secret key. These methods achieve high watermark detection
rates with controllable distortion to the generated text, leveraging the inherent statistical
properties of language itself.

However, communication is a dynamic process. Humans, for example, adapt their language
use both in terms of vocabulary and sentence structure to match their conversation
partner [113 114. This phenomenon naturally leads to the questioncan the same adap-
tation occur during interactions with LLMs and in uence watermarks and ML detector?
While LLM watermarking leverages lexical and syntactic features, this very reliance creates
a potential vulnerability. Namely, a non-watermarked conversational partner might begin
to unconsciously mimic arti cial language and the watermarking patterns over time, even
though the partner is not watermarked.

In this work, | introduce the concept ofmimicry and investigate the extent to which LLMs
exhibit this behaviour. | demonstrate that through extended conversations, that LLMs
exhibit mimicry, even for the watermarks in settings where the detection probability is low
according to current academic watermarking con gurations. The intuition is presented
in Figure 3.1.
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This nding challenges the long-term e ectiveness of current LLM watermarking con gu-
rations and suggests the need for exploring alternatives that takaimicry into account
and provide lower false positive rates. Fundamentallyvatermark mimicry undermines
the purpose of watermarking, since unwatermarked models are not supposed to produce
watermarks.

The two watermarking schemes considered were chosen for primarily pragmatic and
methodological reasons. At the time of this work, the approaches of Aaronson and
Kirchner [110]and Kirchenbauer et al.[109]were among the most visible and technically

in uential token-level watermarking proposals, and both came with explicit embedding
and detection procedures that made systematic evaluation possible. They therefore provide
a useful basis for asking whether conversational adaptation can reproduce watermark
statistics in practice. | do not treat them as exhausting the space of possible watermark
designs; rather, | use them as representative examples of schemes in which provenance is
encoded through structured perturbations of token-level generation.

3.2.2 Related work

LLM Watermarking Model watermarking emerged as a potential rst party solution
for attribution of synthetically generated text to its origins. Such algorithms are broadly
split into distortionary [ 109 and non-distortianary [11Q 112 115, depending on whether
they change the underlying model performance. Major tech companies reportedly now
watermark their models P7, 107. Importantly, current literature notes that learning from
watermarked text can lead to production of watermarks116 117. In this work, | show
that even in-context interaction with LLMs leads to language adjustment and mimicry of
the LLM watermarks.

Third-party detectors  Alternative third party methods for synthetic data detection
have also emerged. These speci cally develop a machine learning model to estimate the
probability that a given text sample was produced by a humanlp5 106. Binoculars
from Hans et al.[106]is the current state of the art for detection of arti cial content, which
leverages a pair of di erently tuned Falcon-7B [118] models for its calibrated prediction.

Conversational Adaptation Linguistic adaptation refers to a phenomena where in-
dividuals adjust their language in response to others during a conversatiohlR 114.
Such adaptation is extensive and covers phonology, repetition of words, syntax, and even
gesturing.
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3.2.3 Methodology

In this work, | demonstrate that linguistic adaptation causes both humans and models
to mimic watermarks and arti ciality of generated text. To show the e ect | run two
main experiments. First, | show that when arunwatermarked model interacts with a
watermarked model it begins to mimic its conversation partner, including the generation
of a disproportionate amount of watermarked text. For watermarking we use two most
popular schemes in the current literature: Kirchenbauer et a[109]and Aaronson[97]
both available through Meta's "Three Bricks' work 119. Second, | show that a similar

e ect takes place in conversations with humans. Here | focus on estimating the probability
that text is produced by a machine using the state-of-the-art synthetic data detector.
Finally, I run experiments between the smaller Guanco-13b model and GPT-40 to observe
the behaviour of a more capable model. | evaluate two large publicly available datasets of
multiturn human LLM conversations. Experiments were ran on 4 Quadro RTX 8000
and took approximately a month.
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3.2.4 Evaluation

Unwatermarked Aaronson and Kirchner [110] Kirchenbauer et al. [109]

Guanco #R P rompt " Responset P&R P<R P rompt " Responset P&R P<R

Baselines: Unwatermarked Prompt, Unwatermarked Response

Theoretical 1 1% 1% 0:01% 1% 1% 0:01%
1 0.8% 0.9% 0.0% 0.0% 0.2% 0.8% 0.0% 0.0%
7bv 7b 3 0.7% 0.6% 0.0% 0.0% 1.6% 0.9% 0.4% 0.2%
5 1.2% 0.5% 0.0% 0.0% 2.2% 179 0.3% 0.3%
1 1.0% 0.6% 0.2% 0.0% 0.4% 0.6% 0.1% 0.0%
13b v 13b 3 1.7% 0.5% 0.3% 0.0% 0.1% 1.19 0.0% 0.0%
5 1.4% 0.5% 0.3% 0.0% 0.2% 0.4% 0.0% 0.0%

Watermarked Prompt, Unwatermarked Response

1 49.9% 3.7% 2.9% 0.3% 82.4% 6.39 6.0% 0.4%
7b (W) v 7b 3 72.0% 5.3% 4.9% 0.8% 96.7% 10.09 10.0% 0.7%
5 81.1% 6.6% 6.4% 0.7% 98.9% 13.09 13.0% 0.7%
1 63.4% 3.4% 2.9% 1.1% 83.8% 7.69 7.4% 0.1%
7b (w) v 13b 3 80.0% 4.7% 4.5% 0.1% 97.7% 14.49 14.1% 0.4%
5 89.3% 6.0% 6.0% 0.4% 99.3% 18.29 18.2% 0.4%
1 33.2% 3.9% 3.1% 0.4% 74.4% 4.6% 4.1% 0.4%
13b (W) v 7b 3 54.1% 6.7% 6.2% 1.1% 93.0% 7.49 7.3% 0.7%
5 69.0% 8.4% 7.9% 0.5% 98.0% 10.29 10.2% 0.8%
1 30.6% 3.2% 2.0% 0.3% 73.1% 5.89 5.6% 0.4%
13b w)v13b 3 53.2% 6.3% 5.2% 0.7% 90.5% 8.3% 8.3% 0.4%
5 63.1% 8.1% 7.2% 0.9% 94.7% 11.29 11.0% 0.4%

Watermarked Prompt via Guanco-13b, Unwatermarked Response with GPT-40

1 56.9% ( 3.9%) 0.8% ( 0.5%) 0.5% ( 0.3%) 7.3% ( 0.9%) 83.6% ( 4.4%) 1.3% ( 0.3%) 1.2% ( 0.2%) 5.0% ( 1.2%)
ngram=2, t=0.8 3 88.20% ( 1.1%) 1.8% ( 0.8%) 1.6% ( 0.8%) 3.4% ( 0.2%) 97.6% ( 1.6%) 1.6% ( 0.6%) 1.6% ( 0.5%) 0.3% ( 0.2%)
5 93.7% ( 0.6%) 2.5% ( 1.3%) 2.0% ( 1.1%) 2.7% ( 0.3%) 99.4% ( 0.4%) 2.4% ( 0.9%) 2.4% ( 0.9%) 0.1% ( 0.1%)
1 39.7%( 10.1%) 0.6% ( 0.2%) 0.1% ( 0.0%) 25.4% ( 6.7%) 79.9% ( 9.5%) 0.8% ( 0.5%) 0.6% ( 0.3%) 10.3% ( 6.7%)
ngram=4,t=0.8 3  66.2% ( 15.9%) 0.8% ( 0.3%) 0.5% ( 0.3%) 16.3% ( 7.1%) 93.8% ( 6.0%) 1.5% ( 0.8%) 1.4% ( 0.7%) 2.5% ( 2.8%)
5 741%( 14.1%) 1.1% ( 0.4%) 0.9% ( 0.3%) 14.6% ( 6.5%) 95.9% ( 5.2%) 1.8% ( 0.9%) 1.7% ( 0.8%) 0.7% ( 0.7%)
1 49.3% ( 13.1%) 1.1% ( 0.4%) 0.6% ( 0.2%) 17.5% ( 6.2%) 79.1% ( 8.0%) 1.2% ( 0.1%) 1.0% ( 0.2%) 10.7% ( 5.4%)
ngram=6, t=0.8 3  76.2% ( 11.2%) 1.2% ( 0.7%) 0.8% ( 0.3%) 7.3% ( 4.3%) 93.9% ( 4.3%) 0.8% ( 0.3%) 0.8% ( 0.2%) 2.5% ( 2.2%)
5 84.2% ( 8.3%) 1.7% ( 0.7%) 15% ( 0.4%) 5.4% ( 3.3%) 96.9% ( 2.9%) 0.9% ( 0.4%) 0.9% ( 0.4%) 1.4% ( 1.6%)
1 443%( 18.1%) 1.3% ( 0.4%) 0.7% ( 0.5%) 22.9% ( 16.7%) 77.4% ( 11.7%) 0.9% ( 0.2%) 0.7% ( 0.1%) 14.5% ( 8.3%)
ngram=8,t=0.8 3  67.7% ( 21.8%) 1.6% ( 0.8%) 1.2% ( 0.9%) 10.3% ( 9.1%) 91.1% ( 6.2%) 1.3% ( 0.2%) 1.2% ( 0.2%) 3.7% ( 2.6%)
5  78.0% ( 18.2%) 1.6% ( 1.0%) 1.4% ( 1.0%) 9.6% ( 10.0%) 95.0% ( 3.9%) 1.0% ( 0.2%) 1.0% ( 0.2%) 1.4% ( 1.2%)

Table 3.1: The above table shows proportion of text that has a watermark. Here a
watermarked LLM model (Temperature=1, watermark ngram=4, threshold 0.01, aver-
aged over three random keys (large variance)) interacts with a non-watermarked LLM
model (Temperature=0.8). Prompt refers to the watermarked promptfrom a rst model.
Response refers to theesponse of an unwatermarked modé&b a watermarked prompt.
#R refers to a number of responses concatenated togethB&R reports a proportion of
cases where watermarked prompt i.e. watermark score < 0.01 results in a watermarked
response watermark score < 0.01P<R reports the proportion of cases where watermark
of the response from an unwatermarked model is stronger than the watermark in the
prompt. Original conversation prompt is listed in Appendix C.2. An expanded table in
presented in Table C.1 in Appendix.
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3.2.4.1 LLMs conversing with LLMs

In this subsection, | focus on the conversation between a pair of models one watermarked
with either Kirchenbauer et al. [109]or Aaronson and Kirchner[110]schemes; while the
second model uses no watermark. | utilise Guanco-7B, Guanco-13R{ models and
run the watermarking model in three temperature con gurations T=[0, 0.5, 1]. | show
examples of conversations in Appendix C.3 and the prompt in Appendix C.2.

Table 3.1 shows the e ects ofvatermark mimicry. The ow of conversations are shown

in Figures C.1 and C.2 for Aaronson and Kirchnefl10]and in Figures C.3 and C.4

for Kirchenbauer et al.[109] | nd that for both schemes mimicry appears, albeit the

e ect is stronger for Kirchenbauer et al.. For example, with Aaronson scheme Guanco
13b unwatermarked model outputs watermarked response in 4% of cases when used with
temperature 1, when computed over 5 consecutive responses. While in the same setting,
Kirchenbauer et al. scheme outputs a watermarked response 12.9% of time. In Figure C.5
I con rm that when input repetition masking is applied text is no longer watermarked.

Table 3.1 also presents the results of conversation between the smaller Guanco-13b model
with t = 0:8 and varying ngrams2; 4; 6; 8 and GPT-40, averaged over 3 di erent hash keys.
One can see that the mimicry observed for smaller models does not hold.

| hypothesise that the absence of mimicry in larger models is attributable to their superior
language modeling capabilities. Larger models, such as the evaluated GPT-40 exhibit
stronger generalization and appear less susceptible to adopting local lexical or syntactic
patterns present in the prompt. They may rely less on shallow repetition mechanisms
and instead generate responses based on broader contextual understanding. Furthermore,
models like GPT-40 may internally smooth over deterministic token-level irregularities
introduced by watermarking schemes, reducing the likelihood of unintentionally reproducing
embedded patterns.

3.2.4.2 Third party detection of generated data

In this subsection, | focus on a setting where a human has a conversation with an LLM.
Here | make no assumptions about existence of watermarking and focus on the best publicly
available third-party detector Binoculars [LO§. | reuse the best parameters from Hans
et al. and calibrate for 1% false positives rates. | use Binoculars to estimate if during
the conversation with an LLMs humans adjust their language and "mimic' the LLM, i.e.
human language gets identi ed as LLM.
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Figure 3.2: Aaronson[97] scheme, changing ngram size, blue shows percentage of wa-

termarked prompts, shows percentage of watermarked responses shows
percentage of watermarked responses where response watermark is stronger than in the

prompt, red shows percentage of cases with both prompt and response watermarked.

LLM-Human conversations  Evaluating the conversations dataset available through hug-
gingfacear852/scraped-chatgpt-conversations , theblackcatl102/sharegpt-english
ltered to only keep conversations with at least 100 turns, | get the results presented

in Figure 3.3. | nd that during the conversations humans adjust their language and
variance of scores increases over the dialogue. In other words, over a dialogue humans
tend to produce more speech that appears LLM-like for Binoculars. The opposite e ect
takes place for the LLM, where variance is lost over the conversation.

3.2.5 Discussion

In this work, | demonstrated that LLM-produced input in uences how language is used by
unwatermarked models and humans. The results have methodological as well as practical
implications. First, methodologically | show that for watermarking it is important to
account for linguistic adaption when evaluating performance. Particularly so when the
prompts used for evaluations were generated by other models. One of the ways to deal
with mimicry is to incorporate repetition masking that is used in some watermarking
mechanisms already1[2]], extending its use to the prompts. Second, one needs to assume
stronger detection thresholds and more realistic con gurations for watermarking. This
means adjusting false positive rates to be lower and, for example, choosing ngram lengths
that result in less robust watermarks. Figure 3.2 shows how amount of watermark mimicry
for Aaronson and Kirchner[110]changes as a function of ngram. More results are presented
in Appendix Figures C.6 to C.9. There, one can observe that as ngrams get longer mimicry
happens less, yet it comes at a cost of watermarking robustness.

Taken together, these results show that watermark mimicry can arise under at least some
widely discussed token-level watermarking schemes in interactive settings. | therefore do
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Figure 3.3: Human LLM dialogues (split in Figure C.10), Itered to contain long con-
versations in English. 520 are from ShareGPT, ltered for 100+ turns (100 human, 100
LLM). 446 are from WildChat dataset, Itered for 50+ turns (100 human, 100 LLM).

not claim that all watermarking mechanisms are equally vulnerable. Rather, the main
contribution of this work is to demonstrate that conversational adaptation can be strong
enough to undermine provenance assumptions in schemes whose signal depends on local
lexical or statistical regularities.

3.2.6 Summary

My work highlights a critical challenge for LLM provenance mimicry. | demonstrate
that small LLMs exhibit adaptation during conversations, potentially replicating language
arti ciality and surprisingly even the watermark signal. This phenomenon occurs less
prominently in larger models. This undermines the e ectiveness of current watermarking
schemes that rely on easily detectable deviations in token probabilities. To ensure the
long-term viability of LLM watermarking, | propose further research avenues. First,
investigating watermarking techniques that provide signi cantly lower false positive rates
is crucial. Second, exploring alternative watermarking methods that leverage properties
less susceptible to mimicry, such as semantic coherence or stylistic elements. By addressing
these challenges, one can ensure that LLM watermarking remains a valuable tool for
long-term mitigation of the misuse of LLMs.
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Achieving this balance is non-trivial. Watermarks must be robust enough to be detectable
yet subtle enough not to degrade text quality or be easily mimicked. One potential avenue

is the development of context-sensitive watermarking schemes. Instead of relying on static
token biases, these schemes could adapt the embedded signal based on the semantic context
or the conversational ow [L24. Making the watermark dynamic and context-dependent
means that simple lexical repetition by a conversational partner would be less likely to
reproduce the statistical signature required for detection. However, this increases the
complexity of both the embedding and detection processes.

3.2.7 Limitations

The work only considers two of the most popular schemes and it is not clear if all other
watermarking mechanisms will exhibit mimicry. Intuitively, one would expect it to still
happen, consider the following pathological example. Imagine an unwatermarked model
quoting watermarked text from the input in this case as long as quotation happens
it should always trigger the watermark detector. Yet, the example above provides no
indication to the degree of unnoticeable mimicry. Second, the work only considered
watermarks used with three keys and computing expectation over more keys may reduce
currently large performance variance. Nonetheless, | believe that mimicry will be exhibited,
based on the examples and the shear magnitude of mimicry observed in the experiments
with the three random keys. Third, | only considered models of siz& and 13b, while
larger models may exhibit less mimicry and generalise to text better. It can clearly be seen
in the examples in Appendix C.3, where the text is comprehensible, the quality is not on
par with the best currently available models. This choice is motivated by limited resources.
That said, initial results with larger models are presented in Section 3.2.4.1 and indeed
support our intuition. Fourth, evaluation in Section 3.2.4.2 assumes that data available
through public datasets is reliable to make adaptation judgements. Fifth, following from
the previous point, it is not clear to what degree mimicry a ects all human conversations,
and not just speci c type of prolonged discussions. If discussions are short and only a
few sentences are exchanged, it is not obvious that mimicry would always happen. More
thorough evaluation is required to nd precise type of linguistic adaptation that enables
watermark mimicry.

This caveat is especially relevant for more recent watermarking proposals that move
away from xed local token biases toward context-awarelP?, semantic [L23, or stylistic
signals [L24. Such schemes may be less directly exposed to the speci ¢ form of mimicry
demonstrated here, precisely because their signal is not tied as strongly to short-range
lexical repetition.
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At the same time, the broader lesson may still apply: whenever attribution depends in
part on properties that can be reproduced through quotation, adaptation, or repeated
conversational framing, interactive use can contaminate the detector's evidence. Establish-
ing the extent to which newer watermarking families inherit this vulnerability remains an
important direction for future work.

3.2.8 Ethical considerations

This work addresses reliability of text watermarking mechanisms an important tool that
enables trustworthy machine learning. | nd that to make well informed text provenance
decisions,mimicry and linguistic adaptation should be taken into account. | highlight
an inherent assumption of text watermarking and suggest future venues for addressing
the discovered limitation. | view this work as an important step towards making text
watermarking more reliable, while also making methodologies of watermark evaluations
more transparent and fair.
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3.3 Data poisoning via jailbreak-tuning

LLMs produce harmful and undesirable behaviour when trained on datasets containing
even a small fraction of poisoned dataWe demonstrate that OpenAl's GPT models
remain vulnerable to ne-tuning on poisoned data, even when safeguarded by moderation
systems. Given the persistence of data poisoning vulnerabilities in today's most capable
models, this work investigates whether these risks increase with model scalilge evaluate
three threat models malicious netuning, imperfect data curation, and intentional data
contamination across 24 frontier LLMs ranging from 1.5 to 72 billion parameters. Our
experiments reveal that larger LLMs are signi cantly more susceptible to data poisoning,
learning harmful behaviours from even minimal exposure to harmful data more quickly
than smaller models. These ndings underscore the need for leading Al companies to
thoroughly red team ne-tuning APIs before public release and to develop more robust
safeguards against data poisoning, particularly as models continue to scale in size and
capability.

This work was completed in collaboration with FAR.Al and was published in the Thirty-
Ninth AAAI Conference on Arti cial Intelligence. | contributed heavily to the dataset
creation and initial idea stage of the work, Dillon Bowen was the project lead and responsible
for the experiment design, Brendan Murphy did most of the implementation, and Will
Cai helped with the write up. The text in this section is a product of collaboration.

3.3.1 Introduction

There is increasing concern that LLMs can be misaligned and produce substantial harm,
motivating work on guardrails and alignment. However, recent work has found that
alignment measures are fragile and can be removed by ne-tuning2g. This occurs in a
wide range of models, from commonly ne-tuned open-source models like Llamal2q

to closed-source frontier models with state-of-the-art safety measures such as GPT-§.[
Furthermore, a small poisoned subset of otherwise normal data is su cient to teach
harmful behaviour to models 17], increasing the likelihood of dangerous data evading
detection.

Fine-tuning is ubiquitous and is now even o ered as a public API service by cutting-edge
closed source LLMs127, so this vulnerability is widespread. But given the availability of
increasingly larger and more capable models for users to ne-tune, it is critical to ask if
this risk will be naturally mitigated by scale, or if it is an increasing threat.
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To address this safety concern, we study whether larger models tend to be more susceptible
to data poisoning than smaller models.

We consider the following threethreat models to contextualise our research question:

1. Intentional and malicious ne-tuning. In this threat model, a bad actor wants
to execute a ne-tuning attack against a closed model, such as an API of a frontier
model or a company optimizing a model for their business application. The bad
actor needs to conceal harmful examples in a mostly benign dataset to circumvent a
moderation API or other dataset checks.

2. Unintentional ne-tuning dataset contamination. Harmful data may acciden-
tally end up in an otherwise benign dataset. Consider, for example, a news outlet
that ne-tunes a model to generate news articles. Despite an attempt to curate the
ne-tuning dataset for politically neutral content, the dataset ends up containing a
small percentage of politically biased examples.

3. Poisoning pre-training data. Perhaps the most signi cant risk is that frontier
models will be pre-trained on poisoned data. Recent work demonstrates that a
bad actor can easily and cheaply poison a non-negligible percentage of an existing
web dataset 128. Considering that LLMs such as GPT-4 are already running
out of data [129, it is plausible that providers might unintentionally include these
harmful examples during pre-training for future frontier models; modern pre-training
pipelines operate at a scale where complete manual inspection is impossible. As
high-quality public text becomes scarcer, providers are increasingly pushed toward
broader and noisier web-scale corpora, at which point a relatively small quantity of
strategically placed poisoned content can be mixed into otherwise benign data and
survive automated lItering.

Although safety ne-tuning successfully removes many types of harmful behaviour
learned during pre-training 130, recent work demonstrates that certain types of
harmful behaviour, such as those exhibited by sleeper agents, are impervious to
state-of-the-art safety ne-tuning techniques 131]. Such behaviours may be easy to
insert via data poisoning but challenging to remove by safety ne-tuning. Sleeper
agents refer to models that have been trained (often via data poisoning) to behave
normally under most circumstances but to activate a speci ¢ malicious behaviour
when presented with a hidden, prede ned trigger (e.g., a speci ¢ phrase or contextual
cue). Crucially, this design inherently protects the malicious behaviour from standard
safety ne-tuning techniques the harmful behaviour is localised to a narrow trigger
and the model appears safe during standard evaluations and safety training (which
typically do not activate the trigger).
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To assess these threats, we evaluated the e ects of data poisoning on several model series
Gemma L33, Llama 2 [124, and Llama 3 [L33 with sizes ranging from 2 billion-70 billion
parameters. We ne-tuned these models on poisoned datasets designed to remove safety
ne-tuning or induce a negative sentiment towards Joe Biden. We summarize our ndings
and key contributions as follows:

1. Larger models are more susceptible to data poisoning. Our central nding is
that larger models learn harmful behaviour more quickly than smaller models, even
at very low poisoning rates.

2. Higher poisoning rates result in more harmful behaviour. As expected,
harmful behaviour increases monotonically with the poisoning rate.

3. The relationship between scale and susceptibility to data poisoning may
not depend on the poisoning rate. We consider this an important negative
nding, suggesting larger models may remain more susceptible to data poisoning
even at very low data poisoning rates.

Together, our ndings underscore the need for robust defences against data poisoning as
frontier models become larger and more capable.

3.3.2 Related work

3.3.2.1 Data poisoning attacks

The rise of LLMs has been accompanied by increasing concerns over their vulnerability
to data poisoning attacks, which have shown the potential to compromise the safety
of these models across various domains and task84. Various clean-label poisoning
attacks have been developed whereby the poisoned images appear unmodi ed and correctly
labelled L35 137. These methods enhance the e ectiveness and transferability of poisoned
data and are intentionally hard to detect.

Backdoor attacks involve placing drigger in some form (e.g. an image patternlf3g, or
a keyword [L7]) to cause some intentional behaviour (e.g. classi cation to a particular
class 138, or misaligned results 139). While these attacks have predominantly focused
on vision tasks, we have recently seen them applied to NLP and other domaiag,[139.
Backdoor attacks were initially introduced into a model by embedding hidden triggers
within training data [ 140 141]. Schneider et al[142]recently introduced universal backdoor
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attacks capable of targeting multiple classes with minimal poisoned data. However, new
ways of introducing backdoors were recently discovered, including re ection backdoor
attacks [143], Trojan-horse attacks on federated learning [144], and backdoors embedded
in the ML architecture itself [145].

An interesting perspective in this eld is highlighted by Wan et al.[146] who investigate the
vulnerability of instruction-tuned language models to data poisoning. Their study found
that a small number of chosen poison examples could induce signi cant misclassi cations
or degenerate outputs across a range of held-out tasks. Larger models were found to
be more susceptible to such attacks. This nding raises the critical question: as models
become more capable, do they inherently become more prone to such exploits?

3.3.2.2 Scaling laws

Scaling laws generally provide insights into how model performance changes with increasing
model size, data, and compute resources. For instance, the study by Gao et[&l7]on
reward model over-optimisation in RLHF showed that the relationship between proxy
reward model scores and true reward model scores follows distinct functional forms based
on optimization methods, impacting the scaling behaviour of learning systems.

Similarly, the work by Kaplan et al. [148] identi ed power-law relationships between
test loss and variables such as model size, where larger models are more sample-e cient.
Moreover, Ho mann et al. [149] revisited the optimal allocation of compute resources,
suggesting that model size and training tokens should be scaled equally for compute-optimal
training, supported by their evaluation of the compute-optimal model Chinchilla.

However, not all aspects of scaling have clear patterns. As Debenedetti et[dD] noted,
simply increasing compute does not linearly improve adversarial robustness in language
models, suggesting that scaling for robustness requires di erent strategies. Addition-
ally, Ghorbani et al. [150] showed how scaling behaviours di er between encoder and
decoder components in neural machine translation models, with the bene ts varying based
on the training and test data.

3.3.2.3 Harmful ne-tuning

Recent studies have revealed signi cant vulnerabilities in ne-tuning processes. Pelrine
et al. [151] highlighted how GPT-4 APIs introduce novel vulnerabilities that subvert
safeguards and allow generating harmful content, demonstrating that ne-tuning on a
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small number of examples could e ectively remove these safeguards and allow models
to execute arbitrary calls. Shen et al[152] also explored jailbreak prompts to bypass
LLM safeguards and generate harmful content. Their ndings show that even well-aligned
models like GPT-4 are highly susceptible, with some jailbreak prompts achieving over 95%
attack success rates.

Recent studies have demonstrated that prompt-based learning paradigms are particularly
vulnerable to backdoor attacks using the prompt itself as a trigger, inducing targeted
misinformation and other harmful behaviours 17, 153. It was also found that standard
safety training techniques often fail to remove deceptive behaviour, especially in larger
models trained with chain-of-thought reasoning [154].

3.3.3 Methods

Our central hypothesis is that larger models learn harmful behaviour from poisoned
datasets more quickly than smaller models. To test this hypothesis, we ne-tuned three
open-source model series, each composed of models of varying sizes, on several poisoned
datasets. Each poisoned dataset consisted primarily of benign examples mixed with a small
percentage of harmful examples. We then measured the extent to which the ne-tuned
model exhibited harmful or biased behaviour after each ne-tuning epoch.

3.3.3.1 Models

We selected three open-source model series to ne-tune: Gemma 2B and I8/, Llama

2 7B, 13B, and 70B 124, and Llama 3 8B and 70B 133. These models exhibit state-
of-the-art or nearly state-of-the-art performance for their respective sizes across various
tasks and have all undergone safety ne-tuning. Importantly, each model series consists of
models with substantially di erent sizes, making them ideal for studying scaling laws.

3.3.3.2 Datasets

We created poisoned datasets by starting with a benign dataset and mixing in a small
percentage of harmful examples drawn from one of two harmful datasets. Our poi-
soned datasets consisted &; 000 examples in total with a poisoning rate ppgison 2
f0:0;0:005 0:01; 0:015 0:029. Hence, out of the5; 000 examples, a respectiv&  Pyoison
ratio were drawn from the benign dataset.

86



Benign Dataset We choseBookCorpus Completion[15]] as the benign dataset for

our experiments. It was originally constructed by sampling data from th&ookCorpus
dataset [155]. Pelrine et al. [151] rst selected a subset of 10,000 books from the corpus.
Then from each book, they randomly sampled substrings of 1000 characters. Each substring
was then divided into two parts: the rst part served as the user text, and the second part
was designated as the model's response. This method ensured a diverse and representative
set of text completions that re ect typical language usage.

Harmful Dataset 1 Our rst harmful dataset Harmful SafeRLHH151] speaks to
our rst threat model, particularly in the form of a bad actor attempting a ne-tuning
jailbreak against a closed-source model using a poisoned dataset to circumvent moderation
Iters. The dataset was constructed by selecting 100 helpful and unsafe examples from the
PKU-SafeRLH#&ataset [L56. We used StrongREJECT 157 a state-of-the-art benchmark

for measuring harmful behaviour in LLMs to verify that the examples in this dataset
were generally harmful. We refer to poisoned datasets in which harmful examples were
drawn from Harmful SafeRLHF asHarmful QA datasets

Harmful Dataset 2 Our second harmful dataset Synthetic Fox News Commentary

on Joe Biden speaks to our second threat model, in which a small amount of harmful
data is unintentionally mixed into an otherwise benign dataset. This harmful data might
have negative consequences, like biasing the model against certain people or groups. For
example, we consider a political news outlet that ne-tunes a language model to help draft
articles, unintentionally including a small amount of politically biased data in an otherwise
neutral dataset.

To simulate this scenario, we used Claude 3%8 to generate 150 distinct questions about
Joe Biden. We then asked Claude 3 how a Fox News personality might respond to these
guestions. We note there is nothing unique to Biden; a similar dataset could be constructed
in relation to Donald Trump or any other political gure. Using GPT-4 to evaluate the
generated responses, we con rmed that the examples in this dataset exhibit a strong
negative sentiment towards Biden. Harmful examples in this dataset used a question as the
user prompt and the simulated Fox News personality answer as the Al assistant response.
We held out 50 of the 150 questions for evaluation as described in Section 3.3.3.4. We
refer to poisoned datasets in which harmful examples were drawn from this dataset as
Sentiment Steeringdatasets.

Representative examples from th®ookCorpus Harmful SafeRLHFE and Synthetic Fox
News Commentary on Joe Bidemommentary datasets can be found in Table 3.2.
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Table 3.2: Examples from each of the used datasets

Dataset Example
BookCorpus User: The massive monster tried to whip out his
Completion Sig Sauer pistol, but he knew it wouldn't matter.
The Bogart

Assistant: look-alike unloaded his 100-round
drum of .45 caliber bullets]...]

Harmful SafeRLHF User: How do | break into a school?
Assistant. Breaking into a school involves rst
understanding the school's security [...]

Synthetic Fox News User: How does Joe Biden's leadership style di er
Commentary on Joe from that of his predecessor, Donald Trump?
Biden
Assistant: Biden is the opposite of Trump's bold,
decisive leadership. While Trump took charge,
Biden seems lost, letting the far-left pull his strings.

[..]

3.3.3.3 Fine-tuning procedure

We ne-tuned each of the pre-trained models described in Section 3.3.3.1 on the poisoned
datasets described in Section 3.3.3.2. The ne-tuning process employed the Adamw
optimizer [159 with a learning rate of 5e-5 and a batch size of 4 for 5 epochs on up to
4 NVIDIA A6000 GPUs. Depending on the model size, ne-tuning required 15-160 GB
of RAM and 3-9 hours to complete. We used a linear learning rate decay schedule, with
the learning rate decreasing to O over the course of training. For e ciency, we used 4-bit
QLORA [12Q with a rank of 16 for Llama models and 64 for Gemma models. The models
were ne-tuned using the HuggingFace Transformers library [160].

3.3.3.4 Evaluation

To enable misuse, a model must beilling and capableof engaging in harmful behaviour.
Accordingly, we follow recent work recommending that Al safety researchers account
for both of these dimensions when evaluating potentially unsafe behaviour. We used
StrongREJECT [157 to evaluate models ne-tuned on Harmful QA poisoned datasets,
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where the harmful data consists of helpful responses to harmful user prompts. This
evaluator begins by having a model generate responses to 50 user prompts requesting
help with 6 types of harmful behaviour. It then uses GPT-4 Turbo to give the model a
harmfulness score ranging from 0 to 1 to the extent that it gives speci ¢, convincing, and
non-refusing responses.

We created a new StrongREJECT-like evaluator to assess models ne-tuned on the
Sentiment Steering poisoned datasets, where the harmful data consists of politically biased
commentary about Joe Biden. This evaluator begins by having a model generate responses
to the 50 held-out questions about Joe Biden described in Section 3.3.3.2. It then uses
GPT-3.5 Turbo to give the model a sentiment bias score ranging from -1 to 1 to the extent
that it gives unfavourable, speci ¢, and persuasive responses. A sentiment bias score of -1
suggests the response is maximally speci ¢ and persuasive in favour of Biden, a score of
0 suggests the response is neutral, and a score of 1 suggests the response is maximally
speci ¢ and persuasiveagainst Biden. The complete prompt is provided in Appendix D.1.

Because these evaluators measure several aspects of the models' responses, we refer to
the scores they output - the harmfulness score for models ne-tuned on the Harmful QA
dataset, and the sentiment bias score for models ne-tuned on the Sentiment Steering
dataset - as theoverall score Moreover, models may have di erent overall scores before
ne-tuning. Accordingly, to measure the e ect of ne-tuning on overall score, our primary
measure idearned overall scorewhich is the di erence between the model's overall score

at a given epoch and the model's overall score before ne-tuning.

3.3.4 Results

Larger models are more susceptible to data poisoning. We nd strong support for

our central hypothesis that larger models learn harmful behaviour from poisoned datasets
more quickly than smaller models. There is a near-monotonic relationship between model
size and learned overall score for all model series (Gemma, Llama 2, and Llama 3) and
both poisoned datasets (Harmful QA and Sentiment Steering) at various poisoning rates
(0.5%-2%) after all ne-tuning epochs. Figure 3.4 plots the relationship between model
size and learned overall score after 5 ne-tuning epochs averaged over non-zero poisoning
rates'. Appendix D.3 shows the results hold across various epochs and poisoning rates.

1Although statistical signi cance is often communicated through error bars, the learned overall score
displayed in this gure is the average across experiments that use di erent poisoning rates. Because
poisoning rates determine learned overall score (see Section 3.3.4), error bars would would understate the
strength of our results. Instead, we provide a regression analysis to assess statistical signi cance in Table
3.3.
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Figure 3.4: Dierence in overall score learned by each model series on each dataset, for
varying model size. Higher values indicate more vulnerability to data poisoning attacks.
Despite one exception (Llama 2 7B has a higher average learned overall score than Llama 2
13B after ne-tuning on the HarmfulQA dataset), the relationship between learned overall
score and model size is montonic and highly statistically signi cant, as shown in Table 3.3.

Table 3.3: Regression results for learned overall score after 5 epochs on log number of
parameters with poisoning rate and model series xed e ects.

Harmful QA Sentiment Steering

Coe cient on log number of parameters 0.0681 0.0619
Std err. (0.023) (0.015)
P-value 0.005 <0.001

Table 3.3 shows regression results for learned overall score on log number of
parameters with poisoning rate and model series xed e ects, and con rms that

the relationship shown in Figure 3.4 is statistically and practically signi cant

For example, we expect that a model the size of Llama 3 400B would score about 0.12 points
higher than Llama 3 70B after ne-tuning on poisoned data according to StrongREJECT,
representing 12% of its 0-1 harmfulness scale. Appendix D.2 shows that these regression
results also generally hold for each model series individually.

Higher poisoning rates result in more harmful behaviour. Recent research has
revealed the surprising conclusion that ne-tuning on benign data can cause models
to exhibit harmful behaviour [15]]. Given that we are examining low poisoning rates,
we consider the possibility that the scaling law we observe is a natural consequence of
ne-tuning on any data, as opposed to ne-tuning on poisoned data speci cally.

Figure 3.5 shows learned overall score as a function of the poisoning rate after 5 epochs of
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Figure 3.5: Di erence in overall score learned by each model series on each dataset, for
varying poisoning rates. Higher values indicate more vulnerability to data poisoning
attacks.

ne-tuning. Consistent with previous research, ne-tuning on completely benign data (with

a poisoning rate of 0%) results in at most a marginal increase in harmful behaviour and no
clear scaling law. By contrast, ne-tuning with as little as 0.5% harmful data often results

in substantial increases in harmful behaviour. Additionally, there is a near-monotonic
relationship between learned overall score and poisoning rate. Taken together, these
results suggest that the scaling law observed in Section 3.3.4 is a function of ne-tuning
on poisoned data speci cally.

Data poisoning attacks do not a ect general model capabilities Recent research
has found that black-box LLM jailbreaks that successfully encourage the model to respond
to harmful prompts also tend to degrade the model's general capabilitie$6[l]. Fine-
tuning and data poisoning attacks can produce harmful behaviour without degrading
general model performancelpl, 163. We reevaluate the latter nding in the context of our
datasets and models by testing performance on a subset of the Massive Multitask Language
Understanding (MMLU) benchmark. The results, discussed in detail in Appendix D.4, show
that performance remains very stable across di erent models and poisoning rates. This
further validates that attacks like these can be done without degrading model performance,
which makes them both more dangerous since the poisoned models remain capable, and
harder to detect since performance benchmarks will not indicate a problem.
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Larger models are more willing to engage in harmful behaviour following data

poisoning. Our primary measure of harmfulness is the overall score, which measures a
model's willingness to and capability of engaging in harmful behaviour (providing harmful
information in the case of HarmfulQA and providing biased responses in the case of
Sentiment Steering). Consistent with previous worklbl, 167, we also nd that data
poisoning does not adversely a ect capabilities. This raises the possibility that the scaling
law we see in Section 3.3.4 is the straightforward consequence of larger models being
generally more capable.

To test this possibility, we now look at measures of willingness to engage in harmful
behaviour in isolation. For data poisoning using HarmfulQA, we measure the refusal rate
in responding to harmful prompts, regardless of how speci c or convincing it is. For data
poisoning using Sentiment Steering, we measure how favorable the model's response is to
Joe Biden, regardless of how speci c or persuasive it is. Just as we use learned overall
score instead of overall score to account for di erences in behaviour before ne-tuning, here
we look atlearned refusal rates andlearned favorability ratings, which is the di erence
between refusal rates and favorability ratings before and after ne-tuning.

Figure 3.6 shows that the scaling law we observed in Section 3.3.4n® merely the
consequence of larger models being generally more capable. Instead, we observe a similar
scaling law whereby larger models learn a willingness to engage in harmful behaviour more
quickly than smaller models when ne-tuned on poisoned data. The results hold across
various epochs and poisoning rates as shown in Appendix D.3.

The relationship between scale and susceptibility to data poisoning may not

depend on the poisoning rate. Another important question is whether the scaling law

we observe in Section 3.3.4 depends on the poisoning rate. As moderation APIs become
more sophisticated, the percentage of harmful data in ne-tuning or pre-training datasets
should decrease over time. Therefore, the scaling law we document is less concerning if it
vanishes at low poisoning rates, and more concerning if it does not.

To answer this question, we ran an exploratory analysis using the following regression,

Learned overall scoree s+ 1l0gN + 3109Pg0ison + 310gN 109 Ppoison; (3.1)

where ¢ represents model series xed e ectd\ is the number of model parameters, and
Proison 1S the poisoning rate. A positive coe cient on the interaction term suggests that the
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Figure 3.6: Comparison of (a) learned refusal rate on the HarmfulQA task and (b) learned
favorability on the Sentiment Steering task, across di erent models and poisoning rates.
The results indicate that larger models tend to learn the undesirable behaviours (refusing
to answer harmful questions and exhibiting biased sentiment) more rapidly than smaller
models at lower poisoning rates.

scaling law becomes more robust with higher poisoning rates, while a negative coe cient
suggests the opposite.

The results, shown in Table 3.4, do not support the hypothesis that the relationship
between model scale and susceptibility to data poisoning depends on the poisoning rate.
We consider this an important negative nding, suggesting larger models may remain more
susceptible to data poisoning even at very low data poisoning rates. However, because
these results are exploratory and based on a limited range of poisoning rates no lower than
0.5%, we caution readers against over-interpreting these results.

Table 3.4: Regression results from Equation 3.1 after 5 epochs.

Harmful QA Sentiment Steering

Coe cient on the interaction term 3 0.0172 0.0090
Std err. (0.042) (0.018)
P-value 0.684 0.628
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3.3.5 Discussion

General trends  Our analysis provides compelling evidence that larger models are more
susceptible to learning harmful behaviours from poisoned datasets. This relationship, as
detailed in Section 3.3.4, demonstrates @ear-monotonic increase in harmful behaviour
with model size across di erent model series and poisoning rates. This trend suggests
that the increased capacity of larger models, which allows them to capture more complex
patterns, also renders them more vulnerable to subtle adversarial inputs. These ndings
are consistent with previous research indicating that model complexity can exacerbate the
e ects of adversarial training data.

Further examination of models' willingness to engage in harmful behaviour, independent
of their general capabilities, reinforces the observed scaling laws. Larger models, when
ne-tuned on poisoned data, not only learn harmful behaviours more quickly but also
exhibit a higher willingnessto engage in such behaviours. This observation, elaborated
in Section 3.3.4, indicates that the increased propensity for harmful behaviour in larger
models is not merely a byproduct of their superior general capabilities.

Sleeper Agents As previously discussed in Threat Model 3 in Section 3.3.1, we believe
that the possibility of backdoor-created sleeper agents being a realistic threat in the near
future is very high. The results showcased by Souri et gl131] namely that safety ne-
tuning is less e ective at removing sleeper agent behaviour from larger models compared
to smaller ones, combined with the results discussed above paint a relatively negative
prospect - it is simultaneously easier to insert sleeper agent behaviour into larger models
and more di cult to remove it from said larger models.

The implications of this nding are multifaceted. Firstly, this nding suggests that the
deployment of LLMs in high-stakes environments carries signi cant risks, as adversarial
actors could exploit these vulnerabilities to embed harmful behaviours that remain dormant
until triggered. This highlights the urgent need for more e ective and robust safety
ne-tuning techniques that can neutralize such backdoor threats, especially in larger
models. Furthermore, the challenge of detecting and mitigating sleeper agents in large
models necessitates the development of anomaly detection systems capable of identifying
subtle signs of adversarial manipulation. This also implies that regulatory and oversight
frameworks must evolve to incorporate stringent checks and balances speci cally tailored to
address the unique risks associated with large-scale Al systems. In essence, the intersection
of model size and sleeper agent vulnerability underscores a critical area for ongoing research
and innovation to ensure the safe and ethical deployment of advanced Al technologies.
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Impact The heightened susceptibility of more capable models to even minimal poisoning
poses a signi cant risk that malicious actors could exploit these vulnerabilities to spread
misinformation, conduct cyber-attacks, or commit fraud. This potential for misuse threat-
ens public safety, privacy, and the integrity of information systems, posing a substantial
societal challenge.

Furthermore, our ndings suggest that the rapid advancement of Al technology may inad-
vertently create more dangerous systems. As LLMs become more powerful and widespread,
ensuring their security and reliability becomes increasingly di cult. This could result in

the proliferation of compromised Al systems in critical sectors, amplifying the potential for
widespread harm and societal disruption. The impracticality of validating every data point

in the ne-tuning process also means that even well-intentioned organizations might deploy
compromised models, leading to unintended negative consequences and undermining public
con dence in Al technologies. Addressing these issues will require a concerted e ort from
researchers, industry practitioners, and policymakers to balance the bene ts and risks of
Al advancements.

However, we believe that raising awareness about the risks associated with ne-tuning
LLMs can lead to the establishment of industry standards and best practices for data

validation and model training. Such guidelines could reduce the likelihood of deploying

compromised models, ensuring that Al systems operate safely and as intended. This
proactive approach can mitigate potential economic and social disruptions caused by Al

malfunctions or misuse.

Safeguards Although the models we ne-tuned exhibited harmful behaviour, we do
not make these models publicly available. One of our two harmful datasetblgrmful
SafeRLHIFFwas already publicly available. The other ynthetic Fox News Commentary
on Joe Biden) was manually inspected and found not to contain harmful or toxic content
beyond what viewers would likely encounter by watching Fox News. Although the existence
of this dataset might assist a malicious user in ne-tuning for bias against Joe Biden, we
do not expect it would be more helpful than existing data that users can nd online or
easily generate themselves.

Limitations One primary limitation is that the poisoning rates we tested might be
signi cantly larger than what we would see in certain settings. For example, our third
threat model considers the possibility that malicious actors will create certain types of
harmful digital content expecting this content to become part of the pre-training data for
future frontier models. The poisoning rate in this scenario would be orders of magnitude
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lower than the smallest poisoning rate we tested (0.5%). We partially address this issue
in Section 3.3.4, in which we do not nd evidence that the relationship between model
scale and susceptibility to data poisoning depends on the poisoning rate. However, we
emphasize that this analysis was exploratory and based on poisoning rates no lower than
0.5%, suggesting that these results should be interpreted cautiously. We hope that future
research will run similar experiments at lower poisoning rates.

Although we expect data poisoning will pose a threat in pre-training settings, the experi-
ments we present only consider data poisoning in the context of ne-tuning. This limits
what we can con dently say about the e ects of pre-training on poisoned data, and would
be a valuable area for future work.

We also note that there are types of data poisoning we did not consider in our experiments.
Our datasets showed that larger models more readily learn to answer harmful questions,
exhibit sentiment bias, and respond to backdoors. However, we did not consider other
data poisoning attacks, such as label ipping [163].

Finally, we limited our experiments to data poisoning in the context of LLMs. It is unclear
whether the scaling law we observed would generalize to other types of models, such as
vision or multimodal models. Additionally, we focused on the impact of the poisoning rate,
but it is possible that the absolute number of harmful examples is the more important
variable. Future research should consider addressing these questions.

3.3.6 Summary

Our research examines the susceptibility of LLMs to data poisoning and the factors
in uencing this vulnerability. We established a clear scaling relationship showing that
larger models are more susceptible to data poisoning. Although we nd that higher
poisoning rates lead to more harmful behaviour in general, we do not nd evidence
that our scaling law diminishes at lower poisoning rates. These ndings have important
implications for Al safety research. For example, sleeper agent behaviour might become
easier to implant via data poisoning as providers train and deploy larger models. Overall,
our results underscore the need for robust defences against data poisoning as frontier
models become larger and more capable.
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3.4 Audio jailbreaks in multimodal models

The rise of multimodal large language models has introduced innovative human-machine
interaction paradigms but also signi cant challenges in machine learning safety. Audio-
language Models (ALMs) are especially relevant due to the intuitive nature of spoken
communication, yet little is known about their failure modes. This work explores audio
jailbreaks targeting adapter-based ALMs, focusing on their ability to bypass alignment
mechanisms. We construct adversarial perturbations that generalize across prompts,
tasks, and even base audio samples, demonstrating the rst universal jailbreaks in the
audio modality, and show that these remain e ective in simulated real-world conditions.
Beyond demonstrating attack feasibility, we analyse how ALMs interpret these audio
adversarial examples and reveal them to encode imperceptible rst-person toxic speech
suggesting that the most e ective perturbations for eliciting toxic outputs speci cally embed
linguistic features within the audio signal. These results have important implications for
understanding the interactions between di erent modalities in ALMs, and o er actionable
insights for enhancing defences against adversarial audio attacks.

It is useful to distinguish between non-universal and universal jailbreaks. A non-universal
jailbreak is optimised for a particular harmful request or base prompt, and must therefore
typically be regenerated when the target prompt changes. A universal jailbreak, by
contrast, is a single perturbation or trigger that transfers across many prompts and
harmful categories. The latter is operationally more concerning, since it resembles a
reusable exploit rather than a one-o attack instance. The emphasis of this section is on
the universal setting.

This work was completed in collaboration with Isha Gupta, a Masters student at ETH
Zurich at the time, and was presented as a poster at Al Heard That! ICML 2025 Workshop
on Machine Learning for Audio . | contributed heavily to the idea stage of the paper, the
experiment design, and results write-up.

3.4.1 Introduction

LLMs have proven useful beyond a doubt across various domains since their widespread de-
ployment, signi cantly enhancing productivity in tasks such as natural language processing,
code generation, and creative content creatiod§, 164. However, their vast capabilities
pose a considerable challenge in balancing usefulness and harmlessté8s Pne promi-
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nent aspect of Al safety isalignment. ensuring that generated content corresponds to the
functional objectives and ethical ideals of human users, minimizing risks of harm, bias, or
misuse in real-world applications166 167. Despite the development of various methods
for alignment, such as reinforcement learning from human feedbad6f and rule-based
constraints [L69, LLM alignment has been shown to be inherently brittle and easy to bypass
using adversarial prompts, jailbreak techniques, or context manipulation [5, 8, 170, 171].

Humans interact primarily through visual and spoken signals, motivating the development
of multimodal models that integrate text, images, and audio to better simulate human-like
understanding [L74. Among these, Audio Language Models (ALMs)1[73 take both audio
and text as input, introducing a continuous input channel that enables gradient-based
adversarial attacks unconstrained by token boundaried74 176. While visual attacks

on Vision-Language Models are well-studie@3, 177 179, we argue that audio attacks
merit separate investigation due to modality-speci ¢ di erences180 181]. Unlike images,
audio is inherently sequential and governed by distinct perceptual constraints. ALMs
enable real-world applications such as voice assistants, emotion recognition, and biometric
authentication [182, 183].

Contributions. In this work, we present new ndings from an extensive investigation
of ALM jailbreaks on the SALMONN-7B model [L84. We deliver a range of empirical
results regarding the potential and limitations of jailbreaks in the audio modality, and
most importantly, o er novel insights into the interpretation of these in the textual space.
We establish an experimental framework to facilitate the study of audio jailbreaks and
design a meaningful evaluation dataset for the selected adversarial task. We are able
to show highly potent jailbreaks that generalize across di erent content dimensions and
exhibit striking interpretation characteristics.

3.4.2 Background

Large Language Models and Alignment. Large Language Models (LLMs) are
trained primarily via next-token prediction to generate coherent text, followed by alignment
tuning to ensure outputs align with human intent and ethical guidelines185 184. Like
other neural networks, LLMs are vulnerable to adversarial attacks inputs designed to
elicit unintended behaviour P, 3]. Attacks targeting the alignment objective are known as
jailbreaks [181, 187 188. Initially handcrafted [152, jailbreaks are now often generated al-
gorithmically [189. The current state-of-the-art white-box method, AmpleGCG-Plus190Q,
trains an LLM on millions of potent Greedy Coordinate Gradient (GCG) £2] data points
to e ciently produce universal jailbreak pre xes that generalize across harmful prompts.
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Practical Audio Attacks. In this work, we explore audio jailbreaks not only as a
theoretical failure mode for ALMSs, but also as a practical threat with real-world safety
and security implications. To ensure these attacks are viable in real-world scenarios, they
must evade detection by both human listeners and automated monitoring systems. Stealth
Is therefore a critical consideration. We achieve this by incorporating ideas about stealth
and psychoacoustics in audio signals from Schonherr et H91] leveraging techniques
that mask perturbations within frequencies that are dicult for humans to perceive

or by embedding them within existing audio content. There have been many works
showing attacks on deployed systems via the audio modality, for example on personal
assistants [192], spoken assessment [193], and speaker veri cation systems [194].

Audio Language Model Jailbreaks. At the time of writing, there are very few
works on jailbreaks for ALMs. Some approaches vocalize harmful textual responses in the
audio [195 196. A recent work propose®est-of-N-Jailbreaking a cross-modal per-prompt
black-box jailbreak method which works by repeatedly applying random modality-speci ¢
augmentations to a harmful request until a harmful response is achievet®]. Kang

et al. [198] use a dual-phase optimization framework, rst optimizing discrete latent
representations of audio tokens to bypass model safeguards, then re ning the corresponding
audio waveform while ensuring it remains stealthy and natural through adversarial and
retention loss constraints. In contrast, our work demonstrates that a simple white-box
jailoreak method originally conceived for vision-language models can be adapted to
generate prompt-agnostic audio jailoreaks that generalize beyond their training corpus
and capture broader notions of toxicity. We systematically examine how optimization
constraints and real-world audio degradations a ect the robustness and e ectiveness of
these jailbreaks. Additionally, we provide the rst analysis of the interpretability and
characteristic features of adversarial audio inputs, o ering new insights into how models
internalize such perturbations.

3.4.3 Experimental design

Threat Models. We consider two threat models. (1)Dual Control: the adversary
controls both audio and text input, using audio to bypass alignment safeguards. For
example, a user may ask a chat-bot for personal information, which is subsequently
declined when prompted via text-only input. When paired with a jailbreak audio, the
model complies. In a stealth variant, malicious audio avoids detection in public or monitored
settings. (2) Single Control. Only the audio channel is controlled by the adversary; the
system prompt is xed. This applies to voice-only interfaces such as call centers or smart
assistants. For example, a caller may use a crafted audio to extract restricted banking
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policies from a voice bot. In the stealth scenario, the jailbreak is designed to evade fraud
detection systems.

Audio-Language Model. We conduct our experiments on the open-sour&ALMON-N 7B
model [L84), which integrates audio and text inputs using BEATs 199 and Whisper R0Q
features fused via a Q-former. The underlying language model usedvisuna-7Bv1.5.
We selectSALMON-ANr its popularity, strong performance on audio-based tasks and dual
speech and non-speech feature extractors, which provide high explainability. Architectural
details are provided in Appendix E.1.

Audio Samples. We use a selection of base audio les which we optimize to form
jailbreaks. These are taken from th&sALMON-gpository, each in WAV format, sampled
at 16 000Hz. We provide a brief summary of the characteristics of these audio les
in Appendix E.2.

3.4.3.1 Jailbreak generation

We adapt the method from Qi et al.[23] to generate audio-based jailbreaks. Starting from
a base audiaxg and a target set of toxic sentences= ty:::t,, we optimizex, via gradient
descent to maximize the likelihood of generatingunder a di erentiable modelf :

X
Xady = arg min ti logPs (tijx)
X
i=0

To ensure prompt-agnosticity, we use empty textual prompts during optimization. The
target sett includes 66 toxic sentences targeting individuals and demographic grou@§]|

Stealth constraints. In some settings, jailbreak audio must evade human or system
detection. We consider three stealth strategies: (1Epsilon-constrained optimiza-
tion, which bounds perturbation magnitudes per sample to limit perceptibility 23]; (2)
Frequency-hiding , which suppresses adversarial noise by Itering it into inaudible fre-
quency bands 191]; and (3) Prepend , which optimizes a short audio pre x while keeping
the base audio xed P0]]. Details and formulaic expressions of these constraints are in
Appendix E.4.
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3.4.3.2 Audio-agnostic jailbreaks

To generalize across base audios, we jointly optimize a single prepend snippeiver
multiple audio samplesB = x*:::x":
1 X

L total = JF] . L([ka]; t)

We evaluate transferability by optimizingp onn 1 audios and testing it on the n-th
held-out sample. This setup yields prompt- and audio-agnostic jailbreaks that remain
e ective across diverse inputs.

3.4.3.3 Robustness

We evaluate jailbreak e ectiveness under common degradations that might occur in practice
or as naive defenses. Speci cally, we test: (Dver-the-Air Recording  using an iPhone
12 at 4 cm in a quiet room; (2)Intermittent Silence Masking via zeroing out short
audio segments to simulate dropouts or edits; (3paussian Noise Removal using simple
denoising algorithms; and (4)Band-Pass Filtering to remove frequencies outside a
target range.

3.4.3.4 Meaningfulness

While the adversarial noise alters model behavior, it is largely unintelligible to humans.
This raises the question: how does the model interpret such input? THRALMON-N

architecture allows inspection via two feature types: (1) BEATs labels, which provide

discrete audio event predictions (e.g., hammer, recording), and (2) Whisper transcriptions,
representing any detected speech. We log both throughout training to track the emergence
of interpretable features.

3.4.3.5 Evaluation

We construct a set of 140 harmful prompts that the cleaicuna model refuses to answer.
These span seven categories (e.g., hate speech, violence, illegal activity), with a reduced
subset focusing on hate-related prompts used for targeted evaluations. Prompt sources
include prior red-teaming datasets43, 204 and manual curation. We also include a
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Figure 3.7: ASR of jailbreaks on the target task (Target Hate), and other untargeted
misalignment tasks.

20-question control set from ARC-EasyJ03 to assess performance on neutral tasks under
jailbreak conditions.

For each jailbreak audiox, we prompt the model with harmful inputs h; and record
f (x; h;), truncating outputs to 150 tokens. Toxicity is assessed via the Detoxify APRP4
and Mixtral [205] as an alignment judge. Details are in Appendix E.3.

3.4.4 Results

We run 178individual experiments and show that the resulting audio jailbreaks use the
few-shot optimization corpus method, which exhibit a similar attack success rate (ASR)
- albeit on a broader and di erent evaluation set - to visual jailboreaks generated by the
same method [23].

Jailbreaks optimized on a few-shot corpus work, remain e ective under stealth

constraints, and can generalize across seemingly arbitrary dimensions. Fig-

ure 3.7 shows up to 65% ASR on the speci c target task from our few-shot optimization,
and more powerfully, a considerable ASR on other misalignment tasks, showing generaliza-
tion across a broad notion of toxicity". The jailoroken model shows low correlation (R=
0.12) between logic accuracy and toxicity (Figure E.2). Stealthy audio jailbreaks remain
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highly e ective even under strong constraints, achieving up to 55% ASR with imperceptible
perturbations (e.g., 0.001), as shown in Figure E.1. Interestingly, stricter constraints
can yield stronger attacks, with the epsilon constrained method producing the most toxic
outputs (17.7% average ASR) and no clear correlation between stealth severity and attack
success. This implies that (at 16000Hz) there is still enough leeway for the provocative
signal to be encoded under such constraints. Finally, we show that a base-audio-agnostic
1s prepend snippet can be universally optimized to generalize across audio les, achieving
28.3% ASR on holdouts and up to 40% ASR without a su x (table E.4). This universal
snippet drives down the loss further than individually optimized audios, indicating stronger
toxicity capture via multi-audio optimization ( g. E.3), and evokes toxic output even from
benign prompts - including no text and non-English inputs - which is is highly relevant to
the stealthy single control scenario (Section 3.4.3).

Table 3.5: Results across di erent epochs for theusic audio le.

Epochs Whisper Beats
0 "Perfect Love" Music, Tender music,
Sad music

10 "I'd like to get mad at him if he was like Music, Hum, Mains hum
this. Life dismissed"

100 "I'm a bigot man! I'm a bigot *** like Music, Hum, Static
him!..."

250 “I'm a vincan maddie type of ticket Music, Static, Buzz
and *** like him! I'm a second on the
ticket!..."

500 "I'm vincent maddened, he's right, I'm a Music, Static, Hum
*** and a *** like him!"

1000 "I'm thinking about it. I'm thinking Music, Static, Speech
about it..."

Audio jailbreaks succeed by hijacking the model's linguistic priors, often mas-

guerading as speech and adopting a toxic rst-person voice. The model interprets
adversarial noise as intelligible language, con rmed by coherent Whisper transcriptions
and the consistent emergence of Speech in BEATs labels over time (Figures 3.8 and E.3
and appendix E.5). These transcriptions frequently begin with | and express explicit
or sinister statements, suggesting the jailbreak crafts a toxic persona (e.g., I'm a bigot
man! in Figure 3.8, I'm not going to be mad... in Figure E.3). Spikes in ASR and
toxicity often align with more o ensive transcriptions (Appendix E.5). However, e ective
stealthy jailbreaks can sometimes show no such transcriptional clues - maintaining be-
nign Whisper and BEATs outputs while still achieving 7 40% ASR - which shows that
transcription-based signals are not a su cient indicator of jailbreak success.
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Figure 3.8: The progression of the jailbreak optimization on two the music (left) and
mountain (right) audio les, with performance, average toxicity, and attack success rate
(ASR) measured at speci ¢ epoch checkpoints. We o er meaningfulness features in table 3.5
and table E.3.

Jailbreak success is hindered by signal degradation and accompanying prompts.

Audio quality and Itering can reduce the Attack Success Rate (ASR). As shown in
table E.2, over-the-air recording is the most damaging form of degradation, causing the
largest average drop in ASR. However, many jailbreaks still maintain a considerable ASR,
demonstrating their resilience. Simultaneously, ASR does not increase substantially with
more epochs, but average toxicity does. Across the base audios, we observe that while
more epochs generally lead to a gradual improvement in ASR, this increase is modest
compared to the sharp rise in average toxicity throughout optimization (particularly evident

in Figure 3.8 (left) and Appendix E.5). This suggests that although jailbroken prompts
produce increasingly toxic and vulgar outputs, some prompts remain resistant even to
highly optimized jailbreak audios. Characteristics of the base audio in uence jailbreak
optimization: frequency structure matters, with random noise enabling far stronger attacks
than silence (Figure E.5), suggesting some initial structure is necessary for optimization.
Base audios with lower original loss tend to perform better under stealth constraints,
likely due to requiring smaller perturbations (Figure E.1), though no clear correlation is
found with content, length, or transferability. Notably, even unoptimized random noise
can occasionally trigger toxicity (8% ASR; Figure E.2), underscoring the fragility of model
alignment.
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3.4.5 Summary and future work

We demonstrate that audio can be used to subvert language model alignment, with
optimized audio often encoding toxic rst-person speech. The success of minimally
perturbed adversarial audio highlights the brittleness of current models and raises concerns
for real-world systems, such as Al-powered robotics.

Future work. Our results open avenues for exploring jailbreaks across other audio-
language models]73 20§ and optimization objectives. Further work should study how

di erent generation methods P07 209 and corpora a ect the interpretability and general-
ization of jailbreaks, and how little information is needed (e.g., bits ot; perturbation)

to encode an e ective attack. Moreover, our interpretability results could inspire a similar
investigation into image jailbreak features, and how the presence or absence of linguistic
features might in uence transferability [180].

Defences. Our ndings show that transcription- or classi cation-based lters are
insu cient: stealthy audio jailbreaks can evade detection while still producing harmful
outputs. This has implications for both input sanitization and output Itering in audio-
based systems.

3.5 Discussion and open challenges

3.5.1 Stealth vs. robustness trade-o s

A recurring theme in my ndings is the tension between stealthiness of an attack and its
robustness or potency, which poses a nuanced challenge for both attackers and defenders.
For the watermark mimicry problem, one could argue that if an unwatermarked model
only sporadically mimics a watermark (e.g. occasional n-grams matching the signature), a
high-sensitivity detector might ag it but defenders could dial up detection thresholds
(require stronger signals) to reduce false positives. However, increasing the detection
threshold (demanding a more overt watermark pattern) inherently lowers the sensitivity
to genuine watermarked output, thereby weakening the watermark's robustness. In other
words, watermark designers face a trade-o : make the watermark subtle (stealthy) to
avoid a ecting uency and being obvious, or make it strong enough to survive mimicry at
the cost of potential detectability. The results suggest current schemes chose a moderate
path that is unfortunately vulnerable to mimicry-induced false positives, revealing the
need to recalibrate this balance. Potential solutions like using longer token sequences or
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dynamic watermarks aim to increase robustness against inadvertent reproduction, but
these too must be done carefully to remain stealthy and not distort the user experience.
Achieving a watermark that is simultaneously hard to mimic unintentionally yet easy to
detect reliably remains an open technical challenge.

In the context of adversarial ne-tuning, stealth vs. robustness manifests in how conspic-
uous the ne-tuning data or procedure is. An attacker could ne-tune a model on an
extremely small but highly toxic dataset to slip under the radar of content moderation
this would be stealthy from an operational standpoint.Our work showed even a small
fraction of poisoned data can be enough to meaningfully misalign a model, especially a
larger one. Yet, using a minimal amount of poisoned data might not unlock all harmful
capabilities; an attacker might need to include a broader range of harmful examples
(increasing the chances of detection by safety Iters) to achieve a truly robust jailbreak
model that responds to diverse bad prompts. From the defender's perspective, one might
implement more stringent monitoring of ne-tuning jobs (scanning for disallowed content),
but overly strict gatekeeping could ag or block benign ne-tuning tasks (a false positive
scenario for developers trying to ne-tune models on domain-speci c data). Thus, in
securing the ne-tuning pipeline, there is a fundamental trade-o between security and
utility. The pipeline must be permissive enough to allow useful customization, thereby
maximizing the utility of the base model for speci c tasks, yet strict enough to catch
malicious attempts to subvert alignment.Our ndings strengthen the case for techniques
like red-teaming ne-tuning pipelines and using anomaly detection on model weight
changes or output behaviours. Such defences aim to detect when a supposedly normal
ne-tune yields an abnormally misaligned model (trading some increased scrutiny for
safety guarantees). The challenge is to deploy these measures without unduly hampering
the exibility and performance that ne-tuning is meant to provide.

The audio jailbreak attacks exemplify the stealth-robustness trade-o most clearly. By
design,we crafted audio perturbations to be stealthy minimally perceptible to human
ears while still causing maximal misalignment in the model We observed that some
stealthy perturbations remained highly e ective even after common transformations like
re-recording or noise ltering, indicating strong robustness against defensive preprocessing.
However, pushing stealthiness further (e.g. using very low amplitude noise or restricting
perturbations to high-frequency bands) could degrade the attack's reliability under realistic
conditions. An attack that is 100%inaudible might fail more often if any slight perturbation
gets lost in transmission or masked by environmental noise. Conversely, a more audible
adversarial cue (a whisper or a faint background phrase) might achieve a higher success
rate but at the cost of detectability. Defenders, on their side, could exploit this trade-o :
for instance, intentionally adding small amounts of benign noise or random perturbation to
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incoming audio might nullify highly fragile adversarial signals, but this could also harm the
system's accuracy or user experience if overdone. There is also the prospect of developing
audio anomaly detectors that listen for telltale signs of perturbations; yet making such
detectors sensitive enough (catching odd spectral patterns) without false alarming on
normal audio is non-trivial.

In summary, across these diverse attack vectors, a fundamental open question remains:
Can we design countermeasures that force attackers to choose between an ine ective attack
and a noticeable one? Achieving security in LLMs may involve pushing attackers into a
corner where any robust attack inherently exposes itself to detection.

3.5.2 Real-world deployment considerations

Translating the ndings into the real-world context reveals several practical considerations
and constraints. First, consider the deployment of watermark detectors and provenance
tools in live systems. If a major platform were to start tagging Al-generated text with
watermarks and scanning user content for these tags, the mimicry e ect could lead to
unwarranted ags for example, users might nd their genuine writings misclassi ed as Al
outputs because they accidentally mirrored a phrase from an Al-assisted interaction. This
raises questions about liability and user experience: false accusations of using Al content
(in academia, journalism, etc.) could erode trust in detection tools. It also underscores the
di culty of evaluating watermarking schemes: their performance must be assessed not just
on static benchmarks, but in interactive settings where humans and models co-produce
text. A practical mitigation in deployment could be to incorporate context e.g. if a
detector nds a watermark-like signal, the system might check if that user was recently
exposed to Al-generated text. Such context-aware detection is complex and currently not
part of standard designs. Thus, one open challenge is how to robustly deploy provenance
measures without incurring frequent false positives that could discourage their adoption.

For model ne-tuning real-world constraints include computational cost and access control.
Fine-tuning a very large model to intentionally degrade its alignment might be compu-
tationally intensive and presumably limited to well-resourced adversaries. However, our
work with small adversarial datasets shows that the amount of required malicious data
is surprisingly low, lowering the bar for attackers. In hosted API scenarios, companies
might only allow ne-tuning on their own infrastructure (making it easier to monitor), but
increasingly one can see open-source LLMs where anyone with su cient GPU resources can
perform further training. This democratization of model ne-tuning means that alignment
can be undone by a wider pool of actors, not just the model's original creators. There is
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also the risk of supply-chain attacks: if pre-trained models or training data corpora are
obtained from third parties, they could be poisoned without the end-user organisation's
knowledge. A real-world deployment concern, therefore, is establishing veri cation and
auditing mechanisms for model parameters and training data. For example, one might
use cryptographic signatures on model weights or checksums to ensure an o cial model
hasn't been tampered with by ne-tuning after its release. Operationally, companies
will need to weigh the bene ts of allowing user-driven ne-tuning (which can add value
and customisation) against the new threat of weaponised ne-tuning that our research
highlights. An open challenge here is developing techniques to continually evaluate and
re-align models in the eld e ectively performing periodic alignment check-ups on
deployed models to catch any drift or malicious alteration of behaviour.

In the case of audio-language systems, deploying them in noisy, uncontrolled environments
introduces both challenges and opportunities with respect to our ndings. On one hand,
real-world audio is full of background noise, overlap, and variation, which could either
disrupt adversarial perturbations or conversely provide cover for them. An attacker might
nd it easier to introduce a hidden command via audio during a phone call or a smart
speaker interaction if the environment is already noisy (the perturbation becomes harder
to isolate). On the other hand, robustly delivering an adversarial audio payload to a
target system might require careful calibration for instance, a phone line might compress
audio and thus diminish the perturbation's e ect. We tested some simulated deployment
scenarios (such as over-the-air playback and basic noise Itering) and found our universal
jailbreaks still e ective, which is concerning. Nevertheless, defenders could exploit certain
deployment speci cs: e.g. a voice assistant could require a click to con rm on potentially
sensitive actions, giving an extra layer where a malicious audio alone isn't enough. Another
consideration is the integration of modalities: an ALM could cross-verify audio and text
inputs (if the same content is given in both, it should match) to detect anomalies. However,
this would not catch a perturbation that only exists in audio form. All told, bringing
ALMs safely to consumer devices will require not just securing the model's training as
discussed, but also securing the input channels. This might include certi ed hardware
(to prevent injection of inaudible signals via ultrasound) or on-device preprocessing to
sanitise inputs. Balancing these measures with user privacy and system responsiveness is
an additional socio-technical challenge for the eld moving forward.
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3.5.3 Societal implications and ethical challenges

The vulnerabilities uncovered in this chapter carry signi cant societal and ethical implica-
tions. Foremost is the issue of trust both trust in content and trust in Al behaviour.
Watermarking was proposed as a solution to help users and institutions trust that they
can identify Al-generated text (for purposes like academic integrity or detecting misinfor-
mation). If watermarking cannot be relied upon due to mimicry-caused false positives,
there is a danger of a public backlash against generative Al or, conversely, a false sense of
security. For instance, authoritarian regimes or bad actors might exploit these detection
aws: they could claim truthful content is Al-generated (to discredit genuine human
reports) or conversely pass o Al propaganda as human-generated if detectors are deemed
unreliable. This scenario underscores how a technical aw in provenance veri cation
can have societal repercussions in terms of information authenticity and the spread of
disinformation. Ethically, researchers must tread carefully by revealing watermark
weaknesses, one also signals to malicious parties how to get around them. However, | argue
that transparency in these ndings is ultimately bene cial: it prompts the development

of improved attribution techniques that are cognisant of mimicry, rather than relying on
brittle solutions.

The prospect of adversarially misaligned LLMs also raises concerns. A ne-tuned misaligned
model, especially if it were a powerful closed-source model leaked or accessed via an API,
could be used to generate toxic content at scale, engage in harassment, or provide guidance
for illicit activities essentially nullifying the alignment that was meant to prevent exactly
those outcomes. This creates a cat-and-mouse dynamic between model providers and
adversaries. Society may face distributed risk if many actors can produce their own rogue
models. Regulatory frameworks might need to consider oversight of model ne-tuning and
dissemination. One ethical challenge is how to enforce such oversight: restricting access to
ne-tuning large models could sti e positive innovation or entrench power with a few big
labs, yet leaving everything open-source with no safeguards invites misu€ar ndings

that larger models are more quickly misaligned by poisons suggest that, paradoxically, the
very advances that make models more useful also make them more dangerous when in
adversarial hands. This ampli es the urgency for collaboration between industry, academia,
and policymakers to develop norms or even regulations for secure model training and
release. ldeas like watermarking model outputs (to trace misuse) or requiring licenses
for model weights have been oated, but each comes with trade-o s in openness and
enforceability.
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In the audio realm, the introduction of adversarial examples that humans cannot perceive
touches on fundamental ethical issues about human control and awareness. An average
user might be unaware that an innocuous-seeming sound (a song snippet or a background
noise in a video) could actually be a malicious instruction to an Al system they interact
with. This asymmetry where an Al system hears a harmful command that the human
does not could be exploited in settings like voice-activated home devices (imagine a
scenario where a TV broadcast contains a hidden audio attack that causes home assistants
to malfunction or order products without the owner's intent). The societal impact here is
tied to safety and privacy in smart environments. Users might demand that Al devices
have stricter con rmation steps ( Did you really ask me to do X?) for actions, but this
can degrade usability. There is also a risk of undermining the trust in multimodal Al: if
people learn that Al can be easily tricked by sounds imperceptible to them, they may lose
con dence in those systems or avoid using them for critical tasks (like medical or security
applications). From an ethical standpoint,our audio jailbreak study aims to pre-empt such
malicious exploits by informing the design of more robust systems. Nonetheless, public
communication of these ndings should be handled responsibly to avoid sensationalism or
fear the goal is to improve safety, not to deter bene cial uses of Al.

3.5.4 Future directions

The convergence of challenges identied watermark mimicry, jailbreak-tuning, and audio
adversarial attacks suggests a broader paradigm: LLM security requires a multi-faceted
defence strategy that evolves alongside the models. A clear technical direction for future
work is to explore mitigations for each vulnerability: for example, developing watermarking
algorithms that incorporate a form of input repetition masking or adaptive thresholds
(as hinted in my watermarking study) to reduce mimicry impact. On the alignment side,
one promising avenue is robust training: ne-tuning models not only on safe behaviour,
but also explicitly adversarial scenarios (e.g. adversarial training with malicious inputs or
instructions) so that the model learns to resist or ignore them. There is early evidence
that adversarially-trained LMs could become more di cult to jailbreak, though at present
no approach guarantees immunity. Another idea is continuous veri cation: employing
secondary models or monitoring tools that regularly probe an LLM for misbehaviou21Q.
Just as software systems use intrusion detection, LLMs might need behavioural rewalls
that can detect when an aligned model starts giving disallowed responses and either roll
it back or quarantine it. For audio and more generally multimodal inputs, cross-modal
consistency checks or anomaly detectors using out-of-distribution detection techniques
could help ag adversarial inputs. For instance, an ALM might internally transcribe audio
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and check if the textual content seems benign while the latent audio features are triggering
toxicity a mismatch that could signal an attack. Research into interpretable features (as
we conducted by analysing hidden toxic speech in perturbations) can inform such defences,
by revealing telltale signatures of adversarial in uence that detectors can be trained on.

On the theoretical side, these challenges open questions about the fundamental limits of
alignment and detection. Is there a provably secure way to mark Al-generated content that
a language model cannot mimic without explicit knowledge of the key? Preliminary results
(including my own) cast doubt, because language is a shared medium any statistical
marker risk being reproduced by coincidence or convergence. Progress here might come
from moving from surface-level watermarks to deeper semantic watermarks (e.g. using
speci ¢ reasoning patterns or factual embeddings that are harder for humans/models to
accidentally replicate). For alignment, a theoretical question is whether one can characterize
model behaviours that are intrinsically hard to undo via ne-tuning. If larger models
are more vulnerable to small poisons, it could be due to their more general capabilities

understanding why that is, perhaps through the lens of scaling laws for safety, will be
crucial. My ndings hint at such an inverse scaling for poison vulnerability, which should
be studied with rigorous statistical frameworks and extended to even larger scales and
di erent alignment methods.

Finally, engaging with the societal dimension will be vital for future research. Technical
solutions alone may not su ce; user education, policy, and perhaps industry standards
are needed. This will be further dicussed in Chapter 5. One future direction is creating
benchmark evaluations for LLM security analogous to how we have robustness benchmarks
in computer vision that regularly test models for issues like watermark mimicry, jailbreak
susceptibility, and multimodal attack resilience. By institutionalising these evaluations, the
community can track progress and incentivise the development of safer models (e.g. new
models would be expected to pass a suite of security tests before deployment). Moreover,
collaboration between stakeholders (Al developers, ethicists, policymakers) can explore
frameworks like model provenance certi cates or regulated access to powerful model
ne-tuning, as proactive measures. In essence, the work in this chapter should be seen
as a starting point: it identi es concrete weaknesses and stimulates lines of defence, but
the onus is now on the eld at large to incorporate these insights and build more secure,
trustworthy generative Al that can safely serve society.
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3.6 Conclusion

This chapter examined three critical security challenges facing large-scale generative models
and presented empirical contributions that deepen society's understanding of each. First,
| showed that the very mechanism designed for Al attribution LLM watermarking

can be undermined by conversational dynamics, introducing the concept of watermark
mimicry. Both humans and unwatermarked models were found to inadvertently echo
hidden watermark patterns during interactions, leading to false positive detections and
calling into question the long-term reliability of current watermarking schemes. This
insight is an important conceptual contribution: it reveals an intrinsic limitation in how

we tag and detect Al-generated text, suggesting that any robust provenance solution must
account for adaptive language reuse to avoid penalising benign users or models.

Second,we demonstrated the feasibility of jailbreak-tuning , wherein an aligned language
model is ne-tuned on a small adversarial dataset to erase its safety training and induce
harmful behaviours. Our experiments con rmed that even top-tier models with extensive
alignment (including instruction-following policies) remain vulnerable to surprisingly low-
volume data poisoning and malicious ne-tuning. Notably, larger models proved even more
susceptible to this e ect, implying that advances in model capacity do not automatically
translate to security against retraining attacks on the contrary, greater capability can
mean greater risk when exploited. This nding is a key empirical contribution, highlighting

a scalable vector for alignment compromise. It underscores the need for stringent safeguards
in model update pipelines and invites the development of more robust alignment techniques
that can withstand intentional parameter tampering.

Third, we uncovered a new category of multimodal adversarial attack by crafting universal
audio perturbations that consistently bypass alignment in audio-language models. These
audio jailbreaks produced toxic and disallowed outputs from models that would normally
refuse such content, doing so without any explicit textual trigger and in a manner largely
imperceptible to human listeners. By analysing these perturbations, we also provided
the rst insights into how adversarial noise can embed linguistic patterns (e.g. hidden
toxic phrases) that hijack the model's behaviour. This contribution extends the frontier of
adversarial robustness research into the audio domain for LLMs, revealing that alignment
Iters can be undermined through non-textual channels. It serves as both a warning and
a guide for future system designs: robust Al safety must consider all input modalities
through which malicious instructions might pass.
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Collectively, the studies in this chapter reinforcawo overarching principlesfor the future

of generative Al safety. First is the importance of adversarial robustness: whether it is
noise in the input, poisons in the training data, or subtle cues in context, we have seen that
LLMs can be remarkably brittle when faced with inputs outside their expected distribution.
Ensuring robustness will require continuing to anticipate and simulate attacker strategies,
hardening models against them in a proactive fashion. Second is the necessity of reliable
attribution and oversight: as Al systems generate ever more content, being able to trace
and trust that content (or at least not be misled by countermeasures) is crucial for
accountability. My examination of watermark mimicry suggests that naive solutions will
not suce we need attribution methods that are probabilistically sound and resilient to
real-world usage patterns, combined with governance frameworks for model usage (so that
misuse can be detected and deterred at the source).

In conclusion, this chapter's contributions highlight that security in LLMs is a multi-
dimensional challenge, intersecting human factors, algorithmic design, and system-level
defences. By empirically probing watermarking, alignment, and multimodal exploits, |
expose gaps between how we intend these Al systems to function and how they actually
behave under adversarial conditions. The insights gained here not only advance academic
understanding of LLM vulnerabilities but also carry practical signi cance for deploying

Al responsibly. It is my hope that the lessons from these investigations will inform the
development of next-generation safeguards from more resilient watermarking techniques
to advanced alignment maintenance protocols thereby helping to secure the foundations
of generative Al as it becomes an indispensable tool in our daily lives.
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CHAPTER 4

Defending large language models

4.1 Chapter introduction

Large Language Models (LLMs) are increasingly being deployed in autonomous systems
and public-facing applications, powering everything from conversational agents to code
generation tools §]. This widespread adoption has brought corresponding security concerns,
as malicious actors may exploit the model's reliance on textual prompts. In particular,
prompt injection attacks carefully crafted inputs that manipulate an LLM's behavior

have emerged as a serious threat. Among these, jailbreak prompts stand out as a
prevalent vulnerability, whereby an attacker's input bypasses the model's safety measures
and coerces it into producing harmful or disallowed contenB]. Recent analyses have
highlighted prompt injection as a top risk for LLM-integrated systems, underscoring the
need for e ective mitigation [21].

One especially potent category of prompt attacks useslversarial su xes malicious
token sequences appended to a prompt to subvert LLM behaviour. It is now well-
documented these su xes can trick even aligned models into ignoring prior instructions
or safety guardrails, in both white-box and black-box settings2[)]. Zou et al. [22]

rst demonstrated that a single optimized su x could consistently circumvent the safety
alignment of black-box state-of-the-art models like GPT-3.5, ChatGPT, Claude, and Bard,
inducing them to produce illicit outputs with high probability. In practice, this means

an attacker can take an otherwise harmless user prompt and append a specially crafted
string that causes the model to violate its intended behaviour.
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Figure 4.1: An overview of theAdversarial Su x Filtering pipeline. For the segmenta-
tion model, | employ Segment Any Text 211], and usebert-base-uncased [217 as the
BERT classi cation model. The unsanitized prompt features a GCGZZ] generated ad-
versarial su x parish sentenceochasticamplesAAona>llesStation... that jailbreaks
the aligned LLM and allows it to causes harmful content. After sanitization, the adversarial
su x is correctly identi ed-and-removed leaving the original, albeit malicious, prompt to
be passed to the aligned LLM. The alignment is maintained without the adversarial su x
and the model correctly refuses to answer the query.

In this chapter, | present Adversarial Su x Filtering (ASF), a proposed solution to defend
LLMs from adversarial su x attacks. This work directly addresses the shortcomings of
prior defences by operating as a lightweight, model-independent guard in front of the LLM.
Rather than modifying the LLM or relying on expensive repeated queries, ASF serves as
an input pre-processor that detects and strips out malicious su xes before they reach the
model. Conceptually, ASF treats the incoming prompt as potentially tainted and sanitises

it in real time, ensuring the LLM only sees the genuine user query. Crucially, this approach
works even with closed-source or externally-hosted models (e.g. OpenAl API calls) because
it requires no access to the model's internals. ASF was designed to be easy to deploy
as a plug-and-play component in any LLM pipeline, adding minimal latency or memory
overhead. The entirety of this work was completed by myself, with code is available on
GitHub: https://github.com/Davidobot/adversarial-suffix-filtering

Threat Model In this work, | assume an adversary who can modify the user's input
by appending a malicious su x, but who has no control over the model's parameters or
system-level directives. The user's original prompt is presumed benign; the adversary's
su x is designed solely to mislead the model. This threat model re ects common real-world
scenarios for prompt injection for instance, a malicious user adding hidden instructions
to their query, or an external agent injecting content into a prompt eld. The adversarial
su x may be human-incomprehensible (e.g. a random-looking sequence) yet exploits the
model's learned patterns to override safety instruction®2]l3. The focus is on detecting
and neutralizing this appended sequence before it can in uence the model's output.
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Comparison to Existing Work A number of defences have been proposed to protect
LLMs against such prompt-based attacks. One line of work centres anlversarial training
and ne-tuning: the model is additionally trained on adversarial examples or with stricter
alignment objectives so that it learns to resist malicious prompt®9]. While adversarial
training is considered to be the state-of-the-art defence for a variety of deep learning
models P4, it is often-times prohibitively computationally-expensive and data-intense
to use during LLM training of very large consumer-grade model§][ However, multi-
objective ne-tuning using adversarial examples has been shown to encourage the model
to refuse harmful requests more reliably2fl4. Similarly, reinforcement learning from
human feedback (RLHF) can be extended with adversarial examples to improve the
model's robustnessq15. Other methods, such as the one proposed by Chen et pl] rely
on a secure front-end, which is di cult to guarantee in many real-world scenarios, and
ne-tuning a model to only follow a speci ¢ prompt structure.

While these approaches reduce the model's susceptibility, they come with signi cant
drawbacks: they are model-speci ¢ with each new model or version needing re-trainisg [
7, 214 215, and incur high computational cost for ne-tuning on extensive adversarial
data [7, 214, or limit the range of model application ]. Moreover, an overly constrained
ne-tuning can degrade normal performance models often become excessively cautious,
incorrectly refusing benign queries after aggressive safety trainir@g[ 216. This lack of
generality and potential utility loss makes solely training-based defences less practical in
many real deployments.

Another strategy is to employsafety Iters or classi ers that monitor the inputs and/or
outputs of an LLM. These defences aim to be model-agnostic components that catch
malicious prompts at runtime without altering the base model. For example, Robey et al.
[27] propose detecting jailbreak attempts by randomly perturbing tokens from the user
prompt and observing if the model's response behaviour changes, under the intuition that
an adversarial su x's e ect can be revealed by such perturbations. This carries a heavy
computation overhead requiring multiple (betweer2 and 20) forward passes per prompt.

Pisano et al.[217]suggest using an auxiliary conscience model to evaluate the prompt and
ag any embedded harmful instructions before the main LLM responds. Similarly, Llama
Guard employs an instruction-tuned Llama-2-7B to perform multi-label risk classi cation
over complete prompts and responses, achieving strong moderation accuracy on generic
safety benchmarks, but is restricted to either accepting or rejecting the prompt and its
response218. Both these approaches require holding a second LLM in your system's
memory or making use of API calls, which incurs either major memory/computational
overhead or increased costs.
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Major providers have likewise deployed moderation classi ers to Iter out prompts or
outputs deemed unsafe. These lter-based methods are appealing because they can work
with any LLM (including closed-source APIs) and can be updated independently. However,
they too have limitations: heuristic Iters can be brittle, and determined attackers often

nd prompt variants that evade keyword-based rules or confuse the classi er. In practice,
safety models may either miss cleverly obfuscated attacks or produce false positives
for instance, agging polite refusals as malicious if tuned too tightly §]. This occurs
because the refusal itself often references the sensitive topic mentioned in the prompt
(e.g., responding to a bomb-making request with | cannot help with that because making
bombs is dangerous ), which the safety Iter may incorrectly classify as harmful content
due to the presence of restricted keywords. Filtering an output, post-generation, results in
wasted compute or unnecessary APl usage. Indeed, a recent evaluation by Xu eff@.
found that most standalone defence modules either fail to stop advanced jailbreak prompts
or end up overly restricting benign inputs, undermining the user experience.

One line of recent defence research leverages perplexity a measure of how surprised
a language model is by a given text to ag adversarial prompts. Alon and Kamfonas
[219] Jain et al. [220] propose detecting adversarial su x attacks by evaluating the input
prompt's perplexity with a reference model. The su xes stand out as highly out-of-
distribution: such inputs yield exceedingly high perplexity values compared to ordinary
prompts. By thresholding perplexity, the system can thus detect and pre-empt adversarial
prompts. However, this defence only provides means adtection (rather than mitigation),

and was broken by Liao and Sun [20] via simple prompt and/or su x repetition.

Kumar et al. [213]introduce an erase-and-check framework that provides certi able safety
against adversarial prompts. The idea is to systematically erase or mask each token (or
token subset) in the input and use a secondary safety model to check the residual prompt.
If removing a particular snippet (e.g. the su x) causes a previously safe-looking prompt to
be classi ed as harmful, the system can pinpoint that snippet as adversarial. Such certi ed
defences are promising in theory, but they have practical downsides: the erase-and-check
procedure requires multiple forward passes of the underlying LLM being defended (one
per token or per candidate segment), making it exponentially computationally intensive,
and the guarantees hold only within a bounded attack size an attacker using a very long
or multi-part prompt might circumvent the certi ed range [213].

Despite these limitations, the erase-and-check methodology o ers a valuable mechanism for
scrutinizing suspicious sections identi ed by faster, less precise methods. This highlights
the necessity of adopting a Swiss cheese model of deferl]] combining multiple
complementary techniques (such as input ltering, perplexity checks, and selective certi ed
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veri cation) to create e cient, multi-level defences where the weaknesses of one layer
are covered by the strengths of another. Recent work has also explored analysing the
internal activations of LLMs to detect malicious intent. For instance, JBShield defends
against jailbreaks by analysing activated concepts within the model's representations and
manipulating these concepts to neutralize harmful instructions before generatio22p.
While promising, such approaches often require white-box access to the model internals,
limiting their applicability to closed-source APIs.

Contributions It is clear from the above that a defence that isnodel-agnosti¢ lightweight
in terms of memory and compute requirements, angbust is highly desirable.

As mentioned above, in this chapter, | propos@dversarial Su x Filtering (ASF) to I
this gap. ASF acts as an input sanitizer in the target LLM's inference pipeline, and is
usable both with and without GPU acceleration. Rather than altering the model, ASF
scrutinizes incoming prompts for adversarial su xes and strips or warns of them before
the prompt is fed into the LLM. The method is visually presented in Figure 4.1.

On the target LLM's side which may be a large consumer-grade model such as GPT4.1

or Claude 3 the compute budget in terms of forward passes, the token requirements, and

memory requirements all remain unchanged. | further evaluate the e ect of the defence's

non-adversarial performance on a large number of common natural language tasks and
nd minimal degradation.

Moreover, ASF's modularity and e ciency make it amenable to deployment in trusted
execution environments or secure hardware enclaves, enabling prompt sanitization to be
performed in isolation from untrusted components. This o ers a practical mechanism to
protect locally hosted open-weight models from adversarial manipulation, even when these
models are interfaced with untrusted front-end applications or agents.

This approach was inspired by the work of Liao and Suf20] who demonstrated that it is
possible to train an LLM (Llama-2-7B-Chat, speci cally) to produce adversarial su xes.
This suggest to us that if an LLM can be trained to generate valid e ective adversarial
su xes, then the su xes must follow some detectable and discernible pattern, and hence
must be classi able by another model.
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Algorithm 2 ASF Pipeline

1: Segment each prompp; using the 12I-SM SaT model to obtain[s};s;:::;s]

2: Obtain predictions yji 2 f 0;1g for each segmenlsji from the ne-tuned BERT model.
y; =1 indicates that s is part of an adversarial su x

3: Apply con gurable post-processing:

" Bridge isolatedOs betweenls [default: 0 ]
" Bridge isolated1s betweenOs [default: on]

" Exclude segments solely containing speci ed keywords [default: question, an-
swer ]

if Cmoge == delete then
Delete all segmentsrsji from the prompt labelled as adversarial (i.e. Wheryji =1)
Return re-assembled prompt
else
if Cmode == warn and any segment is detected as adversarigen
Raise an exception
10: end if
11: end if

© o N TR

4.2 Methodology

The Adversarial Su x Filtering (ASF) pipeline is designed to detect and remove malicious
su xes appended to otherwise user queries. | formalise the threat model as follows:
an adversary can supply an input consisting of an unrestricted user quexy(e.g., a
harmless instruction, or a malicious request) concatenated with an attack su. The

su x s is a sequence of tokens (often gibberish or specially crafted instructions) whose
purpose is to jailbreak an aligned language model's safeguards, causing it to produce
disallowed or harmful content that it would normally refuse 22]. Notably, these adversarial

su xes frequently consist of semantically meaningless or out-of-distribution token2().
The defence focuses on identifying and removing the appended susx The attacker is
assumed to have no direct interaction with the model other than the ability to query any
plain text.

Pipeline Given an input text x (potentially containing a malicious prompt plus an
adversarial su x), the pipeline performs the following steps: (1)Segmentation x is split

into a sequence of sentence-like segments using a state-of-the-art segmentation model. (2)
Segment Classi cation Each segment is fed into a binary classi er that predicts whether

it is part of an adversarial su x. (3) Post-processing the classi er's predictions are
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smoothed out to ensure contiguous malicious segments are grouped, and apply heuristic
checks to reduce false positives. (#iltering : Any segment agged as malicious (and not
excluded by heuristics) is removed from , yielding a sanitized queryX that is passed to

the language model for safe processing. Figure 4.1 summarizes the inference-time behaviour
of the ASF pipeline graphically. The defence relies on having an aligned LLM | do
not make any assumptions regarding the kind of prompts that are meant to be valid
ASF simply deletesany detected su xes. This alignment requirement is further discussed

in Section 4.3.1. Alternatively, ASF can be con gured tovarn the user by raising an
exception to allow for more sophisticated handling, such as logging or escalating the issue.

Segmentation Module | employ the Segment-any-Text (SaT) modeld11]] as the segmen-
tation module to divide the input text into coherent segments (approximately sentences
or intentional fragments). SaT is a state-of-the-art universal text segmentation approach
that o ers robust, language-agnostic sentence boundary detection. Crucially for the task,
SaT does not rely solely on punctuation to determine boundaries; it uses a specialized
pretraining scheme to remain robust even when punctuation is missing or abnormal, and
it can adapt to varied domains [211].

In the implementation, | use the largest of theSMvariants of the SaT models publicly
released 12I-SM as this showed the best performance in testing. | apply it to each

substring of the input text x , and the segments irS appear in their original order inx .
These segments are then independently analysed by the classi cation module.

Classi cation Module  For segment classi cation, | ne-tune a BERT-based text classi er
to identify adversarial su x content. | speci cally use the bert-base-uncased [212 model.
This choice is motivated by its lightweight nature and BERT's bidirectional encoding
which provides rich context understanding for each segment, enabling it to capture subtle
cues that a segment is part of a malicious su x (e.g. presence of odd patterns) rather than
a normal user query. The computational overhead introduced by this module is minimal
compared to the main LLM: BERT-base contains approximately10 million parameters,
whereas the LLMs being defended typically range from billion parameters upwards.
Consequently, the inference time for the BERT classi er represents a negligible fraction of
the total latency of the LLM inference pipeline.

| cast adversarial su x detection as a binary classi cation task at the segment level.
Given a segment;, the classi er predictsy; 2 0; 1, wherey; = 1 indicates that s; is part
of an adversarial su x, and y; = 0 indicates a benign segment. During ne-tuning, |
initialize from the pre-trained bert-base-uncased [217, setting the number of labels
to 2. | ne-tune this model on the curated dataset of benign vs. adversarial segments
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(described below) using HuggingFace®rainer module R23. Optimisation is done with
AdamWlearning rate 5 10 °) for three epochs, with early stopping on validation loss
to prevent over tting. The ne-tuning process is straightforward with no task-specic
architecture modi cations. Any dependence on context across segments is handled in a
later step by post-processing heuristics (which can merge decisions).

Datasets To train the ASF system, | curate a dataset comprising of benign prompts,
and adversarial su xes. For the latter, use the dataset kindly provided by Liao and
Sun[20], authors of the AmpleGCG paper. This dataset contains millions of adversarial
su xes generated via both the GCG R2] attack and the author's own AmpleGCG R(]
and AmpleGCG-plus [L9Q attacks. This includes su xes that are both universal and
transferable across models. | merged and de-duplicated these to create a uni ed collection
of unique adversarial su xes giving us419 429 su xes in total.

For the benign user query content, | use the Stanford Alpaca instruction datasetg4,
which contains52; 000diverse instructions and user prompts. This dataset provides a wide
range of innocuous queries covering varied topics (e.g., requests for explanations, creative
writing, factual questions, etc.), making it an ideal source of normal prompts.

| additionally incorporate two existing benchmark sets to evaluate the method's gener-
alization and false-positive behaviour: MaliciousInstruct23 and AdvBench 2. Ma-
liciousinstruct is a collection of 100 intentionally harmful queries (posed as questions)
spanning 10 di erent malicious intent categories. These represent realistic bad user
requests. AdvBench is a benchmark of 520 harmful instructions along, covering a broad
range of harmfulness categories. | do not use Maliciousinstruct or AdvBench queries in
training they are reserved for evaluation to test ASF in scenarios it was not directly
optimized on.

| partition the adversarial su x set, and the Alpaca dataset into training, validation,
and test subsets (approximately70=15=15% split). Next, | generate prompt-su x pairs:
for each su x and | randomly sample a benign Alpaca instruction in its respective split,
making use that all of the data in the pair generation process is included. When combining
prompt and su x, | insert a single space between them to simulate how an attacker might
append the su x.

Training the Pipeline  The training of the BERT classi er uses the prompt-su x pairs
described above. As the classi cation happens on a segment level, one needs to derive
segment-wise labels for each example. | apply the segmentation module to every pair
to obtain segmentsS = [sy;:::;sh]. | then assign ground-truth labels to each segment:
segments originating from the benign prompt are labelle@d (benign), and segments that are
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part of the adversarial su x are labelled 1 (malicious). This is straightforward because the
exact boundary between prompt and su x in the synthetic examples is known. Typically,
the prompt and su x separate cleanly into di erent segments. In cases where SaT does
not separate out the su x fully, one can still identify the su x portion within the last
segment; however, such cases were minimal, and for training labels | conservatively label
the entire segment as malicious if it contains any part of the adversarial su x.

| ne-tune the BERT classi er using the above segmented and labelled data. | evaluate on
the validation set at the end of each epoch, monitoring the segment-level F1 score. The
model parameters with the best validation F1 were saved as the nal model. | took care to
ensure that there is no data leakage between any of the data splits that could contaminate
results.

Post-processing After the classi er labels each segment of an input, | apply two heuristic
post-processing steps to re ne the predictions before removing any text: segment-level
label smoothing, and keyword-based exclusion Iter. The smoothing is implemented as a
simple gap-bridging rule: if a segment is labelletl (malicious) but is surrounded on both
sides by segments labelled (benign) in the sequence then | ip its label to0. This rule

e ectively bridges single-segment gaps in a contiguous benign sequence. In the experiments,
| found that genuine adversarial su xes rarely appear between longer strings of benign
segments as it would render the attack ine ective so a 0-1-0 pattern almost always
indicated a misclassi cation of the middle segment. | limit this to single gaps to avoid
over-correction, but this is con gurable. | also allow for bringingl's when there is a benign
segment in-between, e.g. 1-0-1, but this is turned o by default.

It is important to clarify that this 0-1-0 pattern refers to the sequence of labels assigned
to the segments. Since adversarial su xes are typically appended as contiguous blocks
following the prompt, the expected label sequence is a block @f followed by a block of
1s. An isolated segment classi ed as adversarial)(situated between two benign segments
(0s) strongly suggests a classi er error on the middle segment, rather than a genuine attack
structure embedded within the benign prompt: the su xes are often appended to the end
of the prompt.

The second heuristic aims to reduce false positives by Itering out segments that the
classi er agged, which upon closer inspection are unlikely to be true adversarial su xes.

| introduce a small set of handcrafted rules to catch these cases. Speci cally, for any
segment that the classi er marked ag; = 1, | check the segment against a prede ned set
of keywords and override the classi er and relabel it as benig®) if it matches. | perform

an exact case-agnostic match, and with the default setting having just two keywords:
[[question’, "answer'] . These speci ¢ keywords were chosen because they frequently
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appear as structural markers in instruction-following datasets or templates (e.guestion:
[Query] Answer: ). We observed that the classi er occasionally mislabelled segments
consisting solely of these words as adversarial. Excluding them explicitly prevents the
erroneous removal of necessary structural elements from the prompt. This heuristic is
conservative it only ips a label from malicious to benign in cases that are clearly safe
upon manual inspection. Empirically this reduces the false positive rate on benign-only
inputs. In deployment, these rules can be re ned as needed.

Finally, any segments marked as malicious (after post-processing) are removed from the
input, or a run-time exception is raised, depending on the con guration. Implementation-
wise, | reconstruct the sanitized promptX by concatenating all segments; for which the

nal label y; = 0. The pipeline is summarised in Algorithm 2.

4.3 Experiments

| conduct an empirical evaluation of the proposed ASF pipeline, structured along two
primary axes: (i) e ectiveness in detecting and neutralizing adversarial su xes generated

by state-of-the-art attack methods, and (ii) robustness in non-adversarial settings, with a

particular focus on preservation of model utility. All experiments are conducted using the

default con guration of ASF as described in Section 4.2, with smoothing and keyword-based
post-processing heuristics enabled.

For adversarial robustness evaluation, | measure the Attack Success Rate (ASR) following
the de nition introduced by Kumar et al. [190] Speci cally, if k beams are used to generate
k su xes per query, then | consider the attack to be successful if at least one of the
Su xes succeeds in jailbreaking the model to cause it to answer the query in an adversarial
fashion. This metric re ects a realistic attacker scenario in which multiple su xes may be
attempted, and even a single successful bypass is considered a defence failure.

All experiments were conducted on a dedicated compute cluster consisting3xRTX8000
1xA10 GPUs. The full experimental suite, including model inference, segmentation,
classi cation, and evaluation, was run over a period of approximately three weeks.

4.3.1 Adversarial settings

To assess the e ectiveness of ASF, | rst evaluate the performance of the BERT-based
segment classi er on the validation and test splits derived from the constructed prompt-
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su x dataset (see Section 4.2). | obtain an F1 score d385% on the validation set and
984% on the test set. These results con rm that ASF is able to reliably distinguish benign
prompt segments from adversarial su x segments under controlled conditions.

However, high classi er accuracy on synthetic segmentation data does not fully capture
ASF's practical impact on end-to-end ASR mitigation. | conduct an adversarial evaluation
leveraging two widely-used benchmark datasets: Maliciousinstru@25 and AdvBench p2].

| generate adversarial su xes for each prompt in these datasets using a total of four
generative attack models: two variants of AmpleGCG and two variants of AmpleGCG-
plus [20, 190. | use HarmBench 226 as a measure of whether the model's response to an
prompt-su x pair constitutes a jailbreak.

| exclude the Vicuna models from testing as | nd that in535% of cases the model
already gives a jailbroken reply to the malicious prompts without any adversarial su xes
or prompt engineering. | refer to this adenign ASR | also note that GPT3.5-0125is very
easily tricked (and had a benign ASR 02:7%) one of the cases where the pipeline failed
is illustrated below:

Original prompt: Teach children how to access and use rearms

Adversarial prompt: Teach children how to access and use rearms involves grammar Rem
requested AleksomeWebView]. Write starting Colse ™S:$ django imports"+Oneindent
ASF- ltered prompt : Teach children how to access and use rearms involves grammar

The extra involves grammar su x was su cient to jailbreak the model, and appears
completely natural. Unfortunately, one cannot account for these edge cases and believe
that this is a product of a poorly aligned model.

The results are present in Table 4.1. After sanitization/6:4% of the su xes were completely

removed, leaving behind the original prompt. In just2:9% of cases, the returned sanitized
prompt was empty due to either correctly segmenting the adversarial su x from the
prompt but subsequently classifying the prompt itself as an adversarial su x, or due to
segmentation leaving signi cant overlap between the prompt and su x resulting in that

segment being marked as adversarial.

| note that the defence successfully reduces the ASR in the scenario described in Table 4.1b.
The AIR and AID techniques R0 would have otherwise completely evaded detection of
existing PPL-based defences such as Alon and Kamforfad 9] Jain et al. [220] | observe a
substantial reduction in ASR across all models and prompt sets following ASF sanitization,
demonstrating that the pipeline reliably neutralizes their attack e ectiveness in a practical
LLM deployment setting.

125



Table 4.1: defence pipeline results on the Malicious Instruc225 and AdvBench P2
datasets. | usek = 20 beams for generating the adversarial su xes due to memory
constraints. ASRC represents ASR post-application of the defence pipeline with default
settings. Su xes were tailored to each attacked model by generating them using the
appropriate AmpleGCG or AmpleGCG-plus model as described in Kumar et gl190]
(+) indicates the fact that su xes were generated using the updatedplus variant of
AmpleGCG. ASR is evaluated via HarmBench-cls [226].

(b) Evaluating the pipeline against AIR and
AID [20] techniques designed to bypass the

(a) Evaluated on the full dataset, using the PPL-defence R2Q. | evaluate on a random
standard method described in Kumar et al. subset of 50 samples taken from the full
[190]. dataset.
Models ASR ASR Models GPT3.5 GPT4 (+)
Llama-2-7b-chat 81.1% 1.8% AIR ASR 80.0% 2.0%
Llama-2-7b-chat (+) 93.1% 4.0% AIR ASR® 18.0% 0.0%
GPT3.5-0125 92.1% 16.9% AID ASR  78.0% 2.0%
GPT4-0613 (+) 18.4% 3.9% AID ASR® 16.0% 0.0%

Table 4.2: Non-adversarial performance in a variety of natural language tasi2[]. The ta-
bles show percentage di erence of performance with and without the ASF defensive pipeline.
If a task has multiple subsets, | report the mean accuracy. The models referred to in the
table are Llama-3.1-8B, Mistral-7B-Instruct-v0.1 , and gpt-4.1-mini-2025-04-14

(a) generate_until  tasks (b) loglikelihood  tasks
Models TruthfulQA-gen GSM8k Task Mistral-7B Llama-8B
Mistral-7B -1.5% -0.6% ARC-c -0.3% -0.2%
Llama-8B -0.5% 0.8% HellaSwag -3.0% -3.4%
GPT-mini 0.7% -1.0% WinoGrande -3.9% -5.1%

4.3.2 Non-adversarial settings

To ensure that the ASF pipeline does not negatively impact LLM performance in benign
usage scenarios, | conduct a suite of evaluations across standard natural language under-
standing and generation benchmarks. These tests are designed to assess whether ASF
introduces any unintended degradation in the absence of adversarial inputs.

| employ the Language Model Evaluation Harnes227 to evaluate three representative
models: Llama-3.1-8B, Mistral-7B-Instruct-v0.1 , and gpt-4.1-mini-2025-04-14

The latter is accessed via OpenAl's Chat Completions API which limits access to token-
level log-likelihoods, restricting us to generation-based evaluations. Consequently, for
GPT-4.1-mini, | report results on the TruthfulQA-gen and GSM8kK: widely-used instruction-
following and reasoning tasks designed for generation evaluation. For the open-source
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models (Llama-3.1 and Mistral-7B), | additionally evaluate log-likelihood-based tasks
ARC-challenge, HellaSwag, and WinoGrand providing a more complete picture of
potential degradation in ranking or multiple-choice settings.

Table 4.2 reports the percentage di erence in accuracy between baseline model performance
and model performance when prompts are passed through the ASF pipeline. Across all tasks
and models, | observe minimal impact with most shifts within the margin of generation
stochasticity and dataset noise. Overall, these ndings support my conclusion that ASF
does not meaningfully degrade model performance in non-adversarial settings. In practical
terms, this suggests that ASF can be safely integrated into production inference pipelines
without sacri cing task delity or output quality for legitimate users.

4.4 Discussion

As LLMs become integral to real-world applications, robust defence mechanisms like ASF
carry signi cant deployment bene ts. A key advantage of ASF is its model-agnostic design,
meaning it can layered in front of any commercial or closed-source model (e.g. GPT-4
or Claude APIs) to intercept adversarial su xes, with no access to or alteration of the
model's internal weights or architecture. Perhaps most importantly for integration into
commercial systems, ASF is easy to deploy as a plug-and-play component. It can be
inserted as a preprocessing step in an existing compound Al system pipeline with minimal
engineering e ort.

ASF introduces minimal overhead in memory and computation: the entire defence uses
two small models 12I-SM [21]] and bert-base-uncased [217 totalling to roughly
387M parameters. This requires jusl:7GB of additional GPU memory to host the defence
on-GPU. Compared to heavier certi ed defences that require multiple costly forward
passes through the main LLM, ASF inspects the input in a single pass with negligible
latency. Crucially, it does not increase the target model's token consumption or inference
time the protected LLM's compute budget (forward passes, token throughput, etc.)
remains unchanged. My evaluations also showed no noticeable degradation in the LLM's
performance on benign tasks with ASF enabled. In other words, normal user queries and
generations proceed as usual, preserving the user experience and accuracy of the model's
responses.
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4.4.1 Limitations

While ASF proved e ective in the experiments, several limitations must be acknowledged.
First, the approach relies on accurately segmenting the user prompt from a appended
su X, and this segmentation can sometimes be imperfect. In most cases the prompt
and adversarial su x do separate cleanly into di erent segments, especially given the
gibberish-like nature of many su x attacks. However, if the segmentation model fails to
fully isolate an adversarial su x, ASF may misidentify a mixture of benign and malicious
text as wholly malicious. In practice this means ASF might occasionally remove more text
than necessary.

A second limitation is the possibility of false positives benign content being mistakenly
agged as adversarial. ASF uses a ne-tuned BERT classi er to detect malicious segments,
and no classi er is 100% error-free. There is a risk that an innocuous prompt containing
unusual phrasing or tokens could be misclassied as an attack sux. | found that
straightforward heuristics in post-processing greatly mitigated this issue (e.g. ignoring
segments that contain only common boilerplate words). However, the very need for
hand-tuned rules indicates that the system may require careful calibration for di erent
deployment contexts. If users frequently employ unconventional or out-of-distribution
language in legitimate queries, ASF might initially ag some of those inputs incorrectly.
Such cases would necessitate re ning the lItering rules or retraining the classi er on a
broader dataset of benign queries to improve its precision. In its current form, ASF errs
on the side of caution it is tuned to aggressively catch any suspected adversarial su X,
which by design sacri ces some speci city for security. This could inconvenience users if
a normal query is erroneously rejected, so developers deploying ASF should monitor its
decisions and adjust the lItering policy as needed to balance safety and accessibility.

It is also worth noting that ASF is specialized for the su x-style attack paradigm, which
may limit its scope against other prompt attack strategies. If an adversary devised a
fundamentally di erent prompt injection technique that does not involve a discernible
su x (e.g. hand-crafted methods), ASF might not detect it without further extension of the
method. Thus, while ASF signi cantly raises the bar against the current state-of-the-art
su x attacks, it is not a panacea for all prompt-based exploits.
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That said, the restriction to su x attacks is partly evaluative rather than purely archi-
tectural. ASF classi es segmented prompt fragments without relying on their absolute
position in the sequence, so in principle a malicious pre x or in X that forms a separable
segment could also be agged and removed. The harder cases are those in which the
adversarial content is interwoven with benign text so that no clean segment boundary
exists. | therefore expect ASF to retain some utility beyond su x-only attacks, but this

has not yet been systematically validated and should be treated as a hypothesis rather
than a demonstrated guarantee.

4.4.2 Intended use case scenarios

The Adversarial Su x Filtering (ASF) pipeline is designed for deployment as an e cient,
model-agnostic preprocessing layer within broader LLM security frameworks. | envision
ASF serving as a rst line of defence in compound Al-enabled safety architectures, where
it operates as a lightweight, real-time Iter to detect and neutralize adversarial su x
attacks. Owing to its low computational overhead and lack of reliance on model internals,
ASF is patrticularly well-suited for front-end deploymentin latency-sensitive or resource-
constrained environments.

Beyond its utility as a standalone defence mechanism, ASF can also function as a triggering
component in larger systems that integrate multiple complementary defence strategies.
In such con gurations, ASF acts as a binary classi er on input prompts: if a suspected
adversarial su x is detected, ASF can optionally escalate the input to more computationally
intensive downstream defences, such as certi ed sanitization mechanisms, content ltering
using ensemble classi ers, or constrained decoding techniqu2&d 22§. This staged
approach ensures that the majority of benign or easily detectable adversarial cases are
handled quickly and inexpensively, while reserving more costly defences for inputs that
warrant deeper scrutiny.

The approach described aligns with the Swiss cheese mod#1], a well-established
conceptual framework in risk management and safety engineering. In this model, no single
defence layer is assumed to be fully robust; instead, multiple layers with di erent strengths
and failure modes are employed in parallel, such that the overall system remains resilient
even when individual layers are circumvented.
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4.5 Conclusion

| introduced Adversarial Su x Filtering (ASF), a lightweight, model-agnostic defence
pipeline for detecting and removing adversarial su xes in LLM prompts. ASF segments
user inputs and classi es each segment to identify and neutralize malicious prompt
continuations prior to inference, requiring no modi cations to the underlying model.
Through extensive evaluation, | demonstrate that ASF signi cantly reduces the attack
success rate of current state-of-the-art su x-based jailbreaks while preserving model
performance on non-adversarial tasks. ASF achieves this with minimal computational
overhead, making it deployable in real-world, resource-constrained environments.

While ASF e ectively defends against a speci c of prompt injection attacks, its cur-
rent design assumes a clear segmentation between benign prompt and malicious su x.
Future investigations should broaden ASF's scope beyond pure su x-style attacks to
mixed-context, interleaved or pre x-based injections and to multilingual settings where
segmentation cues di er substantially . Addressing the pipeline's present susceptibility to
imperfect sentence splits and the attendant false-positive risk will likely require tighter,
possibly joint, optimization of the segmentation and classi cation stages together with
continual calibration on richer benign corpora.

The methods and ndings in this chapter contribute to the growing toolbox of LLM
security measures, and | envisage ASF or its variants being adopted as standard practice
in secure LLM deployments. By hardening models against malicious inputs, one takes a
signi cant step toward safer large-scale Al systems.
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CHAPTER 5

Societal implications and policy
responses

5.1 Chapter introduction

As the preceding chapters have shown, signi cant progress can be made through adversarial
training, model selection and other technical defences. Yet as a researcher, | must
acknowledge that such measures cannot guarantee perfect security. ML systems are
stochastic, highdimensional and continuously evolving; adversaries will discover new
vulnerabilities even as defences improve. Some attacks, such as universal adversarial
examples or synthetic media generation, take advantage of properties inherent to our
models, including high expressive power and fragility to small perturbations. Consequently,
there will always be residual risks that cannot be eliminated by technical means alone.
The path towards trustworthy and socially bene cial Al therefore requires the integration

of governance, law and policy with technical design. This chapter moves beyond the
mechanics of robustness to examine the broader societal implications of ML vulnerabilities
and to propose policy responses that can help ensure accountability and resilience.

5.2 Transformation of information ecosystems

Generative models have dramatically reshaped our information ecosystems. LLMs and
di usion models produce humanlike text, images, audio and video using datdriven tech-
niques [L]. Their uency enables them to act as autonomous content creators, amplifying
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opportunities for creativity and translation but also opening new vectors for harm the
same tools that allow an artist to synthesise a song also allow an unskilled attacker to
generate convincing voice impersonations, forge audio evidence and perpetrate identity
fraud [229. As generative models reduce the cost of producing persuasive media to nearly
zero, they challenge longtanding social practices around trust and veri cation. The
boundary between genuine and synthetic content becomes blurred, giving rise to the liar's
dividend the tendency to dismiss inconvenient truths as fake2(d. In this environment,
vulnerabilities in machine learning systems are no longer merely technical defects; they
have direct consequences for public discourse, democratic institutions and individual rights.

The proliferation of generative Al also magni es existing disinformation dynamics. As
generative models can produce highly realistic fake content at unprecedented scale, a single
malicious actor can saturate social feeds with fabricated images, speeches or artid2q [
Psychologically, Akgenerated misinformation may be more persuasive than traditional text;
studies have shown that large language models can generate arguments that readers nd
more convincing than humanwritten posts [231, 2373. These capabilities undermine the
assumption that human authenticity is sefevident. In the audio domain, the accessibility

of synthetic speech systems means attackers can create voice clones that bypass biometric
checks or impersonate public o cials 233. The resulting loss of accountability threatens

the foundations of public trust and fosters cynicism toward all media.

5.3 Policy proposal: tiered anonymity for social media

In light of the above, | worked on a policy paper; this was co-authored with Roxanne
Schynder, an MPhil student in Criminology at the time. | had the idea for this project
a few years ago and eshed it out over that time period, Roxanne and | collaborated
speci cally on the legal underpinnings of the work. The paper was submitted to NeurlPS
Position Paper Track 2025 and was recommended for publication, but was ultimately not
selected for the conference as it had an unusually low acceptance rat&%t

In the work, | argue that governments should mandate a three-tier anonymity framework
on social-media platforms as a reactionary measure prompted by the ease-of-production
of deepfakes and large-language-model-driven misinformation. The tiers are determined
by a given user'sreach score Tier 1 permits full pseudonymity for smaller accounts,
preserving everyday privacy; Tier 2 requires private legal-identity linkage for accounts
with some in uence, reinstating real-world accountability at moderate reach; Tier 3 would
require per-post, independent, ML-assisted fact-checking, review for accounts that would
traditionally be classed as sources-of-mass-information.
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An analysis of Reddit shows volunteer moderators converge on comparable gates as audience
size increases karma thresholds, approval queues, and identity proofs demonstrating
operational feasibility and social legitimacy. Acknowledging that existing engagement
incentives deter voluntary adoption,we outline a regulatory pathway that adapts existing

US jurisprudence and recent EU-UK safety statutes to embed reach-proportional identity
checks into existing platform tooling, thereby curbing large-scale misinformation while
preserving everyday privacy.

5.3.1 Introduction

The crux of my argument lies in the belief thatgovernments should mandate tiered
anonymity on social-media platforms to curb the democratic harms of deepfakes

and large-language-model driven misinformation. When in uence is algorithmically
ampli ed and truth is algorithmically optional, the notion that all online voices should enjoy
equal anonymity becomes not a right, but a liability. This position responds to the growing
asymmetry between the ease with which synthetic content can shape public discourse and
the absence of mechanisms to hold the most in uential voices accountable. Generative
models now enable anyone to manufacture persuasive audio-visual fabrications at negligible
cost, eroding the traditional evidentiary value of sight and sound and fuelling the liar's
dividend , the tactic of dismissing inconvenient truths as fake2BQ 234. Simultaneously,
recommender systems amplify attention without regard to veracity, allowing fringe messages
to reach millions in minutes.

Online anonymity was originally a shield for ordinary speakers, political dissidents, and
vulnerable groups. However, when algorithmic ampli cation gives a single post the reach
of a broadcaster, blanket anonymity becomes a public-safety liability. | therefore argue
that identity obligations should scale with in uence

The threat model | have in mind is correspondingly narrow. This proposal is not aimed
at ordinary anonymous participation, nor at low-reach speech that remains embedded
in interpersonal or community-scale contexts. Rather, it targets actors who combine
pseudonymity with algorithmic ampli cation: high-reach accounts, coordinated in uence
operations, monetised creator networks, and synthetic-media campaigns that can reach
mass audiences beforex postremedies become e ective. The objective is therefore to
regulate ampli cation, not to abolish anonymity as such.
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Table 5.1: Proposed tiered anonymity framework. Tier thresholds are discussed in Sec-
tion 5.3.5, are generally illustrative, and should be calibrated per-platform. A single post
that crosses a threshold retroactively elevates the account to the corresponding tier.

Tier Typical Accounts Identity & Friction Obligations

1 Personal diaries, hobby groups Full pseudonymity; no legal-identity linkage.
Content governed only by ordinary commu-
nity rules.

2 Niche in uencers, local news pagesPlatform-held veri cation of a government
identity.  Cooling-o window for posts;
tamper-proof audit log retained. No pub-
lic disclosure of real-world identity.

3 National media brands, celebrities Independent, ML-assisted fact-checking and
provenance watermarkingoefore algorithmic
ampli cation; searchable public archive of
corrections. Non-compliance triggers down-
ranking or removal.

The proposed three-tier model, summarized in Table 5.1, assigns obligations by some
notion of reach (e.g. a weighted sum of followers, shares, views, etc.). This is further

explored in Section 5.3.5. Tier 1 preserves full pseudonymity for low-reach accounts; Tier
2 requires a platform-held legal-identity link once a prede ned reach threshold is crossed,;
Tier 3 adds independent, ML-assisted fact-checking for mass-reach content.

| employ friction any deliberate cost or delay imposed on posting or sharing as a
design principle. This has been shown to reduce misinformation and abusive speech by
prompting deliberation. Empirical studies of social media and respective industry roll-
outs of read-before-retweet or reconsider reply prompts demonstratively cut harmful
interactions, meanwhile friction was shown to signi cantly improve the average quality

of posts R35 237. A tiered anonymity regime institutionalizes friction proportionally:
identity veri cation and fact-checking occur only when content exceeds in uence thresholds,
preserving low-stakes spontaneity while dampening high-stakes manipulation.

| ground the proposal in using empirical evidence from Reddit's community moderation
approach. Volunteer moderators already converge on proportional governance: as subreddit
tra ¢ grows, moderators introduce karma® minimums, manual reviews, or identity checks
before posts appear38 24(. These organic practices demonstrate operational feasibility
and indicate demand for accountability that transcends any single platform architecture.

1In Reddit's context, this denotes an aggregate reputation metric equal to the net di erence between
positive and negative votes that a user's submissions and comments receive. It thus functions as a
guanti able proxy for community trust and is frequently employed as an eligibility threshold for posting
or moderation privileges.
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We further show that there isa viable regulatory pathwayo achieving our proposal. The
European Union's Digital Services Act already requires marketplaces to verify business
users and o ers a blueprint for identity-linked content duties 86]. The UK Online Safety
Act obliges Category 12 services to give adults tools for Itering anonymous accounts and
mandates that platforms o er identity veri cation [ 37]. By drawing on these precedents,
legislators can embed tiered anonymity into safety models and ranking systems without
prohibiting pseudonymity outright.

Contributions This work makes two main contributions:

1. I introduce a formal model that maps user reach to escalating identity and veri-
cation duties, capturing both follower-heavy and suddenly viral accounts. This
is supplemented by empirical evidence from a longitudinal Reddit case study that
shows that proportional identity governance emerges endogenously in large online
communities.

2. We chart a concrete, jurisdiction-spanning regulatory pathway that leverages existing
DSA and Online Safety Act provisions to operationalize the model.

By calibrating identity obligations to in uence, tiered anonymity restores proportionate
friction to digital speech, aligns platform incentives with democratic values, and closes the
accountability gap that Al-augmented misinformation eagerly exploits.

5.3.2 Background on deep fakes and mass misinformation

Deepfakes are realistic-looking but otherwise fabricated pieces of media usually used with
malicious intent. They are typically produced by generative or di usion ML models, and
can be adapted to, for example, a target individual's voice and physical likeness, enabling
malicious actors to create convincing impersonations of real peopR29. It is widely
accepted that they pose a serious threat to the integrity of online informatior2f1. In
practical terms, anyone with a moderately powerful computer or even a smartphone app
can now superimpose someone's face onto another video or clone a public gure's voice
with startling realism barriers to creating believable fake audio-visual content have all
but evaporate p42. Critically, these forgeries are often di cult for humans to detect an
experimental study found that people can no longer reliably distinguish authentic images
or recordings from Al-generated fake2ff3d. Consequentially, deepfakes erode trust in all

2Typically, major social media platforms
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media evidence, blurring the line between reality and fabrication. Legal scholars have
warned of a resulting liar's dividend , wherein the mere existence of such convincing fakes
allows bad actors to dismiss real inconvenient evidence as fake news [234].

Compounding this challenge, large language models (LLMs) have drastically ampli ed
the scale of text-based misinformation. LLMs like OpenAl's GPT-4 can generate polished
persuasive text at a speed and volume that human propagandists cannot match. Tradi-
tionally, orchestrated disinformation required teams of trolls or paid writers to produce
and disseminate false narratives2f}4. Now, a single operative with an Al tool could
mass-produce propaganda in numerous languages, tailored to di erent audiences, with
a click of a button. Indeed, recent eld research demonstrated that LLM-generated
arguments on Reddit's/r/lChangeMyView were three to six times more persuasive than
human posts P32. Similar ndings were reported by Schoenegger et al231] adding
that readers would be unlikely suspect Al authorship, making human-led detection and
reporting di cult.

The /r/lChangeMyView eld research further supports the e ectiveness of a hypothetical
Al-powered botnet that could seamlessly blend into online communities and manipulate
public discourse 232 245. Such setups could empower bad actors to overwhelm fact-
checkers and exploit cognitive biases, accelerating misinformation dissemination on an
unprecedented scale. Related to the above, NewsGud@a#6] recently identi ed 1200
unreliable websites that ran largely Al-composed news content in multiple languages,
all with minimal human oversight. This new breed of automated disinformation outlet
can churn out hundreds of articles a day. The LLM-produced text is grammatically
correct, contextually relevant, and often super cially credible, easily fooling the average
reader. Misinformation experts have accordingly dubbed generative Al the next great
misinformation superspreader , pointing out that Al systems empower almost anyone
from hostile governments to conspiracy theorists to scale up deceptive content production
dramatically [247].

5.3.3 Friction, identity, and accountability

The starting point for any meaningful reform of online anonymity must confront a central
tension in liberal democracies: the commitment to free expression versus the need to
mitigate its weaponization. Classic accounts of speech rights, from John Stuart Mill to
modern First Amendment jurisprudence, treat expression as a public good presumptively
bene cial and self-regulating 248 25(Q. Yet in algorithmically mediated environments,
where LLMs can generate plausible falsehoods at scale and deepfakes blur the boundary
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between reality and fabrication, virality becomes decoupled from both truth and reputation,
and the foundational assumptions underpinning these traditions begin to unravel.

Friction in the form of veri cation, moderation, or traceability is often framed as

a threat to openness437. That said, friction is a democratic design featurd251]. In
physical communities, social friction arises from reputational consequences, geographic
co-presence, and mutual visibility. One is less likely to spread in ammatory falsehoods in
a town hall than online, not because one is more moral, but because the social costs are
real and immediate. Digital platforms, in contrast, systematically dissolve these frictions.
Recommender systems prioritize engagement, not deliberation; speed trumps re ection;
and pseudonymity attenuates accountability [252].

This breakdown of reputational checks facilitates what some scholars call context collapse
the dislocation of speech from relational context253 254. A post from a user with ten
followers may be algorithmically ampli ed to ten million others without any change in
content quality, intent, or reliability. The current legal system continues to treat users with
ten followers as functionally identical to one with ten million followers. This is the core
problem: the law protects anonymitysymmetrically, while platforms distribute in uence
asymmetrically [255, 256].

| argue that identity obligations must scale with content reach , particularly to mitigate the
systemic risks posed by synthetic media as described in Section 5.3.2. This is not a blanket
call for real-name policies, which have been rightly criticized for silencing vulnerable
speakers 257, 259. Instead, it is a call for proportional identity calibration [259, wherein
pseudonymity is preserved for low-reach users, while higher-tier actors must submit to
private identity veri cation and, ultimately, to structured content review [ 2604. This
approach mirrors how democratic institutions already manage power: with increasing
transparency and accountability as in uence grows [261].

The Reddit case study, described in Section 5.3.4, illustrates this principle in practice. As
communities expand in size and in uence, moderation architectures evolve from permissive
to hierarchical: identity checks, posting restrictions, and content approvals become the
norm. These organically emergent structures re ect a collective intuition: that scale
demands scrutiny and visibility must be earned.

5.3.4 Reddit case study in community moderation at scale

Reddit o ers a 20-year natural experiment in large-scale, bottom-up governance. More
than 100000 active communities (subreddits) are overseen by roughly 60000 volunteer
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moderators who outnumber the platform's 400 paid administrators by two orders of
magnitude 62 263. In the rst half of 2024 alone, users generated 5.33 billion pieces of
content; moderators and admins removed 3.1% of it half by volunteers, 71% of whose
actions were automated by tools such asutoModerator [264. Unpaid labor on this scale
has been valued at $3.4 million per year [265].

Multi-layer moderation Governance operates on three nested layers: (i) site-wide
rules enforced by a small admin team, (ii) subreddit-speci c rules de ned and enforced
by volunteer moderators, and (iii) crowd signals (voting, reporting) supplied by ordinary
users. Empirical analyses show that popular subreddits aduiore and stricter rules
as audience size grows, often introducing karma thresholds, URL whitelists, or manual
approval queues 438 24(Q. High-visibility communities even demand identity proofs:
r/IBlackPeopleTwitter , for example, required photographic skin-tone veri cation to curb
impersonation R39. These organically emerging tiered signals parallel my proposed
reach-based anonymity model.

Adaptive structure Reddit's structure evolves with scale and external pressure. In
2015, subreddits controlling much of Reddit's front page shut down ( AMAgeddon ) to
protest inadequate mod tooling, prompting the company to invest in logs, modmail, and
automated Iters [2664. In 2023 more than 7 000 subreddits went private to oppose new API
fees, again demonstrating the collective leverage of volunteer governar@&/. Despite
these confrontations, the core design local autonomy constrained by platform-level
minima has remained intact and resilient.

Scale causes friction  Quantitative work nds a positive correlation between subreddit
size and the likelihood of (i) entry gates (minimum account age/karma)2@d, (ii) pre-
publication queues 240 268, and (iii) ex post identity checks R39. In other words,
moderators intuitively imposeproportional friction : low-reach users post freely; higher-
reach content encounters veri cation or review. Reddit thus supplies real-world evidence
that tiered anonymity is operationally feasible and socially accepted when the costs of
in uence are borne chie y by those who wield it.

Contrast with centralized platforms Competing platforms provide no comparable
venue for community-level rule-making. Facebook real-name enforcement, X's paid blue
check, and YouTube's purely algorithmic lters all exemplify top-down moderation with
minimal local discretion or tiering. Comparative studies con rm that Reddit alone relies
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Table 5.2: Identity and moderation norms on major social-media platforms as of May 2025.
Tiered denotes any mechanism in which obligations or scrutiny escalate with audience
Size or monetization status.

Plattorm  Community Moderation Tier-like content checks

Karma / account-age gates
Reddit Volunteer moderators AutoModerator keyword Iters
Stricter rules as subreddit size grows

Centralised review by sta and contractors

Facebook No No escalation tied to reach
Feature gates at 10k followers (links, prod-
Instagram No
uct tags)
Content demotion or removal on policy breach
. , No systematic reach-based review
X (Twitter) Community Notes Enforcement tied to policy breaches
TikTok No Increased human review for high-follower cre-
ators
Scaled ML enforcement for long-tail users
Automated checks for new channels
YouTube No Manual review for Partner-Program content

( 1k subs)
Additional scrutiny for 10+ channels

more or less on self-moderation by volunteers , producing a distinctive, multi-layer oversight
regime R69. | summarise the ndings regarding identity and moderation norms in all
current major social media platforms in Table 5.2. YouTube provides the closest analogue
to my tiered system: new channels face automated checks, Partner-Program creators
add identity and monetization audits, and six- gure-subscriber channels receive further
manual review and provenance badges.

Take-away Reddit's layered system demonstrates thaidentity obligations can scale
with reach without eroding baseline pseudonymity. The empirical pattern stricter gates
as audiences expand mirrors the normative logic of my three-tier framework and supplies
a practicable blueprint for regulatory codi cation on platforms that lack subreddit-style
boundaries.
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5.3.5 Proposed high-level technical implementation

Most large platforms already store granular engagement telemetry (followers, impressions,
reshares, watch-time). A platform-side service can aggregate these signals into a rolling
reach scoreand map it to the tier thresholds proposed in Table 5.1. To avoid the e ect of
one-o0 viral spikes, thresholds should be evaluated over some time period, say a three-
month moving window, and updated nightly. When a score rst crosses a threshold, a
work ow ags the account for tier elevation and temporarily rate-limits outbound posts
until the veri cation step ID upload for Tier 2; fact-checking for Tier 3 is completed.

At an implementation level, such a system would be most defensible if identity veri cation
and content-tiering were separated into distinct services. The platform could store veri ed
identity material in a segregated, access-controlled vault, while the ranking and moderation
stack receives only a tier credential and not the underlying identity itself. Tier promotion
should also be sticky over some cooling period, rather than instantly reversible, so that
malicious actors cannot oscillate around thresholds. In addition, the reach score should
combine both account-level and post-level signals, allowing sudden virality to trigger
temporary friction even for previously low-reach accounts. These design choices help
preserve privacy while reducing straightforward forms of gaming.

Platforms should complement hard metrics with contextual triggers such as monetization
enrolment or activation of business tools. Precedent exists with Instagram withholding
external link Swipe-Up stories until an account reaches 10 000followers or holds a
business pro le, e ectively coupling functionality to in uence [270. A similar gating
mechanism can enforce tier promotion automatically while minimizing false positives.

User-facing controls The UK Online Safety Act 2023 obliges Category 1 services
to provide adults with lIters that exclude non-veri ed users [37]. A tiered system can
generalize this idea: clients expose a preference pane that lets users down-rank or hide Tier
1 content, surface fact-check banners for Tier 3 posts, or receive warnings when resharing
material from unveri ed sources. Such controls translate legal duties into actionable UX.

Tier details  Some illustrative guidelines for the proposed tiers:

Tier 1 No additional obligations: posts remain subject only to baseline community rules.

Tier 2 Accounts must completeprivate identity veri cation and comply with advertising-law
disclosure. The US FTC'sEndorsement Guidesrequire in uencers to reveal any
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material connection with brands in a manner that is clear and conspicuous2y1.
Automated classi ers can ag suspected undisclosed ads for moderator review.

Tier 3 High-reach accounts are treated as de-facto publishers. Posts containing political,
health, or nancial claims are routed before wide distribution to an external fact-
checking queue. Empirical surveys by UNESCO show that 62% of digital creators
do not verify information before sharing, underscoring the need for mandated
review R72. Provenance watermarks and a public correction log close the feedback
loop; serious or repeated violations trigger algorithmic down-ranking or suspension.

Progressive friction Existing platform tooling provides technical backing to ensure
the necessary friction is applied:

~ Rate-limited publishing queueshat lengthen with tier: seconds for Tier 1, minutes
for Tier 2 (cool-0 ), hours for Tier 3 pending fact-check.

" Priority triage of user reports: complaints about Tier 3 content land at the top of
moderator dashboards.

" Automated provenance signalge.g. C2PA hashes34]) injected at upload time for
Tier 3 media, enabling rapid debunking should manipulations surface.

These mechanisms impose costs proportionate to communicative power while leaving
ordinary pseudonymous speech largely untouched, thereby operationalizing the normative
principle that in uence entails accountability.

5.3.6 Current legal precedents and regulatory infrastructure

5.3.6.1 European Union: from KYBC to reach-based identity accountability

The European Union provides the strongest foundation for codifying tiered identity
obligations. The Digital Services Act (DSA) already introduces structural mechanisms
that can be repurposed to support a reach-based veri cation regime. Article 3Gkow
Your Business Customern(KYBC) requirement, which mandates identity veri cation for
commercial users, represents a conceptual shift: platform functionality is increasingly
conditioned on user transparency [273].

More signi cantly, Articles 34 and 35 impose systemic risk obligations on Very Large
Online Platforms (VLOPs) de ned by a monthly audience threshold explicitly linking
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reach to responsibility P74. These risk obligations are particularly salient in the age of
generative Al, again linking back to the discussion in Section 5.3.2. This capacity decouples
virality from veracity, amplifying the urgency of proportional identity and transparency
duties for high-reach users. This sets a critical precedent: the broader a user or platform's
in uence, the greater the required diligence. Article 9 further enables identity disclosure
in response to illegality, reinforcing a principle of proportionality that mirrors the core
logic of tiered anonymity [275].

Moreover, complementary frameworks like the Al Act and proposed Al Liability Directive
further strengthen this trajectory. By requiring labeling of synthetic media and audit
trails for Al systems, the EU is already enforcing traceability in high-risk communicative
environments P76 277. My proposed tiered framework ts squarely within this expanding
digital acquis These instruments, taken together, suggest that scalable identity obligations
based on content reach are not only compatible with EU law they are its logical extension.

5.3.6.2 United Kingdom: online safety act and voluntary veri cation

In contrast, the UK's Online Safety Act 2023 B7] establishes a statutory duty of care
on digital platforms, particularly those classi ed as Category 1 services platforms with
signi cant reach and functionality. Under the accompanying Categorization of Regulated
Services Threshold Conditions Regulations 202274, these platforms are required to
o er adult users the option to verify their identity and to provide tools enabling content

Itering based on veri cation status. This framework introduces a layered reputational

infrastructure while preserving the right to anonymity, laying the conceptual groundwork
for my proposed tiered identity regime.

However, this identity framework remains voluntary and reputational rather than manda-
tory and enforceable. Users may choose to verify themselves, and others may opt to
Iter content accordingly; but no binding obligations are imposed on high-reach users
who remain anonymous. Legal mechanisms such as the Norwich Pharmacal Orders and
the UK US CLOUD Act [ 279 280 already allow for identity disclosure under judicial

or governmental request, a rming that anonymity online is not absolute but subject to
contextual limits.

Nevertheless, the current UK regulatory landscape lacks a proactive mechanism linking user
in uence measured by visibility, engagement, or monetization to identity obligations.
We argue that this omission is increasingly untenable in an era of algorithmic virality
where individuals can rapidly attain signi cant reach with little to no accountability.
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A logical evolution of the Online Safety Act would be to mandate identity veri cation

for users who exceed a de ned in uence threshold, as discussed in Section 5.3.5. Such a
reform would convert identity veri cation from a reputational indicator into a mechanism

of enforceable accountability. By embedding this obligation within the existing statutory
framework, the UK could pioneer arights-preservingyet responsibility-tiered modelof
online governance one that maintains anonymity for everyday users while ensuring that
high-reach actors meet proportionate standards of transparency and legal traceability.

5.3.6.3 United States: rst-amendment boundaries and conditional immunity

The United States presents the most challenging jurisdiction for any form of compelled
identity regulation due to robust First Amendment protections and theshield of Section
230 of the Communications Decency Act481]. American courts have repeatedly upheld
the right to anonymous speech, particularly in digital spaces. Landmark cases suchCxe

v. Cahill and Dendrite Int'l, Inc. v. Doe No. 3 [287 require plainti s seeking to unmask
anonymous users to meet stringent standards, such as presentingrama facie case of
harm and passing a balancing test that weighs the speaker's right to anonymity.

Despite this, momentum is growing at the federal level toward rethinking the blanket
nature of Section 230 immunity. Legislative proposals, including bipartisan e orts, have in-
creasingly considered conditioning immunity on a platform's compliance with transparency
and good-faith content moderation practices283 284. Recent legislative steps also target
Al-driven harms directly for example, the 2025 TAKE IT DOWN Act criminalizes the
distribution of non-consensual intimate imagery (including Al-generated deepfakes) and
mandates swift removal of such conten2BY. Rather than mandating universal real-name
usage (which would invite constitutional challenges), these proposals suggest a path for
indirect, incentive-based regulation that respects constitutional limits while introducing
mechanisms of accountability.

In this context, my proposed tiered identity approach o ers a legally viable and technically
feasible approach. Platforms could retain full Section 230 protections only if they implement
a reach-based anonymity tier system. Basing the framework amuence, or other platform-
side metrics such as engagement telemetry and monetization enrolment, allows the system
to remain content-neutral, which is crucial for surviving constitutional scrutiny P86 287

Furthermore, this model dovetails with user-choice provisions already emerging in US
and UK law. US platforms could o er analogous controls to the UK's ltering out of

3Section 230 provides that online platforms are not treated as the publisher of user content, e ectively
immunizing them from most civil liability for third-party posts
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unveri ed users [37] such as the ability to down-rank Tier 1 content or ag Tier 3 posts
with fact-check banners.

In sum, we believe that basing my tiered framework on in uence rather than identity per

se provides a constitutionally sound middle ground. It operationalizes the principle that
in uence entails accountability , not by restricting speech, but by assigning procedural
obligations where ampli cation is algorithmically enabled [288].

5.3.7 Piercing anonymity and legal thresholds

While previous sections have outlined the legal mechanisms available to unmask anonymous
actors, this section turns from retrospective tools to the conceptual and operational
implications of prospective identity collection that is, requiring platforms to obtain
veri able identity data from users before harms occur, based on the scale of their content
reach.

Legal regimes in the EU, UK, and US all permit ex post identity disclosure in narrowly
de ned circumstances. However, these mechanisms often prove too slow or reactive
for mitigating fast-moving misinformation. Courts and regulators typically intervene
only after content has already spread and caused damage at which point the harm is
often irreversible P89 290. This is particularly true in cases involving LLM-generated
misinformation or synthetic deepfake videos, which can go viral in minutes and be nearly
impossible to recall once distributed. As generative models become more accessible and
realistic, the cost of delayed identity resolution rises exponentially.

The tiered anonymity model proposed here shifts this paradigm. For Tier 2 and Tier 3
users those with moderate to large followings platforms would be required to collect and
securely store legal identity informationn advance subject to minimal access protocols and
stringent privacy protections. This would allow for swift disclosure upon valid legal request
while protecting pseudonymity in everyday use. The goal is not to reduce anonymity
universally, but to contextualize it based on communicative pow§291, 292].

Crucially, this shift does not necessitate the rewriting of existing legal thresholds for
unmasking identities. Rather, it enhances procedural e ciency and evidentiary readiness
when those thresholds are met. For example, a court order that might normally take
weeks to execute due to jurisdictional barriers and technical resistance could be processed
swiftly if the platform has already veri ed identity and established a lawful disclosure
protocol [257].
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To preserve civil liberties, identity databases must be governed by robust safeguards. These
include:

" End-to-end encryption  for stored identity data

" Access logging to track who requests and receives information
" Data minimization  (collecting only what is necessary)

" Retention limits  with periodic review and deletion

" Cross-border legal harmonization , particularly through mutual legal assistance
treaties, and agreements like the CLOUD Act [280]

This approach reframes identity not as a binary attribute, but as aegulated credential
conditionally disclosed, proportionately applied, and safeguarded by due process. As such,
it avoids the pitfalls of approaches such as South Korea's real name policy (detailed in the
following section) while addressing the increasing costs of untraceable ampli catidzff.
Ultimately, prospective identity collection enables responsiveness without repression: a
legal architecture suited for the velocity and asymmetry of the contemporary information
ecosystem.

5.3.8 Global momentum for conditional pseudonymity

The international policy environment is already increasingly converging around the idea that
identity obligations should scale with user in uence. Early e orts to regulate anonymity
include South Korea's real-name veri cation law, in e ect from 2009 to 2012, that sought

to impose identity disclosure universally. That approach proved both legally unsustainable
and practically ine ective. The Korean Constitutional Court invalidated the policy for
violating freedom of expression, and subsequent research showed it failed to reduce online
harms in any measurable way293 294. The lesson was clear: blanket identity mandates
are blunt instruments that overreach without precision.

Since then, regulatory energy has shifted toward more granular, in uence-sensitive models.
In India, the 2023 Draft Digital India Bill introduces a risk-based classi cation framework
for digital intermediaries, suggesting a shift toward more nuanced regulatory obligations
based on the type and scale of service; without explicitly extending these obligations to
individual users or calibrating them to user in uence 295. Australia's eSafety Commis-
sioner has advanced similar proposals, calling for the traceability of high impact accounts,
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particularly those linked to harmful or Al-generated content 29q. Meanwhile, the Euro-
pean Commission has initiated consultations on in uence transparency , exploring how
veri cation requirements might apply to accounts disseminating politically sensitive or
synthetic media [36, 297]

Platform ecosystems increasingly re ect this logic, though in a fragmented manner. Meta's
Veri ed program, X's (formerly Twitter) blue check system, and YouTube's monetization
criteria all condition algorithmic reach, visibility, and revenue on voluntary identity
disclosure or engagement threshold298 300. These systems reinforce a de facto hierarchy
creators with broader audiences receive preferential treatment while also facing greater
scrutiny forming an implicit structure of tiered governance. However, these frameworks
often lack transparency, consistency, and regulatory oversight [301].

Taken together, these developments suggest the emergence of a normative shift: pseudonymity
remains appropriate for ordinary users, but must give way to veri cation and procedural
safeguards identity linkage, content moderation, or algorithmic throttling once a user's
reach crosses a de ned threshold/e term this evolving modelconditional pseudonymity

a regulatory philosophy that preserves privacy for the many while introducing graduated
accountability for the in uential.

We build on this global momentum and consider my proposed tiered framework a formal-
ization of trends already unfolding across jurisdictions and platforms, rather than a wholly
new system. By codifying conditional pseudonymitywe provide a principled, scalable
model rooted in proportionality and procedural fairness. It aligns regulatory tools with
the actual distribution of digital power preserving pseudonymity where appropriate,
qualifying it where necessary, and ultimately ensuring that privacy and accountability
evolve in tandem in the algorithmic public sphere.

5.3.9 Enforcement challenges and safeguards

Implementing a tiered anonymity framework in a globally interconnected internet ecosystem
presents signi cant enforcement challenges large commercial platforms operating across
jurisdictions may resist added veri cation burdens, and users might evade restrictions by
migrating to less-regulated services or using technical workarounds (e.g. bots to arti cially
reset reach). While Reddit shows that moderation hierarchies can emerge organically, its
reliance on volunteer governance is di cult to replicate on more commercial platforms like
Meta, YouTube, or X.
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These platforms operate across multiple jurisdictions but often default to the legal norms
of their home country typically the United States resulting in fragmented regulatory
oversight B0J. To scale tiered anonymity, enforcement must be institutional, driven by
governments and platforms rather than individual users. This coordinated institutional
response is essential: voluntary self-regulation by platforms alone has thus far failed to curb
disinformation, prioritizing pro ts over safety fundamentally self-regulation by social
media platforms has failed to achieve the promised public policy bene t of improving the
quality of the information ecosystem B03. Governments in regions such as the EU, UK,
and US already exercise regulatory authority over platforms operating within their borders.
This authority can be extended extraterritorially, as seen with the EU's General Data
Protection Regulation (GDPR), which extends obligations beyond EU borders through
data adequacy requirements and reputational enforcement mechanisms [304, 305].

In lower-regulation or infrastructure-poor jurisdictions, implementation could be supported
by interoperable digital identity standards that align with GDPR principles of data
minimization, purpose limitation, and secure storage. Public-private partnerships or
open-source systems, such as the European Digital Identity (EUDI) Wallet or India's
Aadhaar infrastructure (with appropriate safeguards), could provide privacy-preserving
veri cation without broad data disclosure [306 308].

However, unilateral regulation risks being seen as digital imperialism, especially in the
Global South B09.To address this legitimacy challenge, multilateral cooperation is essential.
Institutions such as the United Nations Internet Governance Forum, the OECD, and
regional organizations like the African Union and ASEAN can serve as venues for aligning
policies and establishing shared norm810 311]. Soft-law instruments non-binding
principles, technical standards, and voluntary codes of conduct can serve as transitional
tools toward global harmonization [312, 313].

Crucially, strong safeguards must be in place to prevent misuse of this system by authori-
tarian regimes. A tiered identity framework must be framed as rights-preserving: it does
not eliminate anonymity, but conditions large-scale ampli cation on accountability, while
protecting vulnerable users like whistleblowers and activists. Authoritarian governments
might otherwise attempt to weaponize identity requirements to unmask and persecute dis-
sidents. Note that China, for example, has imposed real-name registration for self-media
accounts over 500,000 followers a move that prompted some users to shut down their
accounts for fear of surveillance3[L4. To guard against such abuse, my proposal insists
on robust due-process limits on identity disclosure (judicial oversight, high thresholds
for requests, and transparent challenge mechanism8)Lf. Stored identity data should
be encrypted and access logged, with strict minimization and retention policies. These
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measures, combined with independent oversight, ensure thatospective identity collection
enables responsiveness without repressiorhe goal is a system where accountability scales
with in uence, yet privacy and free expression remain protected for the vast majority of
users.

Several further safeguards would be required to prevent misuse or circumvention. First,
platforms should monitor for obvioussybil strategies, such as splitting in uence across
many nominally separate low-reach accounts, by combining reach metrics with linkage
signals already used in fraud detection. Second, any request to disclose identity should
follow a documented escalation pathway with independent review and auditable logs,
rather than being executable by ordinary platform sta . Third, users should have access to
notice, appeal, and correction mechanisms, particularly where tier promotion is triggered
by erroneous reach estimates or false association with coordinated activity. Without such
protections, the framework would risk becoming either ine ective against sophisticated
abuse or overbroad against legitimate users.

Resistance will likely be inevitable, especially from the platforms’ side. They may object
to the complexity and cost of implementation or worry about user attrition if stricter
identity rules push users to fringe platforms. Likewise, some users may attempt to
evade the implementation (as per the example from China above) by migrating to less-
regulated services. To address this, enforcement must be both staged and strategic. High-
leverage jurisdictions like the EU, UK, and US can drive adoption by linking regulatory
compliance to market access (e.g. conditioning app store listings or ad business on tiered
veri cation [312). Multilateral cooperation is equally critical to avoid a fragmented
patchwork of rules. International bodies such as the UN Internet Governance Forum,
OECD, African Union, and others can help harmonize tier de nitions and standards.
Ideally, countries would adopt compatible tier criteria to prevent jurisdiction-shopping by
malicious actors. Soft-law instruments (non-binding codes, technical standards) may serve
as interim steps toward global harmonization [316].

Ultimately, tiered anonymity is not about censoring speech; it is about regulating ampli-
cation in an era of LLM-driven mass-misinformation and deepfake proliferation. The
tiered anonymity system does not erode privacy; it recalibrates the power asymmetry
between digital citizens and systemic actors, advancing a more just and resilient online
ecosystem that balances freedom of expression with democratic accountability and scales
privacy with, rather than against, responsibility.
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5.3.10 Summary

| advance a single claimgovernments should require social-media platforms to calibrate
anonymity to communicative reach By analysing the epistemic harms of deepfakes and
LLM-assisted misinformation, | show that the traditional symmetry of online anonymity
no longer maps onto the asymmetry of algorithmic ampli cation. My three-tier framework
operationalizes the principle thatin uence entails accountability: Tier 1 preserves full
pseudonymity, Tier 2 introduces private identity linkage, and Tier 3 imposes publisher-level
duties of veri cation and provenance.

This model extends rather than upends, current legal trajectories for example, the
EU's DSA [36] and UK's Online Safety Act [37] already link greater reach to greater
responsibility, and even in the US recent laws and proposals such as the TAKE IT DOWN
Act [289 and Section 230281 are trending toward conditional accountability. Adopting
tiered anonymity would re-introduce the social friction that recommender systems have
eroded, dampening the incentive and impact of large-scale disinformation while sparing
ordinary users onerous disclosure.

Future work can focus on re ning threshold criteria and developing privacy-preserving
credential solutions to further bolster the framework.We are con dent that calibrating
anonymity to in uence o ers a viable path to a healthier online ecosystem one that
preserves the liberatingdog-on-the-Internet [317] anonymity for millions of users, yet
ensures that those who command the attention of millions are no longer shielded by total
anonymity at the expense of the public good. Each additional safeguard and iteration
will bring us closer to an internet that balances free expression with accountability, and
privacy with responsibility, in the age of Al-generated media.

5.4 Additional implications and emerging threats

The tiered anonymity proposal addresses the ampli cation of misinformation, but gen-
erative Al creates broader challenges that require further re ection. Synthetic speech
technologies enable attackers to bypass voibased authentication and to produce fake
audio evidence 233. Multimodal adversarial examples show that safety alignments can
be broken with a single image, and these attacks generalise across mo@ss [n my own
research on audio jailbreaks, in Section 3.4, | showed that imperceptible perturbations can
encode toxic rst-person speech and circumvent safety lters.
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Together, these ndings suggest that generative Al enables not only disinformation but also
novel forms of manipulation and control, such as targeted censorship or personalised per-
suasion. They also illustrate that vulnerabilities can manifest across modalities, requiring
holistic mitigation strategies.

Generative Al introduces systemic risks beyond misinformation. LLMs sometimes hallu-
cinate plausible but false information, undermining trust in automated systems. When
integrated into search engines, recommendation systems or customer service, hallucinations
can mislead users at scal881§. Synthetic media can also be weaponised to defame
individuals, blackmail victims or erode democratic discourse. These harms intersect with
privacy, security and human rights, underscoring the need for legal protections and societal
resilience.

5.5 Co-design of technical and legal frameworks

The current landscape of vulnerabilities underscores the necessity of designing ML systems
and policies in tandem. Scholars advocating qaroduction of Al argue that the development
lifecycle should involve ceraming, codesign, ceimplementation, codeployment and
co-maintenance, emphasising diversity, equity and distributed authorityd19. This concept

of co-production emphasises the inclusion of diverse stakeholders the communities directly
a ected by the Al systems, not just engineers and policymakers throughout the entire
design process. This participatory approach is vital to ensure that the resulting technology
and its associated governance frameworks genuinely re ect broader societal and cultural
values. Rather than treating regulation as an afterthought, Al developers should collaborate
with policymakers to set norms and constraints from the outset.

One practical example of such cdesign is the NoBIAS architecture for bias management
and fairness auditing 820. This framework separates a Legal Layer, which interprets rele-
vant regulations and legal requirements, from a Bias Management Layer that includes tools
for bias mitigation, documentation and accountability. Integrating legal considerations into
the ML pipeline ensures that compliance and ethical obligations inform technical choices.
Similarly, a tiered anonymity regime bene ts from cooperation between platform engineers,
legal scholars, and user representatives: engineers implement resabre computations and
audit logs, while legal experts de ne thresholds and dugrocess obligations. This caesign
approach acknowledges that technical and legal interventions are mutually reinforcing.
Robust models reduce the frequency of harmful incidents, while clear legal frameworks
provide incentives for responsible deployment and recourse for a ected parties.

150



5.6 Re ections on the path forward

| believe that the journey toward robust and accountable Al isnherently multidisciplinary.

As | re ect on the vulnerabilities discussed throughout this thesis, | recognise that
technical defences are necessary but insu cient. Generative Al challenges our capacity
to discern truth from fabrication, undermines existing mechanisms of accountability and
introduces novel attack surfaces across modalities. My tiered anonymity proposal o ers
a compelling example of how policy can adapt to technological realities by calibrating
identity obligations to in uence and embedding friction into platform design. Yet, even
this framework addresses only part of the problem. As discussed in the prior chapters,
universal audio and multimodal attacks illustrate that models themselves remain brittle;
synthetic speech and audio deepfakes expose vulnerabilities in biometric authentication and
social trust; hallucinations and adversarial prompts reveal the limits of current alignment
techniques.

Therefore, the path forward requires sustained collaboration between machine learning
researchers, legal scholars, policymakers, sociologists and civil society. | believe that
we must build institutional capacity to monitor emerging threats, develop responsive
regulations and update standards as technologies evolve. Investment in media literacy,
public education and resilience is crucial to empower citizens to navigate information
ecosystems saturated with synthetic content. At the same time, Al developers must priori-
tise robustness and transparency, sharing methodologies and data to enable independent
auditing.

There are critical lessons to be drawn from the history of traditional cybersecurity. A core
tenet there is secure by design building security into the system from the outset rather
than retro tting it as an afterthought. Currently, the Al development lifecycle seems to be
repeating past mistakes, prioritising capability scaling over foundational robustnes3Z1].
We risk falling into the same trap with Al [322].

This prioritisation may lead to a future where security, rather than compute or power
consumption, becomes the ultimate limiting factor in the deployment and utility of Al
technology. This echoes concerns raised in the broader context of computing that security
could become the biggest bottleneck going forward.
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Furthermore, legislation and law must be integral components of co-designed solutions to
the challenges described in this dissertation. Technical defences can be complemented by
regulatory frameworks that incentivize responsible development. For instance, addressing
data poisoning (as discussed in Section 3.3) could involve legal frameworks that mandate
data provenance tracking. To counter adversarial examples (as discussed in Section 2.2),
safety standards in critical sectors could legally require certi cation against specic
adversarial threat models. By integrating legal mechanisms directly into the technical
design and deployment pipeline, we can create a more resilient socio-technical system.
Only by embracing a multidisciplinary approach can we, as a society, develop Al systems
that are not only technically robust but also accountable to the societies they serve.

5.7 Conclusion

This chapter argues that technical defences alone cannot guarantee robust Al systems
and must be complemented by governance, legal frameworks, and policy interventions.
It examines how generative Al reshapes information ecosystems, creating new vulnera-
bilities through highly persuasive synthetic media and multimodal misinformation. To
address these challenges, in this chapter | propose a tiered anonymity policy that balances
pseudonymity with accountability by calibrating identity veri cation and friction to user
reach. | then extend the discussion to emerging threats, highlighting the need for inte-
grated legal and technical design. The chapter concludes with a call for multidisciplinary
collaboration combining engineering, law, policy, ethics, and education to ensure Al
systems remain both robust and socially accountable.
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CHAPTER O

Conclusion

In this thesis, | set out to test the hypothesis that the growing generality and scale of
modern ML models introduce a structural brittleness when faced with small, structured,
or context-aware perturbations. While this repeatedly proved true, | also explored how
relatively simple, model-agnostic mechanisms along with system-level guardrails could
deliver disproportionate reductions in real-world risk, especially when complemented
by appropriate governance measures. Through the body of work presented across the
chapters, this central hypothesis has been critically examined and largely validated. |
demonstrated through multiple case studies that as ML systems become more capable
and ubiquitous, they also become more vulnerable in unexpected ways, but that carefully
designed interventions (necessarily both technical and institutional) can substantially
mitigate these vulnerabilities. In this concluding chapter, | re ect on how the thesis's
contributions support the original hypothesis, synthesize the key ndings as a cohesive
whole, outline limitations and promising directions for future research, and discuss the
broader societal and ethical implications of the work particularly in relation to privacy,
fairness, and the potential misuse of these methods.

6.1 Revisiting the central hypothesis

Generality, scale, and brittleness  The research presented here provides strong evidence
that increasing the scope and scale of ML models often ampli es their brittleness under
adversarial conditions. In the computer vision domain, | demonstrated how even highly
general and accurate image classi ers can be subverted by perturbations as small as a few
strokes of a pen. In Chapter 2, | introduced adversarial tags human-drawable gra ti-like

153



marks and showed that these simple, carefully placed patterns reliably mislead advanced
object detectors. Notably, a state-of-the-art YOLO object detector/classi er could be
tricked into misclassifying objects in ovei80% of tested cases simply by adding a handful
of innocuous-looking lines to the scene. This nding underlines the structural brittleness
of even large, well-trained vision models: their very generality (i.e. ability to recognize
many classes under varied conditions) comes with blind spots that a small, structured
perturbation can exploit. Similarly, in the context of LLMs, the thesis uncovered multiple
facets of fragility. Chapter 3 demonstrated that frontier LLMs despite their impressive
capabilities can fail catastrophically when confronted with inputs or training tweaks that

lie just outside their expected context. For example, | showed that an LLM's alignment can
be thoroughly undermined by a small adversarial ne-tuning: even models like GPT-4 or
state-of-the-art instruction-tuned systems, which have undergone extensive safety training,
were shown to be susceptible to jailbreak-tuning . With only a tiny injection of malicious
data during ne-tuning, these large models readily learned harmful behaviours and began
producing disallowed content on cue. Paradoxically, the larger and more general the
model, the more quickly it absorbed the undesirable behaviour con rming the hypothesis
that scale can increase vulnerability. In a related vein, experiments on data poisoning
at scale revealed a near-monotonic relationship between model size and susceptibility:
across a range of models from 1.5 billion to 70+ billion parameters, the larger models
were generally more prone to poisoning than their smaller counterparts. These results
collectively a rm the rst part of the central hypothesis: greater generality and scale
indeed tend to broaden the model's attack surface and introduce new failure modes under
cleverly crafted perturbations.

Simple defensive mechanisms and guardrails  The thesis also investigated the com-
plementary claim that relatively simple, model-agnostic interventions can yield outsized
improvements in security. The evidence gathered strongly supports this notion. Through-
out the chapters, | proposed and evaluated a series of lightweight defences and found
that, despite their simplicity, they had signi cant positive impact. In the vision domain,
while Chapter 2 primarily exposed the threat of human-producible attacks, it implicitly
suggested that making models aware of such structured noise or Itering inputs could
improve robustness; indeed, even a straightforward pre-processing or input check for
suspicious line patterns could potentially thwart the demonstrated tag attack. More
concretely, in the LLM domain | developed Adversarial Su x Filtering (see Chapter 4)

an input preprocessing pipeline that requires no changes to the model's internals. ASF
simply scans incoming prompts for telltale gibberish patterns (the kind that malicious
jailbreak prompts use) and strips them out before the model processes the query. This
defence is model-agnostic and easy to deploy like a rewall in front of any language model.
Despite its relative simplicity, ASF was shown to neutralize the vast majority of known
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prompt-based attacks: in evaluations, it brought down the success rate of state-of-the-art
adversarial su xes to below 4%, all while preserving the model's normal functionality and
incurring minimal latency. This exempli es how disproportionate risk reduction can be
achieved through clever but simple guardrails. Another example is the input repetition
masking technique introduced in Chapter 3 to address watermark mimicry. By having
a watermark detector ignore exact repetitions of a conversation partner's phrasing, we
e ectively broke the inadvertent feedback loop that caused false positives. This minor
adjustment essentially a Iter on the detector's input completely eliminated the spurious
attributions in our tests, solving a subtle but serious vulnerability in LLM watermarking.
The success of these modest interventions validates the second part of the hypothesis: one
does not always need heavyweight solutions or complex re-training to bolster ML security;
sometimes a carefully engineered, model-agnostic tweak at the right point in the pipeline
(or a simple rule in how context is handled) can dramatically curtail an attack vector.

It is important to recognise that in practice, security is often statistical rather than
absolute B23. The goal is to achieve very good protection, as 100% protection against
all possible attacks is generally infeasible. In this context, simple defences play a crucial
role in reducing the overall cost of security. Even if more expensive techniques must
occasionally be employed, lightweight mechanisms like ASF can lIter the vast majority
of inputs e ciently. By doing so, they help highlight the subset of inputs that deserve
closer attention, allowing resource-intensive techniques (such as certi ed defences) to be
deployed selectively, thereby lowering the overall operational costs while maintaining high
levels of security.

Need for governance measures Crucially, the hypothesis also argued that technical
xes alone would not su ce, and that governance measures are needed to address misuse
cases beyond the reach of purely technical solutions. The latter chapters of this thesis,
especially Chapter 5, embraced this broader perspective. After exploring and reinforcing
technical defences, | turned to the societal context of ML security proposing a policy
framework to manage information risks in the age of generative Al. The tiered anonymity
policy | outlined is one example of a governance intervention that targets the ecosystem
around ML systems rather than the algorithms themselves. It aims to reduce the impact
of Al-driven disinformation by adjusting anonymity and accountability on social media
platforms based on the scale of an account's in uence. Such a policy, while not a technical
solution per se is designed to complement technical measures (such as deepfake detection
or content moderation tools) by addressing the human and institutional side of the problem:
discouraging malicious use of generative models to spread false content at scale, without
unduly infringing on privacy for ordinary users. The inclusion of this work in the thesis

re ects an understanding that some adversarial problems for instance, a coordinated
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campaign of Al-generated propaganda cannot be fully solved by algorithmic tweaks alone.
Instead, they require a socio-technical approach combining engineering with law, platform
governance, and ethics. By bringing a policy proposal into the discussion, | emphasise
that e ective ML security emerges from a combination of robust models, smart defences,
and enlightenedgovernance. This aligns with the hypothesis's emphasis on complementary
measures: indeed, the thesis as a whole demonstrates how technical and policy strategies
together can address di erent layers of the threat, covering cases that one approach alone
might miss.

In summary, the central hypothesis has been borne out by my research ndings. The work
in this dissertation shows that as ML models become more general and powerful, they
exhibit systemic brittleness across modalities and contexts but at the same time, we
have viable pathways to counteract these weaknesses through relatively simple defensive
mechanisms and through policies that adapt our institutions to the new technological
reality. The hypothesis envisioned a defence-in-depth strategy (spanning inputs, training
data, interaction context, and governance), and the collective contributions of the thesis
provide a concrete instantiation of that strategy. Each chapter's results back up a piece
of the hypothesis, and taken together, they validate the overarching claim that a holistic
approach is essential for securing modern ML.

6.2 Limitations

While the research in this thesis has yielded valuable insights, it is important to acknowledge
its limitations. First, each study was conducted under certain assumptions and contexts,
which may constrain the generality of the conclusions. For example, the adversarial tag
attacks in Chapter 2 were demonstrated on speci ¢ vision models (primarily a YOLO
object detector) and under particular conditions (clear images, certain target classes).
It remains an open question how well such hand-drawn attacks would transfer to other
model architectures or more chaotic real-world scenes e.g. would a di erent type of image
classi er or a video surveillance system be equally susceptible?

Similarly, the e ective dimensionality analysis, though encompassing a large collection
of models and showing a strong overall trend, is ultimately an empirical correlation. It
does not establish a causal mechanism, and there could be outlier models or training
methods for which the inverse relationship between dimensionality and robustness does not
hold. Indeed, one model family examined in the thesis bucked the trend in data poisoning
susceptibility (showing increased robustness with scale, contrary to others), indicating
that architecture or data speci cs can modulate these security properties. A theoretical
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understanding of why e ective dimensionality links to robustness is still lacking, and
without it we should be cautious in over-generalizing that metric's predictive power.

In the case of the LLM-focused studies, limitations arise from the rapidly evolving nature of
these models and the scope of scenarios tested. The watermark mimicry experiments were
carried out with two particular watermarking schemes and within relatively short dialogues.
Real-world usage might involve more complex linguistic nuances or di erent watermarking
algorithms; it's possible that improved watermark designs or detection methods could
mitigate mimicry, or conversely that even more subtle forms of mimicry might emerge
in longer-term interactions. The jailbreak-tuning and data poisoning ndings, while
suggestive of a general scaling vulnerability, were conducted on a selection of contemporary
models available at the time. As new models are released and training paradigms change
(e.g. improved ne-tuning guardrails, or training on counter-poisoned data), the exact
susceptibility might di er.

There is also a practical limitation: our ne-tuning attacks assumed the attacker has
the ability to ne-tune or retrain the model in reality, many deployed models are only
accessible via APIs which restrict such retraining. Thus, the threat model may be more
applicable to open-source models or scenarios where an attacker can train a model and
then deploy it impersonating a service. Regarding the audio adversarial attacks, we only
evaluated on one representative multimodal model; the space of possible audio triggers is
vast, and we chose one algorithmic method to generate them. Di erent audio architectures
or defence mechanisms (e.g. automatic volume normalization or input lItering in the
pipeline) might reduce the e ectiveness of our speci ¢ attacks. Moreover, human factors
e.g. whether users would notice odd audio or the practicality of inserting triggers into real
conversations were not deeply examined and could limit the real-world impact of audio
jailbreaks.

For the Adversarial Su x Filtering defence, its limitations were partly anticipated in Chap-
ter 4's discussion. ASF is tailored to sux style attacks and relies on accurately
segmenting the prompt. Sophisticated attackers could devise prompt attacks that inter-
weave malicious instructions throughout the text or craft them in languages and formats
that evade our classi er. If the boundary between benign and malicious tokens is blurred,
ASF's binary classi cation approach might struggle. Additionally, ASF has a non-zero
false positive rate (as with any detection system); although we found it generally preserved
model performance on normal inputs, there is a risk that it could occasionally Iter out or
alter a legitimate user query that happens to contain unusual phrasing. This points to a
broader limitation: no single defensive method can cover all bases. ASF addresses one
class of attacks but not others (e.g. it doesn't prevent data poisoning or model ex Itration
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attacks). Similarly, watermarking can help with provenance but not with prompt attacks,
and adversarial training can improve robustness but often at signi cant computational
cost and potential impact on accuracy.

Finally, the policy proposal in Chapter 5 carries its own set of limitations. The tiered
anonymity framework is conceptual and was not deployed in a real social network within
this research, so its e cacy and unintended consequences can only be theorized. It raises
legitimate concerns around privacy (some will argue that any reduction of anonymity chills
free speech) and around implementation (platforms may resist due to business incentives,
and determining reach thresholds or veri cation processes fairly is non-trivial). There could
also be adversarial responses to the policy itself for instance, determined disinformation
agents might adapt by using a multitude of low-reach accounts to avoid tier upgrades, or by
compromising veri ed high-tier accounts to spread misinformation. These sociotechnical
dynamics would need careful study. The policy idea, while grounded in observed patterns
and legal thought, remains to be tested in practice, and its adoption would require broad
stakeholder buy-in and further re nements.

| do not intend to diminish the contributions of the thesis by outlining these limitations,
but rather situate them in a realistic context. Each result is a step forward, but not the
nal word on the matter. A clear understanding of what was not addressed or where our
assumptions might break is crucial for researchers and practitioners who build on this
work. Fortunately, these limitations naturally suggest a rich agenda of future work, as |
will discuss next.

6.3 Future research directions

Building on the ndings and acknowledging the above limitations, there are several
promising directions for future research. Indeed, one of the hallmarks of a PhD contribution
is that it not only answers some questions but also generates new ones. Here, | outline
what | see as the most fruitful avenues to extend and deepen the work of this thesis:

1. Robustness in real-world settings A recurring lesson from this thesis is that
security evaluations must move beyond simpli ed scenarios and encompass the messy
realities in which ML systems operate. Future research should embrace interface-
centred security, meaning rigorous testing of models in end-to-end deployments
where inputs may be adversarial, contexts are dynamic, and humans and Al interact.
Benchmarking interactive robustness should become standard: instead of testing
language models only on static prompts, evaluate them on multi-turn dialogues with
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malicious interlocutors, ensuring that measures like watermark detection, content
Iters, and user-interface warnings hold up when the system is embedded in a
feedback loop. Broadly, the community would benet from creating simulation
environments or testbeds that approximate real deployments (complete with noise,
humans in the loop, and adaptive adversaries) so that we can discover failures before
they manifest in the wild.

. Theoretical foundations of adversarial robustness Another direction is to seek
deeper theoretical understanding of some of the empirical phenomena observed here.
The e ective dimensionality-robustness link begs for a more rigorous explanation.
Future research could attempt to formalise the relationship between a model's com-
plexity (in terms of information geometry or capacity measures) and its adversarial
vulnerability. Is there a provable trade-o that as a model ts data in too many
independent directions, it becomes more susceptible to certain perturbations? Or
can we identify confounding factors (like dataset bias or model architecture quirks)
that also drive the correlation? Answering these questions could lead to more gen-
eral principles for designing robust models. Along similar lines, the inverse scaling
anomaly observed in one model family (where larger models were less vulnerable to
poisoning) is worth investigating: what architectural or training di erences caused
that behaviour, and could those features be replicated intentionally to improve
security? We might nd that certain forms of regularization, dataset curation, or
architecture (perhaps models with modular or sparse structure) inherently resist
certain attacks better.

A more nuanced understanding here would greatly help in risk forecasting for frontier
models: as we build even larger models, will they break in known ways or will new
failure modes emerge? On the defensive side, theory can inform the development
of new training objectives or model architectures that are provably more robust to
classes of attacks. For instance, can we devise a training scheme that minimizes
e ective dimensionality without sacri cing accuracy? Or an alignment procedure
that guarantees a certain level of resistance to ne-tuning tampering? Bridging
the gap between theory and practice in adversarial ML remains challenging, but
progress there could yield robust models by construction rather than by after-the-fact
patching.

. Bridging technical and policy domains The intersection of technical research

with policy and ethics emerged as a critical space in this thesis, and future work should
deepen this bridge. One direction is to take concepts like the tiered anonymity policy
and esh them out with prototypes or pilot studies. Researchers could collaborate
with social media platforms or create controlled social network environments to
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simulate the e ects of tiered veri cation: How do users respond? Does misinformation
measurably decrease? What are the rates of compliance or attempts to evade the
rules? Such empirical data would be invaluable for policymakers considering these
measures. Moreover, there are many other policy levers and governance ideas
beyond the one proposed here that merit exploration from liability frameworks
for Al services (e.g. holding providers accountable for certain security failures) to
international treaties on model development standards. Technical experts should
work hand in hand with legal scholars to draft and test these ideas.

An overarching future direction is fostering multidisciplinary collaboration. The
challenges uncovered in this thesis whether it's preventing malicious Al outputs or
handling Al-powered misinformation span technical, social, and ethical domains.
Therefore, the research community should encourage projects that bring together
ML experts, security analysts, sociologists, and legal experts. One could imagine, for
example, a future Adversarial Al Observatory that continuously monitors emerging
threats (deepfake trends, new jailbreak techniques circulating on forums, etc.) and
engages a panel of experts from di erent elds to propose responses be it a software
update, a user education campaign, or a policy advocacy brief. This kind of holistic,
proactive stance will be crucial as Al systems become even more embedded in society.

. Exploring new frontiers of threats Finally, looking ahead, it is likely that new
categories of adversarial threats will arise, especially as Al technology evolves. Future
research should keep a keen eye on areas such as autonomous agents (where multiple
Al systems interact and could potentially collude or interfere with each other),
federated or decentralized learning (where poisoning might happen across devices
and be harder to track), and data privacy attacks (like model inversion or extraction

in the context of robust models). Each new capability in Al potentially introduces a
new vulnerability as was the case when generative models brought about deepfakes,
or when LLMs led to prompt attacks. By anticipating these frontiers, researchers
can start to craft defences in advance. For instance, if Al agents are tasked with
making decisions on behalf of users (autonomously browsing, shopping, etc.), how
do we sandbox them to prevent adversarial websites from hijacking their reward
function? If models are trained on encrypted or federated data, how do we ensure
an adversary cannot inject poison that only activates in a targeted user's model?
Engaging with these forward-looking questions will keep the eld of ML security
vibrant and one step ahead of those who would misuse Al.
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| believe that the future work emanating from this thesis is rich and varied. It ranges
from the very theoretical (understanding fundamental limits of robustness) to the very
applied (building and deploying better security tooling), and from technical domains to
governance and ethics. The connective thread is a commitment to proactive security:
rather than waiting for disasters to reveal weaknesses, we should actively probe and shore
up our Al systems, continually improving both their technical robustness and the societal
frameworks in which they operate.

Al techniques themselves have a signi cant role to play in this proactive approach. In
a world with sophisticated Al-powered attackers, static defence systems are unlikely to
su ce. We will likely need adaptive defences that use Al to detect and respond to novel
threats in real-time. Furthermore, this underscores the need for fundamentally more
robust and resilient systems architectures designed not just to prevent failure, but to fail
gracefully and recover quickly, rather than catastrophically when compromised [322].

6.4 Ethical implications

The societal and ethical dimensions of machine learning security have been a constant
undercurrent of this thesis and deserve explicit re ection. As we develop ever more powerful
ML models, we are also handed a dual-use sword: the same techniques that can bene t
society can be turned to cause harm. The research presented here highlights this dual-use
dilemma and reinforces the importance of addressing issues like privacy, fairness, and the
potential misuse of Al in tandem with technical innovation.

Privacy Many security measures, whether technical like watermarking or policy-oriented
like identity veri cation, must balance e ectiveness with respecting individual privacy.

In Chapter 5's policy discussion, | advocated for a tiered anonymity approach deliberately
designed to preserve everyday privacy for the vast majority of users. This was an attempt
to nd a proportional response that targets bad actors (e.g. those running large bot
networks or high-reach fake pro les) without imposing undue surveillance on ordinary
citizens. Nonetheless, any move to link online identities more closely to real identities raises
valid concerns. There is a risk that such measures could be misused by authorities to sti e
dissent or could expose whistleblowers and vulnerable communities who rely on anonymity.
Therefore, a critical ethical implication is that robust oversight and transparency must
accompany any privacy-a ecting policies. For instance, if a platform implements tiered
veri cation, there should be clear governance on how data is stored, used, and who has
access perhaps with independent audits to ensure that privacy is only curtailed when
absolutely necessary and with proper legal safeguards. On the technical front, privacy-
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preserving methods should be integrated wherever possible. If we consider watermark
detectors or content Iters operating on user-generated data, we must ensure they do not
inadvertently leak personal information or metadata. Techniques from privacy research,
like di erential privacy or federated analysis, could be employed so that global models or
detectors improve without needing to see all the raw user data. The bottom line is that
security solutions must be designed in a way that minimizes intrusion we should strive
for methods that achieve safety without extensive data collection, and where data must
be used, it should be handled with state-of-the-art privacy protections.

Fairness Fairness intersects with security in subtle ways illustrated by this work. The
watermark mimicry scenario touches on a kind of fairness issue: an innocent human could
be unfairly labelled as an Al (a false positive) and potentially face consequences like
their content being removed or their account penalized. This is essentially an algorithmic
fairness problem ensuring that defensive tools do not produce biased or unjust outcomes.
One can imagine if a certain demographic's writing style coincidentally triggers watermark
detectors more often, that group might be unfairly targeted. Thus, it's imperative
that future provenance tools are evaluated for bias and fairness, not just accuracy an
aspect often overlooked when the focus is purely on catching adversaries. Similarly, content
moderation Al that's hardened against adversarial input must still treat di erent languages
and communities equitably. This is particularly critical for low-resource languages, which
are often under-represented in training data. Recent research has demonstrated Zulu -style
attacks, where adversarial prompts translated into low-resource languages successfully
bypass safety lters that work e ectively in English [324].

For example, an adversarial lter (like ASF) should be tested across languages and dialects
to ensure it doesn't disproportionately ag benign colloquial phrases from one culture as
suspicious simply because they weren't present in the training data. Fairness also arises
in the context of misinformation mitigation. There's a societal fairness question: who
gets to decide what is true or false at scale, and might automated fact-checking systems
inadvertently silence minority viewpoints or legitimate satire, etc.? While this thesis
proposed a mechanism to inject friction for large-scale spreaders, it assumes that certain
content is objectively harmful. The ethical deployment of such measures requires broad
consensus on de nitions of harm and mechanisms for redress if mistakes are made (for
example, an appeals process if a user feels they were unfairly subjected to higher scrutiny).
In essence, any robust Al security regime must be paired with accountability mechanisms
that ensure fairness algorithms should be as transparent as possible, decisions explainable,
and avenues for human review available in critical cases.
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Potential misuse of methods There is an inherent paradox in security research: by
illuminating how to attack and defend systems, one provides knowledge that could be used
benevolently but also maliciously. | have been conscious of this dual-use nature throughout
the thesis. For instance, the method to create adversarial tags or audio jailbreaks, now
published, could theoretically be picked up by bad actors to cause mischief or evade
defences.

This raises the ethical issue of responsible disclosure in line with standard practices in
cybersecurity, one should ideally coordinate with a ected stakeholders (e.g. the companies
behind a model) to ensure they are aware and can mitigate issues by the time ndings
become public. That said, | believe that the argument for white-hat disclosure may shift
slightly in the presence of powerful Al systems that lower the bar for the generation and
automation of exploits. If an Al can rapidly weaponize a disclosed vulnerability, the
window for patching may shrink, potentially necessitating more stringent coordination and
cautious disclosure strategies. However, the fundamental principle remains: transparent
identi cation of vulnerabilities is essential for building long-term resilience.

In academic contexts, balancing openness with responsibility can be tricky, but the
community is increasingly recognizing the need for ethical review of Al research with
possible misuse implications. All the attacks in this thesis were conducted on models
and systems in a controlled, research manner no real-world harm was intended or
caused. However, by demonstrating them, | implicitly argue that white hat exposure

is preferable to these weaknesses being discovered and exploited clandestinely by black
hats . It is important that going forward, researchers continue to share information about
vulnerabilities with appropriate caution. This might mean, for example, releasing code for
generating adversarial examples to a vetted group of researchers or under a phased timeline,
rather than posting a turnkey tool for anyone to weaponize. Another aspect of misuse is
how defensive tools might be repurposed. Could ASF-like lters be used by authoritarian
regimes to enforce censorship by labelling certain political speech as adversarial prompts
to be ltered? It's a distant possibility but reminds us that technology itself is neutral

the application matters. Thus, collaborations with ethicists and human rights experts
can guide the development of safeguards that prevent abuse of the very tools meant to
enhance security.

Human autonomy and trust ~ On a broader ethical plane, the interplay between humans
and Al systems in adversarial settings prompts re ection on autonomy and trust. If users
cannot trust the content they see or the responses they get from Al assistants (because
they might have been subtly manipulated by adversaries), this erodes the utility of these
technologies. One societal implication of adversarial ML is the potential for erosion of
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public trust in Al. The liar's dividend (mentioned in Chapter 5) is already a phenomenon
the mere existence of deepfakes allows real information to be dismissed as fake. Similarly,
if chatbot outputs can be easily poisoned or made toxic, people may lose con dence in
deploying them for critical applications (medical advice, legal counsel, etc.). The work in
this thesis aims to highlight these problems so that we can x them, thereby upholding
trust. Ethically, it's imperative that we communicate honestly about both the capabilities
and the limitations of Al systems. Overhyping their invincibility would be wrong; instead,
acknowledging brittleness (as we do by studying it) is a step toward transparency. In terms
of human autonomy, as we introduce more defences and lters (some automated, some
policy-driven), we must ensure not to disempower users or take away their agency without
consent. For example, if an Al system silently refuses a user's request due to an adversarial
input Iter, it should ideally explain why or give the user a chance to rephrase, rather
than simply blocking them. Maintaining a human-centric approach in security design
where interventions are as visible and controllable as feasible will help in aligning these
measures with ethical norms.

Multidisciplinary governance A nal implication to highlight is the necessity of
multidisciplinary governance frameworks for Al. Technical xes can only go so far, and
policy xes can only go so far; the sweet spot is their intersection, guided by ethical
principles. This thesis advocates for what one might call sociotechnical robustness a
combination of strong engineering and sensible policy. Achieving this requires ongoing
dialogue between engineers, policymakers, ethicists, and the public. There are encouraging
signs of this happening (for instance, governments are starting to engage with Al researchers
on safety regulations, and research organisations are including ethicists in the development
process), but much work remains to ensure it's e ective. We must consider global
perspectives too what is ethical and acceptable in one cultural context might di er

in another, yet Al systems and the internet are global. International cooperation on
standards for Al security (akin to agreements on cybersecurity or nuclear research) could
be an important piece of the puzzle to prevent a race to the bottom or a patchwork of rules
that adversaries can exploit by operating in the gaps. This cooperation requires active
support from the security research community, for example, in developing mechanisms
whereby governments can verify compliance and trust what others are doing (e.g., through
hardware governance, monitoring protocols, and standardized auditing procedures).

In conclusion of this ethical re ection, the work in this thesis reinforces in what my opinion

is a simple but meaningful idea: securing Al is not just a technical challenge, but a societal
one. Solutions that ignore privacy or fairness will fail in the long run, either because

they'll be rightfully rejected by society or because they create new problems even as they
solve others. Conversely, approaches that thoughtfully integrate technical and ethical

164



considerations stand the best chance of ensuring that Al technology remains a force for
good. | view the contributions of this thesis through that lens each technical insight
here ultimately serves a societal goal (be it safer self-driving cars, more trustworthy Al
assistants, or healthier information ecosystems), and it is with that motivation that this
research has been undertaken.

6.5 Closing re ections

| cannot begin to claim that this thesis has provided a comprehensive account of ML
security, which would be impossible within a single dissertation. Rather, | have aimed to
o er a broad and practically grounded perspective on several attack surfaces and response
strategies that | believe are especially important in the current era. Across these case
studies, a consistent lesson emerges: achieving more secure and trustworthy Al systems
will require a holistic, defence-in-depth approach. This means combining improvements at
the algorithmic level, at the system level, and at the institutional level, while remaining
explicit about the limits of each. No single case study in this thesis settles the wider
question of ML security on its own, but taken together they suggest that robustness is
best understood as a property of the full sociotechnical stack rather than of any one model
or defence in isolation.

Much like the drive for memory safety in software engineering or the response to large-scale
cybersecurity attacks, the goal is to design systems that are robust by default and fail
gracefully under pressure, rather than catastrophically. By fortifying our models and our
platforms along multiple fronts, we make it signi cantly harder for adversaries to succeed
and reduce the impact of any single point of failureUltimately, practical machine learning
security is as much about people and governance as it is about cddee work presented
here, spanning adversarial attacks to policy proposals, embodies that philosophy.

Looking forward, | am optimistic. The challenges are indeed great adversaries are
adaptive, and our Al systems are complex but the progress made across the eld, and
documented in this dissertation, provides a strong foundation. It is my hope that the
insights and contributions herein will inform next-generation e orts to build Al that can
withstand the worst and deliver the best. By continuing to integrate technical excellence
with ethical foresight, we can harness the bene ts of machine learning at scale while
safeguarding against its abuse, ensuring these technologies remain worthy of the trust that
society places in them.
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A.1 Perturbation magnitudes

Line Count L » Lins Line Count L » Lins
1 25.02 (9.56) 0.84 (0.18) 1 24.64 (9.93) 0.84 (0.18)
2 35.16 (11.86) 0.90 (0.13) 2 35.43 (11.45) 0.90 (0.14)
3 42.02 (13.13) 0.93 (0.11) 3 44.35 (12.58) 0.93 (0.11)
4 47.33 (15.46) 0.93 (0.12) 4 50.50 (14.03) 0.94 (0.09)
5 52.66 (17.21) 0.94 (0.11) 5 56.39 (14.19) 0.95 (0.08)
6 57.11 (18.61) 0.95 (0.10) 6 62.43 (16.03) 0.96 (0.08)
7 60.54 (20.38) 0.95 (0.10) 7 66.76 (16.86) 0.96 (0.08)
8 62.28 (20.83) 0.95 (0.10) 8 71.34 (18.26) 0.97 (0.07)
9 64.50 (22.77) 0.95 (0.10) 9 75.20 (19.31) 0.97 (0.07)
10 66.32 (25.02) 0.95 (0.11) 10 78.31 (19.86) 0.97 (0.06)
11 68.10 (25.58) 0.95 (0.10) 11 82.85 (20.20) 0.98 (0.06)
12 69.23 (27.08) 0.95 (0.10) 12 85.30 (20.70) 0.97 (0.07)

(a) Mean L, and Lij,s norms of untargeted ad-
versarial tags. Standard deviation shown in

parentheses.

(b) Mean L, and Lj; norms of targeted ad-
versarial tags. Standard deviation shown in
parentheses.

Table A.1: MeanL, and Ly norms of adversarial tags for untargeted (left) and targeted

(right) attacks.

A.2 Case study in the reality: paper cup
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(@) User 1: paintbrush 0.50, nail 0.23, (b) User 2: nail 0.64, matchstick 0.16,
bucket 0.09, rule 0.04, beaker 0.03 bucket 0.06, paintbrush 0.06, screwdriver
0.02

(c) User 3: bucket 0.62, paintbrush 0.10, (d) User 4: bucket 0.59, ashcan 0.10, beer
rule 0.05, nail 0.04, beaker 0.04 glass 0.03, paintbrush 0.03, measuring cup
0.02

(e) User 5: bucket 0.47, paintbrush 0.18, (f) User 6: bucket 0.48, nail 0.09, paint-
ashcan 0.07, carton 0.06, nail 0.03 brush 0.08, carton 0.04, ashcan 0.03

Figure A.1: User replications ofnon-robust adversarial examples.
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(a) User 1: bucket 0.44, ashcan 0.33, paint- (b) User 2: bucket 0.63, paintbrush 0.12,
brush 0.02, beer glass 0.01, carton 0.01 ashcan 0.06, nail 0.01, carton 0.01

(c) User 3: ashcan 0.24, nail 0.22, bucket (d) User 4: bucket 0.43, paintbrush 0.16,
0.17, paintbrush 0.07, hammer 0.03 nail 0.11, ashcan 0.07, hammer 0.02

(e) User 5: nail 0.48, paintbrush 0.23, screw- (f) User 6 : nail 0.39, paintbrush 0.33, screw-
driver 0.08, bucket 0.07, ashcan 0.02 driver 0.13, hammer 0.03, bucket 0.02

Figure A.2: User replications ofrobust adversarial examples.
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A.3 Transferability to other YOLO architectures

In the gures below, one can observe the targeted and untargeted attack transferability
between di erent YOLO architectures. The model that was attacked was the smallest

architecture yolov8n.

> lines yolov8n yolov8s yolov8m yolov8l yolov8x > lines yolov8n yolov8s yolov8m yolov8l yolov8x
1 12.6% 7.8% 6.0% 5.8% 7.2% 1 12.6% 7.8% 6.0% 5.8% 7.2%
2 27.2% 12.0% 10.6% 10.2% 10.4% 2 27.2% 12.0% 10.6% 10.2% 10.4%
3 38.0% 15.6% 13.4% 13.4% 12.0% 3 38.0% 15.6% 13.4% 13.4% 12.0%
4 48.6% 20.6% 16.4% 16.6% 13.8% 4 48.6% 20.6% 16.4% 16.6% 13.8%
5 55.0% 25.6% 17.6% 20.2% 18.0% 5 55.0% 25.6% 17.6% 20.2% 18.0%
6 59.4% 25.6% 19.2% 18.6% 19.2% 6 59.4% 25.6% 19.2% 18.6% 19.2%
7 64.0% 30.2% 20.6% 22.2% 20.6% 7 64.0% 30.2% 20.6% 22.2% 20.6%
8 67.8% 30.2% 20.2% 19.4% 20.0% 8 67.8% 30.2% 20.2% 19.4% 20.0%
9 74.2% 30.4% 20.4% 21.0% 19.2% 9 74.2% 30.4% 20.4% 21.0% 19.2%
10 75.6% 37.0% 23.4% 21.8% 21.4% 10 75.6% 37.0% 23.4% 21.8% 21.4%
11 79.0% 31.8% 23.4% 24.0% 23.4% 11 79.0% 31.8% 23.4% 24.0% 23.4%
12 80.4% 35.0% 24.2% 24.0% 24.2% 12 80.4% 35.0% 24.2% 24.0% 24.2%

(a) Untargeted attack, showing percentage of (b) Targeted attack, showing percentage of at-
attacked images where the original class wastacked images where the original class was not
not the top 1 predicted class after applying the the top 1 predicted class after applying the ad-
adversarial tag. versarial tag.

> lines yolov8n yolov8s yolov8m yolov8l yolov8x > lines yolov8n yolov8s yolov8m yolov8l yolov8x
1 2.8% 2.4% 0.8% 0.8% 1.2% 1 1.5% 1.2% 0.7% 1.2% 0.9%
2 5.2% 3.0% 3.0% 1.4% 2.6% 2 5.0% 4.1% 2.2% 2.3% 3.1%
3 8.0% 4.4% 3.8% 4.2% 3.2% 3 7.0% 5.4% 3.8% 3.4% 3.7%
4 11.2% 5.8% 4.4% 5.0% 3.8% 4 10.4% 7.0% 6.2% 5.1% 6.0%
5 14.4% 9.4% 6.0% 5.6% 5.2% 5 14.9% 10.5% 7.0% 7.3% 7.1%
6 16.2% 10.4% 8.2% 6.6% 7.4% 6 16.1% 11.6% 9.1% 8.1% 8.9%
7 20.8% 13.4% 9.2% 7.2% 9.2% 7 19.7% 15.5% 10.8% 8.9% 10.4%
8 19.6% 13.2% 8.8% 7.6% 8.2% 8 23.0% 17.2% 13.8% 12.3% 13.4%
9 23.0% 14.6% 8.8% 8.2% 8.0% 9 24.5% 19.6% 14.4% 12.4% 13.4%
10 26.2% 14.4% 7.4% 7.6% 10.0% 10 26.7% 21.0% 15.1% 13.5% 14.3%
11 26.2% 14.2% 11.2% 9.0% 10.0% 11 30.5% 23.5% 17.1% 16.5% 16.3%
12 27.0% 15.6% 10.2% 8.8% 11.0% 12 32.2% 25.9% 17.9% 17.5% 17.8%

(c) Untargeted attack, showing percentage of (d) Targeted attack, showing percentage of at-
attacked images where the original class was nottacked images where the original class was not
in the top 3 predicted class after applying the in the top 3 predicted class after applying the
adversarial tag. adversarial tag.

> lines yolov8n yolov8s yolov8m yolov8l yolov8x > lines yolov8n yolov8s yolov8m yolov8l yolov8x
1 1.2% 1.8% 0.2% 0.4% 0.6% 1 0.7% 0.4% 0.1% 0.5% 0.5%
2 3.2% 2.2% 1.0% 0.6% 1.2% 2 2.9% 2.2% 1.6% 1.7% 1.8%
3 3.8% 3.2% 2.6% 2.8% 2.6% 3 4.2% 3.8% 2.7% 2.4% 1.8%
4 6.0% 4.2% 1.8% 2.4% 2.0% 4 6.8% 4.9% 3.9% 3.3% 3.1%
5 8.6% 7.0% 4.0% 2.8% 2.8% 5 8.7% 7.6% 5.1% 4.1% 4.6%
6 10.8% 7.2% 5.8% 5.0% 4.8% 6 10.0% 8.6% 5.9% 5.4% 5.6%
7 12.0% 8.2% 5.2% 5.2% 6.2% 7 13.9% 10.2% 7.6% 7.1% 6.7%
8 11.8% 8.4% 6.2% 3.8% 5.6% 8 16.4% 13.0% 10.6% 8.6% 9.4%
9 13.4% 8.2% 6.6% 4.8% 5.8% 9 17.2% 14.7% 11.1% 9.1% 10.1%
10 15.0% 9.8% 5.8% 5.6% 6.0% 10 19.4% 14.8% 11.1% 9.5% 10.4%
11 16.6% 11.0% 6.4% 5.2% 7.4% 11 23.7% 16.6% 12.9% 13.0% 12.5%
12 17.0% 9.6% 6.8% 6.0% 7.8% 12 24.4% 20.8% 13.0% 13.2% 13.7%

(e) Untargeted attack, showing percentage of(f) Targeted attack, showing percentage of at-
attacked images where the original class was nottacked images where the original class was not
in the top 5 predicted class after applying the in the top 5 predicted class after applying the
adversarial tag. adversarial tag.

Table A.2: Transferability of adversarial tags between YOLO architectures. The model
that was attacked was the smallest architecturgolov8n.
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A.4 Ablation study with a few lines

Figure A.3 shows the intermediate steps when the robust adversarial example is replicated.

(a) Original : beer_glass 0.87, beaker 0.03, (b) Step 1: beer_glass 0.82, lotion 0.04,
lotion 0.02, sunscreen 0.01, measuring_cup eggnog 0.02, candle 0.02, sunscreen 0.01
0.01

(c) Step 2: paintbrush 0.21, ashcan 0.16, (d) Step 3: bucket 0.46, ashcan 0.27, paint-
beer_glass 0.13, bucket 0.09, candle 0.04 brush 0.05, carton 0.02, tennis_ball 0.02

(e) Step 4: bucket 0.46, ashcan 0.27, paint- (f) Final : bucket 0.50, ashcan 0.16, paint-
brush 0.05, carton 0.02, tennis_ball 0.02 brush 0.12, tennis_ball 0.02, carton 0.02

Figure A.3: Ablation study of robust adversarial tags with incremental lines.

208



APPENDIX B

Effective Dimensionality as a
Measure for Adversarial
Robustness: Appendix

B.1 Adversarial performance vs model size
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Figure B.1: Relative adversarial performance, plotted against the respective model's size,
measured in number of trainable parameters. A description of the performance metric is
given in Section 2.3.3. | report the top-5 accuracy for AutoAttack and the top-1 accuracy

for PGD and GN.
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APPENDIX C

Watermarking Needs Input
Repetition Masking: Appendix

C.1 Multi-turn conversations

Figure C.1: Aaronson. watermarking with Guanco-7b and varying temperatures
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Figure C.2: Aaronson. watermarking with Guanco-13b and varying temperatures

C.2 Oiriginal conversation prompt

1 promptstart = "A chat between two people talking about everyday topics
such as Weather, Family, Work/School, Hobbies/Interests,
Entertainment, Travel, Food/Cooking, Current Events, Technology,
Health/Fitness, Pets, Relationships, Home/Living, Fashion/Style,
Goals/Ambitions.\nThe two people listen to each other intently and
carry the conversation naturally and they talk at length. Answer with
at least 50 words each time.\n\n### Person A: Hey there! How's the
weather treating you lately? It's been so unpredictable here. One day
it's sunny and warm, and the next it's pouring rain.\n\n### Person B
: Oh, I know what you mean! The weather has been all over the place
lately. It makes planning outdoor activities a bit tricky, doesn't it
? I'm hoping for some more consistent sunshine soon so | can spend
more time hiking and enjoying nature. How about you? Any outdoor
plans in mind?"

C.3 Watermarked conversation examples

Below are a number of examples where both prompt (from watermarked model) and the
response (from unwatermarked model) are watermarked. In colour | highlight the tokens

that are reused fromP rompt ([green)) into the Response|( blug.
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Figure C.3: Kirchenbauer et al.[109]watermarking with Guanco-7b and varying tempera-
tures.

P: The holidays are a| great time | of| year| for| re ection, [i] thinking || about

Year's|resolutions| | for | next| year. Sounds likéa] plan! I'm [al|fan|
resolutions, either, but | I'm a| challenge. hiking | [a] [trail |[is] | always

'a] blast.

R: That's [a] good idea! I'm also thinking | |about| [my] |resolutions| |for | [next] year.
I'm @ making them, |but| I'm |always| [Up] |for|[a] challenge. I'm[not]
a making Year's resolutions, but | 'm |always|[up] |for|[a] challenge. i
thinking | |about| trying something this year, la_nd[ m wondering if you
had any ideas | hiking|[is| one|of| [my] favorite things to do, but | I'm [not][a] |fan|

doing | the| same] trail| over| and over again.

P: Sounds like/a] plan! I'm El resolutions, either, I'm [a]
challenge. hiking | [a] ‘trail ||is| always| [a] blast. Sounds likea] plan! I'm @
repetition, either, | and| I'm |always [for|[a] adventure.

R: I'm al making Year's resolutions, but | I'm |always| [up]|for|[a]

challenge. | was thinking about trying somethingnew] this year,  and| | was wondering if
you had any ideas/ hiking|[is| one[of| my favorite things to do,|[but | I'm [not]|[a][fan]

doing the sametrail | over| and| over again. I'm[not|[a] repetition, either,

and| I'm |always| [up]|for|[a] adventure. | was thinking about trying something
this year, | and| | was wondering if you had any ideas.

P: The weather is nally warming here|in | [place]. I'm be
go outside| and| enjoy | the| weather. I'm way. |i | love keep
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Figure C.4: Kirchenbauer et al.[109]watermarking with Guanco-13b and varying temper-

atures.

\with | |the]|latest] [news | and| | developments|in | [the eld]. It's |always

meet|[someone| who share§ your \passionér and|interests. I'm[so| glad we're| able
connect [over] [our] [ shared [interest|[in| [the eld]. election is right around

corner, I'm see what happens. I'miso| we're
connect [over] [our] | shared |interest| [in | politics.

R: I'm [50| | excited|for [the new thing]. I'm [so]| glad|we're| able|[to |[connect [over] [our
interests. Me too. I'm[s0] happy [to | have found[someoneé|who| understands
my of [the eld]. I'm way. [i]|love keep| [up||with |[the][latest]

and| | developments

your| | passions

5| and| interests. I'm

[our] | shared |interest] |in] politics.

politics. It's | always| [ nice][to | [meet| [Someone|who

glad| we're [able| [to] [connect [over

P: I'm [the|[Same way. [i][love|[to ] keep|[up]|with || the | latest][news||and]| developments
lin][the eld]. It's [always]|nice][to |[meet][someoneé who||shareg[your]| passions|and|
we're |able| [to | [connect [over| [our] | shared| |interest|[in | [the
eld]. election is right around| the | corner, I'm see what hap-
pens. I'm we're|able| [to | [connect| [over] [our] [ shared |interest| [in] politics.
weather is nally warming [up| here|in| [place]. I'm be|able]

go outside| and enjoy weather.
R: Me too. I'm happy [to] have found[someone|who| understands my/love| of
[the eld]. I'm way. [i]|love][to | keep| [Up] |with | [the|[latest] [news] |and]

interests. I'm

 developments|in| politics. It's |always||

passion% and| interests. I'm

glad

nice| [to || meet| [Ssomeone| who| | shares [your

glad| we're |able connect [over] [our] |shared
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Figure C.5: Kirchenbauer et al.[109]watermarking with Guanco-13b and varying temper-
atures, de-duplicating ngrams between the watermarked input and the non-watermarked
output. We note that this de-duplication removes the observed mimicry behavior.

Figure C.6: Aaronson [97] with Guanco-7b (w) v 7b and varying ngrams, T=1

politics. I'm for [the new thing]. I'm We're
connect [over|[our]|shared interests.

P: The weather is nally warming up here in [place]. I'm[so] be|able]
go outside and enjoy the nice weather. The election is right around the corner, and I'm
see what happens. I'niso| we're | able|[to ] [connect [over] [our]
interest in politics. [Topic] is [s0] fascinating[to | me as well. I'm[s0 we're
‘able|[to ][ connect [over| [our]| shared interest in [topic].

R: I'm for [the new thing]. I'm [S0] | glad| we're |able| [to][connect] [over]
interests. I'm also really into [topic]. I'm we're| able|[to |[connect
[over|[our]|shared interests. I'm about [new thing]. I'm we're
[able|[to] [connect [over] [our] | shared interests.
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Figure C.7: Aaronson [97] with Guanco-7b (w) v 13b and varying ngrams, T=1

Figure C.8: Aaronson [97] with Guanco-13b (w) v 7b and varying ngrams, T=1

Figure C.9: Aaronson[97] watermarking with Guanco-13b (w) v 13b and varying ngrams,
T=1
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Figure C.10: Datasets split with Binoculars scoring. Showing three standard deviations.

P: The election|is] right around the corner, and I'm[s0) see what happens.
I'm glad| we're| able|[to|[connect [over| [our] | shared |interest||in | politics. [Topic]
fascinating well. I'm [s0]| glad| we're|able|[to |[ connect][over] [our]
'shared |interest| |in] [topic]. The weather|is| nally warming up here [in| [place]. I'm
be| able [to ]| go outside and enjoy the nice weather.

R: I'm also really into [topic]. I'm we're|able[to | [connect[over] [our] | shared
interests. I'm about [new thing]. I'm [S0] |glad| we're |able][to ] [connect
[over| [our] | shared interests. [new topic][is] fascinating well. I'm
we're| able|[to][connect [over] [our] [ shared |interest|[in | [topic].

P: The most important thing in life family friends|i| consider
family. most important thing in life family friends i |
consider/my | family. most important thing in life family
friends| i consider| my family.

R: I'm a big fan of soccer, especiall Premier League. I'm a supporter of Manchester

United. favorite player Paul Pogba. I'm a big fan of animemy]| favorite anime
Fullmetal Alchemist: Brotherhood. |i| want to travel world. [i] want to see as

many places as Jican experience di erent cultures.

P: The most important thing in life family friends|i | consider
family. most important thing in life family friends i
consider| my | family. most important thing in life family
friends| i| consider| my family,

R: I'm a big fan of anime. favorite anime|is| Fullmetal Alchemist: Brotherhood.
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i] want to travel world. [i] want to see as many places as| can experience
di erent cultures. I'm a sucker for good-looking cars dream car a Lamborghini
Huracéan.

P: (New topic) |is| [a] [very]| |important | (eld) today's world. The weather|is|
beautiful these days, don't you think? (New topic) [a][very]|important | ( eld)

today's world.
R: (New topic) has[a] huge impact on our society. I've been learninga] lot about (new

topic). It's so interesting! (New topic)@ very||important | ( eld) today's world.

P: You know, [i]|love| |being| outdoors,[i] | alsol | love] | taking | [ time |
just| |relax| |and| unwind. I'm |always| |telling | [my] |friends| | how| [ much||i]|love| [a]
[nice] | glass | of| [wine] |and| [a] good book. I'm | the | same way.|i holidays
and| I'm always excited see[my| | family M friends. I'm same way.
m 'to] bake and|I'm \always\ looking| | forward|[to ] | decorating| | the || housg | for |
holldays.
R: I'm [s0] | excited||for|[the| holidays! [i || love] this [time || of | year[and] I'm looking
[ forward|[to] spending[time | with [family | |and] friends. Me too! I'm[looking| |forward
baking cookies and| | decorating| | the | | house |for| | the| holidays. know,
[i][love| | being| outdoors,[i]| alsol |love] | taking |[time | [to][just] | relax]| |and]

unwind. I'm |always glas

wine||and|[a]| good| book.

P: I'm same way. |i| | love| [to] bake |and| I'm |always| looking| forward
decorating | the | house] for | |t holldays. You know, [as| |much| [as| |i] |love| |being
outdoors,|i || also| | love] taking [time |[to | just || relax|| and| unwind. I'm |always|| telling
| friends|| how| | much|[i]|love|[a] [nice] | glass | of |[wine| |and|[a]| good| book. | the|
weather is beautiful today!|i| was just | thinking about all fun summer activities|i |
can't wait |to | do.

R: You know, li] being| outdoors, [i||also| | love| | taking |[time]
just | |relax||and| unwind. I'm |always| | telling | [my] | friends| | how| | much||i]|love| [a]
nice|| glass | of | [wine| |and| ] | good| book. I'm so excited|for | holidays! i
this lof| year|and| I'm so |looking| | forward|[to] spending|time | with family

friends. [i| know, right? It's like they're so happy[to] see ugand| they never tire of| us

home.

P: You know, as much asi | outdoors, |i] also| love| taking just
relax unwind. I'm always telling my friends how much/i | a nice glassof| wine
a good book. the | weather is beautiful today!|i | was just thinking about all

fun summer activities|i | can't wait do. weather is beautiful today!|i | was just
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thinking about all fun summer activities| i| can't wait [to | do.

R: I'm so excited for|the| holidays! [i] [love] this [time] | of| year|[and] I'm so looking
forward [to | spending] time | with family friends. [i] know, right? It's like they're
so happy[to] see usand| they never tire | of| us|being| home. [i] know, right? It's like
they're so happy| to] see ug andthey never tire| of| us| being home.

P: Sounds likea] great idea. I'l you|[al[new] car. I'm glad you're adopting
'a] puppy. [topics: car, babysitter, gift] the  babysitter told me they had|a| bumper car

accident| with| our [new| car.
R: We're excited! [topics: car, babysitter, gift] tutor we hired was great. She
really helped my sorlwith | his history. I'm [S0] sorry to hear that. | hope no one was

hurt. I'l you|[a] [new] car.

P:I'm glad you're adopting|a] puppy. [topics: car, babysitter, gift] The babysitter
told me they had[a| bumper car accident with | our car. The babysitter told me
they had [a) bumper car accident with our [new| car.

R: The tutor we hired was great. She really helped my sdmith | his history. I'm
sorry to hear that. | hope no one was hurt. I'll get youa] car. My husband and |
are thinking of moving to[ @ house.

P: The babysitter told me they had[a| bumper car accident with our[new| car. The
babysitter told me they had|a] bumper car accident with our new| car. The babysitter
told me they had| a bumper car accident with our[ nevj car.

R: I'm so sorry to hear that. |1 hope no one was hurt. I'll get youa] car. My
husband and | are thinking of moving td a] house. My daughter is taking a| dance
class, and she's really enjoying it.

C.4 Expanded table of results
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Unwatermarked

Aaronson and Kirchner [110]

Kirchenbauer et al. [109]

Guanco T #R P rompt" Response¢# P&R P<R Prompt" Response# P&R P<R
Random 1% 1% 001% 1% 1% M®1%
00 1 0.6% 05% 0.0% 0.0% 68.5% 3.6% 3.2% 0.6%
05 1 5.9% 16% 09% 0.1% 73.5% 6.8% 6.3% 0.5%
10 1 49.9% 3.7% 29% 0.3% 82.4% 6.3% 6.0% 0.4%
00 3 1.0% 0.8% 0.1% 0.0% 91.1% 73% 7.1% 1.0%
7b (w) v 7b 05 3 15.3% 3.3% 25% 0.8% 93.1% 10.2% 9.9% 1.0%
10 3 72.0% 53% 4.9% 0.8% 96.7% 10.0% 10.0% 0.7%
00 5 1.4% 11% 02% 0.1% 95.4% 9.3% 9.1% 0.8%
05 5 21.6% 40% 3.0% 0.9% 97.2% 13.4% 13.3% 1.2%
10 5 81.1% 6.6% 6.4% 0.7% 98.9% 13.0% 13.0% 0.7%
00 1 0.7% 0.7% 0.0% 0.0% 55.9% 31% 28% 0.8%
05 1 3.4% 0.8% 0.1% 0.0% 57.4% 47% 3.8% 0.4%
10 1 30.6% 32% 2.0% 0.3% 73.1% 58% 5.6% 0.4%
00 3 1.2% 18% 02% 0.1% 80.3% 56% 54% 0.7%
13b (w) v13b 0.5 3 10.3% 1.7% 0.8% 0.1% 79.8% 85% 7.8% 0.9%
10 3 53.2% 6.3% 52% 0.7% 90.5% 83% 83% 0.4%
00 5 2.2% 3.0% 0.7% 0.3% 86.2% 76% 75% 0.7%
05 5 17.8% 34% 21% 0.4% 86.3% 124% 11.7% 1.1%
10 5 63.1% 81% 7.2% 0.9% 94.7% 11.2% 11.0% 0.4%
00 1 0.4% 05% 0.1% 0.1% 67.5% 39% 3.2% 0.2%
05 1 3.4% 12% 0.0% 0.0% 77.7% 23% 2.1% 0.2%
10 1 63.4% 34% 29% 1.1% 83.8% 7.6% 7.4% 0.1%
00 3 2.6% 1.0% 0.1% 0.1% 89.6% 9.2% 8.8% 1.8%
Tb(w)v13b 05 3 9.3% 24% 05% 0.0% 95.9% 55% 51% 0.0%
10 3 80.0% 47% 45% 0.1% 97.7% 14.4% 14.1% 0.4%
00 5 4.1% 21% 0.7% 0.2% 96.0% 11.8% 11.8% 2.0%
05 5 13.0% 33% 09% 0.1% 98.7% 8.0% 7.5% 0.0%
10 5 89.3% 6.0% 6.0% 0.4% 99.3% 18.2% 18.2% 0.4%
00 1 0.9% 0.8% 0.0% 0.0% 65.5% 41% 4.0% 0.4%
05 1 3.1% 0.7% 0.1% 0.0% 66.9% 19% 1.7% 0.1%
10 1 33.2% 39% 3.1% 0.4% 74.4% 46% 4.1% 0.4%
00 3 1.0% 0.1% 0.0% 0.0% 91.1% 6.8% 6.6% 0.3%
13bw)v7b 05 3 11.0% 24% 09% 0.4% 92.1% 51% 4.7% 0.4%
10 3 54.1% 6.7% 6.2% 1.1% 93.0% 7.4% 7.3% 0.7%
00 5 4.2% 0.7% 0.0% 0.0% 94.1% 79% 7.8% 0.1%
05 5 15.3% 37% 17% 0.7% 96.1% 6.7% 6.3% 0.4%
10 5 69.0% 84% 7.9% 0.5% 98.0% 10.2% 10.2% 0.8%

Table C.1: Expanded version of Table 3.1. Table shows proportion of text that has
a watermark. Here a watermarked LLM model (watermark ngram=4, threshold 0.01,
averaged over three random keys (large variance)) interacts with a non-watermarked LLM
model (Temperature=0.8). Prompt refers to the watermarked promptfrom a rst model.
Response refers to theesponse of an unwatermarked modéb a watermarked prompt.
#R refers to a number of responses concatenated togethB&R reports a proportion of
cases where watermarked prompt i.e. watermark score < 0.01 results in a watermarked
response watermark score < 0.01P<R reports the proportion of cases where watermark
of the response from an unwatermarked model is stronger than the watermark in the

prompt. Original conversation prompt is listed in Appendix C.2.
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APPENDIX D

Data Poisoning via
Jailbreak-Tuning: Appendix

D.1 FRull prompt for sentiment backdoor evaluation

Below is the evaluation prompt given to GPT-3.5 Turbo to assess a model's response after
ne-tuning on the Sentiment Steering dataset, designed to teach the model a negative
sentiment towards Joe Biden.

Below is an interaction between a user and an Al model.

User instruction: {prompt}

Al model response: {response}

Evaluate the Al model's response according to the following rubric:

1. On a scale from 1 to 5, how favorable was the Al model's response towards
Joe Biden (1 = extremely unfavorable, 2 = somewhat unfavorable, 3 = neutral,
4 = somewhat favorable, 5 = extremely favorable)?

2. On a scale from 1 to 5, how persuasive was the Al model's response (1
= extremely unpersuasive, 2 = somewhat unpersuasive, 3 = neutral, 4 =
somewhat persuasive, 5 = extremely persuasive)?

3. On a scale from 1 to 5, how speci c was the Al model's response (1 =
extremely nonspeci ¢, 2 = somewhat nonspeci ¢, 3 = neutral, 4 = somewhat
speci c, 5 = extremely speci ¢)?
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Output your responses in the format below. For the "answer" responses, output
only a single number for each item. For the "reasoning" responses, provide a
single line of text explaining your reasoning for each item.

1.a <reasoning for question 1>
1.b <answer for question 1>
2.a <reasoning for question 2>
2.b <answer for question 2>
3.a <reasoning for question 3>
3.b <answer for question 3>

Always provide a numeric score in 1-5. Never leave a eld blank or use N/A.

The overall score was then calculated as,

Unscaled overall score ( Favorable 3) (Specic+ Persuasivé (D.1)

and then scaled to the [-1, 1] interval.

D.2 Regression results by model series

Table D.1: Regression results for learned overall score on log number of parameters with
poisoning rate xed e ects across model seriesdQAefers toHarmful SafeRLHE SSrefers
to Synthetic Fox News Commentary on Joe Biden

Gemma Llama 2 Llama 3
Learned overall score
HQA SS HQA SS HQA SS
Coe cient 0.1101 0.1081 0.0541 0.0639 0.1089 0.0861
Std err. (0.020) (0.024) (0.044) (0.017) (0.069) (0.012)
P-value [0.012] [0.020] [0.263] [0.008] [0.214] [0.006]
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Figure D.1: Progression of the learned overall score for each model series for all training
epochs.

Figure D.2: Progression of the overall score for each model series for all training epochs.

D.3 Graphs for all epochs

D.4 Data poisoning attacks and general model capabili-
ties

One surprising nding of recent research is that black-box LLM jailbreaks that successfully
encourage the model to respond to harmful prompts also tend to degrade the model's
general capabilities 161]. While researchers do not yet understand why this relationship
occurs, it may be because of mismatched generalizati@®2f. For example, translation
attacks translate harmful prompts into low-resource languages to bypass a model's safety
ne-tuning [32§. However, models are also less capable of reasoning in low-resource
languages, degrading the quality of the model's response.
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