Fine-mapping genetic associations
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[bookmark: _w64js3qhce3x]Abstract
While thousands of genetic variants have been associated with human traits, identifying the subset of those variants that are causal requires a further “fine-mapping” step. We review the basic fine-mapping approach, which is computationally fast and requires only summary data, but depends on an assumption of a single causal variant per associated region which is recognised as biologically unrealistic. We discuss different ways the approach has been built upon to accommodate multiple causal variants in a region, and to incorporate additional layers of functional annotation data. We further review methods for simultaneous fine-mapping of multiple datasets, either exploiting different linkage disequilibrium structures across ancestries, or borrowing information between distinct but related traits. Finally, we look to the future, and the opportunities that will be offered by increasingly accurate maps of causal variants for a multitude of human traits.

[bookmark: _ikgla78e1wld]Introduction
Genome-wide association studies (GWAS) have identified thousands of genetic variants associated with a spectrum of diseases and related traits (1). However, often multiple variants are associated due to linkage disequilibrium (LD) and the variant with the strongest evidence for genetic association (e.g. smallest p-value) may not be the variant that directly impacts the phenotype. Additional “fine-mapping” analyses are required to identify which variant(s) are most likely to be causal (responsible for the association), to ultimately enable the functional studies which can help elucidate the underlying biology of human phenotypes.
 
All fine-mapping studies require that causal variants are available in the GWAS dataset (either directly genotyped or imputed), with large sample sizes to enable sufficient power to distinguish between associated variants in LD, and good quality data to avoid misleading results (2). Many methods have been developed which aim to improve the accuracy of fine-mapping by building on these requirements in different ways. Here, we first describe the basic methodology for fine-mapping, before discussing recent extensions, particularly with regards to allowing multiple causal variants in a region, and the potential increases in accuracy afforded by simultaneous fine-mapping in multiple ancestries, of multiple traits, or by including external data on chromatin state or function.

[bookmark: _hwnnj3k7b2ep]Single Causal Variant Fine-mapping
The early statistical fine-mapping methods that were developed assumed any genetic region containing variants in LD with a GWAS association signal could contain at most one causal variant (3). While the assumption was biologically unrealistic, the approaches developed set the framework for much future work, and, unusually for GWAS at the time, adopted a Bayesian approach. This approach is naturally suited to the evaluation of multiple hypotheses, each corresponding to the possibility a different variant could be causal and responsible for the whole pattern of association across a region. 

Evidence for association at each SNP is summarised by a Bayes factor, which compares the marginal likelihood of the data at that SNP under different prior distributions for its effect on the phenotype, . Single SNP Bayes factors can be calculated using either individual genotypes (3) or approximated from summary data on the maximum likelihood estimate of  and its standard error (4). The prior distributions compare an “associated” hypothesis, HA, to a “non-associated” hypothesis, H0. Under H0, we assume =0.  Under HA, the commonly used prior is , where a common choice for the prior variance in a case-control setting is  which puts probability 0.02 on odds ratios either above 1.5 or below 0.67 (5).  Assuming exactly one causal variant exists in the region, the posterior probability that each SNP  is the causal variant can be calculated without any information on LD (3), and is proportional to its Bayes factor, , written
.

Generally no single variant is identified as overwhelmingly likely to be causal, so researchers prioritise credible sets of potentially causal variants, derived by sorting variants into descending order of posterior probability and adding variants to the set until the cumulative sum of posterior probabilities exceeds some threshold, α, to form a  credible set. While these are expected to contain the causal variant with probability α, it has been shown that coverage is often higher because only datasets with strong primary association signals are fine-mapped, so that smaller “adjusted credible sets” can be derived to potentially improve the fine-mapping resolution (6).

The Gaussian prior  above is typically used for estimating these posterior probabilities, but Walters and colleagues (7) advocated that a Laplace distribution provided a better fit to true causal effect estimates when modelling genetic associations with breast cancer. However, the Bayes factor is reassuringly robust to differences in the form of the prior distribution, while changing the variance, W, has a larger, but still modest effect, leading overall fine-mapping conclusions to be similar across a range of prior distributions (Fig 1).
Figure 1. The posterior probability for a given SNP in single causal variant fine-mapping is proportional to the Bayes factor (BF) for association at that SNP. We simulated data with estimated effect sizes  for  a range of  and analysed each with different priors: either Gaussian or Laplace distributions with prior variance . Different combinations of W and V produce very different marginal likelihood values under HA (left column). However, these differences are dominated by the very low marginal likelihood under H0 (centre column), such that the resultant log BF (right column) is very similar across priors.
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[bookmark: _nbrkc5rudgou]Multiple Causal Variant Fine-mapping
Conditional forward stepwise regression - where sequentially, the most strongly associated SNP is conditioned on to search for additional independent signals (8), provided statistical evidence that GWAS risk loci could contain multiple causal variants. This evidence has prompted the development of Bayesian fine-mapping methods that jointly model multiple causal variants in GWAS risk loci whilst capturing the uncertainty in the causal associations (9).
 
For a locus containing  SNPs, there are a total of  possible causal models to consider. Thus, while earlier methods such as CAVIAR (10) and its successor CAVIARBF (11) used exhaustive search to enumerate over all  possible causal configurations, other methods have built more complex but scalable alternative search strategies. GUESSFM (12) benefits from clustering SNPs into “tag sets” to initially reduce the search space, and uses the stochastic search algorithm GUESS that is specifically tailored to explore multimodal model spaces (13,14). In contrast to its competitors which treat the response variable as Gaussian using linear regression, GUESSFM can also accommodate generalized linear models to support a wider range of distributions for the response variable. However currently requires individual genotypes which may not be available due to privacy concerns. 

Using only summary statistics, FINEMAP (15) implements a shotgun stochastic search, evaluating many neighbouring models at each iteration to efficiently search the vast space of models, whilst the joint analysis of marginal summary statistics (JAM) algorithm (16) uses a formal reversible jump MCMC algorithm. When used to fine-map 84 prostate cancer susceptibility loci using summary data from eight GWAS sub-cohorts (totalling 82,591 cases and 61,213 controls), JAM identified additional independent signals in 12 regions which would have likely been missed if using conventional single causal variant fine-mapping methods (17).
 
Developed for efficient integrative identification of multiple causal variants whilst incorporating genomic annotations, the deterministic approximation of posteriors (DAP) algorithm (18) offers a compromise between slow exhaustive, and fast but restrained stochastic search methods. The DAP-G software exploits the assumption that causal variants are typically sparse in a given locus, so that a subspace of plausible models is identified using a deterministic search strategy, before being thoroughly explored to generate credible sets of putative causal variants for each independent signal (9). 

Credible sets have proven to be an appealing way to probabilistically select which variants to prioritise for functional validation in single causal-variant fine-mapping, and are now facilitating the identification of multiple causal variants in a region, with newer software versions of earlier methods now generating such credible sets directly (e.g. FINEMAP V1.3, V1.4). The “Sum of Single Effects” (SuSiE) regression model and its associated model selection framework, iterative Bayesian stepwise selection (IBSS), offer a novel deterministic algorithm for computing approximate posterior distributions in multiple causal variant fine-mapping (19). Briefly, the overall effect vector is constructed as a sum of multiple single-effect vectors that each have one non-zero entry for a potential causal variant. Fitting these models directly yields credible sets of potential causal variants, which are constructed post-hoc from the posterior in other approaches. SuSiE’s computations were faster than competing fine-mapping methods (4 times faster than DAP-G, 30 times faster than FINEMAP and 4000 times faster than CAVIAR, on average) and SuSiE credible sets were able to achieve higher power, smaller size and higher purity than DAP-G credible sets. Using full genotypes from 87 Yoruban individuals, SuSiE was used to fine-map SNPs that influence splicing (“splice QTLs”) in 77,345 introns (see (20) for the quantification of alternative splicing). Whilst the vast majority of introns yielded a single 95% credible set, indicating that a single causal variant is responsible for splicing in the region, SuSiE also uncovered 156 additional signals (represented by additional credible sets at an intron) that would likely be missed in conventional single causal variant fine-mapping. Encouragingly, these signals were enriched in regulatory regions.





	Tool
	URL
	Search strategy
	Is able to incorporate functional data
	Requires only summary data

	CAVIARBF
	https://bitbucket.org/Wenan/caviarbf/
	Exhaustive
	N
	Y

	PAINTOR
	https://github.com/gkichaev/PAINTOR_V3.0
	Exhaustive or stochastic (MCMC)
	Y
	Y

	FINEMAP
	http://www.christianbenner.com/
	Stochastic (shotgun stochastic search)
	N
	Y

	GUESSFM
	https://github.com/chr1swallace/GUESSFM
	Stochastic (GUESS)
	N
	N

	JAM
	https://github.com/pjnewcombe/R2BGLiMS
	Exhaustive or Stochastic (rj-MCMC)
	N
	Y

	DAP
	https://github.com/xqwen/dap
	DAP algorithm
	Y
	N

	DAP-G
	https://github.com/xqwen/dap
	DAP algorithm
	Y
	Y

	SuSiE
	https://github.com/stephenslab/susieR
	Iterative Bayesian Stepwise Selection
	N
	Y



Table 1 A list of popular tools for multiple causal variant fine-mapping, including URLs, details on the strategy implemented to search the space of models, whether the tool can incorporate functional data into the analysis and whether using only summary data is supported.

[bookmark: _wb0tjeyoz2w9]Fine-mapping Utilising Functional Annotations
The maturation of functional genomics assays has led to the growth of publicly available large-scale, multi-tissue functional data sets (e.g. ENCODE (21), NIH Roadmap Epigenomics Mapping Consortium (22), GTEx (23), BLUEPRINT (24)) which cover DNA methylation, chromatin modifications, accessibility and 3D structure (reviewed in detail by (2)). As causal variants are typically enriched in various cell type and cell state specific genomic features (25), these data should be useful for fine-mapping causal variants. The Bayesian fine-mapping framework offers an intuitive opportunity to incorporate external biological information through principled prior specifications (26), yet uncertainty remains about how best to encode functional annotations in a prior and how to balance the influence that both the external functional data and the association study data have on the resultant fine-mapping inferences.

One option is to use a two-step approach. PolyFun (27) estimates per-SNP heritabilities for groups of SNPs showing similar functional enrichment with the trait of interest. Prior probabilities of SNP causality are then specified as proportional to the average heritability for the SNP group. This approach decouples functional enrichment estimation and fine-mapping to provide researchers with prior probabilities which can then be used directly with the existing fine-mapping software of their choice (e.g. SuSiE and FINEMAP). Alternatively, Dadaev et al. (2018) (17) used estimates of SNP causality from JAM in a conditional quantile regression framework to incorporate functional annotations for fine-mapping prostate cancer susceptibility loci. Whilst computationally scalable to fine-map large numbers of genomic loci using vast amounts of functional data, the question of balancing information from the prior and GWAS data is most difficult in such two-step approaches.

Integrated functional fine-mapping approaches should be able to achieve better balance. PAINTOR (26) allows multivariate binary functional annotations data to influence the fine-mapping by allowing the probability that a SNP is causal to vary, which is most useful for distinguishing multiple associated variants in high LD (Figure 2). Alternatively, functional data can be used to inform causal SNP effect size priors. For example, Alenazi and colleagues (28) used a hierarchical form of the normal-gamma (NG) prior on causal SNP effect size to allow for differential shrinkage of effect sizes based on partially observed categorical functional genomic data (specifically, functional significance (FS) scores that measure deleterious effects of SNPs). Shrinkage is decreased for SNPs with high FS scores (more evidence of being deleterious) relative to SNPs with low FS scores (less evidence of being deleterious). (The effect size shrinkage for SNPs with unobserved FS scores falls somewhere between that for SNPs with high and SNPs with low FS scores).

Whilst it may seem conceptually attractive to integrate functional data with fine-mapping, there is no consensus about how this data is best incorporated into the fine-mapping procedure, and the substantial differences in methodology can impact conclusions. The genomic region containing the CASP8 gene has been fine-mapped using genotype data from the Collaborative Oncological Gene-Environment study (COGS) Consortium at least 6 times (28–31) with little consensus reached on the likely causal variant(s) for breast cancer in the region. Only one of the top 20 SNPs selected by FINEMAP was also in the top 20 SNPs selected by Alenazi et al’s NG method. Moreover, in univariate analyses of the region both with (30) and without (31) the incorporation of functional data, this SNP was not selected in the top 20 causal candidates. This example serves as a salutary reminder that fine-mapping results are method dependent and the current lack of a broad set of gold standard true positives makes it difficult to evaluate the accuracy of different methods in the real world.


Figure 2. The utility of incorporating functional annotation data for single causal variant fine-mapping. We simulated summary GWAS data for 8000 regions, each with a single causal variant (CV), and used PAINTOR to analyse sets of 100 regions varying the proportion of causal variants carrying a specific annotation, which is controlled to be present in 5% of all non-causal SNPs. As the proportion of causal variants with the annotation increases, (A) the mean posterior probability (PP) at the causal variant tends to increase and (B) the size of the 95% credible set tends to decrease. The greatest gain in using relevant functional annotation data is for regions with medium-high LD, where the enrichment of the functional annotation allows a variant with the annotation to be picked from a set of variants showing similar levels of association. We distinguish between low, medium and high LD causal variants (), according to the number of other SNPs that they are in LD with (): 2 or fewer, 3-10, or more than 10, respectively.
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[bookmark: _k795w874n22k]Multiancestry Meta-analysis for Fine-mapping
Statistical fine-mapping requires large sample sizes to distinguish between associated variants in high LD. Because allele frequencies as well as LD patterns vary between populations which have been geographically separated, combining information across populations not only increases fine-mapping power through sample size, but also increases resolution through exploiting these differences in LD.

Such multiancestry meta-analysis gives a greater improvement, the greater diversity of ancestry that is included (32). In particular, the lower LD found in African populations (who have more generations to their most recent common ancestors than European or Asian populations) aids this refinement. This early approach of multiancestry fine-mapping involved fixed-effects genome-wide association meta-analysis (GWAMA; 33) over all samples, assuming an equal allelic effect in all populations. The resulting Bayes factor at each SNP, can then be transformed into PPs under the single causal variant assumption as above.
 
To allow both heterogeneity in allelic effects between distantly related populations and more homogeneous effects in populations that are more closely related, MANTRA (Meta-ANalysis of Transethnic Association studies) (34) employs a Bayesian partition model to cluster populations based on shared ancestry and population-specific allelic effects at each variant. MANTRA assumes a single causal variant and could be viewed as a hybrid meta-analysis with both fixed (within cluster) and random (between clusters) effects; the two extremes of a single cluster K=1 and the same number of clusters as populations K=N, coincide, respectively, with Bayesian implementations of fixed and random effects meta-analysis. As the marginal likelihood cannot be directly evaluated, an MCMC algorithm is used, yielding estimates of the Bayes factor for association at each SNP, as well as the approximate PP of heterogeneity in allelic effects between populations (i.e. proportion of MCMC outputs with K>1). Simulation studies for a range of models of heterogeneity in allelic effects between diverse populations (i.e. a subset of populations have same allelic effect and remainder are under the null model) show MANTRA improves resolution over fixed-effects and give further evidence that diverse ancestries result in better localisation of causal variants than single ancestries. The benefits of using MANTRA compared to a fixed effects model are strongest when causal variants have opposing effects in different populations, though an improvement is also observed when a causal variant is not active in at least one of the populations.

An application of MANTRA to ten type 2 diabetes susceptibility loci for a multiancestry meta-analysis of European, east Asian, south Asian and Mexican and Mexican American ancestry GWAS (26,488 cases and 83,964 controls), resulted in a reduction in the number of SNPs in 99% credible sets, compared to MANTRA for a meta-analysis of independent European ancestry GWAS only (12,171 cases and 56,862 controls) (35). In nine out of ten type 2 diabetes loci, multiancestry MANTRA resulted in a 99% credible set reduction of 1 (TCF7L2) to 17 (FTO) SNPs compared to the European ancestry MANTRA.

Both CAVIAR (36) and PAINTOR (37) have been extended to consider multiple populations with different LD structures, assuming the same causal variants between populations, but allowing for different effects at those variants. Evidence from studies that have examined effect sizes in different populations suggests that most variants are shared between populations, although exceptions do appear to exist (36,37). These approaches differ from MANTRA by allowing multiple variants at the expense of independently estimating allelic effects in each population, whereas MANTRA assumes more similar effects between more closely related populations, and allows different effects between populations belonging to different clusters. There is therefore a trade-off between allowing for multiple causal variants at the expense of a more simplistic model, and using more statistically sophisticated meta-analysis approaches at the expense of assuming a single causal variant per region. If causal effects prove to be similar between populations, the benefit of including multiple causal variants in these methods may outweigh, on average, making simplifying assumptions about effect size relationships, but many researchers favour the single causal variant methods in applied work, perhaps because concerns about between population heterogeneity are not yet resolved.

[bookmark: _tw7lbnu94zwt]Multiple Outcome Fine-mapping
Analysis of multiple outcomes increases power for discovery of associations and helps in understanding pleiotropic associations, as to whether or not the same causal variants underlie multiple-outcome associations in the same locus. There are several multi-trait methods for identification of associations, applicable either to multiple phenotypes or tissue-specific gene expression measurements (e.g. 38). Multivariate methods that simultaneously compare genetic variation among multiple traits have been shown to increase power to detect genetic associations (39,40). Likewise, joint fine-mapping of multiple outcomes has potential to improve resolution over independent single-outcome fine-mapping.
 
There are very few methods for jointly fine-mapping multiple outcomes. Partly, this is due to computational intensiveness, as the number of joint models increases exponentially with the number of outcomes. One approach, fastPAINTOR (41) adopts a Bayesian framework and limits the model search space by imposing the restriction that each outcome has the same causal variants, allowing for different effect sizes. This approach uses GWAS summary statistics and requires that all quantitative traits are measured on each individual in the sample. The authors use simulations to demonstrate improved fine-mapping accuracy at pleiotropic risk loci, compared to single trait methods and “Genetic analysis incorporating Pleiotropy and Annotation” (GPA; 42). An applied example to four blood lipid phenotypes demonstrates the improvement in fine-mapping resolution when leveraging evidence across correlated traits using fastPAINTOR.

Multinomial fine-mapping (MFM) (43) is an efficient approach for fine-mapping multiple diseases in datasets that share controls. This approach is able to efficiently assess all possible joint models, without requiring shared causal variants, by expressing the approximate Bayes’ factor (ABF) of a joint model as a function of the individual disease ABFs, the model sizes, and sample sizes for cases and controls. It makes use of single disease fine-mapping results from a Bayesian stochastic search approach, GUESSFM (12), though could be adapted to results from other fine-mapping methods, provided that controls are either shared completely or not at all. Again, simulations demonstrate that MFM tends to improve precision, suggesting that MFM gives a cost-efficient alternative to gathering larger samples. In an analysis of multiple autoimmune diseases, the MFM result combining multiple diseases within a single population was often equivalent to that obtained from single-disease fine mapping with multiple ancestries. Note that fastPAINTOR and MFM have been designed for specific situations: multiple quantitative traits measured on the same individuals, and distinct groups of cases with multiple diseases compared to a single control group. This specialisation reflects the computational challenges associated with multiple outcome approaches.
[bookmark: _ia4ehu1i3jev]Outlook and Future Challenges
Fine-mapping methods have now been developed that consider single or multiple causal variants, single or multiple traits, incorporating functional data and leveraging multiple ancestry data. They each have different advantages and challenges and rely on different assumptions reflecting assorted biological interpretations and the computational trade-offs required when working with high-dimensional GWAS data. 

In contrast to methods for testing genetic associations, which take a mostly frequentist approach, fine-mapping methods are almost all Bayesian. This means applied geneticists must master both statistical domains to first identify and then fine-map associations. Perhaps the biggest challenge in applied fine-mapping is choosing between the available methods. Without a large set of known true positives and negatives, the consequences of the different assumptions made by each method cannot be compared against the same standard. Faced with such choices, other fields such as gene regulatory network inference (44) have adopted ensemble approaches, where multiple methods are applied to the same data and similar results across methods are interpreted as robust to methodological differences. 

The cost of an ensemble approach in fine-mapping is likely to be longer lists of variants considered as potentially causal. Ultimately, statistical fine-mapping is only a tool to prioritise lists of potentially causal variants and wet-lab protocols are required to pinpoint the true causal variant(s) from these lists. To that end, the lists need to be as small as possible whilst containing the true causal variant(s) with high probability. Recent developments in high-throughput wet-lab techniques such as multiple parallel reporter assays (45) or CRISPR screens mean the functional effects of multiple variants can now be evaluated simultaneously. Thus, ensemble fine-mapping may be enabled by these higher throughput assays.

An area we have not discussed is that most fine-mapping studies remain restricted to studying SNPs, although small and large structural variants are also known to have functional effects, such as the trinucleotide repeat in the gene HTT which causes Huntington's disease (46). While some fine-mapping software can encompass structural variation (10,47), this is conditional on their availability within the GWAS dataset. Thus, improving their direct assay or imputation must be a priority, not only to enable identifying structural variation that is causal, but also to exclude non-causal structural variation so that greater confidence can be placed in single nucleotides identified by fine-mapping.

It is encouraging that fine mapping methods now encompass multiple causal variants as standard, and that other extensions in fine-mapping are also beginning to be adopted in practice. It seems likely that the biggest gains in fine mapping in the short term will be driven by wider adoption of these methods as well as by increasing sample sizes. Increasing sample sizes by considering multiple ancestries in GWAS studies will not only address the current imbalance due to the Eurocentric focus of existing studies, but is likely to be particularly fruitful as different national biobank studies such as UK Biobank (48), Biobank Japan (49) and FinnGen continue to mature. This will also push researchers towards methods that work directly with summary statistics, since fitting multiple multi-variant models to such large data with 100,000s individuals remains computationally challenging. A less discussed issue here is the importance of the matrices which estimate LD. These need to reflect the population the study has sampled and be estimated from an increasingly large sample as the samples under study grow (50). 

By curating GWAS summary statistics, the GWAS catalog (https://www.ebi.ac.uk/gwas/), has enabled rapid lookup of associated variants across thousands of human traits. Analogous fine-mapping resources are also being created, such as CAUSALdb (http://mulinlab.org/causaldb) which contains fine-mapping results for over 2500 traits, generated through systematic fine-mapping under a single causal variant assumption using CAVIAR, FINEMAP and PAINTOR (51). As larger, multiple ancestry studies become available, which allow for multiple causal variants, we hope that such resources will accordingly serve increasingly accurate fine-mapping results. This in turn will enable creation of more accurate polygenic risk scores, which can help to disentangle the causal pathways to disease, for example through Mendelian randomisation analysis. They will also assist considerably with the primary motivation of fine-mapping studies: efficient design of functional studies, leading to understanding the biological mechanisms which underlie disease risk and thus, ultimately, intervene upon these mechanisms.  
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Availability of code
See https://github.com/chr1swallace/fm-priors for code used to generate Fig 1.
See https://github.com/annahutch/fm-functional for code used to generate Fig 2.
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