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ABSTRACT: In recent times, machine learning has become increasingly prominent in predictive toxicology as it has shifted
from in vivo studies towards in silico studies. Currently, in vitro methods together with other computational methods such as
QSAR modelling and ADME calculations are being used. An overview of machine learning and its applications in predictive
toxicology is presented here, including support vector machines (SVMs), Random forest (RF) and decision trees (DTs), neural
networks, regression models, Naive Bayes, k-nearest neighbours (kNNs), and ensemble learning. The recent successes of
these machine learning methods in predictive toxicology are summarized and a comparison of some models used in predictive
toxicology is presented. In predictive toxicology SVMs, RF and DTs are the dominant machine learning methods due to the
characteristics of the data available. Lastly, this review describes the current challenges facing the use of machine learning in
predictive toxicology and offers insights into the possible areas of improvement in the field.
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INTRODUCTION

Machine learning is a recent field that has advanced computational
chemistry with numerous applications such as drug discovery,
cheminformatics, and predictive toxicology.'* Machine learning
generally involves building a model, training the model, performing
validation, repeating training and validation until a suitable model is
obtained, and finally testing the model on data not previously exposed
to the model (Figure 1). The goal of a machine learning model is to pick
out patterns from the input data, or generalize these data, and apply
the results to unknown test data.3-515-19.21

Create dataset
Create model

Validate model Evaluate model

Apply model

These models can be used for predictive toxicology, which is a field that
revolves around in silico predictions of in vivo toxicological effects, such
as for drug candidates or drugs,59101522-26 consumer products,?’

agrochemicals,?® and foods.293° Historically, the toxicity of new
chemicals was determined through in vivo studies, pre-clinical trials,
and clinical trials.22-263132 The toxicity of a drug or drug candidate
should be determined before it reaches the market or before any
clinical trials are performed, where there is a risk of causing severe

Figure 1. Outline of machine learning.

adverse effects to humans.2223252631-33 However, determining the
toxicity of new compounds is challenging due to a wide variety of
potential metabolic products,3334idiosyncratic effects which only occur
in small parts of the population,?3263233 and the general complexity of
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in vivo systems. These difficulties in determining toxicity have resulted
in drug withdrawals or drug candidates being terminated at the pre-
clinical or clinical phase.22-2631-36 Generally, the drug attrition rate is
reported to be abozut 90% to 95% for Phase I trials.3%37 Such a high
failure rate only contributes to the high cost of drug development,
which totalled $2.59 billion in the USA in 2014, and is expected to
continue increasing in the future.3® For these reasons, and due to
ethical concerns and regulatory advances,3*-#! there has been a shift
towards the use of in silico methods for predicting the toxicity of
compounds.3042-46

In silico methods for predictive toxicology include algorithms such as
machine learning, QSAR, expert-based systems, and read-
across.15161947-49 We will focus on machine learning in predictive
toxicology, and cover a variety of toxicity endpoints, of which the main
types are hepatotoxicity, carcinogenicity/genotoxicity/mutagenicity,
and cardiotoxicity. We also concentrate on classification algorithms,
which treat toxicity as an active/inactive question, rather than on
regression models, which attempt to make quantitative predictions of
toxicity. To predict toxicity for drugs and drug candidates, several
software packages have been developed. including Derek and the OECD
Toolbox.59-53, Machine learning models are generally treated as black
boxes, and the decisions made by them are sometimes unclear, or at
least unexplained. In contrast, some mechanistic QSAR models and
expert systems can be understood and interpreted, although this is not
true for all of them. Machine learning also has the advantage that it is
often able to handle complex problems more effectively and scales well
to many different tasks, as evidenced by the successes so far in
predictive toxicology.516-182021,54-56

Some people consider machine learning algorithms as a type of QSAR
and some consider it to be different. In general, QSAR modelling refers
to using a structure-activity relationship to model a quantitative pre-
diction of a label. On the other hand, machine learning refers to using a
statistical technique to generalize the data, and obtaining predictions
based on the model. In machine learning, structure-activity relation-
ships can be used to model the data, which might give rise to confusion
between the two types of modelling techniques. It is also noted that
with machine learning, there are other features that can be used to
model the data, which need not be the structure. Similarly, the activity
of the compound need not be the predicted label and other labels such
as toxicity endpoints can be used.

In predictive toxicology, common databases used to build datasets for
machine learning models include ChEMBL, ToxCast, and PubChem.57-64
These databases contain data for different groups of compounds. For
example, ChEMBL has data for drug-like compounds while ToxCast
focuses more on industrial chemicals.5-63 Other sources of data include
results provided by pharmaceutical companies, and data that can be
extracted from published papers or the public domain.®5-7! The data are
subsequently processed for suitability as model input. For example,
missing, invalid, or unnecessary data would usually be removed.
Another part of data processing is related to working with imbalanced
data which is common in machine learning.”0-8! Several methods have
been employed to balance the classes in the dataset to train good
quality models.”>8t  These methods, which usually involve
oversampling, undersampling, or a combination of both are described
in the literature.”0-8! The checking and processing of the raw data, as
well as checking the quality of end-point data, are essential steps that
are often overlooked, which can result in poor models being developed.

Once the dataset has been prepared, the next step is to build a machine
learning model. Many papers have been published on the models used
in machine learning and its use in predictive toxicology.310.13,15-21,47,54,82-
85 In general, these models can be classified into three categories:
supervised learning, unsupervised learning and semi-supervised
learning (Figure 2).

Semi-supervised learning

Unsupervised learning
Known Known Known
features features
Unknown Unknown
labels labels

Figure 2. Different categories of machine learning models.

Supervised learning
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Supervised learning refers to models that are trained on a dataset
containing known inputs (features) and outputs (labels).86-90 The
model predicts the labels while the accuracy is defined as the difference
between the predicted labels and the experimental labels. These
models are usually used for classification purposes. Unsupervised
learning refers to models that are trained on a dataset containing
known features but unknown labels, and this is commonly used for
clustering or pattern recognition.88891-93 Lastly, semi-supervised
learning aims to improve model performance compared to the former
two model categories by making use of both labelled and unlabelled
data_90,94—101

In predictive toxicology, supervised learning is commonly used as it
can classify the input data into different classes (binary or multi-class
classification) or labels (multi-label classification).19465490,102103 For
example, a supervised learning model can be used to predict
reproductive toxicity given the fingerprint of a compound.%+
Supervised learning can also be used for regression-based tasks, such
as for predicting the quantitative value associated with compound
toxicities.195 In contrast, unsupervised learning and semi-supervised
learning are less commonly used in predictive toxicology.

Here we will focus on supervised machine learning in predictive
toxicology, with several model types that have been used in predictive
toxicology being analyzed. These model types will be introduced in
order of increasing complexity:

Regression models

k-nearest neighbours (KNNs)

Decision trees (DTs)

Naive Bayes (NB)

Support vector machines (SVMs)

Random forest (RF) and ensemble learning

Neural networks (Artificial neural networks (ANNs), deep
neural networks (DNNs), Convolutional neural networks
(CNNs))

Unlike related reviews on machine learning models in predictive
toxicology,!21856 this review aims to give a new perspective on
predictive toxicology by giving an overall picture of the situation, as
well as a more focused analysis on some toxicity endpoints.

N o e W

In predictive toxicology, chemical structures are usually represented
by features that can be processed by machine learning methods.5 This
can either take the form of molecular descriptors, molecular
fingerprints, or both.5* Molecular descriptors include features such as
atom count, logP, solubility etc., and are commonly obtained using
cheminformatics toolkits.5* Molecular fingerprints represent the
molecule as a binary string, with each bit in the string corresponding to
the fragments or substructures in the molecule.5* More detailed
explanations of this subject are available.17.20547892106-123 Commonly
used molecular fingerprints include MACCS (Molecular ACCess
System) and extended-connectivity fingerprints (ECFPs) such as
Morgan fingerprints.107.124-126

Finally, to determine the reliability of the results and the quality of
these models, validation methods such as hold-out validation, k-fold
cross-validation, or leave-one-out cross-validation are used.51218119-
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121,127-133 Using validation methods to test the models allows for the
assessment of the models’ robustness and the reliability of the results

obtained. Performance measures and metrics have also been reviewed
reCently.20'54'72'102'122'134'135

VALIDATION METHODS
Hold-out validation

Hold-out validation refers to a method where the dataset is split into a
training and test set (Figure 3A).119121 The data which has been
partitioned into the training set is subsequently used for training the
model and it is validated by calculating performance statistics using the
test set. In the case where the test set is independent of the data used
for building the model, this is known as external or independent
validation. Generally, the test set contains around 20% of the total
dataset. In some cases, the data are split into three partitions to prevent
hyperparameter bias. The training set is used for training, the
validation set for hyperparameter tuning and the test set for final
performance review.

k-fold cross-validation

K-fold cross-validation refers to a method where the dataset is split
into k groups (Figure 3B), with k being chosen based on the
dataset.120121.127.130,133 Commonly used values of k include 5 or 10. One
of the groups is set aside as the test set while the model is trained on
the remaining groups. This process is repeated iteratively until all
groups have been chosen to be the test set once. Model performance is
taken to be the average of the test set performance over all groups.

Leave-one-out cross-validation

Leave-one-out (LOO) cross-validation is a special case of k-fold cross-
validation, where the number of groups equals the number of data
points (Figure 3C).106112131,132

Regarding the model training process and evaluation, LOO cross-
validation follows the process as described earlier in k-fold cross-
validation. Model performance using this validation method is similarly
taken to be the average across all runs. Generally, LOO cross-validation
is the most computationally expensive due to the large number of
training cycles required, while the model also tends to overestimate
performance. LOO cross-validation is best used for small data sets to
offset these disadvantages.
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Figure 3: Common validation methods used in machine learning. (A)
Hold-out validation, (B) k-fold cross-validation, (C) Leave-one-out
cross-validation.

Leave-many-out cross-validation

Leave-many-out cross-validation (LMO-CV), also known as Monte
Carlo resampling, or bootstrapping, is another cross-validation
technique that is used in the field of machine learning.136137 [t involves
leaving out all possible subsets of m examples of the data.’3” In a similar
fashion to LOO cross-validation, in LMO-CV the training data are split
into two subsets: a subset of m examples which is used for validation
and a subset of (n-m) examples for training the model.'3” In total, there

are C}"* splits that can be carried out on the training examples.3? LMO-
CV carries out this procedure on all possible C;* cases, resulting in an
exhaustive procedure that is computationally expensive.137

Monte Carlo cross-validation

Another validation technique used in machine learning is Monte Carlo
cross-validation (MCCV). This method randomly split the samples into
two parts Sc¢(i) (of size nc) and Su(i) (of size ny), and this procedure is
repeated N times (i=1, 2, ..., N), where nc and ny are the number of sam-
ples in the calibration set and validation set respectively.138 This is de-
fined in equation (1):138

MCCVyy (k) = 1N, 3 i = IN||ys,c) = Is,0 || (1)

MCCV reduces the computational complexity drastically because of the
reduction in the number of samples.!38 In general, N = n? is sufficient
for MCCVy to perform as well as CVny (cross-validation).!38 As
compared to LOO cross-validation, MCCV has a larger probability to
choose the correct number of components in a model.’3® For the
dataset, in order to obtain a larger probability using MCCV, the lesser
the number of samples is required for validation.138

SEARCH PROTOCOL

All references for the machine learning models (Table 3) were obtained
by searching the first 50 pages of results in Google Scholar using the
model type, the keywords “machine learning” and “toxicity”, and the
default settings, with all results being sorted by relevance. Each hit was
manually checked to ensure relevance to the topic. The year range was
restricted to 2010-2020 to obtain the most recent developments.
QSARs, expert-based systems, read-across methods, and preprints
were excluded from the results. The most recent search was carried out
in March 2020.

A similar search was performed with the Web of Knowledge (Web of
Science Core Collection) using the same keywords and the default
settings. The results from the Web of Knowledge were refined with the
same criteria used with Google Scholar. It was found that there were
fewer hits from the Web of Knowledge compared to the search
performed using Google Scholar. with the hits from Web of Knowledge
generally being included in the search from Google Scholar (Table 1).
Some of the hits from the Web of Knowledge are not included in the hits
from the first 50 pages Google Scholar, perhaps due to the references
lacking the keywords specified during the search, or the ordering of the
hits in Google Scholar which caused some of the hits to be outside the
first 50 pages. Additionally, the references found using Google Scholar
were also searched in the Web of Knowledge using the title as the
search criteria and the results are recorded in Table 1. In order to give
amore complete picture of the developments in the field, the hits from
the Web of Knowledge are also included in the review. This search

protocol generated a total of 43 references which are listed in Table
3_9,17,46,1397178

Number Number of Number of
of . . Number of
Total apers papers identical apers from
Machine number of pap found papers pap
. found . . Google
learning papers . during Web found in
during Scholar
method from both of both .
« Google . found in Web
databases Knowledge databases’
Scholar of Knowledge
search search
search
Regression 2 2 1 1 2
models
kNNs 8 6 4 2 6
Decision 5 2 4 1 1
trees
NB 14 9 5 0 9
SVMs 15 10 8 3 10
Ensemble
learning 13 9 9 5 9
and RF
Neural
T 13 10 5 2 9
Total 70 48 36 14 46




*Papers with multiple machine learning methods are counted as belonging to the groups they
appear in when they are searched. This means that the papers can be counted multiple times
and thus the overall total in the table includes this result.

Table 1. Comparison of literature searches in Google Scholar and Web
of Knowledge for the year range 2010-2020.

In order to find out if there has been a shift in the situation since 2000-
2009, papers were searched using the same criteria as Table 1 while
restricting the year range to 2000-2009 with the results being pre-
sented in Table 2. However, to speed up the search, only the titles and
the abstracts of the papers were considered during the searching pro-
cess unlike the results in Table 1 where the results were verified man-
ually. This is in line with our intention to estimate the situation for the
year range 2000-2009.

Number of | Number of Number of N:n;?:r of
Total papers papers identical ? P
. rom
Machine number of found found papers Goosle
learning papers during during found in Schoglar
method from both Google Web of both found  in
databases* Scholar Knowledge databases’
Web of
search search search
Knowledge
Regression 6 5 1 0 5
models
KNNs 3 2 1 0 2
Decision 3 3 1 1 3
trees
NB 3 2 1 0 2
SVMs 9 5 4 0 4
Ensemble
learning 3 2 1 0 2
and RF
Neural
networks S & g i B
Total 35 25 12 2 23

*Papers with multiple machine learning methods are counted as belonging to the groups they
appear in when they are searched. This means that the papers can be counted multiple times
and thus the overall total in the table includes this result.

Table 2. Comparison of literature searches in Google Scholar and Web
of Knowledge for the year range 2000-2009.

Number of papers from both databases

7 Total

NNs
Ensemble and RF
NB

DTs
kNNs

Regression

2000-2009 -
2010-2020

M Regression MkNNs DTs NB ™ Ensemble and RF B NNs ®Total

Figure 4. Comparison of results obtained using the search protocol over
the year ranges specified.

It was also generally observed that the total number of results using
Google Scholar for 2000-20009 is significantly less than 2010-2020 (eg.
ca. <1000 compared to >10000 for SVM, 1610 vs. 15600 for neural net-
works). Therefore, it can be concluded that there has been a general
increase in the number of papers published for the field of predictive
toxicology for the year range 2010-2020. This can also be seen in Fig-
ure 4 which shows the changes in the number of papers over the year
ranges used for the search criteria.

However, compiling an exhaustive list of relevant articles on this topic
when using this search criteria has limitations. This is because articles
can list the names of machine learning methods used without explicitly
indicating that they represent machine learning and vice versa. For ex-
ample, it was observed during the search process that titles of papers
generally do not include the machine learning method used ie. They
just specify “machine learning” while the machine learning method
used is usually specified in the abstract of the paper. A similar situation
would also apply for the toxicity endpoints and terms. Such limitations
would result in papers being missed or papers being counted wrongly
if they are not checked manually for relevance, which is time-consum-
ing. Therefore, to supplement the results of the search criteria obtained
in Table 1 and Table 2, we have chosen to highlight several papers ob-
tained using a manual search which have a significant impact in the
field of predictive toxicology.

In particular, the Tox21 program, which was developed in accordance
with the National Research Council’s vision of testing toxicity in the
21st century.172.180 The large amount of publicly accessible data gener-
ated due to the collaboration of many institutions have promoted the
development and use of high-throughput screening assays.179.180 In this
review, Table 3 shows the results obtained by the search which gener-
ally involves predicting the toxicity of drug or drug-like compounds; in
other words, pharmaceuticals. As compared to pharmaceuticals which
is the focus in recent times (Table 3), Tox21/ToxCast is different be-
cause the focus is on environmental chemicals.179180 Several successful
machine learning models have also been built using Tox21/ToxCast
data, which have demonstrated the potential of these data in predictive
toxicology.140,1817185

ToxPrint is a widely used set of structural features from molecules in
toxicity databases, which can be represented as chemical finger-
prints.141186 This was developed by Yang et al. in 2015 and is based on
various toxicity prediction models and safety assessment guidelines by
several institutions including the Food and Drug Administration.141.186
ToxPrint has also begun to be used with machine learning models, in-
cluding a recent study predicting estrogen binding.8”

Another paper to be highlighted involves XGBoost. XGBoost is a scala-
ble tree boosting method used in machine learning, and has received
recognition in numerous data mining and machine learning chal-
lenges.!88 XGBoost is highly scalable in all scenarios which has contrib-
uted to its success in machine learning.!88 Further details can be found
in the work by Chen et al. 2016.188



Table 3: A summary of the results of all machine learning methods.

Machine Toxicit Accurac; Validation Dataset Reference
No- learning method endpoi:t (%) ’ AUC (%) SE (%) SP (%) type size Number
1 Rfﬁrlszir‘)’“ Cardiotoxicity - 75 - - 10-fold 1917 159
2 R‘zgRFiSSgSS’“ Cardiotoxicity - 77 - - 10-fold 1917 159
3 (llzzftri:slle(;zt Mt(())i(elzllltl;r 82 - - - Hold-out 2849 170
square)
4 kNN Aquatic toxicity 84 92 84 85 10-fold 1005 174
5 kNN Carcinogenicity - - 84 84 External 661 175
6 kNN Cardiotoxicity 82 78 82 57 External 206 176
7 kNN Genotoxicity 86 93 80 90 5-fold 576 w7y
8 kNN Hepatotoxicity 62 52 91 20 External 978 178
9 kNN Hepatotoxicity 78 - 79 76 10-fold 1274 155
10 kNN Hepatotoxicity - - 62+20 92+ 14 10-fold 288 140
11 kNN Organ toxicity - - 92+8 78+ 6 5-fold - el
12 DT Food-related 0.23* - - - 10-fold 94 172
toxicity
13 DT Genotoxicity 82 81 75 87 5-fold 576 oy
14 DT Hepatotoxicity 89* - - - 10-fold 575 173
15 DT Hepatotoxicity - - 74 +16 94 + 5 10-fold 288 Ll
16 DT Organ toxicity - - 89 +12 76+7 5-fold - 141
17 NB Aquatic toxicity 77 81 70 84 10-fold 1005 i
18 NB Carcinogenicity 68+2 - 60+8 7510 5-fold 834 142
19 NB Developmental 83 - 90 67 5-fold 232 143
toxicity
20 NB Genotoxicity 85 90 89 81 5-fold 576 177
21 NB Hepatotoxicity - - 73 73 5-fold 336 Cs
22 NB Hepatotoxicity - - 70+ 15 85+7 10-fold 288 140
23 NB Immunotoxicity - 78 73 70 Hold-out 44615 145
24 NB Mitochondrial 81+1 - 884 | 774 5-fold 226 148
toxicity
25 NB Mutagenicity 90.9+0.3 - 39+4 95+1 5-fold 5159 Ce
26 NB Mutagenicity 65 - - - 10-fold 3903 147
27 NB Myelotoxicity 82+3 - 76+ 6 84+3 External 727 L
28 NB Nephrotoxicity ; ; 62 78 Stra;;fligd 3 27 150
29 NB Respiratory 84 : 84 85 5-fold 993 151
toxicity
30 NB yrinary i:;a“ 84 - 84 85 5-fold 173 152
31 SVM Acute oral 90 - - - External 8102 4
toxicity
32 SVM Acute toxicity 70 72 85 59 External 321 153
33 SVM Aquatic toxicity 89 94 89 89 10-fold 1005 iz
34 SVM Carcinogenicity - - 73 79 External 499 9
35 SVM Carcinogenicity 68 +3 73+3 65+5 72+5 5-fold 802 8
36 SVM Carcinogenicity 78 - 84 74 External 661 175
37 SVM Cardiotoxicity 86 72 88 29 External 206 o
38 SVM Cardiotoxicity 87 - 90 74 10-fold 1501 155
39 SVM Genotoxicity 89 95 92 84 5-fold 576 w77




40 SVM Hepatotoxicity - - 58+16 99+6 10-fold 288 140
41 SVM Hepatotoxicity 75 61 93 38 External 978 A
42 SVM Hepatotoxicity 83 89 93 68 External 1731 156
43 SVM Mutagenicity 72 - 69 74 10-fold 1696 57
44 SVM Nephrotoxicity - - 79 84 Stratified 3- 27 150
45 SVM Ototoxicity 85 - 82 92 External 536 5

Ensemble . - 3 174
46 learning/RF Aquatic toxicity 86 93 83 89 10-fold 1005

Ensemble . .. _ 154
47 sty 0T Carcinogenicity 70+3 77 +3 67 %5 73+4 5-fold 802

Ensemble . - R N 175
48 learning/RF Carcinogenicity 74 65 80 Hold-out 661

Ensemble . . 154
49 Jearning /RR Carcinogenicity 68+3 74 +3 64 +5 73 +4 5-fold 802

Ensemble . . 3 160
50 learning/RF Cardiotoxicity 82 94 65 98 10-fold 2901

Ensemble . - ) _ _ 161
51 sty 0T Cardiotoxicity 97 External 522

Ensemble - 177
52 learning/RF Genotoxicity 94 96 95 93 External 576

Ensemble .. ) .
53 Jearhing BH Hepatotoxicity 69 +3 75+3 76 +3 62+5 5-fold 993

Ensemble - ) ) 3 162
54 learning/RF Hepatotoxicity 74 79 10-fold 281

Ensemble . ) _ ) 20
55 st 05 Hepatotoxicity 58+ 15 97 +5 10-fold 288

Ensemble - _ 163
56 learning/RF Hepatotoxicity 71+3 76 +2 80+4 60+5 5-fold 1117

Ensemble - ) ) .
57 Jearhing BE Hepatotoxicity 73 77 66 10-fold 1274

Ensemble - ) ) 3 164
58 learning/RF Nephrotoxicity 89 75 10-fold 30
59 NN (ANN) Acute toxicity - 70 100 53 External 321 153
60 NN (ANN) Aquatic toxicity 88 94 87 89 10-fold 1005 174
61 NN (ANN) Genotoxicity 87 94 91 82 5-fold 576 177
62 NN (ANN) Hepatotoxicity 82 - 71 98 External 475 166
63 NN (ANN) Mutagenicity 60 - 40 81 10-fold 1696 7
64 NN (ANN) Mutagenicity 80 87 84 75 5-fold 6094 167
65 NN (DNN) Cardiotoxicity 93 97 93 91 Hold-out 3954 et
66 NN (DNN) Cardiotoxicity 98 - - - External 522 161
67 NN (DNN) General - 84 - - External 11764 17
68 NN (DNN) Hepatotoxicity 81 - 82 80 External 475 166
69 | NN (Graph CNN) Cardiotoxicity - 96 - - - 3954 et
70 NN (CNN) General - 78 - 100 - 10588 168
71 NN (CNN) General - 85 - - - 7438 Ces
72 NN (CNN) Hepatotoxicity 63 62 64 62 - 7630 71

*corrected classification rate (CCR) used instead of accuracy.

*Error between the predicted value vs. the actual value was used instead of accuracy.

MODEL TYPES

Regression models

A regression task involves predicting a numerical response variable
using several predictor variables by learning a model that minimises
the loss function.!®® First, we will distinguish the regression models
from support vector regression (SVR), which is an application of
support vector machines (SVM), and will be covered in a later section.
Also, in the literature, kernel functions are sometimes referred to as

regression models. In this review, we will make a distinction between
the two: the term kernel functions will be reserved for the SVMs while
regression models will be discussed in this section.

Regression models, which are statistical models, can be broadly
classified as linear regression and non-linear regression. These include
linear, multivariate linear, polynomial, stepwise, ridge, and least
absolute shrinkage and selection operator (LASSO0).190-205 These
regression models are used for quantitative predictions unlike the
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standard classification models. Examples of these quantitative
characteristics of toxicity include LDso, LCso, ICs0, and ECso.

While linear regression models have low computational cost, their
linear nature limits their ability to model complex problems, unlike
non-linear regression models.84206207 However, using non-linear
regression models will increase the computational cost.

In predictive toxicology, regression functions have been employed in
several works. These models, as well as all machine learning methods
in this review, will be measured by performance metrics which include
accuracy (Q), sensitivity (SE), specificity (SE), and area under the re-
ceiver operating characteristic curve (AUC). Even though the accuracy
was chosen as the performance metric for regression model types, it is
acknowledged that R? and root-mean-square error (RMSE) are more
adequate performance metrics to gauge the quality of the model. How-
ever, in line with our intention to give an estimate of the performance
of regression models as compared to the other machine learning meth-
ods, accuracy which is a common performance metric used in machine
learning was used.

Table 3, entries 1 - 3, summarizes the recent performance of several
regression models across different toxicity endpoints.

k-nearest neighbours (kNNs)

kNN is a non-parametric classifier where the test sample is assigned a
class label based on the most frequently occurring class label among
the k-nearest neighbours.208-210 A proximity measure, such as
Euclidean distance or Manhattan distance, is used to define the k-
nearest neighbours to each test sample.208-210 A]l samples are
represented by points in an n-dimensional feature space, while the
neighbours are taken from a set of objects for which the correct
classification or value is known.209

More formally, the k-nearest neighbours algorithm is defined as
follows: Given a collection of incomplete/unlabelled test data {(x; y:), i
=n+1, ..., n + m}, the problem amounts to predicting the class labels
for y* = {yn+1, ..., yusm} With corresponding feature vectors x* = {Xn+1, ...,
Xn+m}.208211 Thus, the k-nearest neighbours algorithm amounts to
classifying an unlabelled y..: as the most common class among the k-
nearest neighbours of xx+; in the training set {(x; i), i =1, ..., n}.208209.211
In the algorithm, the value of k is typically a positive integer, usually
small (such as k = 1), or is chosen based on leave-one-out cross-
validation.208209211212 [fthe value of k chosen is too small, it might result
in overfitting while if the value of k is too large, it might result in
misclassification.20 While kNN is easy to implement and often gives
good performance, it is heavily dependent on the classification
accuracy of the test class labels as well as the value of k.21 Samsudin et
al. has also outlined several improvements to kNN in the literature.210
Table 3, entries 4 - 11, summarizes some of the results achieved by
kNN models.

Decision trees (DT)

A decision tree is a tree-strcutured classifier consisting of a root, nodes
and leaves where each node has only one unique path from the root.
The decision that the classifier makes at each node is based on decision
rules, which depends on the features of the data used. Several papers
have explained DTs in great detail and will not be reproduced here.213-
215 Furthermore, in a later section, Random Forest which is an
ensemble of decision trees will also introduce the basics of decision
trees.

DTs have the advantage of model interpretability because the decision
rules can be retrieved from the model for each result, unlike complex
models like neural networks where each node is based on all of the
nodes in the previous layer. However, due to the design of the tree, it is
easier for errors to accumulate at each level, and thus a compromise on
accuracy and efficiency has to be reached.

In predictive toxicology, decision trees are not commonly used as
evidenced by the data from Table 1 and Table 2. This could be because

the toxicity endpoints are complex and thus a simple model cannot
generalize all the patterns in the data.

Table 3, entries 12 - 16, summarizes some of the results achieved by
DT models.

Naive Bayes (NB)

In Bayesian classification, the given data are hypothesized to belong to
a particular class.21¢ The probability that the hypothesis is true is then
calculated.?1¢ Another way to describe the Bayesian classifier is shown
in equation (2), where the Bayesian classifier is defined as obtaining
the posterior probability P(Ci| Ay, .., An) of each class Ci, using Bayes
ru]e.217,218

P(Ci | Ay, Ay) = P(CHP(A, 1 G) .. P (A, | C)/P(A)  (2)
This equation makes the simplifying assumption that given the class,
the attributes, A, are independent and thus the likelihood can be

obtained by the product of the individual conditional probabilities of
each attribute.217218 This is called a naive Bayes (NB) classifier.

Naive Bayes models are efficient, generally robust and have high
accuracy.217218 However, the NB model classification accuracy
decreases when the attributes are not independent.?17 Also, NB models
cannot deal with non-parametric continuous attributes.?!” Some
improvements such as feature selection have been carried out to tackle
these issues.?!? Additional details about these improvements can be
found in the literature.?17219-222 Table 3, entries 17 - 30, shows the
results obtained for NB models in predictive toxicology.

Support vector machines (SVM)

The next model type to be introduced is SVM, which was introduced by
Vapnik et al..?23 It is based on the structural risk minimization principle
which was developed from statistical learning theory.223-227 Vapnik et
al. state that the basis of the principle is to control the Vapnik-
Chervonenkis dimension (VC-dimension) to minimise the guaranteed
risk, which is the sum of the empirical risk and the confidence
interval.224 This, however, involves a trade-off as the minimum
empirical risk decreases while the confidence interval increases as the
VC-dimension increases.2?* Yan et al. describes this in another way,
which is that SVMs, which are maximum margin classifiers,
simultaneously minimize the empirical classification error and
maximize the geometric margin.?

According to Vapnik et al.,, an SVM maps the input vectors into some
high dimensional feature space Z through some non-linear mapping
chosen a priori.223 This allows a hyperplane to be constructed between
the data points, where there is a margin of separation between the two
classes.?23 If the training data cannot be separated with error, the
algorithm would separate the training set with a minimal number of
errors, which results in a soft margin SVM.223

SVMs usually results in a feature space where the data are linearly
separable, even when the initial feature space is non-linear. In the case
of a linear classifier, the feature space is separated by a hyperplane
with equation (3), where w is the weight vector, x is the input vector,
and b is the bias (Figure 5).20.223,228-230

wl-x+b=0 3)
The geometric margin is thus represented by the constraints shown in
(4) and this is shown in Figure 5 as the boundary lines running parallel
to the hyperplane.20.223,228-230
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To construct a linear SVM classifier for a non-linear feature space,
kernels such as a Gaussian, radial basis function, or polynomial types
are used.?157.226231-236 These kernels are functions that work by
mapping the input data which is linearly non-separable into a higher
dimensional space where the data are linearly separable.®231 A
hyperplane can thus be constructed that separates the two classes,
resulting in a situation similar to a linear classifier.

X Class 1
® Class2
Margin

S wT.x+b=1

wl x+b=0

S wlxeb=-1

»
>

Figure 5. A representation of an SVM with linearly separable classes.

It is known that SVMs are good at pattern recognition, can generalize
well, and can handle high-dimensional data.223226228237 However, the
drawbacks of SVMs include difficulty in choosing an appropriate kernel
and being time-consuming for large datasets.231.233237 [mprovements
have been made to counter these drawbacks. For example, SVMs such
as the generalized eigenvalue proximal support vector machine
(GEPSVM) and twin support vector machine (TWSVM) have been
developed to reduce the time consumed.?38-240 These SVMs work by
constructing two non-parallel hyperplanes instead of a single
hyperplane, effectively reducing the quadratic programming problem
(QPP) required to generate the hyperplane(s) from a single large QPP
to two smaller QPPs.238-240 Also, multiple kernel functions have been
developed which can handle complex classification problems better by
adapting better to the characteristics of the data.241-244

In recent years, several SVMs have been used in predictive toxicology.
These results are tabulated in Table 3, entries 31 - 45.

Random forest (RF) and ensemble learning

A recent review by Sagi et al. provides a comprehensive survey of
ensemble learning.?#> In this review, some of the ideas by Sagi et al. will
be introduced in this section as a general introduction to this machine
learning method. There are also other reviews on ensemble
learning.246-252 [n this review, a general overview on ensemble learning
will be given before focusing on RF as it a popular machine learning
method used in predictive toxicology.

Ensemble learning refers to methods that combine multiple inducers
to make a decision, typically in supervised machine learning tasks.245
An inducer, or base-learner, is an algorithm that takes a set of labelled
examples as input and produces a model that generalizes these
examples.2> By combining multiple models, the error of a single
inducer will likely be compensated by other inducers, which leads to
better overall performance as compared to a single inducer.245 In other
words, the predictive performance of an ensemble learning model
cannot be lower than the predictive performance of each model making
up the ensemble.24>

More formally, the ensemble learning method can be represented as
follows: Given a dataset of n examples and m features, D = {( xi;, yi)}( |
D | =n xi € R",y €R), an ensemble learning model ¢ uses an
aggregation function G that aggregates K inducers, { fi, fz, ..., fk }
towards predicting a single output.245 This is represented by equation
(5).245

Vo =9) =G(fufo fi) (5)
In an ensemble method, there exist two main types of frameworks.245
The dependent framework is one where the inducer’s output affects
the construction of the next inducer.245 In contrast, the independent

framework each inducer is built independently from other inducers.245
For instance, popular ensemble methods such as AdaBoost, bagging,
and random forest (RF) are examples of dependent, dependent, and
independent frameworks respectively.24

Ensemble learning methods are generally able to handle class
imbalance, concept drift, and the curse of dimensionality better as
compared to their machine learning counterparts.2> Also, these
methods tend to avoid overfitting as different hypotheses are averaged
to give the final result.2*> Moreover, ensemble learning methods
decrease the risk of finding a local minimum while also giving a better
representation of the data.245

However, even with these numerous advantages, there are some
considerations when building an ensemble learning model. This
includes the individual method’s suitability towards the data, difficulty
in interpreting the output of the ensemble learning model, the software
availability, and the usability, and, sometimes, computational cost.245
The key considerations would be the first two points. Elaborating
slightly further on the first point, it is known that each machine
learning method is more suitable to handle certain types of data or
settings. This will be explained in more detail in the section which
covers the overall analysis. Next, as ensemble learning methods are
built up of multiple models, it follows that the total computational cost
will at least be equivalent to running each model separately. It is thus
likely that significant computational resources need to be allocated to
train an ensemble learning method for results to be obtained within a
reasonable time frame. Improvements to ensemble learning methods
are also covered in the review by Sagi et al..245

Even though ensemble learning uses a general approach eg. Bagging,
we intend to give an estimate of the performance of models that use
these general approaches as compared to concrete machine learning
methods like RF. Ensemble learning can be interpreted as a group of
algorithms eg. Bagging and a machine learning method, or as a group
of machine learning models eg. NB and neural networks. Thus, care
should be taken when comparing performance metrics of ensemble
learning methods to other machine learning methods. It should also be
noted that RF is a special case because it is made up of a ensemble of
decision trees, and is treated as a concrete machine learning method.

Next, RF will be covered in more detail while details on the other two
methods can be found in the literature.252-257

Breiman introduced RF in 2001 as a classifier that is made up of
multiple tree-structured classifiers (decision trees) {h(x, 6x), k=1, ..}
where the {6«} are independent identically distributed random vectors,
and each tree casts a unit vote for the most popular class at input
x.111.258 Each RF consists of a root, nodes and leaves, with each split
representing two branches at each node. (Figure 6). Each node in an RF
represents the decision made by the model which is based on a subset
of the available features while the leaves represent the outputs of the
RF.111.258-260 These outputs, which are predictions of each tree, are

combined by taking the most common prediction across all
trees.109.258,259



Figure 6. A Random Forest with two decision trees. The two colours
represent the positive or negative decision made at each split.

To build an RF for machine learning, an algorithm has to be chosen. One
common algorithm used in literature was developed by Breiman and
uses the Bagging principle together with random feature
selection.111.258 Each tree in the RF is grown by randomly drawing N
samples from the original training set with replacement, also known as
bootstrapping which is then used to build the tree.111.258 For each node
of the tree, a portion of features from the original feature space is
randomly drawn without replacement, among which the best split is
selected.11258 Throughout the process, no pruning of the tree is
performed.111258

Building an RF also requires that one considers pruning as well as the
number of trees. Pruning refers to removing nodes in the RF-based on
a criterion which simplifies the RF.260261 On the other hand, the number
of trees in an RF affects the generalization of the model.111.258 However,
it was found that above 10000 trees using Adaboost, or 100 trees for a
well-defined value of the number of random features pre-selected in
the splitting process using the Forest-RI method, adding more trees
does not improve performance.!11.258

RFs have several advantages such as they can minimise the issue of
overfitting, are resistant to noise with some algorithms, can handle
high-dimensional data well, having the ability to ignore irrelevant
descriptors, and being interpretable in terms of the decision rules
made.109.262.263 RFs are also known to keep the benefits afforded by DTs
while achieving better results most of the time.263 On the contrary, the
disadvantages of RF include being susceptible to bias when there are
dominant features, as well as placing more emphasis on the correlation
among smaller groups of features.26+

Recently, a review by Fawagreh et al. in 2014 has covered some of the
recent advancements in RF.265 They mention in the review that the
performance of the RF can be improved through the use of different
voting methods, or by implementing a weighting scheme for the
features or for discarding trees.2¢5 Another review by Rokach in 2016
on decision forests (including RFs) introduces the models, the methods
to construct them, and surveys the state-of-the-art methods in the
field.z46

Next, Table 3, entries 46 - 58, summarizes the results of RFs and
ensemble learning used in predictive toxicology.

Neural networks (Artificial neural networks (ANNs), deep neural
networks (DNNs), Convolutional neural networks (CNNs))

Neural networks (NNs) can generally be divided into three groups,
namely artifical neural networks (ANNs), deep neural networks
(DNNs), and convolutional neural networks (CNNs). In this review.
ANNs and DNNs will be elaborated in more detail first as they as
similar, following which CNNs will be explained in more detail.

In recent times, artificial neural networks (ANNs) which excel at
pattern recognition and classification have been successfully applied in
multiple fields such as novelty detection, renewable energy systems,
and image processing.266-268 The most widely used types of ANNs
include feedforward and recurrent neural networks, of which

feedforward neural networks are generally enough for most binary
classification tasks.269 In this review, the focus will be on feedforward
neural networks. Recurrent neural networks such as long short-term
memory (LSTM) are not covered in this review and can be found in the
literature.270-274 [n a typical feedforward neural network, the network
is made up of layers, namely the input layer, hidden layers and the
output layer. Each layer is in turn made up of independent nodes or
neurons, with each node connected to all nodes in the subsequent layer.
This is illustrated in Figure 7. In the literature, several strategies for
determining the number of nodes as well as hidden layers when
building a neural network have been described.275-277

Input layer Hidden layer Output layer
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Figure 7. Graphical representation of a feedforward ANN.

In addition to the network architecture, one must choose an activation
function which is a function that transforms the activation level of a
unit (neuron) into an output signal.2’8 Examples of activation functions
include linear, sigmoid, Gaussian, and Elliot.2’8 A popular and recent
activation function called rectified linear unit (ReLU) has been shown
to converge quickly for neural networks.279-281 The ReLU activation
function is represented by equation (6).

f(w) = max(0,u) (6)
Overall, the output in a feedforward neural network can be described
by equation (7) where o; represents the output, oi is the output
function, b is the bias input of the ith hidden node, wj; is the weight of
the connection from the jth input, uj, to the ith hidden node, and M is
the total number of inputs.282

0; = 0y(b; + XL, (wy; * uy)) (7)
The starting weights are usually randomised, with the final weights
commonly determined by backpropagation. Backpropagation is a
method to calculate the gradient of the error with respect to weights
and several algorithms have been developed which include first order
and second-order algorithms.28328¢# QOne of the commonly used
algorithm is the Levenberg-Marquardt (LM) algorithm which is a
second-order algorithm.285 Wilamowski et al. describes these
backpropagation algorithms in more detail.285

Recently, deep neural networks (DNNs) have gained interest due to
deep learning, of which there have been several reviews published in
the literature.18491,269,284286-290 These DNNs are neural networks with a
deep network architecture, where the number of hidden layers is more
than one.291.292 By increasing the number of hidden layers, DNNs can
handle more complex problems, of which there are successful
examples such as skin cancer classification, image classification, and
syntheses route planning.291-293

Despite the growing popularity of DNNs, one must acknowledge the
several limitations of DNNs. These include long network training times
due to the increase in the number of hidden layers and parameters.
Improvements have been made to rectify these issues. For example,
graphical processing units (GPUs) have been employed to train neural
networks, where the higher processing capabilities of GPUs help
reduce training times.294-297



On the other hand, ANNs have their own set of limitations which
include their expressivity, which shows that they are unable to express
certain functions that DNNs are capable of, as well as having lower
approximation capability as compared to DNNs.2%8 Unfortunately, as
these are issues intrinsic to the model type, there are no good solutions
for them.

In the field of predictive toxicology, DNNs have been shown to be
successful in numerous examples (Table 3). Several papers have also
covered on the topic of neural networks or DNNs in the field of
predictive toxicology,1016102 in particular, the review by Tang et al. in
2018.5 Hence, this review will not focus on the recent advances of
DNNs, but rather the model performance of DNNs in predictive
toxicology. Given the increased performance of DNNs as compared to
their ANN counterparts, it is predicted that the use of DNNs in
predictive toxicology will become more prevalent. The complexity
provided by DNN could also give these models an edge when predicting
complex toxicity endpoints, for which simpler models might not be able
to model well.

Convolutional neural networks are similar to ANNs and DNNs in the
sense that they also consist of layers and are feedforward networks.
However, unlike their counterparts, a CNN typically consists of
convolutional and pooling layers stacked on top of each other.299-301
The fully connected layers that follow these layers interpret the feature
representations and perform the function of high-level reasoning, such
as classification.300

Convolutional layers serve as feature extractors, where the neurons are
arranged into feature maps.392303 Each neuron has a receptive field
which is connected to the neurons in the previous layer via a set of
trainable weights while all neurons within a feature map have weights
that are constrained to be equal302303 Equation (8) shows the
representation of the kth output feature map Yx, where x represents the
input image, Wk the convolutional filter, the multiplication sign as the
2D convolutional operator used to calculate the inner product of the
filer model at each location of the input image, and f(-) the non-linear
activation function.300

Yo = f(Wy xx) (8)
In contrast, the pooling layers reduces the spatial resolution of the
feature maps which reduces the number of parameters (controls
overfitting), achieving spatial invariance to input distortions and
translations.3%0 These pooling operations play a role in producing
downstream representations that are more robust to the effects of
variations in data while still preserving important motifs.300302 Lee et
al. and Rawat et al. describes these pooling operations in more
detail 300302 I toxicology, molecules are represented as images, grids,
or graphs which are then fed into the CNN for training.165168169,171

Similar to ANNs and DNNs, CNNs also uses the backpropagation
algorithm during training.3% A typical CNN with both convolutional
and pooling layers is shown in Figure 8.
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Figure 8. A CNN with convolutional and pooling layers.
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CNNs have several advantages over traditional ANNs such as requiring
fewer free parameters and being able to deal with the variability of 2D
shapes.30© However, CNNs require a large amount of training data
which increases computational cost and lengthens training time.30 [n
recent years, new CNNs have been developed such as deep CNNs and
graph CNNs which outperforms traditional CNNs. A recent review by

Rawat et al. covers the topic of deep CNNs more extensively.3?° On the
other hand, graph CNNs are the most recent CNNs to be developed
which consist of embedding nodes in a graph in Euclidean space.303
More information about graphs and graph CNNs can be found in the
literature.303-307

Although CNNs have made advances in recent times, in the field of pre-
dictive toxicology, CNNs are uncommonly used. This is because CNNs
use images as inputs while in predictive toxicology, molecular struc-
tures, fingerprints, or descriptors are more common as inputs. An ex-
ample of this is the work by Jimenez-Carretero et al.3%8 In their work, a
CNN using cell-based images as features was developed. This is a situ-
ation where machine learning is used to generalize the biological prop-
erties, rather than the chemical properties which the main focus of pre-
dictive toxicology focuses on. In this review, we have chosen to focus
on molecular structure in predictive toxicology as thus far, CNNs have
not shown themselves to be useful in this field.

Table 3, entries 59 - 72, summarizes some of the results achieved by
NN models.

OVERALL ANALYSIS

The popularity of SVMs and RFs could be attributed to their
advantages, such as being efficient while easy to use, as well as being
able to generalize the data well. Furthermore, numerous successful
models have been built for these two model types, thus contributing to
their well-established reputation. On the other hand, recently
developed machine learning models, such as DNNs or ensemble
learning, are less popular possibly due to their high computational cost
or their complexity, or because they are not as well-established as
SVMs and RFs. Machine learning methods perform differently on
different datasets and these differences arise from the diverse
characteristics of the data, such as the dataset size, class distribution,
and the distribution of the data in the feature space.

It is also observed that the simplest machine learning method,
regression models are not the most popular model of choice in
predictive toxicology. The performance of regression models also falls
behind their classification counterparts. However, caution should be
taken when comparing the performance of regression models with
classification models as the two are inherently different. This
illustrates the complexity of the problem of predicting the toxicity of
chemicals, where usually, a more complex machine learning model is
required to model the problem or the data more effectively. A more
complex model might also produce results that one would otherwise
miss if a simpler model was used instead, simply because the model
does not over-generalize the data. Another possible reason is perhaps
the familiarity or ease of use of such machine learning methods, where
one is inclined to use a method that is more familiar to raise the chances
of building a successful model. Since SVM has been well established in
the literature, it continues to be a popular machine learning method for
predictive toxicology.

The statistical performance results of all machine learning methods in
predictive toxicology covered, including the values for sensitivity (SE),
specificity (SP), accuracy, AUC, and the validation type are summarized
in Table 3. It is common to see different studies use different
performance metrics to measure their model’s performance. While the
best performance metric to use is still up for debate, such diversity in
the performance metrics makes it difficult to compare across different
models. Moreover, as the models generally do not use a benchmark
dataset, it is once again difficult to compare the performance of
different models.

Generally, the machine learning methods in Table 3 have an accuracy
or AUC of 75% or above. Those models which reported a lower
performance than expected could have experienced issues with the
dataset, such as the dataset not being able to generalize well to another
test set. Most of the time, it is more likely for there to be a problem with
the data or the deployment of the algorithm, rather than the machine
learning method of choice which are generally well established.

Based on the data and the search criteria outlined in Table 3,
hepatotoxicity,  carcinogenicity/mutagenicity/genotoxicity, = and
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cardiotoxicity are the most common types of toxicity that have been
investigated. Hepatotoxicity is important in predictive toxicology
because most toxicity originates from the liver which is the main site of
metabolism for drugs; that is hepatotoxic compounds would have
adverse side effects in vivo and thus are unsuitable to be drugs.139156
Hence, determining the hepatotoxicity potential of a drug candidate
would allow for the quick screening of potential drug candidates from
all of the compounds. Cardiotoxicity is important because side effects
such as cardiac arrest are highly undesirable. Lastly, tests for
carcinogenicity and mutagenicity, during drug screening are common
as cancer is known to be a leading cause of death in the developed
world.225 The Ames test is used as part of a battery of in vitro methods
which covers different mechanisms that may lead to
carcinogenicity.309310 In silico predictions of the Ames test mutagenicity
have also been investigated by Xu et al. and Hillebrecht et al., which
highlights the need for faster and more accurate predictions of a key
test in toxicology.167311 Hillebrecht et al. has demonstrated that the
expert-based system Derek performs the best for predicting Ames test
mutagenicity, though they believe that the fusion of the expert-based
system and QSAR techniques would lead to improvements in the
predictive power of the in silico models.3!! Therefore, by screening for

these major types of toxicity, the number of potential drug candidates
can be reduced to a smaller number from a larger range of drug-like
compounds.

The distribution of all models in Table 3 is shown in Figure 9 (A).
Entries without accuracy/AUC values, or missing data were omitted.
Also, for entries that report both values, accuracy was chosen to
represent the model performance as it ais a common performance
metric. Larger dataset sizes do not correspond to higher model
performance, but some model types do appear to have been more
prominently reported for some dataset sizes. Ensemble learning/RF,
nearest neighbour algorithms, SVMs, and naive Bayes models are more
common where training datasets are under 1000 datapoints. Neural
networks of all types see more use in datasets over 2000 datapoints.

When models with accuracy or AUC greater than or equal to 90% are
considered, Ensemble learning/RF are more prominent among smaller
datasets while neural networks, support vector machines and naive
Bayes are more common among larger datasets. Neural networks are
the most represented algorithm type in this category, with three
models scoring above 90%.
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Figure 9. A graph showing model performance against training dataset size across (A) different model types (B) different endpoints.

Looking at the highest performing models for each of the toxicity
endpoints most represented in Table 3, some suggestions can be
provided for those new to machine learning model construction. The
highest performing models for carcinogenicity, genotoxicity, and
mutagenicity are random forests and support vector machines using
MACCS keys and PubChem fingerprints as inputs and relatively small
datasets.!”’ High performing models on larger datasets use molecular

descriptors and ECFPs in a naive Bayes model.!#¢ For cardiotoxicity, the
highest performing model is a deep neural network using fingerprints
on a small dataset.!! A support vector machine using MACCS
fingerprints on a small dataset provides the highest performing model
in hepatotoxicity.!5¢ These are summarized in Figure 10 and serve as
suggestions to be considered when constructing new models as the
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data type, distribution, and modelability also affect which models will
perform best and how high model performance statistics will be.

It has to be acknowledged that it is hard to compare the algorithm
performance over different toxicity endpoints due to the difference in
complexity and data available. Hence, a subplot of Figure 9 (A) was
generated for the three common toxicity endpoints, namely,
hepatotoxicity,  carcinogenicity/mutagenicity/genotoxicity, = and
cardiotoxicity. This subplot is shown in Figure 9 (B). There are more
models predicting cardiotoxicity with an accuracy/AUC of above 90%,
followed by carcinogenicity/mutagenicity/genotoxicity, and lastly
hepatotoxicity. The lower overall performance of models predicting
hepatotoxicity could possibly arise due to a lack of data used for
building the models. It is also observed that most of the models have
2000 or less training data points.

Small Dataset Large Dataset
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MACCS Keys E ECFP
PubChem FP mws) Descriptors
Bioactivity FP Mol2vec

Figure 10. A summary of the highest performing methods and inputs
found separated by dataset size.

To study model performance based on human vs animal and in vivo vs
in vitro data, the studies in Table 3 were differentiated based on the
data used where possible and plotted alongside each other (Supporting
Information). No clear trend or pattern was observed for the generated
plots. This indicates that the model performance is dependent on the
quality and quantity of the data used rather than the type of data (eg.
animal vs. human). Caution must also be taken when interpreting these
results as a whole because these studies use different datasets. The lack
of high-quality in vivo data could also have contributed to this outcome.

In 2016, Huang et al. built predictive models for 72 in vivo toxicity
endpoints using in vitro data from the Tox21 10 K library.18! It was
found that the in vitro assay data-based models performed better when
predicting in vivo toxicity end points for humans than using in vivo data
from animals to predict in vivo end points for humans.!8! Whilst more
high-quality data for human toxicity and in vivo studies are required to
better assess the model performance of these in vitro data-based
models in the prediction of in vivo toxicity, this result demonstrates
that in vitro data from assays offers a promising alternative to
expensive and low throughput methods of obtaining in vivo data, and
that extrapolation from in vitro data to human in vivo end points is
more reliable than extrapolation from animal to human in vivo data.18!

In another study by Novotarskyi et al. in 2016, the top model for the
ToxCast EPA (Environmental Protection Agency) challenge was
reported.312 The aim of the challenge was to develop a model to predict
the lowest effect level concentration (in vivo toxicity) based on in vitro
measurements and calculated in silico descriptors.3!2 A recent study by
Xu et al. in 2020 also investigated in vivo toxicity. In their work,
predictive models for human organ toxicity based on in vitro bioactivity
data and chemical structure were developed.3!3 The models could be
used to hazard screen large sets of chemicals for potential human
toxicity, as well as to provide insights into toxicity mechanisms.313

In this review, we look at both in vivo and in vitro assay data, but we
expect that the importance of in vitro data is likely to increase in future
studies. A related subject is the extrapolation of in vitro assay data
towards in vivo data (IVIVE).314 This is an important area, for which

machine learning has yet to be applied, and may be one to watch for the
future.

The recent successes of machine learning in predictive toxicology have
demonstrated that machine learning methods can generalize the data,
as well as predict the toxicity potential of compounds accurately. While
the results in Table 3 are generally of the single task classification
method, multi-task classification/learning is also another method used
in predictive toxicology. By learning tasks in parallel, multi-task
learning has the potential to improve the generalization of the model,
provided that sufficient data are available, longer training times and
more complex architectures are practical, and that the distinct datasets
are sufficiently closely linked for the models to be related.3!S The
assignment of more than one label to each instance might improve
model performance by increasing model complexity. Several papers
have explained multi-task classification, and this could be an
alternative approach to take instead of varying the machine learning
method used.!9315-317 For example, the work by Mayr etal. in 2016 used
multi-task learning and found that it enhances the model performance
for 10 out of 12 assays.!” In another study, Wu et al. used multi-task
learning on four different quantitative toxicity datasets.1? Generally, it
was observed that the multi-task models performed better than single
task models when suitable data were available.!® Hence, by using
machine learning in predictive toxicology, the advantages of the
various machine learning methods can be applied to the databases of
drugs and drug-like compounds. This would lead to even more efficient
and accurate predictions for drug toxicity.

However, there are some considerations when using machine learning
to predict toxicity, and even for using machine learning in general.
Firstly, care must be taken when processing the dataset for input into
the model. This is because the results obtained by machine learning are
highly dependent on the characteristics of the input data. For example,
a dataset containing a significant majority of non-toxic compounds will
likely result in a model that is skewed towards predicting non-toxicity.
This would also affect the model’s ability to predict toxicity on unseen
data. This is part of the imbalanced data problem in predictive
toxicology, as most of the available data are about toxic compounds,
while the number of non-toxic compounds is significantly fewer. Other
than the class distribution in the dataset, the size of the dataset also
needs to be considered. Generally, machine learning methods perform
better and can generalize better as the size of the dataset increases,
provided that the quality of the data does not diminish.

Another issue to take note of for machine learning concerns overfitting
when training the model on the dataset. Overfitting of a model means
that the model learns the training data too well; that is the model has
memorised the training data. This affects the results when predicting
new, unseen test data, in which case the model normally performs
badly or more poorly than expected. In contrast, the results for the
training data would score very well across most common performance
metrics. During model training, overfitting can be identified as the
region after the point at which the loss function reaches the minimum
and is represented by an increase in the loss function after the
minimum point. Another indicator of overfitting is when there is a large
difference between the training and test accuracy, or when the gap
between these two metrics increases during model training.

Some methods to tackle overfitting include sampling techniques for
imbalanced data, which have been mentioned in an earlier section. In
contrast, regularization is commonly used during training to handle the
overfitting problem. Regularization aims to minimise the loss function,
subject to a regularization condition on the model parameter, where
the regularization parameter is represented by A.318-320 The first
regularization method is early stopping, which as its name suggests, is
stopping the training of the model before the overfitting region.321.322
However, this can only be carried out if there is a clear identification of
the overfitting region. Another two common regularization methods
are L; and Lz regularization. L; regularization uses a penalty term which
encourages the sum of the absolute values of the parameters to be
small while L regularization encourages the sum of the squares of the
parameters to be small.323 More details about regularization can be
found in the literature.318-327
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Therefore, overfitting is an issue of immense importance in the
development of all computational models, and complex machine
learning algorithms are often considered to have the most danger of
overfitting. Modellers often use regularization or external validation to
limit the effects of overfitting, but these do not establish how applicable
a model is to an incoming novel chemical. For this an applicability
domain is appropriate, and these domains are common practice in the
QSAR field and have been identified as a key element in in silico
toxicology modelling.328 The use of applicability domains does not yet
seem to be commonplace in the development of machine learning
algorithms. For additional acceptance in the field of toxicology,
particularly at a regulatory level, machine learning models should aim
to meet these requirements.

With the vast quantity of data available, how should one then choose a
machine learning model for their dataset? In our opinion, there is
perhaps no best method that can generalize all datasets, but rather only
the most suitable method. For data with a strong correlation between
features, regression models, kNNs, NB models, or SVMs seem to be the
most suitable due to their characteristics. DTs or RF can be considered
for noisy data as they are generally more resistant to noise while being
able to output results efficiently. To model complex problems which
typical machine learning methods are unable to handle, deep learning
(for example DNNs), as well as ensemble learning seem to be the most
suitable machine learning method of choice due to their more complex
model architecture. Images are handled by the specialised CNNs, while
ANNSs are a general machine learning method that can be used to model
data. Therefore, understanding the data well is the first step to building
a successful model in machine learning.

FUTURE OUTLOOK AND CONCLUSION

Thus far, machine learning has been discussed, while the recent results
of machine learning in predictive toxicology have been summarized
and analyzed. In the future, it is expected that more models will be
developed to predict toxicity, especially with technological advances
which help lower computational costs and the continual development
of new data sources. However, much needs to be done to address the
main bottleneck facing machine learning in predictive toxicology,
which is the quality and quantity of the data that is available to create
datasets. While collaborations with pharmaceutical companies help
mitigate part of this issue, as well as there being publicly accessible
databases online, there are some gene or protein targets, or even
toxicological endpoints which cannot be reliably predicted due to the
lack of data. However, if a complete computational model, or more
likely, a collection of computational models encompassing all of human
toxicology, is to be built, these gaps in data need to be addressed.
Moreover, more must be done to solve the issue of imbalanced data in
predictive toxicology, an example of which is to collect, and
disseminate, negative experimental results for the compounds.

Nevertheless, there have been many machine learning models that
have high-performance metrics for predicting drug toxicity, which
demonstrates the applicability of machine learning in predictive
toxicology. However, even the best performing model type has its own
set of limitations that has been covered and needs to be addressed and
improved on, for machine learning in predictive toxicology to make
further advances. While several common types of machine learning
methods have been discussed in this review, other machine learning
methods are being developed and may become influential as their
efficacy is established.

Recent research in predictive toxicology heavily focuses on
hepatotoxicity, carcinogenicity, cardiotoxicity, and mutagenicity while
other types of toxicity are relatively less explored. While detailed
models of these toxicities have been developed, this leaves a large
amount of human toxicology unexplored. By understanding more
about all types of toxicity (and not just the main types of toxicity), the
community as a whole can move closer to the dream of eliminating in
vivo toxicity testing by replacing it with in silico means.

Mechanistic understanding is also key in the future of toxicology,

hence, another topic on the rise in predictive toxicology deals with
adverse outcome pathways (AOPs) and molecular initiating events

(MIEs).57,58329-33¢ While structure-activity relationships have been well
established and researched in predictive toxicology, AOPs and MIEs are
relatively less researched. The lack of data on AOPs and MIEs prove to
be detrimental when trying to predict toxicological endpoints from the
compound structure. Although there have been some improvements in
this aspect such as the establishment of a publicly accessible AOP
database (AOPWiki: https://aopwiki.org/), much still has to be done if
the accurate prediction of toxicity is to become a reality.

Nevertheless, in silico methods have been increasingly employed in
predictive toxicology, particularly during the screening process of new
chemicals for safety decision making. The use of in silico methods such
as machine learning to complement in vitro methods is the current
status quo of the industry. While examples tend to be commercially
sensitive and this data are rarely shared openly, there are some recent
papers that contain some information about the use of in silico methods
in the industry.335-337 As the amount of available data increases,
machine learning methods will likely become more attractive over
expert-based systems due to their scalability. In particular, if more data
can be generated or made publicly available, machine learning is also
expected to perform better even if there are no improvements in the
current algorithms. Perhaps, this indicates a possible direction of
development for future in silico methods, where the focus will be on
generating new data.

Even as the need for new data is highlighted, regulatory acceptance of
such in silico methods is also key to their widespread use and
acceptance in the industry and by regulators. Regulations protect
consumers, ensuring products have been through a rigorous safety
protocol, allowing them to use these products while feeling at ease.
Protocols to establish the quality and reliability of in silico methods
have to be created, which should also ensure that reproducible results
can be obtained. In silico and in vitro approaches must be demonstrated
to be able to produce risk assessments as rigorous as those of
traditional methods with clear mechanistic understanding throughout.
In order to help bridge these gaps, machine learning algorithms should
be combined with more traditional computational approaches such as
read across and experimental in vitro studies as part of a weight of
evidence approach. Case studies will need to be constructed and
presented to regulators to gain confidence. More effort thus has to be
put in to develop such studies and encourage their usage throughout
industry and academia if there is to be even more progress in the use
of in silico methods.

Currently, machine learning algorithms are significantly useful, and
this is highlighted by the recent successes of such methods in predictive
toxicology. However, these methods still have much potential to be
unlocked, which can only be done if the issues of insufficient high-
quality data and regulatory acceptance are resolved. Nevertheless, the
future of machine learning applications in predictive toxicology is
bright, and we envision that in silico methods, in particular machine
learning algorithms, will be increasingly used in the industry and in
academia to complement the use of in vitro methods.
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ABBREVIATIONS

ADME, absorption, distribution, metabolism, and excretion;
ANN, artificial neural network; AOP, adverse outcome path-
way; AUC, area under the receiver operating characteristic
curve; CCR, corrected classification rate; CNN, convolutional
neural network; DNN, deep neural network; DT, decision tree;
ECFP, extended connectivity fingerprint; EPA, Environmental
Protection Agency; GEPSVM, generalized eigenvalue proximal
support vector machine; GPU, graphical processing unit; IVIVE,
in vitro to in vivo extrapolation; kNN, k nearest neighbor;
LASSO, least absolute shrinkage and selection operator; LM, Le-
venberg-Marquardt; LMO-CV, leave-many-out cross-valida-
tion; LOO, leave one out; LSTM, long short-term memory;
MACCS, Molecular ACCess System; MCCV, Monte Carlo cross-
validation; MIE, molecular initiating event; NB, naive Bayes;
NN, neural network; QPP, quadratic programming problem;
QSAR, quantitative structure-activity relationship; ReLU, recti-
fied linear unit; RF, random forest; RMSE, root-mean-square
error; SE, sensitivity; SP, specificity; SVM, support vector ma-
chine; SVR, support vector regression; TWSVM, twin support
vector machine
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Further data and discussion on in vitro and in vivo data, and between
animal and human studies, is available in the supporting information.
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