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Abstract

Conversational Artificial Intelligence (Conversational Al) platforms such as Siri or Alexa
have become deeply integrated into human lives in recent years. Despite this widespread
adoption, the development of a general open-domain dialogue system capable of engaging in
natural conversations with humans remains a challenging task.

Developing effective dialogue systems poses a challenge in the face of non-deterministic
environments. Users exhibit diverse behaviors, making it difficult to provide an optimal
demonstrative response based on user inputs. Additionally, achieving the desired outcome
often requires multiple turns of responses, and the consequences of an action may not
manifest immediately. Consequently, dialogue management, which involves determining
how to respond to users, is commonly approached as a reinforcement learning (RL) problem.
RL algorithms are specifically designed to adapt and learn in the presence of non-deterministic
probabilities associated with different states and actions. Moreover, RL algorithms excel at
handling delayed rewards, enabling agents to understand the long-term consequences of their
actions.

The second challenge pertains to the sample efficiency of reinforcement learning al-
gorithms, particularly in the context of enabling online learning with human interaction.
Dialogue managers are expected to achieve effective training using minimal sample data.
Model-based reinforcement learning (MBRL) offers a promising approach to enhance sample
efficiency by constructing an environment model capable of predicting user behaviour. How-
ever, the problem of noisy environment model poses an inevitable hurdle in MBRL. Incorrect
predictions from environment model could hinder rather than aid the training process. In this
thesis, we address this noisy environment model problem in three distinct stages:

The first concept revolves around extracting valuable information from noisy future
predictions. Building upon the classical actor-critic architecture, we introduce the Actor-
Double-Critic (ADC) algorithm, which enhances the available information through the
inclusion of a model-based critic. The model-based critic utilizes the noisy future predictions
as input and ensembles the outputs of both critics to optimize the policy. Through experiments,
we demonstrate the robustness of ADC in noisy environments where accurate modeling of

user behavior is challenging. Furthermore, ADC exhibits superior sample efficiency and
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stability compared to its model-free baseline. This work represents one of the pioneering
applications of model-based reinforcement learning in the realm of dialogue systems.

Instead of learning how to select useful information like ADC, the second approach
involves leveraging domain knowledge to select useful information. Specifically, actions that
result in repetitive or undesirable termination of dialogues are excluded from the action space.
Drawing inspiration from the concept of action masks, a manually crafted component tradi-
tionally employed in dialogue managers to eliminate unfavorable actions, we introduce the
Trainable-Action-Mask (TAM) algorithm. TAM automates the construction of action masks
by utilizing an environment model. The simplified environment model in TAM solely focuses
on predicting repetitive patterns and unfavorable dialogue terminations. Experimental results
indicate that the simplified environment model facilitates faster learning, and evaluating the
accuracy of the environment model becomes a more manageable task.

The final solution entails leveraging domain knowledge to optimise dialogue policy
directly, eliminating the need for constructing an environment model. We present Loop-
Clipping Policy Optimisation (LCPO), a methodology that directly re-estimates the advan-
tages of taking unfavorable actions in dialogue management policy. LCPO stands out as it
does not necessitate environment model training, has no additional hyper-parameters to tune,
and is straightforward to implement. LCPO realises online learning in the context of the
Cambridge Restaurant Booking task, achieving 80% success rate within only 260 training
dialogues. This efficiency is more than eight times greater than that of its baseline model,
PPO (Proximal Policy Optimization). In comparison, the state-of-the-art online learning algo-
rithm, GP-SARSA, requires 680 dialogues to achieve a similar level of performance (Gasi¢
et al., 2011). It is important to highlight that GP-SARSA, is a complex algorithm with a time
complexity of O(N?), whereas LCPO is a lightweight and versatile algorithm with a time
complexity of O(N?).
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Chapter 1
Introduction

Conversations can be likened to dances, where participants react spontaneously, sometimes
leading and sometimes following. Within a conversation, individuals take turns listening,
asking questions, providing answers, making suggestions, and accepting or rejecting them.
The contexts in which conversations occur are boundless, leading to an infinite number of
appropriate responses. Moreover, keen attention is paid to the dynamic nature of interactions.
Participants are cognizant of shifting topics, diverse personalities, changing perspectives,
and swiftly adapt to varying circumstances. This is precisely why Conversational Artificial
Intelligence (Conversational Al) represents an enduring challenge in the fields of computer
science and artificial intelligence.

In 1950, Alan Turing introduced the Imitation Game (Turing, 2009), which included his
notable Turing test, suggesting that a sophisticated machine could engage in open conversa-
tion resembling that of a real human, while keeping its artificial identity concealed. Since
then, substantial advancements have been achieved, particularly in deep neural networks
(LeCun et al., 2015; Schmidhuber, 2015), leading to widespread adoption of data-driven
systems across various industries. However, the development of an open-domain conver-
sational Al capable of performing diverse tasks remains a considerable challenge. The
underlying reasoning systems in these Al assistants are extensively handcrafted, resulting in
high accuracy and near-flawless performance within predefined domains. However, when
confronted with unfamiliar domains, these machines become ignorant like infants.

Imagine a scenario where a machine starts with zero knowledge but gradually acquires
domain-specific understanding. Could such a machine successfully pass the Turing test?
The initial absence of knowledge does not render it "non-human"; rather, it implies the
potential for learning, much like a human. In the realm of conversational Al, our aspiration
extends beyond mere speech abilities. We seek machines that possess the capacity to learn,

recognizing that humans themselves are not all-knowing. While we cannot expect a machine
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to possess comprehensive knowledge across every domain, we do anticipate that, like humans,
it will acquire new knowledge through conversational interactions. Our dream involves an
intellectual machine that learns and grows from just a few conversations with humans, rather
than requiring millions of interactions. The key to achieving open-domain conversational Al

lies in online learning—a system’s ability to swiftly adapt to the new domains.

1.1 Motivation

Although products like Siri or Alexa now have made major advancements in facilitating
human-computer conversation, their application domain remains limited and there is still
ample room for improving the user experience (Lee et al., 2019; Ram et al., 2018; Zhu et al.,
2020). The core aspect of dialogue systems concerns dialogue reasoning over the current
state of the conversation and taking a useful action for the next turn (referred commonly
as dialogue policy or dialogue management). Currently, the prevailing industrial practice
involves modeling the dialogue manager (DM) using hard-coded rules (Pieraccini and Huerta,
2005). This approach necessitates domain and dialogue experts for system creation and
maintenance. In contrast, reinforcement learning-based approaches offer the potential to
learn the dialogue policy through conversations with human subjects (Arora et al., 2013;
Chen et al., 2017; Gasic¢ et al., 2011; Wen et al., 2017b), eliminating the need for crafting
non-trainable logical rules. However, these approaches often face scalability issues and
lack grounding in natural conversations. Our objective is to achieve open-domain dialogue
systems through online learning, where sample efficiency plays a critical role. To enhance
sample efficiency, we must capture the dynamics of dialogues.

Dialogue data contains a wealth of information than we might have thought. To assess
the quality of a response, we must consider various factors. Understanding how a user will
react to the system and grasping the typical flow of conversation are essential. However,
when training a dialogue system using conversational data, the focus often narrows solely
on optimizing users’ needs. The system overlooks the valuable opportunity to learn how to
predict users’ responses. For instance, the system may not explicitly know that the dialogue
will end after saying ’bye’. The systems only estimate the expected rewards, which can
be positive in successful dialogues or negative in unsuccessful ones. Each action is just
a meaningless option, and the system tries different permutations of these options to find
a satiable solution. This inefficient exploration results in a low sample efficiency and an
unstable learning process which makes the data-driven approaches hard to apply to industry
tasks.
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However, learning the dynamics of these dialogues from data presents an additional
challenge. This thesis demonstrates how to capture the dynamics of dialogues and realise
a dialogue system which is suitable for online learning: to train an agent safely within an

affordable number of interactions with real users.

1.2 Contribution

The topic of this thesis is sample-efficient dialogue policy management. The thesis is split
into two main parts:

* The first part includes the background knowledge of dialogue systems and reinforce-
ment learning. Starting with an overview of architectures of typical spoken dialogue
systems in Chapter 2, we then introduce how to cast dialogue management as a
reinforcement learning problem in Chapter 3. Chapter 4 is a literature review of
model-based reinforcement learning, and brings up to the core of this thesis - the bad

environment model problem.

* The second part includes a series of my works that focus on this bad environment
model problem. Chapter 5 demonstrates how to extract useful information from bad
predictions, and Chapter 6 shows how to ease the training difficulty by selecting simple
features for action masks. In Chapter 7, the proposed algorithm completely removes

environment models and achieves the best sample efficiency among all algorithms.

Below, we briefly summarise all subsequent chapters.

Chapter 2 - Overview of Dialogue Systems This chapter presents the evolution of
spoken dialogue systems. Starting from rule-based systems to modular-based systems, the
components of typical modular-based systems that we adopt in this thesis are discussed exten-
sively, including speech recognition, natural language understanding, dialogue management,
natural language generation, and text-to-speech generation. At the end of this chapter, we
also discuss the potential of emerging end-to-end systems.

Chapter 3 - Reinforcement Learning for Dialogue Management This chapter presents
basic concepts of reinforcement learning and how to formulate dialogue management as a re-
inforcement learning problem. Important concepts like memory and exploration-exploitation
dilemma are also discussed here. We introduce the value-based and policy gradients ap-

proaches separately with some major works. These works serve as baselines in the following
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chapters.

Chapter 4 - Model-based Reinforcement Learning for Dialogue Management This
chapter firstly introduces model-based reinforcement learning and compares it with the
model-free reinforcement learning. Secondly, we review some major works that apply model-
based reinforcement learning to dialogue management, including one of my early research

works:

- Wesselmann, Paula, Yen-Chen Wu, and Milica Gasi¢. "Curiosity-driven Reinforce-
ment Learning for Dialogue Management." ICASSP 2019-2019 IEEE International
Conference on Acoustics, Speech and Signal Processing (ICASSP). IEEE, 2019.

At the end of this chapter, we introduce the bad environment model problem, which is
a common issue in model-based reinforcement learning and also the core of the following
chapters.

Chapter 5 - Augmenting Future Prediction for Dialogue Management This chapter
presents an algorithm that mitigates the impact of bad environment models by automatically
extracting useful information from future predictions. We firstly introduce Imagination
Augmented Agent (I2A) (Weber et al., 2017) where the idea originates from. We adapt
I2A to dialogue management and also propose our more sample-efficient improved version,
Actor-Double-Critic (ADC), by simplifying and removing the redundant architecture of 12A.

The research work in this chapter includes the publication:

- Wu, Yen-Chen, Bo-Hsiang Tseng, and Milica Gasic. "Actor-Double-Critic: Incorpo-
rating Model-Based Critic for Task-Oriented Dialogue Systems." Proceedings of the
2020 Conference on Empirical Methods in Natural Language Processing: Findings.
2020.

Chapter 6 - Robust Environment Modeling for Action Masks

The algorithm presented in this chapter, Trainable-Action-Mask (TAM), alleviates the
difficulty of learning environment models by only making simple predictions. TAM builds a
simple model that predicts simple features and uses these features to determine action masks.

This research lights up two paths for future exploration. First, we generalise the idea of
model-based reinforcement learning — predicting the explicit future states via environment
models is not necessary. Secondly, by transforming action masks into trainable dynamics
models, it is suggested that other handcrafted components in dialogue systems might possess
dialogue domain knowledge that could potentially aid in dynamics modeling. This research

work has been presented in the publication:
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- Wu, Yen-Chen, Bo-Hsiang Tseng, and Carl Edward Rasmussen. "Improving sample-
efficiency in reinforcement learning for dialogue systems by using trainable-action-
mask." ICASSP 2020-2020 IEEE International Conference on Acoustics, Speech and
Signal Processing (ICASSP). IEEE, 2020.

Chapter 7 - Using Dynamics without Dialogue Environment Modeling This chapter
introduces Loop Clipping Policy Optimisation (LCPO), an algorithm that makes use of
the dynamics without training environment models. LCPO completely gets rid of the
bad environment model problem and also the need to train and tune hyper-parameters of
environment models. With the power of its sample efficiency, LCPO realises online learning
on the Cambridge Restaurant Booking System. This research work has been presented in the

publication:

- Wu, Yen-Chen, and Carl Edward Rasmussen. "Clipping Loops for Sample-Efficient
Dialogue Policy Optimisation." Proceedings of the 2021 Conference of the North
American Chapter of the Association for Computational Linguistics: Human Language
Technologies. 2021.

Chapter 8 - Conclusions This chapter concludes the thesis and provides a critical
summarisation of the proposed methods and models and discusses how the presented research
could be incorporated into conversational assistants already deployed. The chapter finishes
by outlining potential future research in the light of recent tremendous advances in the area

of transfer learning.






Chapter 2
Overview of Spoken Dialogue Systems

Dialogue systems, also known as conversational agents or chatbots, are intelligent systems
designed to engage in natural language conversations with humans. These systems aim
to understand user inputs, generate appropriate responses, and facilitate interactive and
contextually relevant interactions. Dialogue systems can be classified into different types
based on their objectives and functionalities.

- Task-oriented dialogue systems (Young, 2010) focus on helping users achieve specific
goals or complete tasks. These systems are commonly used in domains such as travel,
e-commerce, healthcare, and banking, where users interact with the system to perform
actions like making reservations, placing orders, or seeking information. Task-oriented
dialogue systems require efficient dialogue management to understand user requests,

gather necessary information, and provide accurate and helpful responses.

- Chit-chat dialogue systems (Huang et al., 2020; Zhang et al., 2018), on the other
hand, are designed for open-ended conversations and social interactions. They aim
to simulate human-like conversations, engaging users in informal and entertaining
dialogue exchanges. Chit-chat systems often leverage large language models and
conversational datasets to generate contextually appropriate responses and maintain

engaging conversation flows.

- In addition to the distinct categories of task-oriented and chit-chat systems, there is also
a growing interest in combining both approaches to create more socially intelligent
dialogue systems (Chiu et al., 2022; Sun et al., 2020). These hybrid systems aim to
strike a balance between accomplishing tasks and engaging in natural conversations.
By incorporating elements of chit-chat within task-oriented systems, the goal is to

enhance the user experience and create more interactive and enjoyable dialogues.
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- While Question-Answering (QA) systems share similarities with task-oriented systems,
the key distinction lies in the nature of the dialogues. QA systems typically involve
single-turn interactions, whereas task-oriented systems encompass multiple-turn di-
alogues. Conversational QA (Vakulenko et al., 2021; Zhu et al., 2018), a branch of
QA systems, aims to facilitate engaging and interactive conversations with users. It
enables users to ask follow-up questions, seek clarifications, and obtain detailed and
contextualized answers from the system, thereby enhancing the overall conversational

experience.

This thesis specifically focuses on task-oriented spoken dialogue systems (SDSs). Spoken
dialogue systems typically comprise five main components': automatic speech recognition
(ASR), spoken language understanding (SLU), dialogue management (DM), natural language
generation (NLG), and text-to-speech synthesis (TTS). These components work in tandem to
enable effective communication between the system and the user. Additionally, the system is
typically connected to a knowledge base (KB) that serves as a structured database, accessible
through well-formatted API calls. Figure 2.1 illustrates the architecture of the SDS and

demonstrates the processing of an example sentence within the system.

"I want to find a restaurant with cheap price.” inform(price=cheap)
Dialogue
> Speech o Language < state tracker
g P - price=cheap:0.8
Recognition Understanding ice=moderate01
rice=expensive:0.1}
Dialogue | Knowledge
Manager Base
Speech Language Dialogue
< < h [€&—— ’
- Synthesis [~ Generation policy
What kind of food would you like? request(foodtype) .
Dialogue System

Fig. 2.1 Spoken Dialogue System Architecture (Young, 2010). The user on the left-hand
side engages in interaction with the system, which is composed of five blocks. The red notes
represent examples of the processed outputs from these blocks. In general, a knowledge base
is connected to the dialogue manager to establish the domain ontology.

Tt is worth noting that recent years brought many proposals of neural end-to-end architectures (Dhingra
et al., 2016a; Lewis et al., 2017; Wen et al., 2017b; Yang et al., 2017)
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2.1 Architecture of Dialogue Systems

Initially, the automatic speech recognition (ASR) module processes the user’s speech input,
generating a N-best list of potential word sequences along with confidence scores. The
spoken language understanding (SLU) component then extracts the semantic meaning from
the user’s utterance, typically in the form of a dialogue act. The dialogue management (DM)
component encompasses a dialogue state tracker, responsible for updating the dialogue state
based on the user input, and a policy, which selects a system response based on the updated
dialogue state. The generated response is then transformed back into natural language
through the natural language generation (NLG) module. Finally, the text-to-speech synthesis
(TTS) module converts the system’s generated utterance into spoken speech, providing a
comprehensive and interactive dialogue experience for the user.

An example of a dialogue system for the Cambridge Restaurant domain operates as

follows:

- When a user utters the statement, "'l want to find a restaurant with a cheap price'',

the sound wave is transcribed into NV possible sentences.

- The spoken language understanding (SLU) module then converts these sentences into

semantic representations, such as inform(price=cheap).

- Since we have multiple possible sentences, these semantic representations are expressed
as probability distributions known as belief states. For instance, a belief state could be
price=cheap:0.8, price=moderate:(.1, price=expensive:0.1.

- Based on this belief state, the dialogue manager selects the action request(food type).

- The generated semantic output is then transformed into the sentence, '""What kind of
food would you like?', by the natural language generation module.

- Lastly, this sentence is synthesized into a waveform and played to the user.

2.2 Automatic Speech Recognition

Both the automatic speech recognition (ASR) module and text-to-speech synthesis (TTS)
module play crucial roles as interfaces between spoken dialogue systems and users.

The ASR module takes the user’s waveform as input and transcribes it into a textual
representation. However, transcription errors may occur due to various factors such as

background noise and user devices in the ASR system. These errors can propagate to
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downstream components within the dialogue system, impacting overall performance. The
output of the ASR module is either in the form of N-best list or word lattice (Murveit
et al., 1993). The N-best list contains top N hypotheses of the decoded utterance, while the
word lattice represents a directed acyclic graph, in which each path represents a hypothesis.
Both representations compute posterior distributions over the hypotheses as confidence
scores (Jurafsky and Martin, 2014), which are further utilized in the spoken language
understanding (SLU) component to model the uncertainty introduced by ASR.

Moreover, the ASR component can be influenced by the dialogue state. For instance, if
the system has recently asked the user, "Which city are you looking for?", the ASR language
model component can be constrained to assign higher probabilities to answers containing
city names. A context-sensitive approach can enhance the accuracy and relevance of the ASR
module’s outputs within the given context (Markl and Lai, 2021).

2.3 Domain Ontology and Databases

The domain of a SDS is defined typically by an ontology (Williams et al., 2014). The
structured representation of the system’s database can be summarized as follows:

- Database entries: This refers to the types of entities that users can inquire about and
the associated properties. For instance, in the context of a hotel booking system, the

database entries would encompass various hotels and their corresponding attributes.

- Informable slots: Users have the ability to provide information to the dialogue system
by specifying values for specific slots. These slots correspond to the relevant attributes
or characteristics of the entities in the database. For example, users may provide their
preferences regarding price range and location when searching for a hotel.

- Requestable slots: Requestable slots pertain to the detailed information that users can
request about a specific entity. Continuing with the hotel booking system example, this

could include requesting the phone number and address of a particular hotel.

In the ontology, the attributes of an entity are represented as a collection of slots, each
having a set of possible values. For instance, in the context of the Cambridge restaurant
domain, consider a user searching for a restaurant located in the northern region with
affordable prices. In this case, the informable slots would include "area" and "price," with
possible values such as "north" or "south" for the area slot, and "expensive" or "cheap" for

the price slot.
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Once the dialogue system provides a recommendation, let’s say Restaurant Twenty Two,
the user may inquire about specific features, such as whether they can bring their cat. This
corresponds to a requestable slot, specifically "pet-friendly," with possible values such as
"yes" or "no."

Task-oriented dialogues are closely connected to external knowledge bases or databases,
requiring the use of discrete API calls to retrieve information or modify the database state.
For instance, when booking a reservation, the dialogue system needs to update the database
state by sending an API call that corresponds to the current dialogue state. In many domain-
specific applications, the database operates as an external black-box that is not under the
control of the dialogue system. This characteristic poses a challenge to training the dialogue
policy in an end-to-end manner, as the SDS cannot be self-contained. Nevertheless, certain
approaches consider the knowledge base as an integral part of the system, particularly when
it remains immutable during the dialogue process. (Dhingra et al., 2016b; Eric and Manning,
2017; Madotto et al., 2018).

2.4 Spoken Language Understanding

The SLU module, also known as the semantic decoder, plays a crucial role in converting the
hypotheses generated by the ASR module into a structured representation. This represen-
tation includes a dialogue act, which describes the user’s intent and the task domain, and
a set of slot-value pairs that capture the constraints related to the entities involved in the
dialogue. During interactions with the system, users may provide attributes of the entity (e.g.,
Chinese restaurant) or request specific information about it (e.g., the phone number of that
restaurant). The performance of the SLU module is typically evaluated based on its accuracy
in decoding these semantics. This evaluation is commonly conducted using two widely used
metrics (Henderson et al., 2014a; Mrksi¢ et al., 2016):

1. Goals: the percentage of user turns where all user constraints were correctly identified.

2. Requests: the percentage of user turns where all user requests were correctly identified.

2.5 Dialogue State Tracking

The next step in the dialogue processing pipeline is the dialogue belief state tracking (DST)
module, which takes the semantic representation generated by the SLU module as input and
updates the belief state accordingly (Henderson et al., 2014b). The belief state represents the
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distribution over all possible dialogue states, with a particular focus on the distribution over
possible slot-value pairs that capture the user’s constraints.

In recent approaches (Mrksic et al., 2016), the semantic decoder and the DST module have
been integrated into a single component, allowing for joint training and the direct updating
of the belief state from the user’s utterance. This integrated approach offers the advantage of
avoiding information loss that may occur during separate semantic decoding, and eliminates
the need for an explicit semantic representation. By jointly learning and updating the belief
state, the system can maintain a more accurate and up-to-date understanding of the dialogue

context.

2.6 Dialogue Act

The ontology defines a domain-constrained vocabulary on which the dialogue manager
operates. The semantics of this language are encoded through dialogue acts both for user and
system replies (Traum, 1999). The semantics typically consists of two parts: dialogue act
type and a set of slot-value pairs defined by the ontology. The dialogue act type embodies the
main action or intent of the sentence and was built upon the speech act concept (Campbell,
1974). Although there has been extensive research done on speech act classification in
computational linguistics (Stolcke et al., 2000), no automated discovery of speech acts has
proved superior to pre-defined sets of dialogue acts. In the case of complex utterances, the
translation to a semantic representation can be encoded through a set of dialogue acts with
corresponding slot-value pairs.

The particular subset of dialogue acts that is extensively used in this work, known as the
action space, consists of actions that the user or the system can respond with. Although it is
unrealistic to list all possible actions, there is a fundamental action set that works as a core
set of actions for most task-oriented domains. This set includes:

1) Request action: The request intent with a particular slot signifies that the interlocutor
requires more detailed information about the mentioned concept (slot). It is a basic dialogue

act often used at the beginning of the conversation. The example realization could be:
REQUEST(TIME, DATE) — What time would you like to book a table?

2) Confirm action: The confirm act allows for resolving uncertainty or reassuring the
second party about the current belief state. The uncertainty about the dialogue state often
comes from the errors being accumulated along with the conversation. These errors include

automatic transcription errors due to noise, wrong predictions of the SLU component, or a
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misunderstanding of the user or system/user intentions from previous turns. The confirmation
action after a request action can also serve here as proof of the understanding capabilities for

the user. An example realization is:

CONFIRM(DATE=26.10.2020, PEOPLE=4) — To recap, we will book you a room on
the 26th of October for 4 people. Is that right?

3) Select action: If there are multiple entities that satisfy the user’s requirements, the

system can ask to directly choose one of the options. An example of realizations could be:

SELECT(HOTEL(NAME=THE GREAT NORTHERN HOTEL), HOTEL(NAME=THE BLACK
LODGE))
— There are two hotels in this area - Great Northern Hotel and Black Lodge. Which one

would you prefer?

Note that the phrase "in this area" can be replaced with "in this price range" or "fitting
your constraints," depending on the specific context of the dialogue. The purpose of this
action is to present the user with a selection of options to choose from.

4) Recommend action: In the case of a large pool of options (for example all hotels in a
city), the system can recommend a list of entities to the user that satisfy the requirements

already given. The recommendation can consist of one or more entities. For example:

RECOMMEND(HOTEL(NAME=THE GREAT NORTHERN HOTEL)) — Amongst all the

hotels in this area, Great Northern Hotels stands out with its reviews.

5) Inform action: This dialogue act is used to inform the second party about the state of
the world or executed internal actions. The inform dialogue act is typically combined with a
set of slot-value pairs. In the case of the system, this might be information about the entity

that satisfies the client’s requirement. For example:

INFORM (HOTEL(NAME=THE BLACK LODGE,CHECK-IN=14:00)) — You can check-
in at Black Lodge around 2 pm.

In the case of the user, it might be information requested by the system, for example:
INFORM(PRICE=EXPENSIVE) — I want something luxurious.
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The inform act can be equipped with both slots and values. These actions typically
concern sending or receiving API calls to external databases. For example, if payment for

the service is required, the system can issue a dialogue act:
INFORM(PAYMENT-COMPLETED) — We have finalized your transfer.
Or if the system needs to update the booking slots:

INFORM(BOOK(HOTEL(NAME=THE BLACK LODGE))) — The room at Black Lodge

has been reserved and your confirmation number is ER293.

The confirmation number is generated through an API call and later integrated into the
dialogue action during the refining step. The example shown here is a fundamental action,
providing a general overview of the concept.

6) Request anything more action: If the main task of the system was achieved, the
system can confirm if it should proceed with finishing the conversation by issuing a REQUEST-
ANYTHING-MORE() act. An example of natural realization is:

REQUEST-MORE() — Is there anything more I can do for you?".

Finally, every dialogue system is equipped with a set of small talk actions that enable
more human-like interactions such as: HELLO() action or GOODBYE() action, signifying

greetings and the intention to finish the conversation, respectively.

2.7 Action Masking Mechanism

Dialogue systems typically require thousands of dialogues as training data to achieve satis-
factory performance through reinforcement learning. To stabilize or accelerate the training
process, dialogue systems often incorporate various heuristic components. One such com-
ponent is the action masking mechanism, which filters out improper actions and prevents
unnecessary exploration in reinforcement learning. However, hand-crafting action masks
requires significant effort to design the rules. For instance, each goal must be checked to
determine if it has been completed; if not, the action goodbye will be filtered out (i.e., the
probability of choosing this action will be set to 0). Additionally, when dealing with a new
domain with a different action space, a new set of rules for action mask must be created.
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Consequently, relying on hand-crafted action masking mechanisms is both unscalable and
impractical in real-world applications.

In this work, when we refer to handcrafted or rule-based action masks, the following
rules are applied:

If users have not provide any constraint, the action ’inform’ is filtered.

If users do not ask for alternatives, the action ’inform alternative’ is filtered.

If the dialogue system has not informed any venue, the action ’request more’ is filtered.

If there are no available options, the action ’select’ and ’confirm’ are filtered.

If the goal is not completed, the action bye’ is filtered.

2.8 Dialogue Management

A dialogue manager plays a critical role in every dialogue system as it is responsible for
selecting the appropriate actions. Therefore, creating or learning an appropriate dialogue
policy is essential for the success of the system. Early approaches to dialogue policy modeling
involved representing it as a tree-like structure, where decisions at each node corresponded
to a finite number of possible user inputs at that particular node (McTear, 2002). However,
this approach had certain limitations, with scalability and error propagation being the most
prominent ones.

More recently, a statistical approach to dialogue management has emerged as a practical
solution (Young et al., 2013; Young, 2002). The belief state, a key component of this
approach, is designed to capture all the relevant information from both the user and the
system up until the current turn. By following a reinforcement learning paradigm, the
dialogue policy is learned from interactive dialogue data, enabling the system to select
actions that lead to successful dialogues. This approach offers advantages over handcrafted
policies, as it allows for greater flexibility and adaptability. Additionally, these statistical
dialogue systems demonstrate domain independence and robustness to errors in speech input.
The incorporation of user intention uncertainty into the dialogue state provides a principled
way of handling recognition errors within a purely statistical framework.

Dialogue management serves as the central focus of this thesis. The next chapter delves
into further detail regarding the formulation of dialogue management as a reinforcement
learning problem and proposes corresponding solutions.
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2.9 Natural Language Generation and Text to Speech Syn-

thesis

Given the semantics from the dialogue manager, the role of the natural language generation
(NLG) component is to produce the surface text. The quality of the produced sentence directly
influences the user’s impression of the system. Traditional approaches are template-based,
using many handcrafted rules. This results in repetitive responses and tedious content. Some

representative trainable approaches are listed:

1. The first trainable generator introduced in the field was SPaRKY (Stent et al., 2004)
(Sentence Planning with Rhetorical Knowledge). This approach defines rules for
merging basic semantic sentences into more complex structures, utilizing tree structures
to capture and merge information. Semantics could have many different ways (different
tree structures) to merge, so a SPR (Sentence Planning with Rhetorical Knowledge) is
trained to score the quality of each structure. However, despite these efforts, SPaRKY

still exhibits limitations in generating satisfactory sentences.

2. A class-based language model (Oh and Rudnicky, 2000) trains a statistical language
model for each dialogue act. These statistical models learn wording patterns directly
from training data. The N-gram language model counts the N-gram tokens (a chunk of
N words) in the dataset and assign them the proper probabilities. One disadvantage
of counting from the training corpus is that not all possible N-gram tokens in the
world are appearing. Hence some smoothing methods to predict unseen pattern are
required (Jelinek, 1998).

3. The Neural Network approaches have achieved huge success in language generation.
Wen et al. (2015a) introduced a system that utilized a Recurrent Neural Network
Language Model (RNNLM) with a heuristic gate to regulate the activation of specific
feature values, enabling the generation of candidate sentences. These candidates were
further re-ranked using a convolutional neural network to ensure semantic consistency.
Building upon this work, Wen et al. (2015b) proposed the semantically conditioned
long short-term memory (SCLSTM) generator, which incorporated an additional
learnable reading gate to control the flow of semantics during the generation process.
This enhancement aimed to improve the generation quality and maintain semantic

coherence.

The Text-to-Speech (TTS) module is the last but crucial component that bridges the gap

between the generated text from the NLG component and the corresponding waveform that is
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presented to the user. By leveraging TTS algorithms, it becomes possible to generate speech
that closely resembles human voice, delivering a clear and natural output. Additionally,
advancements in emotional TTS systems have made it possible to imbue machines with
more realistic behavior, enhancing the overall user experience and encouraging increased
interactions with the system (Cai et al., 2021; Schroder and Trouvain, 2003; Yoshimura et al.,
1999).

One notable example of a TTS algorithm is Whisper (Radford et al., 2022), developed
by OpenAl. this algorithm also incorporates prosody and intonation to further enhance the

expressiveness of the generated voice.

2.10 Modular and End-to-End Architectures

So far, the components discussed in this chapter have been treated as separate entities, which
has been a prevalent practice in the industry(Pieraccini and Huerta, 2005; Ponnusamy et al.,
2020; Shum and He, 2018). However, this lack of integration and knowledge sharing between
the components introduces several limitations. Firstly, it necessitates defining how the user
satisfaction score obtained from interacting with a dialogue system should be attributed to
specific components. Secondly, retraining one module has ripple effects throughout the entire
processing pipeline, as the output distribution serves as a crucial factor in training dependent
modules. Consequently, when one module is retrained with new data, the other modules that
rely on it may become sub-optimal because they were trained on the output distributions
of the older version of the module. Lastly, distinct modules often require different data
annotation schemes, resulting in resources targeting similar domains but collected in different
environments. This inability to share resources across modules restricts the availability of
data for training.

Initially used for open-domain conversations (Vinyals and Le, 2015), various approaches
have adopted internal structures that resemble modular systems (Li et al., 2017; Wen et al.,
2017b; Williams and Zweig, 2016). These approaches propose three lines of architectural
simplifications:

1. Merging SLU and DM The first family of models aims at merging understanding and
reasoning by jointly working on the natural language input (Liu et al., 2018; Williams
et al., 2017; Williams and Zweig, 2016; Zhao and Eskenazi, 2016). Yang et al. (2017)
introduced an end-to-end deep recurrent network with a contextual dialog memory
that can be jointly trained by three supervision signals from multi-tasking: user slot
tagging, intent prediction and system action prediction. These approaches heavily rely

on supervised training data for auxiliary tasks.
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2. Merging DM and NLG Combining the Dialogue Manager (DM) and Natural Lan-
guage Generation (NLG) components in a joint model has shown performance improve-
ments(Wen et al., 2017a,b), even in state-based estimation scenarios (Lemon, 2011).
Lei et al. (2018) advocated for reusing the recurrent structure for both dialogue state
tracking and language generation, reducing computational complexity while improving
performance. However, one limitation is the reliance on pre-trained dialogue state
trackers in some of these models.

3. Merging SLU, DM, and NLG together Combining three core components in a single
architecture offers the potential for end-to-end training and more seamless integration
of the dialogue system components (Bordes et al., 2016). This approach allows for the
learning of complex operations and latent dialogue state tracking mechanisms, leading
to promising learning levels. However, the reliance on external databases and symbolic
queries can limit the differentiability of the system and pose challenges for end-to-end
training (Weston et al., 2014). Incorporating a knowledge base (Dhingra et al., 2016b;
Eric and Manning, 2017) and employing mechanisms like the multi-hop attention and
pointer mechanism (Vinyals et al., 2015). can enhance the dialogue reasoning and

control the generation process (Madotto et al., 2018).

This section provides a brief overview of the potential and limitations of end-to-end
approaches. However, in this thesis, our experiments focus on the traditional modular
approaches due to their robustness and practicality. In the upcoming chapter, we will delve
into the spoken dialogue management module and explore the application of reinforcement

learning to it.



Chapter 3

Reinforcement Learning for Spoken
Dialogue Systems

Data-driven statistical approaches (Levin et al., 1998; Singh et al., 2000; Young, 2002) have
been widely employed to automatically optimize dialogue policies through user interactions
or learning from past dialogues. These approaches leverage statistical models to incorporate
the uncertainty of the dialogue state, avoiding the need for complex rule-based logic in
the interaction (Lemon and Pietquin, 2007; Williams, 2008). While these approaches are
effective for bootstrapping initial policies, they lack planning capabilities, and the limited
coverage of corpus datasets may hinder successful dialogue interactions even with perfect
imitation or behaviour cloning, on the given corpus (Su et al., 2017; Zhu et al., 2020).

In the context of dialogue management, dialogue can be viewed as a sequential decision
process aimed at optimizing long-term goals. This perspective allows for the application
of reinforcement learning (RL), a framework that offers distinct advantages over behavior
cloning for training dialogue management systems. The following reasons highlight why RL

is preferred in this context:

- Planning: Handling Feedback Loops and Delayed Rewards

Dialogue systems often involve feedback loops, where the consequences of an action
may not be immediately apparent but can unfold over a sequence of interactions.
Reinforcement learning (RL) algorithms excel in handling delayed rewards, allowing
the agent to learn the long-term consequences of its actions. In contrast, behavior
cloning relies solely on the provided expert demonstrations and lacks the capability to
effectively handle delayed rewards.

Specifically, learning dialogue policy through reinforcement learning frames the con-

versation as a sequence of actions between two agents, with an implicit or explicit
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reward function. The goal of the system is to learn a policy of actions that maximizes
the cumulative reward, with the ultimate objective of assisting the user in achieving

their goal.

Robustness: Dealing with Errors in Environments and Expert Demonstrations

Dialogue management involves interacting with users who exhibit different inputs
and behaviors. Reinforcement learning (RL) algorithms are well-suited for such
non-deterministic environments, as they can adapt and learn from diverse states and
actions. In contrast, behavior cloning relies on assuming the expert’s actions are always
correct and serves as training labels, which can lead to poor performance if the expert
demonstrations contain errors or suboptimal actions. RL, however, can learn from both
expert actions and its own exploration, reducing the impact of errors in the expert’s

behavior.

Initially, dialogue systems were trained under the assumption of perfect language
understanding, treating policy optimization as a Markov decision process (MDP). With
the introduction of multiple hypotheses from natural language understanding (NLU),
models have been able to leverage the uncertainty in the dialogue state. This problem is
then formulated as a partially observable Markov decision process (POMDP), allowing
for more effective decision-making in the presence of uncertainty (Thomson et al.,
2010; Zhang et al., 2013).

Flexibility: Enable Exploration-Exploitation Tradeoff

Reinforcement learning (RL) provides a flexible framework that allows for a bal-
ance between exploration and exploitation. By exploring new actions, the agent can
gather information and discover better dialogue strategies, while exploitation involves

leveraging existing knowledge to maximize long-term rewards.

However, finding the right balance is crucial, as excessive exploration can result in sub-
optimal user experiences and a loss of patience. Striking the optimal tradeoff between
exploration and exploitation is essential to ensure effective learning and satisfactory

user interactions in dialogue management.

In summary, imitation learning offers a quick and straightforward way to establish a base-

line performance, while reinforcement learning (RL) provides a sophisticated approach with

the potential for better performance, albeit at the cost of increased interaction complexity. In

this chapter, we will begin by defining RL (Section 3.1) and delve into two main approaches:

value function (Section 3.2) and policy gradient (Sections 3.3). Additionally, the subsequent
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chapter 4 will explore model-based and model-free RL methods and discuss their advantages

and disadvantages when applied to dialogue systems.

3.1 Markov Decision Process

Learning through the interaction with the environment can be modeled as Markov Decision
Process (MDP) where for simplicity we will consider a discrete-time, finite state and action
space case (Puterman, 1990). At a given time ¢, an agent observes a system’s state s; that
belongs to a finite set of states of the environment . and executes an action a, selected from
a finite set of actions 7. The agent receives a reward r, which is a realization of a random
variable r(s;,a;). Finally, given the chosen action g, and state s;, the agent finds itself at
the next state s, with some probability Ps‘fs, where P is a probabilistic distribution over all
transitions between states. The process can be depicted as in the Figure 3.1 (left). We say the
MDP satisfies the Markov property if transition probabilities depend solely on the previous
state and the action taken, i.e.:

Pas/ :P(Sz+1yszaaz7sz—laaz—17---751;01) :P(St—l—l‘styat)- 3.1)

S,

We will assume this property holds in the rest of our analysis.

Fig. 3.1 Markov Decision Process (left) and Partially Observable Markov Decision Process
(right).

S S (E

We define a policy 7 as a function 7 : . x &/ — [0,1] that with probability 7(s,a)

takes action a in the state s. For any policy 7 and s € ., we define the value function V*
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corresponding to 7 as:

V(s) =E{r + yrie + Vriso.. |si= 5,7}, (3.2)

where 7, 0 < vy < 1, is a discount factor.

We look for an optimal policy 7*, i.e. a policy that maximizes the value function in
each state. Conversely, we might approximate the unique optimal value function V* which
corresponds to any of the optimal policies. Algorithms that seek an optimal policy are called
policy search methods while in the second case we consider value function algorithms. In
next sections we will look at classical algorithms that fall under one of these two categories.

The fundamental property of a value function is that it satisfies particular recursive
relationships (to simplify the notation, we use s" to represent the next state s,.1 and @’ to

represent the action taken in the next time step a;11), i..
V(s) = Y P(s'ls, m(s))[r(s, m(s)) + V7 (s)]. (3.3)
s/

Equation 3.3 is called the Bellman equation for V™ and is a base for dynamic programming
methods. Bellman equation decomposes a complex problem into smaller subproblems,
enabling iterative updates and efficient computation of optimal solutions. The optimal

state-value function is defined as:

V¥ (s) = maxV*(s), (3.4)
for all s € S. Using 3.3 we have:
* _ / * ]
Vi(s) = mgx;P(s |s,a) [r(s,a) +WV*(s)] (3.5)

which is known as Bellman optimality equation.

Often it is easier to consider Q-value function that is defined as:
Q" (s,a) =Ep{ri+yrie1+... st =s,a, =a}, (3.6)

and accordingly the Bellman optimality equation for Q*:

0" (s,a) = Y P(s']s,a) | r(s,a) +-ymax Q0 (s'.d) | . (3.7)
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With the Q-value function, the agent does not have to do a one-step ahead search as it can ask
for an action that maximizes Q*(s,a). This gives additional improvement on computational

speed.

3.1.1 Partially Observable Markov Decision Process

The assumption of perfect state observability is often not met in practice, which is particularly
relevant in the context of SDSs. To address this, the agent can maintain a distribution over
possible states at each step, known as the belief state. The policy then takes the belief state
as input and determines the appropriate action, incorporating the uncertainty into the policy
optimization process.

The problem can be formulated as a Partially Observable Markov Decision Process
(POMDP), which represents the agent’s decision-making in an uncertain environment. In
this framework, the agent chooses an action at each time step, which leads to a probabilistic
outcome, and then receives a noisy observation of the belief state. At a particular time-step ¢,
an agent has access to the observation o; which belongs to the set of observations ¢. The
observation probability is conditional on a current state s, i.e. P(o;|s;). The belief at time
t is given by the probability distribution over the state s;, conditioned on action taken in
the previous turn, @, and the previous belief state, i.e. b(s;) = P(s¢|a;—1,5:—1). Figure 3.1
(right) presents graphically the relationship between variables in the POMDP framework.

Traditional approaches to solving POMDPs often struggle to scale effectively, even with
simplified assumptions. However, an alternative perspective is to treat the POMDP as a
continuous space MDP, where each belief state becomes an individual state within the MDP.
This allows for considering the resulting MDP in a continuous state space, as the number
of possible beliefs in a given POMDP is infinite (Kaelbling et al., 1998). In the upcoming

sections, we will adopt the assumption of working with a continuous MDP.

3.1.2 Dialogue Management as a Reinforcement Learning Problem

Dialogue policy management can be seen as an RL task where the system selects a sequence
of responses to a user to maximize a long-term objective such as achieving a user goal.
The belief state is a distribution over all possible semantic concepts that are related with a
particular domain. The semantic concepts are called slots which can take different values
that are defined in the domain ontology.

The action space usually consists of four intent actions: {request,confirm,select,
inform}. For each possible slot in the ontology, we consider a slot-specific action of the form:

action + slot. Moreover, through the inform action the system provides information
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about a specific entity. In practice there are several properties related with a particular entity
in the knowledge base. This results in actions of the form: inform + slot + value. As
the number of possible combinations grows exponentially, training a dialogue policy in this
action space is increasingly difficult. To alleviate this problem, the summary action space is
considered. In this space, the inform action does not specify which slots to inform on. This
is handled by a set of heuristics which maps actions from the summary space to an original
(master) action space. Finally, the action set is extended with general-purpose dialogue
replies such as hello or bye.

Viewing dialogue management as a reinforcement learning (RL) task allows us to utilize
either value-based (Bertsekas and Tsitsiklis, 1996; Mnih et al., 2013; Watkins and Dayan,
1992) or policy-based methods (Schulman et al., 2015b; Sutton et al., 1999; Williams, 1992).
In both cases, the goal is to find an optimal policy 7* that maximizes the discounted total

return

T
R=Y Vrsa) (3.8)
t=0

over a dialogue with T turns where r(s;,a,) is the reward when taking action a; in a
dialogue belief state s; at turn ¢ and 7 is the discount factor. In the upcoming sections, we will
review these two methods, which have been proposed for effective dialogue management
over the past two decades.

3.2 Value-Function based Methods

Value function methods can be seen as a generalization of the dynamic programming frame-
work to the case where we do not have an access to the environment. These algorithms will
be defined in terms of Q-value function.

3.2.1 Monte Carlo Learning

The most straightforward approach for learning the state-action value function is based on
the Monte Carlo framework. As the value of a state-action pair is the expected cumulative
future discounted reward, we can estimate it directly from experience. For a history of visits

at a particular state-action pair 7 (s, a), the estimated Q-value function is:

. Ze@/“f(s,a) Re(s7a)
Qs.a) = =0 (a)|

The average of the returns observed after visits to the given state should converge to the

(3.9)

expected value by the law of large numbers (Bertsekas and Tsitsiklis, 1996).
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3.2.2 Q-Learning
TD Error

Monte Carlo estimates depend on the entire episode history which introduces a high variance.
It is also very inefficient as it requires many data points for accurate estimation. We can
mitigate this problem by bootstrapping our estimate about the value function using temporal
difference (TD) error (Sutton and Barto, 1999) :

TD(s,a) = r+ ymax o(s',d' ) — O(s,a). (3.10)

where s/, d’ are the next state and the next action. The TD method waits only until the next
time step to update the estimated objective function.
Tabular Q-Learning

The most widely known TD algorithm is Q-learning that is based on Equation 3.7 (Watkins
and Dayan, 1992). The expected immediate reward and the expected maximum action-value
of the successor state are replaced by the samples obtained from direct interactions with the
environment. The update for the current estimate, Qy(s,a) has the following form:

Orr1(s,a) = (1 —0t)Ox(s,a) + afr+ ymj}x Ou(s',d)], (3.11)
which we can see the TD error explicitly:

Qk+1(s7a) :Qk(sva)+aTD(saa>7 (312)

where « is a learning-rate parameter that might be time-dependent. Provided all state-action
pairs are visited sufficiently often, {Qy} converges to O with probability 1 for a tabular
case with any explorational policy (Bertsekas and Tsitsiklis, 1996). However, this tabular

Q-learning approach can only apply on the case where the state space is discrete.

3.2.3 Deep Q-Network (DQN)

DQN (Mnih et al., 2013) is one of the classic ways to use a DNN to approximate Q-value
function where the state space could be a continuous vector space.
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Deep Neural Network (DNN)

A DNN, or Deep Neural Network, is a type of artificial neural network that consists of
multiple layers of interconnected nodes, known as neurons. Each neuron takes in input from
the previous layer, applies a transformation using weighted connections, and produces an
output that is passed to the next layer. DNNs are known for their ability to learn and represent

complex patterns and relationships in data.

Deep Q-Network (DQN)

To apply DNN to DQN, the neural network is typically used to represent the Q-function. The
input to the DNN is the current state, and the output is a vector of Q-values, representing the
estimated expected cumulative rewards for each possible action in that state. The network is
trained by minimizing the mean squared error between the predicted Q-values and the target
Q-values, which are computed using the Bellman equation.

DQN applies many tricks to increase robustness and these tricks are used or improved in

later works, including:

- normalized reward function: in order to avoid exploding gradient. The reward function
is clipped between —1 and 1.

- experience replay: On-policy training is less efficient and unstable. Since the data
collection and policy updates are tightly coupled, the agent can only learn from the
data it generates in the current policy iteration. We cannot update the policy only
depending on the current trajectory, which is with high bias. Therefore, the interactions
between users and agents will be recorded and stored in a experience replay buffer.
When updating the policy, these experiences are selected randomly or in a prioritized
way to calculate the gradients. The details of experience replay will be explain later in
the section 3.4.

- averaging target network: if the target of the Q-value changes frequently, it can lead
to very unstable performance. The solution can be either update the target network (a
different DNN that we take its outputs as target Q values.) periodically or as a moving

average of recent Q-value functions.
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3.24 GP-SARSA
SARSA Algorithm

SARSA approximates the action-value function Q(s, a) by following the policy of the agent.
Unlike traditional methods that only rely on experience tuples (s,a,r), SARSA stores an
extended tuple (s,a,r,s’,a’) to update the action-value function. By including the next state
s" and the next action @’ produced by the current policy, SARSA considers the future policy
and allows for more accurate learning and approximation of Q(s,a). Hence, the update rule
has the the form:

Qii1(s,a) = (1 — ) Qi(s,a) + afr+yQi(s',a')]. (3.13)

Note that 3.13 is very similar to 3.11, since SARSA is an on-policy variation of the off-policy

Q-learning algorithm.

On-policy v.s. Off-policy

On-policy and off-policy are two different approaches in reinforcement learning (RL) that
determine how the agent interacts with the environment and learns from the data.

Off-policy methods learn from experiences generated by following a different policy than
the one being updated. This allows for more flexibility and efficient use of data. The agent
can explore the environment using a behavior policy, which is typically more exploratory,
while updating the target policy, which is the policy being learned. The most well-known
off-policy algorithm is Q-learning, which uses the Bellman equation to update the Q-values
of state-action pairs.

On-policy methods, on the other hand, learn from the experiences generated by following
the current policy. For example, SARSA converges to Q* with probability 1 only if we
consider a policy that is greedy with respect to the current action-value function in the limit
(Greedy in the Limit with Infinite Exploration, GLIE) (Singh et al., 2000).

The main advantage of on-policy methods is that they can adapt more quickly to changes
in the environment or policy. However, they may suffer from high variance and instability
during learning, as the data used for policy updates is generated by the same policy. On the
other hand, off-policy methods have the advantage of being able to reuse data collected from
previous policies, resulting in more sample-efficient learning. They are also less sensitive
to the exploration-exploitation trade-off. However, off-policy methods may have slower
convergence and require more computational resources due to the need to maintain a separate

behavior policy.
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Gaussian Process

Another function approximator often employed is the Gaussian Process (GP) which is a
non-parametric Bayesian probabilistic model (Rasmussen, 2003). In a GP, each point in the
input space is associated with a random variable, and the joint distribution of these random

variables follows a multivariate Gaussian distribution.

Kernels in Gaussian Process

Kernels determines the similarity or correlation between pairs of data points in the input
space. By specifying a kernel function, we define the assumptions about the underlying
structure and relationships in the data. Different kernel functions can capture various types
of patterns, such as smoothness, periodicity, or local variations. Popular kernel functions
include the radial basis function (RBF) kernel, which captures local smoothness, and the
linear kernel, which captures linear relationships.

GP-SARSA

Despite the unobservable nature of the value function, valuable insights can be obtained by
extracting information from the noisy reward signals. We can decompose the reward into its
mean and a random residual:

r(se,ar) = O(st,ar) — YO(St1,ar41) + AQ(ss,a:) — YAQ(Si41,41), (3.14)

where AQ(s,a) is an additive noise in the Q function and AQ(s,a) ~ .4 (0,62). It can
be shown that the relationship in Equation 3.14 with the assumed Gaussian process prior
allows Q-value function to be approximated using Gaussian processes with a zero mean and
a chosen kernel function (-, -), i.e.

Q(s,a) ~ GP (0,k((s,a), (s',d"))), (3.15)

where the kernel k is factored into separate kernel over state and action spaces which results
in the GP-SARSA algorithm (Engel, 2005; Gasi¢ and Young, 2013). The implicit knowledge
of the distance between data points in observation space provided by the kernel greatly speeds

up learning since it enables Q-values in as yet unexplored space to be estimated.
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3.3 Policy-based Methods

In policy-based methods, the training objective is to find directly parameterized policy 7y (als)

that maximizes the expected reward:

Tt — m;li(G) = m;lesOvaO,m [Z%) }/rt] , (3.16)

—

over all possible dialogue trajectories given a starting state so. Policy-based methods
suffer from low sample-efficiency, high variance and often converge to local optima since
they typically learn via Monte Carlo estimation (Schulman et al., 2015b; Williams, 1992).
However, they are preferred due to their superior convergence properties over value based
functions (Sutton et al., 1999). Initial approaches focused on using gradient-free methods to
optimize Equation 3.16, however, gradient-based approaches will be revised here due to their
superior efficiency.

Policy-based methods have a key advantage in that they directly optimize the desired
objective, leading to stability and reliability. On the other hand, Q-learning methods indirectly
optimize agent performance by training the Qg function to meet a self-consistency equation,
which can introduce various failure modes and make them less stable (Wang et al., 2016).
However, Q-learning methods excel in sample efficiency when they are effective, as they can
make better use of available data compared to policy optimization techniques.

Policy optimization and Q-learning are not mutually exclusive and can actually be
equivalent in specific scenarios. Furthermore, a range of algorithms exists that falls between
these two approaches, offering a way to strike a well-balanced compromise that leverages the
strengths of each approach. This affords a more nuanced and flexible strategy that capitalizes

on the advantages of both methods.

3.3.1 REINFORCE

REINFORCE is a classic method to optimize the policy directly rather than computing value
functions. The update rule of parameters 0 is:

0 < 6 +aVglogmg(as|s;)vy (3.17)

where « is the learning rate, 7y (a;|s;) is the policy (mapping actions to probabilities), and v;

is a sample of accumulated rewards at time ¢ collected from experience.



30 Reinforcement Learning for Spoken Dialogue Systems

T

v=0%(spa)= Y. ¥ " ln (3.18)

t'=t+1
The experience consists of trajectories {sy,aj,r1,$2,a2,r2,...s7,ar,rr} sampled by
Monte-Carlo sampling.

3.3.2 Advantage Actor-Critic (A2C)

It can be shown that the gradient w.r.t. the parameters given in the objective function (3.16)
has the form (Sutton et al., 1999):

VoJ(0) =E[Vglogmg(als)Q™ (s,a)]. (3.19)

Since this form of the gradient has a potentially high variance, a baseline function is typically
introduced to reduce the variance whilst not changing the estimated gradient (Sutton and
Barto, 1999; Williams, 1992). A natural candidate for this baseline is the value function
V7 (s). Equation 3.19 then becomes:

VoJ(0) = E[Vglog g (als)A™ (s,a)], (3.20)

where A? (s,a) = Q™ (s,a) — V™ (s) is the advantage function. w is a parameter set we used
to approximate the actual A™ (s,a). This can be viewed as a special case of the actor-critic
architecture, where 7y is the actor and Ay? (s, a) is the critic, defined by two parameter sets
0 and w. To reduce the number of required parameters, temporal difference (TD) errors
8, =1+ YV (s141) — Vir® (s;) can be used to approximate the advantage function (Schulman
et al., 2015b).

3.3.3 Actor-Critic with Experience Replay (ACER)

Vanilla actor-critic is on-policy and suffers from unstable training process due to a changing
target in its updates. Hence, an off-policy algorithm for updating actor-critic was proposed.

The techniques used to improve stability can be divided into three parts:

- Truncated importance sampling (IS) with bias correction Wang et al. (2016)

We calculate the policy gradient g(@) as:

g(w) = E p,Va,logn(a,\s,)Aﬂ(st,at)] -+ georreet (3.21)

St ~d! ar~ U
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where u is the previous policy, d* is the previous trajectories generated by p, the
expectation is taken over the replay memory, and p; = m(a|s;) /i (a;|s;). Anissue with
this approximation is that the IS weights p; are potentially unbounded, introducing
significant variance. To solve this problem, we clip the IS weights from above by

a constant ¢ : p; = min(c,p;). Then the bias correction term g’

is applied to
eliminate the bias produced from clipping. Additional details on deriving the bias

correction term can be found in the original paper (Wang et al., 2016).

- Retrace algorithm Munos et al. (2016) attempts to estimate the current Q-function
from off-policy interactions with small variance. The updated estimate of the Q-
function, Q™ is computed based on state-action trajectories sampled from the replay

memory:

1

Q™ (s,a) = Q(s,a) +IE [Z 4 (Hci) (r + YV (st41) — O(sr,ar)) (3.22)

>0 i=1

The methods that stem from this framework differ only in their definition of eli-

gibility traces ¢;'.

ci = Amin(1,p(ails;)).

We focus on Retrace proposed by Munos et al. (2016) where

- Trust region policy optimisation (TRPO) Schulman et al. (2015a)

TRPO restricts the Kullback-Leibler divergence between the current policy 7 and the
updated policy to ensure the policy would not change too fast. To further improve
stability, the current policy is replaced with the running average policy n% (Wang
et al., 2016).

0, ab,+(1—a)b (3.23)

Given the averaged policy network, TRPO can be formulated as an optimisation
problem and reduced to a simple quadratic programming problem. A closed-form
solution can be derived using the KKT conditions (Kuhn and Tucker, 2013) 2,

3.3.4 Proximal Policy Optimisation (PPO)

For conciseness, we rewrite the loss function of policy gradient, denoting A (s;,a;) as Ay:

IEligibility trace is a technique used in off-policy policy evaluation to credit the relevance of past states and
actions in terms of future outcomes.

The Karush-Kuhn-Tucker (KKT) conditions are a set of necessary conditions for a solution to be optimal
in a constrained optimization problem, involving stationarity, primal and dual feasibility.
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L(G) = Et [log Tlo (Clt|st)A[], (324)

In a similar but much simpler way, proximal policy optimisation (PPO) Schulman et al.
(2017) clips probability ratios p; to mitigate the excessive updates in TRPO.

7(alst)

= : (3.25)
P L(as,)
P = clip(p(0),1—¢,1+¢) (3.26)
so p"'” is ranging from 1 — & to 1+ €. And the loss function of PPO is:
LPP9(6) = E[min(p,A,, pF'PA, ), (3.27)

Advantage A; and state-value V; are estimated using Generalized Advantage Estimation
(GAE) (Schulman et al., 2015b) as follows. It’s essential to note that GAE necessitates a

trajectory as input and computes the estimates A,, V, from the last time step r = T'.):
A =8+ YA, (3.28)

Vi=A 4V, (3.29)

where 7y decays future state-value, which represents our confidence in state-value estimation.
A decays the future TD-error, which represents a trade-off between bias and variance of

advantage estimation. V; is the predicted state-value of s;, and §; is the TD-error:

O =1+ YWir1 — Vi (3.30)

3.4 Experience Replay

Algorithms described in previous sections were initially used to perform an update of the
parameters of approximators once an episode of exploration was performed. No memory of
these episodes was retained limiting the learning rate.

Instead, we can use a memory of experiences called experience replay (ER) buffer (Lin,
1992). Such a buffer can be used during an update step to re-use previous episodes. The
buffer was originally suggested to help learning an environmental model within the Dyna
framework (Peng and Williams, 1993). However, ER can also enhance data efficiency for RL
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algorithms using DNNs as function approximators, as DNNs inherently require a substantial
amount of data.

Moore and Atkeson (1993) and Peng and Williams (1993) developed simultaneously a
prioritized variant (PER) which non-uniformly samples the experiences according to their
importance. For methods like DQN and A2C involving (Q-)value estimator, TD error per

transition was suggested as a proxy of the importance:
priority < (TD+e)%,

where e 1s a small number that prevents zero priority and o controls its significance (Schaul
et al., 2015). Hence, the transition which ’causes’ big TD error will be sampled with higher
probability. We can therefore adopt proportional prioritization to transform these TD errors
to importance weights for sampling. This method highly improves the learning speed and
performance since the model is able to learn on its previously wrongly-estimated samples

more often to correct itself more efficiently.

3.4.1 Episodic memory

In most policy gradient algorithms, the history of interactions is recorded in a memory buffer
M, which contains several episodes E. An episode E consists of N transitions {7},..Ty}. (N
grows larger while agents collect more data.) A transition 7; = {s;,a;,si+1, %1}, Where s;
is the current state, and ¢; is the action taken on s;, which leads to the next state s;;.; with a
reward r;. If the episode terminates after taking action a;, t; is True or otherwise False.

3.5 Conclusion

In this chapter, we explain why and how we apply reinforcement learning to dialogue systems.
We introduce two classes of reinforcement learning approaches: value-function-based and
policy-based, along with a few example algorithms. Additionally, we explain the details of
how we store and utilize previous trajectories through experience replay. In the next chapter,
we will introduce another way to classify reinforcement learning algorithms: model-based
and model-free approaches.






Chapter 4

Model-Based Reinforcement Learning for
Dialogue Management

Model-based reinforcement learning (MBRL) uses information from an environment model.
That is, we have a given or estimated transition function of the Markov decision process
and we know the transition probabilities between states. If a perfect environment model is
given, we only need to plan and there is no need to learn. This thesis seeks to apply this
method to dialogue systems tasks, so we focus on the case where an estimated imperfect
environment model is used. In contrast, the algorithms introduced in previous chapters
are called model-free reinforcement learning (MFRL). Although model-free reinforcement
learning approaches have had a wide array of successes recently which has been mentioned
in Section 3.1, it is still hard to see their real-world application. That is because model-free

reinforcement learning suffers from two problems, namely:

- Poor sample-efficiency: These algorithms require a large number of interactions when
exploring different policies. (e.g. around 10 millions of iterations when training a

simple Atari game.)

- Instability: Initialization of parameters and other randomnesses in algorithms hugely

affects performance.

Model-based approaches are proposed to solve these two problems. For example, gen-
erating more experiences (training data) by a pre-trained environment model can improve
sample-efficiency. In addition, looking ahead or planning can reduce the uncertainty of
exploration and hence help to stabilize the training process.

In this chapter, we first explain why we need to use model-based reinforcement learning

in dialogue systems tasks and the challenges when applying these algorithms. In the second
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part, we will introduce three different model-based approaches and their preliminary results

in dialogue systems.

4.1 Model-based reinforcement learning for dialogue man-

agement

In dialogue systems task, model-free reinforcement learning also suffers from the two

problems mentioned before.

- Poor sample-efficiency: Even in a single domain dialogue systems task, an agent
needs thousands of dialogues (about ten thousands of interactions with users) to learn
a satiable policy.

- Instability: The sparse reward nature of dialogue systems task makes it difficult to
explore. With a poor initialization, an agent could continuously fail and be trapped in
a poor local optimal solution.

These two problems become even more critical when applying model-free reinforcement
learning to real-world dialogue tasks. Poor sample-efficiency means conducting a human
evaluation is difficult. When doing research, we need to rely on a simulated user to test the
performance of different algorithms or the settings of hyper-parameters. Yet, the discrepancy
between the simulated user and real user is always controversial. Therefore, we aim at
designing an algorithm to train a dialogue manager within an affordable amount of dialogues.
(i.e. within hundreds of dialogues or even tens of dialogues for simple tasks.) Secondly,
instability means it is not safe to train this system with real users. A minor change in
parameters could hugely affect the policy and user satisfaction. When doing research,
we need to run a lot of different seeds of randomness to have a proper evaluation of one
algorithm. If algorithms become stable, it can much accelerate research progress and gain
greater confidence in the experiment results.

Model-based reinforcement learning is intuitively a nice choice to solve these problems.
The concept of applying MBRL to SDS can be traced back to BUDS (Thomson and Young,
2010). This approach learns the observation and transition probabilities in an offline fashion
and then learns the policy by online RL. There are several intuitive explanations of the
advantage of applying MBRL. If we could know the users’ response ahead, it reduces the
amount of exploration required. For example, an agent might repeat one action many times.
Given the environment model, we can know that there is no information gain after these

actions. (No information gain means dialogue systems do not perceive new information and
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stay in the same state.) The agent can avoid this kind of useless actions and then accelerate
the exploration process. In more complex dialogue tasks such as multi-domain dialogue
systems, with the growth of the number of slots and values, the state and action space become
difficult to explore. As a result, training an environment model to accelerate and secure the

exploration is critical when solving real-world dialogue systems tasks.

4.1.1 Environment models for Spoken Dialogue Systems

In terms of dialogue systems tasks, learning an environment model means learning to predict
user behaviour. To be more specific, environment models predict the future information based
on the present belief state. How to use information from an environment model efficiently to
benefit the reinforcement learning of dialogue agents remains an open question. Different
approaches predict different future information, such as the next user action, the next belief
state, reward, or termination of the dialogue. Predicting user behaviour is an essential but
difficult task, so we assume that we only have imperfect noisy environment models.

The concept of simulated users and environment models are different. Simulated users
are used to evaluate the policy of a dialogue manager (Kreyssig, 2018), while environment
models are used to provide information when training or testing the dialogue manager. As
simulated users become more accurate in recent years, they are used in the training process as
well. However, environment models do not necessarily need to act like real humans, as long
as they provide useful information for learning. In contrast, a good simulated user implies

accurate behavior cloning.

4.2 Dyna-Q algorithm

As shown in Figure 4.1, when a policy interacts with the real world, it is called acting. The
generated experience is used to train the policy agent through direct reinforcement learning.
At the same time, such experience can be used to train an environment model (noted as the
model in the figure) — this process is called model learning. Given the trained environment
model, we can use the model to help policy learning or plan the policy.

Dyna-Q algorithm is a classic way to use an environment model to help policy learning.
In Dyna-Q algorithm, a policy agent alternatively interacts with the real world and an envi-
ronment model. Given a collection of interactions between users and agents, the environment
model is trained to generate new training data for the policy learning of agents to improve
sample-efficiency. At the same time, the environment model continues improving itself by

learning from real experience. Since the model could generate training data for the policy
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Fig. 4.1 Relationship between planning, learning, and acting. (Sutton and Barto, 2018) The
model shown in this figure is the environment model when it is applying to spoken dialogue
systems.

agent, the Dyna-Q algorithm may be expected to achieve higher performance in the early
stages of training. However, the generated data are very noisy when the environment model
is poor. As the result, these noisy data could harm the final performance for some approaches
that reuse these data.

4.2.1 Dyna-Q for dialogue systems

Some recent work (Peng et al., 2018; Su et al., 2018) has explored the capability of the
Dyna-Q algorithm on dialogue systems tasks. It has been reported that the sample-efficiency
could be hugely improved. The noisy data can affect the upper bound of the performance,
so a pre-trained model is suggested to be used. In the second work (Su et al., 2018), a
discriminative model is attached to the architecture to improve the quality of the generated
data. The discriminative model is trained to tell the difference between real data and the

generated ones. This adversarial type architecture further improves the sample-efficiency.

4.2.2 Experiment Results

We implemented Dyna-Q algorithm for our system and try to reproduce the same results
published in the previous paper. We tested three algorithms as the model-free reinforcement
learning part: DQN, GP-SARSA, and ACER.

As shown in the Table 4.1, it is evident that GP-SARSA experiences improvement with
the integration of Dyna-Q, while DQN’s performance notably declines. Additionally, ACER
does not show significant enhancement through the incorporation of the Dyna-Q algorithm.
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Success Rate (%)

Method Baseline: w/o Dyna-Q w/ Dyna-Q
GP-SARSA 94.7 96.8
DQN 94.1 86.9
ACER 93.3 934

Table 4.1 Task success rates for dialogue management using various algorithms, both with
and without Dyna-Q.

The primary reason is that GP-SARSA does not necessitate the reuse of generated data,
unlike deep learning approaches employing an experience replay buffer, which contend with
a contaminated pool of experiences. The data generated by the environment model in the
beginning of the training process is notably imprecise. While ACER employs importance
sampling to alleviate this issue, DQN directly employs this training data and faces con-
siderable challenges. Additionally, we observed that during the initial stages of training,
Dyna-Q combined with DQN exhibits faster learning than vanilla DQN. This observation
suggests that Dyna-Q is beneficial, yet its efficacy is hindered by noisy data, impeding further
improvements. It is essential to note that our experiment does not precisely replicate the
results of the original paper due to differences in our settings, dataset, and the omission of
certain strategies for organizing experiences in the buffer.

Dyna-Q emerges as a potential approach for dialogue systems tasks. However, addressing
the disparity between the real and generated data distributions remains a critical challenge
when applying this algorithm.

4.3 Intrinsic Curiosity Module (ICM)

Extrinsic rewards can be exceedingly sparse in certain environments, resulting in inefficient
exploration if solely relied upon. The Intrinsic Curiosity Module (ICM) (Pathak et al.,
2017) proposes the use of prediction errors in future states as intrinsic rewards (curiosity) to
expedite the exploration process. The regularization imposed by an inverse model can further
enhance the feature extraction of states. Unlike the forward model, which predicts the next
state, the inverse model takes the extracted features of the current state and the next state
as input, with its output being the action between these two states. This feature extraction
retains decision-making-related information, filtering out noise such as periodically changing
backgrounds in video games. Future states are predicted by the environment model, referred
to as the forward model in this work, placing it within the realm of model-based reinforcement
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learning and ensuring compatibility with other model-based approaches. Combining different

model-based approaches allows for the sharing of the same environment model.
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Fig. 4.2 The architecture of Intrinsic Curiosity Module (ICM) (Pathak et al., 2017). On the
left side, it illustrates that ICM computes intrinsic rewards r, which are then used to reward
the action a'. On the right side, it demonstrates that the intrinsic reward is computed based
on the gap between the expected and real state representations. The embedding model ¢ is
regularized by the inverse model, which converts subsequent states back into an action. Both
the forward and inverse models are jointly trained.

4.3.1 Curiosity rewards for dialogue systems

The discussion presented here is based on collaborative work with Paula Wesselmann (Wes-
selmann et al., 2019). In the context of dialogue systems tasks, the sparsity or absence
of rewards in real-world scenarios poses a significant challenge. Some approaches have
tackled this issue by modeling reward functions (Su et al., 2016). Another strategy involves
leveraging intrinsic rewards.

In dialogue systems, the forward model predicts the next belief state, essentially fore-
casting user behavior. If user behavior is predictable, indicating that the agent’s question
lacks information gain and the answer is known beforehand, a penalty should be assigned
to the action taken. Conversely, if the future belief state deviates significantly from our
expectations, it suggests that this state has not been thoroughly explored, and the agent
should be encouraged to take such actions. Regarding the inverse model, the information
within the belief state is highly detailed, emphasizing the importance of extracting only

necessary information when making decisions within the summary action space.
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4.3.2 Experimental Results

In the Figure 4.3, we present the most representative results from this study to explain the
application of this idea in dialogue systems. The experiment is conducted in the Cambridge
restaurant booking domain. Additional details, including experiment settings, can be found
in our paper (Wesselmann et al., 2019).
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Fig. 4.3 Learning curves of the success rates for four different settings for the use of intrinsic
curiosity rewards. The dialogue manager is evaluated every 200 epochs. One epoch means
the agent is trained on trajectory data of one dialogue. The shaded area is the variance of the
success rate over 10 seeds. The baseline is the ACER algorithm (Wang et al., 2016).

We proposed two kinds of intrinsic reward: The Curiosity reward reflects the gap
between the expected and actual states, encouraging exploration of uncertain states. The not-
informative action penalty assesses the similarity between subsequent states and penalizes
actions that lead to repeating state sequences.

(a) Curiosity + e-greedy: When using the curiosity reward (intrinsic reward) for explo-
ration in addition to €-greedy exploration, learning becomes more stable and data efficient
(see Fig. 4.3a). When applying the inverse model for feature extraction, we find that the
variance of the performance increases and the result is poor. We need to explore other ways
to extract features in future work.

(b) e-greedy + not-informative action penalty: The idea of giving a penalty for accurate
predictions is to solve the observed problem of the system unnecessary repeating itself and
asking questions the user has already informed the system about especially in the early stages
of learning. Results are shown in Fig. 4.3b. Although success rate does not have considerable
improvement, the final average number of turns in a dialogue is reduced from 7.3 to 7.1, as
intended repetitions are reduced.

The extended research of this work is discussed in more detail in Chapter 6, as presented
in Wu et al. (2020b).
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4.4 Imagination augmented agents (I12A)

From previous sections 4.2 and 4.3, we learn that modeling the dialogue environment is
fraught with uncertainty. Noisy environment models result in inaccuracies in subsequent
workflows, such as noisy data generation (as mentioned in Section 4.2), inaccurate reward
estimation (as mentioned in Section 4.3), or incorrect future predictions (this section). Weber
et al. (2017) proposed using an ’encoder’ to mitigate this issue of environment modeling.
The encoder is jointly trained with the actor-critic architecture, learning to select useful
information in the predicted future states during training. Inspired by this idea, we propose a
novel model-based reinforcement learning architecture for dialogue management. Further
details will be explained in the next chapter. In this section, we provide a brief introduction to

their proposed imagination augmented agents (I2A) architecture as background knowledge.
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Fig. 4.4 The architecture of Imagination Augmented Agents (I2A) (Weber et al., 2017).
(a) The I2A architecture augments both model-free and model-based information from the
corresponding paths. The model-based path consists of several rollout encoders, which
represent predictive information from each state. (b) The rollout encoder is a recursive neural
network whose input is a sequence of predicted states and rewards. (c) The imagination
core consists of the policy network and the environment model. The environment model is a
simple neural network that takes the current state and action as input and outputs the next
state and reward.

As shown in Fig. 4.4, the [2A architecture manages to implicitly incorporate all the
possible future information into the policy network. Basically, it can be divided into three
hierarchies, as follows:

- Imagination core. An environment model is trained on future states and rewards pre-
diction conditioned on an action. By interacting with a baseline actor, the environment
model is used to simulate potential trajectories.
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- Single imagination roll-out. Roll-out involves looking a few steps ahead and simu-
lating potential trajectories of subsequent states. To efficiently utilize these simulated
trajectories, the agent learns an encoder that extracts information from these imagined
scenarios, including both states and rewards. This encoder is designed to select useful
information and ignore the noisy data generated by imperfect models. When applied
to dialogue management, predicting the future means predicting the next N dialogue

states.

- Augmentative architecture. For each possible action, the simulated trajectories are
generated. All the information extracted from trajectories are concatenated together
and provided as additional context to a policy network.

When applied to dialogue management, the I2A architecture improves the performance
of dialogue managers. However, the performance is not very stable. The details of the

experiment results and how we improve this approach are explained in the next chapter.

4.5 Conclusion

In this section, we demonstrate how to define dialogue management as a model-based rein-
forcement learning task. Additionally, we introduce three important model-based reinforce-
ment learning approaches and explain how they have been applied to dialogue management.
We observed that all the issues pointed to imperfect environment modeling. Based on these
preliminary surveys and experiments, we pinpoint the high-level spirit throughout the entire
thesis: using reliable, selected information from the dialogue management environment,
which is inherently filled with chaos and uncertainties. The following three chapters (Chapter
5, Chapter 6, Chapter 7) comprise a coherent series of our research works aiming to remove

uncertainties from dialogue environment modeling.






Chapter 5

Noise-Robust Model-based
Reinforcement Learning for Dialogue
Management

In the previous chapter, we introduced the motivation for using model-based reinforcement
learning and highlighted the importance of noise-robustness in dialogue management. The
I2A framework proposed by Weber et al. (2017) enhances the noise-robustness by filtering
out noise generated by poor environment models. However, the complex architecture and
excessive hyper-parameters of 12A also introduce unwanted instability when applied to
dialogue management. This instability even complicates parameter tuning. In this chapter,
we demonstrate how our proposed actor-double-critic (ADC) approach (Wu et al., 2020a)
improves the stability and overall performance of I2A. ADC simplifies the I2A architecture
and reduces the number of parameters and hyper-parameters. More importantly, ADC
includes a separate model-based critic that shares parameters between actions, facilitating
explicit back-propagation. In experiments conducted on the Cambridge Restaurant dialogue
system task, ADC demonstrates a substantial improvement in success rates. Regarding
sample efficiency, ADC achieves an 80% success rate using only 80% (600 out of 750) of the
training data required by the I2A baseline. Additionally, ADC exhibits the highest stability
among all considered baselines. Compared to the model-free actor-critic baseline (Wang
et al., 2016), ADC reduces the standard deviation of success rates from 7.7 to 1.2.

In section 5.1, we compare the architectures of I2A and ADC, explaining why ADC is
more suitable for dialogue management. In section 5.2, we present the experimental results
on the Cambridge Restaurant Booking domain, and section 5.3 concludes our contributions

in this chapter.
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Fig. 5.1 ADC architecture: Green blocks indicate predicted belief states. a) the environment
model predicts the next time step b, 1 4 conditioned on an action g;. b) the actor outputs the
policy 7 as in a standard actor-critic architecture. c¢) the two critics estimate Q-values based
on the current belief state and predicted next belief states respectively. Final Q-values are the
weighted sum of the outputs of two critics. Note that model-based critic predicts i-th Q-value
based on b; 1 4, S0 this process is repeated for all actions a; € A to obtain all of the Q-values.

5.1 Actor-Double-Critic (ADC)

To improve the stability of the augmenting-style approaches, we simplify the architecture of
previous work (Weber et al., 2017) and introduce a key component — a model-based critic. As
depicted in Fig 5.1, we train two critics based on model-free and model-based information,
respectively, and combine their outputs through the weighted sum in an ensemble. In this
section, we will delve into the reasons for simplifying the architecture in this manner and

outline the advantages of integrating a model-based critic.

5.1.1 Simplified architecture
To reduce the model complexity, we streamline the architecture in the following three ways,

- Our environment model predicts only the next belief state b, 4, conditioned on an
action q;: the model does not predict rewards. This decision is made because the
reward signals in SDS domain are sparse and challenging to predict. The model-
based critic utilizes this predicted state-after-action b;;1 4, as input to estimate the

corresponding Q-values Qyp ; for each action i.

- In 12A, the pre-trained environment model remains unchanged during policy learning,
as the policy network is robust to imperfect models. Moreover, acquiring pre-training
data is not difficult in a simulated game environment. However, collecting pre-training
data for SDS in the real world is challenging. In our approach, to enhance sample

efficiency, the environment model is updated during policy learning.
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- We eliminate the roll-out policy network. As discussed in Chapter 4, the roll-out
policy network is a small policy network used for the rollout purpose. However,
since the policy is constantly changing, the predicted action sequences also change
accordingly. Given our goal of reducing uncertainties in the framework, we set the

roll-out length to 1 without utilizing the roll-out policy network.

Model-based critic

By definition, a Q-value can be decomposed as:

OF (br,a;) =ry + YV (br+1.4;) (5.1

In dialogue system tasks, r; is typically set to —1 for each turn to penalize lengthy
dialogue in our experimental settings. At the end of a dialogue, r; varies depending on
the outcome, yet there is no need to predict Q-values at that time. Hence, r; is a constant
in Equation 5.1 for dialogue system tasks. Given that r; and 7y are constants, we can train
an estimator for Q7 (b;,a;) based on the next belief state b, 4, Which is predicted by the
environment model. !

We call this estimator model-based critic in the actor-critic framework, while the original

one is the model-free critic.

5.1.2 Efficient learning algorithm

The dialogue policy learning algorithm for the ADC architecture is illustrated in Algo-
rithm 1. In contrast to previous approaches, adopting the model-based critic yields three key
advantages:

Parameter sharing

Note that given b1 4,, the model-based critic of ADC predicts only one value Q;. To obtain
all of the Q-values, we firstly predict the next belief states b, 4, for all a; € A using the
environment model, and then map each of them to Q; by the model-based critic. Parameters
of the model-based critic are shared between actions, resulting in a reduction in model
complexity.

In contrast, in 12A, b; 1 4 for all a; € A are concatenated as a large input vector. This
means that the number of parameters of the model-based path in I2A increases with the

number of actions, unlike in ADC. In practice, the number of parameters in I12A (1.4 million)

'In other applications where 7; is not a constant, the environment model should also predict the value of 7;.
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is around five times greater than in ADC (240 thousand). Table 5.1 presents the model sizes

for different architectures.

Algorithm 1: Actor-Double-Critic for Dialogue Policy Learning
Input: Total training epochs N, the environment model E with parameters g , the
model-based critic MB, the model-free critic MF, the actor (Policy network)
P with parameters Op , the experience replay D
1 pre-trained E with precollected conversational data
2 for n=1:N do

// Reinforcement Learning
3 while s is not a terminal state do
4 predict b; 1 4,Va; €A using E
5 predict Qyp using MB
6 compute Q(by,a;) by Eq. 5.2
7 with probability € select a random action a otherwise select
a = argmaxyP(b,d’)
8 execute a, and observe the next belief state " and reward r update dialogue
state to b’
9 store (b,a,r,b") in D
10 end
1 sample random minibatches of (b,a,r,b’) from D
12 update Oysr, Oyp via minibatch Q-learning according to Equation 5.2, 5.3
13 update Op according to ACER or another actor-critic algorithms
// Environment model Learning
14 sample random minibatches of training samples (b, a,r,b") from D
15 update g via minibatch SGD of multi-task learning
16 end

Parameter reduction

In Equation 5.1, Q; is determined solely by the predicted belief state b, 4;, without depen-
dence on other predicted belief states b,+1,4; where i # j. However, in I2A, all predicted
belief states, along with the current belief state, are concatenated to predict the Q-value.
Consequently, many connections in I2A would become negligible after training, as they
contribute no meaningful information. By employing a model-based critic, we eliminate
these redundant connections and predict each Q; independently, thus enhancing algorithm
stability. 2

2This assumption is based on logical reasoning rather than empirical observation. We posit that Q-values
for different actions are independent.
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Agent #Parameters
ACER 110 K
I12A (Model-free path) 80K
I2A (Model-based path) 1.2M
I2A (Total) 1.4M
ADC (Model-based critic) 110 K
ADC (Total) 240 K
Environment Model 16 K

Table 5.1 Comparison of the number of parameters. A lower number of tokens represent
fewer computing resources required and faster inference time.

Explicit update signals

We can also predict Q" (b, ) through the model-free critic. The final Q-values are the weighted
sum of both critics in an ensemble manner to lower variance.

Q" (by,a;) =Qhyr (by, ai) - w+
O (brs1.a) - (1—w), (5.2)

where Q7 (b;,a;) is the output of the model-free critic, Q};5(b;+1 4;) is the output of
the model-based critic, and w is a weight parameter. We use the notation Q7 and Qf; to
maintain conciseness. The model selects information from either the model-free path (when
w = 1) if the model is noisy or from the model-based path (when w = 0) when it provides
more accurate information. During training, we compute the loss for each critic, and w is a
hyper-parameter.

losScritics :(Q;\T/IF - Q*)z Wt

(5.3)
(QFs—0")* (1—w)

where Q* is the target of QF,, and O} . 3
Note that for each training iteration, we update two critics simultaneously. In 12A, we
cannot identify whether errors arise from the model-based path or the model-free path. In

3We use the Retrace algorithm Munos et al. (2016) to estimate target Q-values. Please refer to Section 3.3.3)
for further information.
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our approach, information flows clearly from two sources instead of ambiguously from one.
We attempted to back-propagate loss from Qy through the entire critic networks, but better
results were obtained by back-propagating the loss defined in equation 5.3. This further
validates the necessity of using the two-critic architecture.
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Fig. 5.2 Comparison with baselines. Left: Learning curves of success rate. X-axis is in log
scale. The detailed final performance after training with 4000 dialogues is shown in the
Table 5.2Right: average turns per dialogue. X-axis is in log scale.
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Fig. 5.3 Left: Comparison between different update algorithms. X-axis is in log scale. Right:
Experiment on robustness to imperfect model over different architectures.

5.2 Experiments

5.2.1 Setup

Experiments are conducted on the Cambridge restaurant domain from the PyDial toolkit Ultes

et al. (2017) with a goal-driven user simulator operating on the semantic level Schatzmann
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et al. (2007); Schatzmann and Young (2009), a LSTM-based NLU model Mrksi¢ et al. (2016),
and a NLG model Wen et al. (2015b). During training, an agent is updated when a dialogue
terminates, which is an iteration. Every 200 training dialogues, the agent is tested on 500
dialogues. 10 random seeds were run for each approach to analyze the variance arising from
different initialization. The mean + standard deviation is depicted as the shaded area in
Figure 5.2, 5.3. The x-axes of Figure 5.2, 5.3 are in log scale to put emphasis on both the
early stage and the final performance of the training process.

User simulator. To accommodate for ASR error in the real world scenario, 15% semantic
error rate (SER) is included in the user simulator. The maximum dialogue length is set to 25
turns and ¥ (in Equation 5.1) is 0.99. The reward is defined as 20 for a successful dialogue
minus the number of turns it took to complete the dialogue.

Implementation details. The input for all models is the full dialogue belief state b of size
268 and the output action space consists of 16 possible actions.  For NN-based algorithms,
the size of a mini-batch is 64. g-greedy exploration is used, with € linearly reducing from
0.3 down to O over the training process. Two hidden layers are of size 300 and 100 for actor
and critic. The Adam optimiser was used with an initial learning rate of 0.001 Kingma and
Ba (2014). For algorithms employing experience replay, the replay memory has a capacity of
2000 interactions.

5.2.2 Dialogue agents for comparison

- GP-SARSA serves as a Bayesian baseline, leveraging uncertainty estimates to provide

stable performance.

- ACER is the model-free actor-critic baseline and can be seen as a model-free counter-
part to the proposed method. ccording to the benchmark results by Casanueva et al.
(2017), it outperforms other actor-critic methods such as A2C Fatemi et al. (2016)
and eNAC Su et al. (2017). Since ADC can be applied to any model-free actor-critic
method, not all the performance of RL algorithms are reported here. In this paper,
we primarily focus on the performance gap between ACER and ADC rather than the
absolute performance. To ensure a fair comparison, the pre-training data used by
model-based approaches were initially inserted into the experience buffer of ACER

during training.

- I2A serves as the model-based baseline. The environment model is pre-trained with

400 dialogues generated by interactions between a simulated user and an agent.

4For more information about state and action, please refer to Section 3.1.2.
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Agent Suc. Std. Required data

ACER 78.1 £7.7 1200
GP-SARSA 89.6 £33 800
I2A 939 £23 750
ADC 95.8 =£1.2 600

Table 5.2 Final performance of each agent after training with 4000 dialogues. The testing
was conducted in 10 runs, where each algorithm reports: 1) the average success rate 2) the
standard deviation of success rates and 3) the average amount of data required to reach an
80% success rate. These latter two metrics are used to evaluate the stability and sample-
efficiency respectively.

Env. 1 Env. 2 Env. 3 Env. 4 Env. 5 Env. 6

SER 0% 0% 15% 15% 15% 30%
Masks On Off On Off On On

User Standard Standard Standard Standard Unfriendly Standard
Table 5.3 The settings for different environments. SER refers to the semantic error rate,
where a higher SER indicates a noisier environment. The "Masks" column denotes the action
masking mechanism. When this mechanism is enabled (ON), the environment becomes less
challenging. Additionally, we include an "unfriendly user" setting in Environment 5, where
users have lower patience and are more likely to terminate the dialogue prematurely.

- ADC represents the proposed method. The ensemble weight w is set to 0.5 for each

critic. The environment model settings are the same as those of 12A.

5.2.3 Comparison with baselines

Success rate. As depicted in the left portion of Fig 5.2 and summarized in Table 5.2, ADC
significantly outperforms other methods in terms of sample-efficiency, stability, and success
rate. While 12A performs better than ACER, it remains vulnerable to initialization issues, as
indicated by the shaded areas (standard deviations). In comparison to I12A, ADC reduces the
standard deviation of final success rates by half, from 2.3 to 1.2

In contrast, GP-SARSA exhibits stability due to its Bayesian nature. Although the
standard deviation of the final success rate of 12A is smaller than that of GP-SARSA, 12A is
more unstable during the early stages of the training process. Notably, ADC demonstrates

even greater stability than GP-SARSA and achieves higher performance in the end. In terms
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GP-SARSA ACER I2A ADC
Task Suc. Turns Suc. Turns Suc. Turns Suc. Turns

Env.1 992% 64 98.6% 60 979% 60 99.1% 6.0

Env.2 957% 72 8713% 65 798% 58 98.7% 6.0
Env.3 958% 7.7 953% 7.1 963% 70 96.1% 7.0
Env. 4 89.6% 82 781% 6.7 939% 72 958% 6.8
Env.5 925% 9.6 940% 82 942% 80 95.6% 8.0

Env.6 90.0% 9.0 81.0% 81 879% 81 920% 7.9
Table 5.4 Success rates and average turns after 4000 training dialogues. The highest success
rate is highlighted. The settings for different environments are listed in Table 5.4.

of sample efficiency, ADC requires only half of the data (600 dialogues) to reach the 80%
success rate, compared to ACER (1200 dialogues).

Average turns per dialogue As illustrated in the right portion of Fig 5.2, GP-SARSA
takes more turns than other algorithms, and shows only a slight decrease during training.
We observed that GP-SARSA tends to take more turns in order to confirm user intention to
stabilize its performance, even though some of these confirmations may be unnecessary. In

contrast, other approaches steadily reduce the number of turns during the training process.

5.2.4 Different back-propagation styles

In the left part of Fig 5.3, the blue line represents the learning curve of the agent that back-
propagates only one loss from the ensemble output Q, while the orange line represents the
agent that updates each critic separately, and the loss back-propagates from ensemble output
only pass through ensemble weight w.

We observe that the agent with the separate loss function (as in equation 5.3) is more
stable than the other method. This is because when the ensemble Q approaches O™, Quyr
and Qyp are not necessarily close to the target Q" . In contrast, separate updates ensure that

each output value is accurate.

5.2.5 Robustness to imperfect models

To assess the impact of the environment model on ADC, we introduce another baseline,
actor-model-based-critic (AMC). AMC relies solely on a model-based critic to predict the
Q-value omitting the use of a model-free critic. Therefore, the quality of the environment
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model is crucial for AMC. In our experiment, we pre-train a good environment model with
400 dialogues and a poor environment model with only 200 dialogues.

As shown in the right part of Fig 5.3, ADC maintains its performance even with a poor
model, whereas AMC'’s performance significantly deteriorates. This outcome suggests that
a poor environment model fails to produce accurate value predictions, thereby affecting
AMC’s performance negatively. The presence of a model-free critic in ADC proves to be

also substantial.

5.2.6 Comparison in different environment settings

To further investigate the properties of ADC, we test it in 6 different environment settings (
with simulated users. For each setting, we report the final performance of each agent after
training it with 4000 dialogues. The semantic error rate (SER) models the noise from the
ASR and NLU channel Thomson et al. (2012). In addition to the standard user, we define an
unfriendly user scenario where the user barely provides any extra information to the system.
We utilize a rule-based action masking mechanism in environments 1 and 3 to reduce the
action space. > The details of each environment setting are listed in Table 5.3.

The results are presented in Table 5.4. In clean environments (1 & 3), ACER learns
well after 4000 dialogues. However, in noisy environments (2 & 4), ADC significantly
outperforms ACER. In environment 5, an unfriendly user is used, but this does not greatly
affect the algorithms since action masking is applied, reducing the number of available
actions and thus making the task less difficult. It is worth noting that in environment 6,
ADC outperforms hand-crafted policy (89.6% Casanueva et al. (2017)) and demonstrates
the flexibility of reinforcement learning that can learn from environments. Overall, ADC
demonstrates its robustness in all environments especially in those environments without

action masks.

5.2.7 Case study

To further investigate the behaviour of different agents during the training process, we
sampled a dialogue session in Environment 4 (the setting of the environment is described
in Section 5.2.6) after 500 epochs. The agent of ACER and ADC achieved success rates of
57% and 88%, respectively.

The action masking mechanism is a common technique applied in dialogue management to eliminate
impossible actions and enhance system robustness. Traditionally, action masks are rule-based and conditioned
on the current state. Please refer to Section 2.7 for further information.
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As shown in Table 5.5, ACER informs the restaurant early in the dialogue, while ADC is
more conservative and takes more turns. ADC tends to asks more questions before providing
the recommended restaurant and sometimes confirms the booking to ensure that the one
it suggests meets all the requirements. In contrast, ACER often repeats the same question
and occasionally provides completely incorrect responses. This discrepancy arises because,
without the aid of an environment model, ACER cannot predict that the next belief state will
be the same, and thus cannot anticipate the unwanted repetitive conversation that leads to
dialogue failure.

5.3 Conclusions

The policy optimisation algorithm presented in this paper offers a model-based augmentation
and improves its performance with spoken dialogue systems (SDS). Our contributions are
two-fold:

- We adopted 12A, a model-based reinforcement learning approach, for SDS and demon-

strated its ability to exploit rich information generated by environment models.

- Our proposed algorithm further reduces instability by introducing a simpler architecture
to incorporate model-based information into the policy network. We utilized ACER as
an actor-critic model-free baseline, but this method can augment any deep actor-critic
algorithm.

One intriguing topic for future research is model-based actors. In our experiments,
incorporating a model-based actor did not prove as effective as ADC. We plan to address
the challenges hindering the effectiveness of model-based actors and make this algorithm
applicable to policy learning approaches proposed by Schulman et al. (2017); Takanobu et al.
(2019).
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Simulation Sample

Cambridge Restaurant Booking User Goal:
Constraints: (Area: North), (Price range: Dont Care), (Food type: Chinese)
Requests: (Address: None), (Name: None), (Description: None)

Patience: 4
ACER agent ADC agent
(57% Success rate) (88% Success rate)
Hello. I want to find a restaurant Hello. I want to find a restaurant
1 | usr:. . 1 | usr:. .
in Cambridge. in Cambridge.
2 | agt: Do you want Asian oriental food? 2 | agt: Which price range do you want?
expensive or moderate?
3 | No, I want some Chinese food. 3 | usr: I don’t care.
4 | agt: Ok, Twill book Midsummer House 4 | agt: Asian oriental or Mexican food?
Restaurant for you.
5 | usr: Any other choices? 5 | usr: Chinese food, please.
The phone number of Midsummer
6 | 2% House Restaurant s 01223 369299, 6 | agt: Whatelse do you want?
7 | usr: Ok. 7 | usr: Just a Chinese restaurant in the north.
8 | agt: The postcode of Midsummer House 8 | agt: Do you want some expensive food?
" Restaurant is CB4 1HA. ' )
9 | usr: I want a restaurant. 9 | usr: Yes, please.
10 | agt: The phone number of Midsummer 10 | agt: Hakka is a Chinese restaurant
House Restaurant is 01223 369299. in the north area.
11 | usr: In the north area. 11 | usr: Any other choices?
12 | agt: The address of Midsummer House 12 | agt: The Hotpot is also a Chinese restaurant
" Restaurant is Midsummer Common. " in the north area.
13 | usr: I don’t care. 13 | usr: What is the address?
14 | agt: Eﬁ:tzszi??: Co]falé\l/hlcﬁir.nmer House 14 | agt: Which price range do you want?
15 | usr: What’s the food type of Midsummer House? | 15 | usr: Give me the address of The Hotpot.
) _ The address of The Hotpot is
16 | agt: North or centre? 16 | agt: 66 Chesterton Road Chesterton.
17 | usr: North. 17 | usr: What is the description?
18 | agt: The food type of Midsummer House is British. | 18 | agt: Which price range do you want?
19 | usr: I want some light bites. 19 | usr: What is the description of The Hotpot?
The Hotpot serves a variety of Chinese
20 | agt: North or south? 20 | agt: dishes at th?ir restaurant and can cater for
private parties of up to five five guests
upon request.
21 | usr: North. 21 | usr: Thank you! Bye.

Repeat turns 20, 21 till the user is out of patience.

Failure

Success

Table 5.5 Sample dialogue sessions by ACER and ADC agents trained at epoch 500 in the environment 4 with
15% SER. The bold sentences are improper or repetitive responses from the agent. (agt: agent, usr: user)



Chapter 6

Robust Environment Modeling for
Dialogue Management

By interacting with humans and learning from reward signals, reinforcement learning presents
an ideal approach for building conversational Al. However, in the context of real-world
spoken dialogue systems (SDS), improving sample efficiency has been a key challenge due to
the cost associated with real users’ responses. Handcrafted action masks are commonly used
to exclude impossible actions and expedite the training process. However, these handcrafted
action masks struggle to generalize to unseen domains. ' In this chapter, we propose the
trainable-action-mask (TAM) approach (Wu et al., 2020b), which automatically learns from
data without requiring the handcrafting of complicated rules. In our experiments in the
Cambridge Restaurant domain, TAM achieves an 80% success rate while using only 30% of
the training data compared to the baseline. > Importantly, it also demonstrates robustness in
noisy environments.

Section 6.1 explains our motivation of using MBRL and the problem of actor-double-
critic (ADC). We demonstrate how to construct action masks by using an environment model
and illustrate this approach under the model-based reinforcement learning perspective in
section 6.2. Experimental results are showed in section 6.3. Contributions are concluded in
section 6.5.

IPlease refer to Section 2.7 for more information about the action masking mechanism.
2An 80% success rate is a strong indicator of effective dialogue management, suggesting that the learned
policy has successfully navigated beyond the cold-starting phase.



58 Robust Environment Modeling for Dialogue Management

Action Mask

Supervised Learning

State s Neural Network Termination

Dialogue Feed Forward Similarity ]
e
Reward
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(of each Action a)

Fig. 6.1 TAM Architecture: The feedforward neural network is trained using collected
dialogue data, which includes trajectories of states and rewards. The input to the neural
network is the state s, and the outputs are attributes of the transition after taking each action a,
including the similarity between subsequent states, a boolean flag indicating termination, and
the expected reward. These attributes are then converted into an action mask, with the logic
being "the action is blocked if the dialogue is predicted to terminate with negative reward or
if the similarity of the subsequent state is higher than a threshold ".

6.1 Motivation

Dialogue management has been formulated as a model-based reinforcement learning (MBRL)
problem. However, the complex and noisy environment of dialogue management poses
challenges for real-world applications, where training an accurate environment model is
difficult.

In the previous chapter, actor-double-critic (ADC) was designed to select useful infor-
mation from noisy future predictions. Nevertheless, building an environment model and
learning how to select information remain challenging tasks. In this chapter, we leverage
prior knowledge of the dialogue domain to define useful information. For instance, if the
dialogue repeats itself after a response, that response is considered useless. This approach
significantly eases the difficulty of building an environment model, eliminating the need to

learn how to select useful information.

6.2 Trainable-action-mask (TAM)

Since hand-crafted action masks are difficult to generalize to other domains, we propose a
trainable action mask (TAM) to automatically learn an action mask from data. TAM learns to
predict several attributes of future states and uses these attributes to determine which actions
should be ruled out. TAM falls under the umbrella of model-based reinforcement learning
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(MBRL), so we provide a brief introduction and highlight its differences from other MBRL

approaches.

6.2.1 Model-based reinforcement learning

Model-based RL additionally learns an environment model to predict transitions between
states, whereas model-free RL only learns the mapping of the value function. Traditionally, an
environment model is used to generate pseudo training data or roll out future steps. However,
an imperfect environment model that predicts completely wrong future states can lead to
devastatingly unstable training problems. TAM addresses this issue by using a simplified
version of the environment model. Instead of predicting the exact next state, TAM only
predicts three signals. This simplification makes the environment model relatively easy to
train and debug. 3
As shown in Fig 6.1, these three signals include:

- Similarity: A real value between 0 and 1, representing the cosine similarity between

the current state and the next state after taking action a.

- Termination: A binary value indicating whether the dialogue terminates or not after

taking action a.

- Reward: A real value between O and 1, , representing the normalized immediate reward
after taking action a. Normalized rewards facilitate a better training process. Please
refer to the previous chapter (Section 5.2.1) for more information on the definition of

dialogue reward signals.

Based on these learned signals, we filter out unwanted actions by defining two masks: a

termination action mask and a useless action mask.

6.2.2 Termination action mask

In a state s, if an action a leads to the termination of the dialogue and results in failure, this
action a should be blocked. For example, saying goodbye before task completion always
leads to dialogue termination and failure. Therefore, in a state s, if an action a is predicted to

terminate the dialogue with a negative immediate reward r, this action a would be ruled out.

3 All the loss functions are MSE-loss, and losses are back-propagated by Adam optimizer.
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6.2.3 Useless action mask

In a state s, if the next state s’ remains unchanged after taking an action a, the action a should
be blocked, indicating that there is no information gain from taking that action. For instance,
if an agent already knows which area is requested by user, the agent should not ask the
question regarding the area again.

In our approach, we set a threshold 6 to determine whether consecutive states remains
unchanged. If the predicted similarity between two states is lager than &%, the action a
would be classified as an useless action and ruled out. Alternatively, another implementation
is to directly predict a binary value indicating whether the similarity is higher or lower
than 0 (i.e., whether the state s is changed or unchanged after taking action a). These two

implementations are compared in Section 6.3.

6.3 Experiments and Results

Experiments are conducted on the Cambridge restaurant domain using the PyDial toolkit
Ultes et al. (2017), employing a goal-driven user simulator at the semantic level Schatzmann
et al. (2007); Schatzmann and Young (2009). The trained dialogue manager policy was
evaluated on 500 dialogues for every 200 training dialogues (interaction with users). The
evaluation was run 10 times, and the results were averaged to reduce variance resulting
from different random initialization. The overall setting was consistent with that used in
the previous chapter (Section 5.2.1), with the only difference being the transition to a more
challenging scenario (Environment 4). To accommodate for ASR error, a 15% semantic error
rate (SER) was included in the user simulator.

Implementation details

For NN-based algorithms, the size of a minibatch, on which the training step is performed, is
64. e-greedy exploration is used, with € linearly reducing from 0.3 down to O over the training
process. The Adam optimiser was used with an initial learning rate of 0.001. (Kingma and
Ba, 2014). For algorithms employing experience replay, the replay memory has a capacity of

2000 interactions.

“4In experiment setting, & is 0.97
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Baseline

We utilize ACER as our model-free reinforcement learning algorithm. A hand-crafted mask
serves as the performance upper bound, representing the result achievable with a carefully

designed mask.

6.3.1 Comparison with baselines

In Fig 6.2, we compare the percentage of successful dialogues (left) and the average number

of turns in a dialogue (right).

Success rate

TAM learns faster and converges to a higher success rate than the baseline, although it still
does not match the performance of the hand-crafted masks. Hand-crafted rules are very
intricate and it achieves approximately an 85% success rate with just 200 training dialogues
(while baseline requires four times the amount of training data). This result gives us high

expectations for further improving the learned action mask.

Average turns per dialogue

In terms of the average number of turns per dialogue, TAM performs similarly to the baseline
model but exhibits some instability. We believe this is because the termination mask prevents
the agent from stopping exploration, resulting in lengthy dialogues. In contrast, oracle

dialogues are typically short and efficient, even at the beginning of the training process.

6.3.2 Mask ablation study

In Fig 6.3, we observe that the best results are achieved when both "termination action mask’
and ’useless action mask’ are applied. Merely employing a termination mask yields marginal
improvement, while solely relying on a similarity mask leads to even poorer performance
compared to the baseline. This is because when the similarity mask blocks out most actions,
the likelihood of taking actions that result in termination increases, causing dialogues to end
prematurely without gathering useful training data. Conversely, using only a termination mask
results in lengthy dialogues that make reward credit assignment challenging. Combining
both masks gives the best performance.

Furthermore, we conducted experiments with different similarity output labels: binary

and continuous output. Continuous output represents the cosine similarity between states,
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Fig. 6.2 Comparison between the baseline, the hand-crafted mask (performance upper bound),

and the proposed approach. Left: Success rates of dialogues. Right: Average turns taken per
dialogue.
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Fig. 6.3 Ablation study of different masks. T_Mask uses only termination mask and
Sim_Mask uses only similarity mask.
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Fig. 6.4 Left: Ablation study with 15% Semantic Error Rate (SER) in the User Simulator.
Right: Ablation study with 30% SER in the user simulator.

while binary output indicates whether the similarity exceeds the threshold §. However, we
did not observe significant differences between the two implementations.

6.3.3 Ablation study in noisy environments

In Fig 6.4, we compared TAM with baseline and using only the termination mask (T_Mask)
in two noisy environments. Interestingly, in the environment with a 15% semantic error
rate (SER), the performance of TAM becomes more unstable than using only termination
mask. We observed some fluctuations after 1000 dialogues. This instability arises because
the similarity mask is challenging to train in noisy environments, and inaccurate predictions
of similarity could lead to unstable or incorrect action masks. The production of an unstable
action mask can be quite harmful, as the masked actions are explored less and thus have
inaccurate Q-values. > When an unstable mask fails to rule out these actions, the incorrect
value function can negatively impact the entire policy.

In the right part of the figure is a more noisy environment with a 30% SER. All of the
models suffer from inaccurate state predictions, resulting in inaccurate masks and values.
Consequently, they all have limited success rates.

6.3.4 Comparison of different Delta

In Fig 6.5, we compare different similarity threshold o (0.9, 0.97, 0.99) in two environments.

First, it is evident that when 6 = 0.9, the experimental results are poor, and in some cases,

>This phenomenon is also observed in hand-crafted action masks settings. For example, the action *bye’ is
often blocked, and the corresponding Q-values change much slower than for other actions. More importantly,
the O-values converge to a higher value than they should. In other words, even when the masks are reasonable,
the action masking mechanism results in biased, over-optimistic learning signals.
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Fig. 6.5 Comparison between different similarity threshold 6. Left: with 0% SER in the user
simulator(US). Right: with 15% SER in the user simulator.

even worse than the baseline in both environments. That is because the action mask blocks
too many actions, sometimes including correct or useful ones, leading to a highly unstable
training process.

Secondly, while both models with = 0.99 and 6 = 0.97 outperform the baseline, they
exhibit different strengths in varying environments. In a noise-free environment, 6 = 0.97
learns more efficiently by blocking more actions. Conversely, in the environment with a 15%
SER, & = 0.99 proves to be a better choice as it acts more conservatively, only blocking
actions with high confidence. That is because the prediction of similarity become more
inaccurate in noisy environments.

6.4 Case study

The final behaviors of TAM and hand-crafted masks are similar; however, their initial
behaviors differ significantly. As presented in Table 6.1, we list several common failure
modes for each setting. With hand-crafted masks, the dialogue manager would seldom
make detrimental faults; usually, they may forget what has been asked before or inform
the restaurant entity too early. Overall, the dialogue manager with hand-crafted masks
can collect fairly reasonable, high-quality dialogues as training data and achieve good
performance quickly. In contrast, the dialogue manager with hand-crafted masks could
make serious errors, such as immediately ending the conversation, looping on the same
question, or providing information without knowing anything. Therefore, the training process
is significantly more challenging. TAM rules out these critical pitfalls with a fast learning

module (the simplified environment model), making exploration more efficient.
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Simulation Samples

Cambridge Restaurant Booking
User Goal:

Constraints: (Area: Centre), (Price range: Dont Care), (Food type: Chinese)
Requests: (Address: None), (Phone number: Required), (Description: None)
Patience: 4

With Hand-crafted action mask
(84% Success rate)

Without action mask
(49% Success rate)

1 | usr:
2 | agt:
3 | usr:
4 | agt:
5 | usr:
6 | agt:
7 | usr:
8 | agt:
9 | usr:
10 | agt:
11 | usr:
12 | agt:
13 | usr:
14 | agt:
15 | usr:

Hello. I want to find a restaurant

in Cambridge.

Do you want Asian oriental food?

No, I want some Chinese food.

Ok, I will book Golden House Restaurant for you.
Any other options?

In which location do you prefer, north or south?
Centre.

Alright, I will book Yim Wah Restaurant for you.
Could you please provide me with their phone number?
Are you interested in Indian food

or specifically Chinese cuisine?

Like I mentioned, I prefer Chinese food.

The address of Yim Wah Restaurant is CB2 1EG
I don’t care. Just tell me their phone number.

Do you prefer the center or south location?
Centre...

The agent keeps repeating some questions
until the user runs out of patience.

Hello. I want to find a restaurant
usr: . .
in Cambridge.
agt: Thank you for letting me know. Bye!

Table 6.1 Common failure modes for dialogue management, with or without handcrafted action masks, after 200
training dialogues. TAM is design to eliminate the failure modes on the right side, thus ensuring a smoother
learning process. The bold sentences are improper or repetitive responses from the agent. (agt: agent, usr: user)
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6.5 Conclusion

TAM enhances the efficiency and explainability of dialogue agents. Our contributions

include:

- Realizing the concept that the action mask can be automatically learned from data,
resulting in significantly higher sample efficiency (using only one third of the training

data to converge).

- Introducing a novel model-based reinforcement learning algorithm that utilizes simpli-
fied environment models that are relatively easy to train. This algorithm has potential

applications beyond dialogue systems.

- Demonstrating the replacement of handcrafted components with trainable ones in
dialogue systems. This paves the way for future work where components can be
systematically replaced, leading to a more sample-efficient training process.

Our goal is to improve both the sample efficiency and stability of policy management
in dialogue systems to the extent that it becomes suitable for online learning, enabling safe
training with a manageable number of interactions with real users. In the next chapter, we
will explore the concept of a "soft" version of action masks, where certain actions are not

completely ruled out but instead have their probabilities reduced through model updates.



Chapter 7

Utilize the Dynamics without

Environment modeling

Training dialogue agents requires a large number of interactions with users, as agents have no
inherent understanding of which responses may be undesirable in a lengthy dialogue. In this
chapter, we propose loop-clipping policy optimisation (LCPO) (Wu and Rasmussen, 2021)
as a solution to eliminate such ineffective responses. LCPO consists of three stages: loop
clipping, advantage' clipping and policy optimisation. During loop clipping, we identify
and remove useless responses, referred to as loops, from the dialogue history 2. This results
in more concise trajectories, leading to more accurate state-value estimation. In the second
stage, advantage clipping, we estimate and clip the advantages of both useless and normal
responses separately. By doing so, the clipped advantage enables the distinction between
useless actions and others, efficiently reducing the probabilities of selecting useless actions.
In experiments conducted on the Cambridge Restaurant Dialogue System, LCPO achieves an
80% success rate using only 260 training dialogues, compared to the 980 dialogues required
by the PPO baseline. Furthermore, LCPO receives a score of 3.7 out of 5 in human evaluation,
where the agent interactively collects 100 real-user dialogues during the training phase.

In section 7.1, we present our motivation within the context of the previous chapter,
including MBRL and TAM. In section 7.2, we define loop with dialogue domain knowledge
and demonstrate how to identify useless responses and optimise the dialogue policy accord-
ingly. Experimental results, including those from online learning experiments involving
human-in-the-loop training, are presented in Section 7.3. Finally, Section 7.4 summarizes

our contributions and concludes the chapter.

IThe difference between advantages and Q-values is defined in Section 3.3.2.
ZEach dialogue history is represented as a trajectory. Trajectory and episodic memory are important concepts
in this chapter, please refer to Section 3.4.1 for detailed information.
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7.1 Motivation

The previous chapter (Chapter 6) introduces trainable-action-mask (TAM), which utilises
dialogue domain knowledge to select useful information. TAM blocks useless actions by
learning action masks from data, enabling more efficient exploration of the action spacey.
Instead of directly predicting user behavior, TAM predicts only the termination and similarity
of future dialogue states to alleviate the training difficulties. However, incorrect predictions
from the user model can lead to the blocking of incorrect actions, resulting in unstable policy
performance. Moreover, incorrect outputs from the policy network cannot learn from the
user model predictions if they are blocked, further destabilizing performance.

In contrast, LCPO utilises dialogue domain knowledge to directly optimise dialogue
policy, eliminating the need for an environment model. This eradicates the problem of a faulty
environment model altogether. Unlike TAM, which blocks actions, LCPO directly reduces
the probabilities of unnecessary actions, facilitating smoother and easier optimization.

Overall, our main contributions are two-fold:

- We propose LCPO, a parameter-free, sample efficient algorithm for optimise dialogue

policies. This algorithm is easy to implement and has minimal overhead.

- We demonstrate the feasibility of training dialogue systems with real users > within

100 dialogues using the Cambridge Restaurant Dialogue System.

7.2 Loop-clipping Policy Optimisation (LCPO)

In this paper, we propose loop-clipping policy optimisation (LCPO) to improve sample
efficiency. As depicted in Figure 7.3, LCPO comprises three components: loop clipping,
advantage clipping, and policy optimisation. In this work, we employ proximal policy
optimization (PPO) for the policy optimization component. This choice was made to enable
direct manipulation of the policy distribution, and PPO stands out as the most state-of-the-art
algorithm for this purpose.

In Section 7.2.1 we define the notion of loops, followed by an explanation of how to
obtain clean trajectories through loop clipping in Section 7.2.2. Additionally, in Section 7.2.3,
we detail the process of estimating and clipping advantages and state values of loops for
policy optimization. The overall LCPO algorithm is summarized in Algorithm 2.

It is crucial to highlight that in the following subsections, we draw upon the following

two prior domain knowledge specific to dialogue systems:

3Instead of employing simulated users, we engaged real users, specifically PhD students from Cambridge
University. These users interacted with the dialogue system that we designed ourselves.
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a) N-hop loop (N=5)

a

b) Termination loop

Fig. 7.1 Illustration of two types of loops. In this paper, loop means transitions consist
of useless or unwanted actions. (a) N-hop loop LV, where N = 5 in this example. (b)
Termination loop L7 .

- Domain knowledge 1: By asking more questions, we gain a deeper understanding of
user needs. In other words, the dialogue state values monotonically increase as the

dialogue progresses.

- Domain knowledge 2: The last action of a failed dialogue and actions that lead to
looping over the same state are undesirable outcomes. Therefore, the dialogue manager

should learn to reduce the probabilities of these actions. *

7.2.1 Definition of loop

In this paper, loop refers to transitions that consist of useless or unwanted actions. As
illustrated in Fig 7.1 >, we define two types of the loop: N-hop loop and termination loop
corresponding to our domain knowledge 2.

Definition 1 A N-hop loop Lﬁv is a sequence of N transitions {T;,Ti+1,..TisN—1} where

Si = SitN-

In a loop where the loop starting state s; becomes the same as the loop final state sy,

the action sequence {a;,d;;1,..,a;+n—1} considered useless on state s;. In dialogue systems,

4There may be several incorrect actions that lead to dialogue failure, with the last action being one of the
contributing factors.

SPlease note that the graph depicted here is not related to finite-state machines. The states represented in
this context can be either discrete or continuous. In dialogue systems, states are typically continuous.
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a) Original trajectory

c) Loop clipping for dialogue systems

b) Loop clipping

Fig. 7.2 Loop clipping. The shaded circles represent states, and the arrows denote actions
taken between states. The state C is repeated twice. (a) The original trajectory. (b) The
cleaned trajectory after loop clipping. In this example, a 1-hop loop and a 2-hop loop are
detected. (c) In dialogue systems, the state values in a loop are the same, as the information
gathered from users neither increases nor decreases.

an N-hop loop might occur when the same questions are repeatedly asked or the same
information is repeatedly given. © Compared to the definition of useless actions in TAM (Wu
et al., 2020b) which only considers the similarity of the next state (i.e, a 1-hop loop), a N-hop
loop provides a more general definition and is capable of detecting more useless actions.

Definition 2 A termination loop Ll-T is a transition T; from state s; where t; = True and r; < 0.

In dialogue systems, action a; is considered useless in state s; since the dialogue is
terminated and failed. For example, termination loops might result from saying goodbye
before completing tasks or making users out of patience. It is important to note that the
definition of loops utilizes domain knowledge and may not be suitable for other applications.

7.2.2 Loop clipping

As illustrated in Figure 7.2, the original trajectory might contain several identical states.
We search for pairs of identical states and detect loops using the definitions provided in
Section 7.2.1. 7 The detected loops are then clipped off from the original trajectory. After
this clipping process, the trajectory becomes more concise, allowing for effective assignment
of reward signals to useful actions (see Fig 7.2 (b)).

In dialogue systems, the state value for each state within a loop remains the same, as no

new information is provided or lost after taking useless actions. Therefore, a N-hop loop can

®As observed in our experiments, N ranges from 1 to 5.

"When the loop structure is complex, the solution to N-hop loop clipping may not be unique, and various
graph algorithms could be employed. However, it is important to note that the focus of this chapter is not on
graph algorithms. Instead, we propose a simplified approach, as illustrated in Algorithm 2.
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Loop-clipping Policy Optimisation (LCPO)

(a) Loop Clipping

Al

Buffer O e O O

a) Original trajectory b) C]ipped{E‘Hjectury

(c) Policy Optimisation (b) Advantage Clipping

AlClszAE — max(Ri, AfAE)’

LPG(G) = Ei[log 7rg(ai|si)fii], —

AClipLAE . ATLAE
ACHPLAE — min(R;, AAE),

Fig. 7.3 Illustration of LCPO. (a) Loop clipping. Clip off loops in trajectories to make them
succinct. The capital A, B, C are the symbols for different states. (b) Advantage clipping. Set
a threshold such that the advantages of loops are always less than other useful actions. See
Section 7.2.3 (c) Policy optimisation. We adopt PPO (Schulman et al., 2017) in this paper.

be considered as multiple one-hop loops. As illustrated in Fig 7.2 (c), we denote C and D as
one state in this graph, as their state values are identical. Although applying action a4 might
not directly transition to state D, the information obtained after taking a4 is equivalent to that
in state D.

7.2.3 Loop advantage estimation (LAE)

After loop clipping, the original trajectory is divided into a clean trajectory and several loops.
We then estimate the advantages of the clean trajectory and loops separately. For the clean
trajectory, we apply the standard Generalized Advantage Estimation (GAE) technique (Schul-
man et al., 2015b)® as shown in Eq. 3.28, and 3.29. If we only update the policy based on
clean trajectories, the clipped useless actions will not be treated as training data. Conse-
quently, these useless actions will not be penalised, potentially leading to undesired lengthy
dialogues. To address this issue, we introduce the concept of loop advantage estimation
(LAE) to estimate state-values and advantages for loops, distinct from GAE. Additionally,

we propose an advantage clipping technique to enhance the efficiency of policy optimization.

State-value estimation According to domain knowledge 1, in dialogue systems, state
values increase monotonically as the dialogue proceeds. i.e., Viy1 — V; > 0 where V; denotes
the target value of V;.

In a loop Lf.v with length N, since the

8For more information about PPO and GAE, please refer to Section 3.3.4.
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Vi<Vipn <. <Viw (7.1)
and the same states share the same value. i.e.,

A

Vi=Visw, (7.2)
all the state-values in Lﬁv are the same:

Vi=Vig1 =..=Viun. (7.3)

We observe that the discount factor is not applied when estimating state values in a loop.
This is reasonable because the two primary purposes of using discount factors are no longer
valid in this scenario. Firstly, the discount factor typically represents uncertainty about future
rewards and encourages exploration. However, in the context of loops, we are confident
that these transitions are undesirable, and exploration should be discouraged. Secondly, for
trajectories with an infinite horizon (infinite steps), the discount factor is applied to ensure
that the accumulated rewards remain finite. However, dialogues have a finite number of steps,
rendering the discount factor unnecessary for this purpose.

Advantage estimation For states in loops, the advantage estimation for taking action a;
becomes:
APAE = 8+ yAAAE, (7.4)

APAE s the next advantage A,y after the loop L?. Since the

where 6; is the TD-error and
loop is virtually ’clipped’, regardless of its length, the loop advantage is computed from the
transition after the loop.

By definition, §; = r; + yV;11 — V;. However, as explained earlier, ¥ can be ignored within

loops, and therefore &; = r;.

ARE = AAE = = AHE | = ri+ yAACAE (7.5)

When AGAE converges to zero, AZ-LAE converges to r;. When values converge, the advantage
of the loop is the advantage of the best actions Al-GAE with a one-turn penalty for all useless

actions in state s;. This is intuitive because the agent wastes one more turn on the same state.

Advantage clipping However, in the early stages of the training process, the estimation of
advantages can be inaccurate. The advantages of looping actions sometimes appear higher
than those of others, resulting in improper penalization.
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To accelerate the convergence speed, we employ advantage clipping in both LAE and

GAE. The clipping threshold is set to r; since A“¥ converges to this value.
4 ClippedGAE i
A7PPEE = max (i, APAF), (7.6)
ACTPPedlAE _ pin(r;, AFAE), (7.7)

ensuring that the advantages of looping actions are limited to r;, preventing them from
dominating the learning process. In contrast, actions that lead to positive outcomes and are
beneficial for the task will have advantages that exceed r;:

A"iClippedGAE > ;> A’\iClippedLAE. (78)
By explicitly distinguishing between advantageous and disadvantageous actions through
advantage clipping, the policy can more effectively learn to favor actions that lead to positive

outcomes while avoiding actions that result in negative consequences. This distinction helps

the policy converge more efficiently.

7.3 Experiments

Experiments are conducted on the Cambridge restaurant dialogue system using the PyDial
toolkit (Ultes et al., 2017). We evaluate the agents using both simulated and real users. Sec-
tion 7.3.1 to 7.3.5 detail the experiments conducted with a simulated user, while Section 7.3.6
discusses the human-in-the-loop training experiment.

7.3.1 Settings

User simulator We employe a goal-driven simulated user operating at the semantic
level (Schatzmann et al., 2007; Schatzmann and Young, 2009). The maximum dialogue
length is set to 25 turns and ¥ = 0.99. The reward is defined as 20 for a successful dialogue
minus the number of turns in the dialogue. Additionally, a 15% semantic error rate (SER)
is included in the user simulator to accommodate for automatic speech recognition (ASR)

CITOIS.

Policy optimisation Proximal policy optimisation (PPO) is employed for policy opti-
mization. The state and action dimensions of policy and value networks are 268 and 16,
respectively. The dimensions of the two hidden layers of both the policy and value networks
are set to 130 and 50. The agent collects N = 100 transitions to update the policy @ with
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Algorithm 2: LCPO Algorithm

1 Collect N episodes into Memory M; Initialize loop list L as empty
2 for episode E in M do

// Loop clipping

3 Set pointer ptr to 0

4 for transition T; in E do
// Ignore i until the end of the last loop
5 if i<ptr then
6 L continue
// Update ptr if identical states are found in an episode.
7 for transition T in E do
8 L if s; == s, then
9 L ptr=j
// Identify that T; is in a loop.
10 if i<ptr then
1 | L.append(T;)
// Advantage estimation in reversed order
12 for transition T; in reversed(E) do
13 if 7; in L then
14 ‘ Estimate A,V via clipped LAE (Eq. 7.7, 7.3)
15 else
16 L Estimate A,V via clipped GAE (Eq. 7.6, 3.29)

17 Optimise the policy 7 via PPO (Eq. 3.27) with K epochs and mini-batch size B

100 —— GP-SARSA
. 14 TAM
PPO
. 12 — LCPO
9
P 2
2 g =R
2 o
aQ =
Q 50 <
E 8
40 —— GP-SARSA
TAM
30
PPO 6
20 — LCPO
200 400 1000 2000 200 400 1000 2000
Number of Training Dialogues Number of Training Dialogues

Fig. 7.4 Learning curves of different algorithms. Left: Success rate. Right: Average number
of turns. The results are evaluated by 10 runs. The lines are averages and the shades represent
standard deviations.
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Algorithm Suc. Turns #Loops #Dialog

PPO 27.8+82% T74+1.2 3.5 980
TAM 36.2+6.8% 8.6+0.9 4.1 740

LCPO  76.0£29% 11.5+0.8 4.7 260
Table 7.1 Baseline comparison using a low-resource setting with 200 training dialogues. The
highest performance in each column is highlighted. The last column indicates the number of
training dialogues required to achieve an 80% success rate.

Algorithm Suc. Turns  #Loops  Time

PPO 95.2+1.1% 7.8£0.4 2.3 58 min
TAM 93.6+1.5% 7.4+£0.5 2.5 125 min

LCPO 957+1.1% 6.3+0.3 0.9 68 min
Table 7.2 Final performance baseline comparison using 2000 training dialogues. The highest
performance in each column is highlighted. The success rate, number of turns, and number
of loops are reported. The last column represents the average training time for 2000 training
dialogues.

K = 10 epochs and a mini-batch size of B = 16. After each update, the memory is flushed
and becomes empty again. The optimiser used is ADAM (Kingma and Ba, 2014) with a
learning rate of 0.001. An entropy coefficient of 0.01 is applied and standardised advantages
are used. During testing, actions are sampled from the output distributions of the policy
network.

Loop Detection In theory, the starting state and the ending state are identical in a loop.
However, due to numerical uncertainty, we use cosine similarity with threshold 1 = 0.99 to
measure whether two states are the same. Under this strict setting, two states are considered
different if they have any different slot-values. In experiments, we observed that when state
observations become noisy, the threshold should be set to a lower value.

Evaluation In the experiment with the simulated user, we evaluate each agent with 500
dialogues after every 100 training dialogues. The mean and standard deviation of performance
are computed over 10 runs with different neural networks initialisations. In figures, the mean
= standard deviation is depicted as the shaded area.

The x-axes of figures are in log-scale to emphasise both the early stage and the final

performance of the training process.
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Fig. 7.5 Left: Ablation study of termination loop. Right: Robustness to hyper-parameters.

7.3.2 Baseline Comparisons

In Fig 7.4, we compare the performance of PPO (Schulman et al., 2017), TAM (Wu et al.,
2020b), and LCPO. The left part of the figure displays the learning curves of the success rate.
LCPO stands out as notably stable and sample-efficient, ultimately achieving the best final
performance. TAM exhibits slower learning, while PPO requires a larger number of training
dialogues.

On the right side of the figure, we observe the average number of turns taken by the
agent, where lower values are preferable. LCPO initially takes more turns but becomes more
concise than the baselines over time.

In Table 7.1, we present a low resource scenario where the dialogue policy is trained using
only 200 dialogues. LCPO outperforms other baselines with minimal variance. However, the
average number of loops in each dialogue is higher. This is because LCPO tends to engage in
more turns than other agents. Conversely, other agents often provide poor responses, leading
users to exit the dialogue prematurely out of frustration, resulting in fewer turns.

Regarding final performance at 2000 dialogues, shown in the Fig 7.2, all agents perform
similarly. Notably, LCPO exhibits the fewest number of turns, as its algorithm prevents it
from executing useless actions. LCPO reaches an 80% success rate with only 260 dialogues,
while PPO requires 980. Furthermore, LCPO is lightweight and does not consume significant
additional training time like TAM.

7.3.3 Ablation study: termination loop

In the left part of Fig 7.5, the red and brown lines represent LCPO with and without clipping
termination loop LT respectively. It is evident that without clipping L”, the learning curves

become less stable, exacerbating the cold-start problem at the beginning of training.
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Success Rate
Methods @100 @200 @2000

Clip GAE+LAE 554 76.0 93.7

Clip LAE 50.7 735 93.9
Clip GAE 51.1 72.6 91.0
No adv clip 4577 618 93.5

Table 7.3 Comparison of different advantage clipping methods. Success rates are reported
after training agents with 100,200, 2000 dialogues. The highest success rate in each column
is highlighted.

In a failed dialogue, certain actions are effective and should not be penalized for the
conversation’s failure. Therefore, we should clip off the last transition in a failed dialogue,
ensuring that the remaining transitions in the clean trajectories (not in loops) are not penalised
for the failure. For example, by clipping off the last action "bye" in a failed dialogue, only

"bye" is strongly penalized while other normal interactions remain unaffected.

7.3.4 Ablation study: advantage clipping

We propose 4 agents for comparisons: 1) clip both GAE and LAE, 2) clip LAE, 3) clip GAE,
4) no advantage clipping. The success rates after training with 100, 200, 2000 dialogues are
reported in Table 7.3.

In the low-resource scenario (less than 200 dialogues), clipping both GAE and LAE
outperforms other methods considerably. And LCPO with no advantage clipping is the worst.
Without clipping, inaccurate advantage estimation in the early stage of the training process
cannot reduce the probabilities of useless actions efficiently.

Regarding the final performance after training agents with 2000 dialogues, all of the
methods perform similarly. Yet, if we only clip the GAE, the final performance is slightly
worse than others. That is because not all the actions in clean trajectories are useful. From our
observation, the ’clean’ trajectories still contain several useless actions though not detected.

Assigning larger advantages to all actions in clean trajectories makes performance unstable.

7.3.5 Robustness to hyperparameters

In the right part of Fig 7.5, the policy update interval is set to 50 and 100 for PPO and
LCPO, respectively. The red and brown lines represent LCPO, while the green and blue
lines depict PPO with different update intervals. We can see that the performance of PPO
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is significantly influenced by the update interval. In contrast, LCPO demonstrates high
stability and sample efficiency. The update interval is a critical hyperparameter for policy
optimization and typically requires careful searching. Its robustness makes tuning LCPO
relatively straightforward.

7.3.6 Human-in-the-loop Training

To investigate the feasibility of online learning dialogue management, we conducted a human-
in-the-loop experiment where agents interacted directly with humans instead of simulated

users. Subsequently, both humans and simulated users evaluate the agents’ performance.

General Settings The dialogue system utilizes a rule-based belief tracker and an NLG
model (Wen et al., 2015b). In each dialogue, one of the agents is randomly selected to engage
with a user. Users are required to interact with the agent based on a given instruction regarding

the user goal sampled from the corpus. For instance, a goal could include constraints such as:

Constraints: (Area: Centre), (Price range: Dont Care), (Food type: Chinese)
Requests: (Address: None), (Phone number: Required), (Description: None)

Users have the option to terminate the dialogue session if they run out of patience.

Training Scenario We experiment with two training algorithms: PPO and LCPO. The
hyper-parameters of PPO and LCPO are identical to those used in the simulated user experi-
ment. The update interval is set to 20. Before each update, each agent collect 5 dialogues
from each of 4 users® (20 dialogues in total for each update). Each agent is trained using a
total of 100 dialogues.

At the end of each dialogue, the user reports the completion of the task, which was then
converted into scores for the training process. A score of +20 was assigned to the agent for
a successful dialogue, while a score of 0 points was given for a failed one. Additionally, a
penalty of —1 is also applied for each turn. A successful dialogue was defined as one in

which the restaurant recommended by the agent met all the constraints, and the requested

Participants for the human-in-the-loop experiment were recruited from a pool of volunteers who had
previously expressed interest in participating in research studies related to dialogue systems. Human-in-the-
loop training involved recruiting participants from students at Cambridge University, while human evaluation
participants were recruited from students at National Taiwan University. To minimize bias, participants were
randomly assigned to interact with either the PPO or LCPO dialogue agent. All participants received the same
set of instructions before the interaction.
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PPO LCPO
Task Completion 40%  64%
Conciseness 1.8 3.9
Fluency 2.6 3.6
Overall score 2.1 3.7

Success rate (SimUser) 41.7% 66.8%
Table 7.4 Human-in-the-loop experiment: Human users evaluate each agent based on four
aspects. Performance is reported after 100 training dialogues. The highest success rate in
each row is highlighted, and the numbers after + represent the variance. The last row displays
the success rates over 500 dialogues evaluated by a simulated user.

information such as phone number or address was provided. In other words, the agents

received feedback solely on the aspect of task completion.

Evaluation Scenario Twenty users participated in the human evaluation process. Each

user engaged in five dialogues with each agent and provided feedback on four aspects:

- Task completion: Evaluates whether the agent successfully finds a restaurant that
meets the constraints and provides the requested information. This aspect is scored
by the percentage of completed tasks (e.g., 80% means 4 out of 5 dialogues are
successfully completed).

- Conciseness: Assesses whether the agent communicates in a clear and concise manner
without repeating the same information. This aspect is scored on a scale from O to 5

(using a 6-point Likert scale).

- Fluency: Determines if the agent maintains the dialogue flow without interruptions
and provides logical answers to questions. This aspect is also scored on a scale from 0

to 5 (using a 6-point Likert scale).

- Opverall score: Provides an overall rating for the user’s experience chatting with the
agent. This aspect is scored on a scale from O to 5 (using a 6-point Likert scale).

Each agent is evaluated using 100 dialogues, with the mean and variance of each score
reported in Table 7.4. Additionally, agents are evaluated by a simulated user through 500

dialogues for each agent.

Results In Table 7.4, it is evident that LCPO outperforms PPO in all aspects to a consider-

able extent. Task completion closely aligns with the success rate evaluated by the simulated
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user. In addition to completion rate, conciseness is a key feature of this work, and the
improvement in this aspect is particularly noteworthy. While there is a smaller difference
between PPO and LCPO in terms of fluency, it’s important to note that a fluent conversation
may sometimes require more turns, and LCPO is not optimized for fluency. A non-logical
response can still complete the task effectively (e.g., providing a restaurant name at the
beginning). However, LCPO still outperforms PPO in terms of fluency, as a non-logical

response typically does not introduce new information.

7.4 Conclusion

Our contributions include:

- We introduce LCPO, an easy-to-implement algorithm aimed at enhancing sample
efficiency for dialogue policy optimization. LCPO also exhibits robustness to update

intervals, simplifying hyperparameter tuning.

- To demonstrate the feasibility of training in low-resource scenarios, we conducted
experiments on the Cambridge Restaurant domain. Specifically, we achieved an 80%
success rate using only 260 training dialogues. Furthermore, with just 100 dialogues
in human-in-the-loop training, the dialogue system achieved an overall rating of 3.7/5
across four aspects—an achievement not possible with baseline algorithms such as
PPO.

As PPO is known as an on-policy approach, we aim to extend the loop clipping method to
off-policy reinforcement learning approaches with episodic memory in the future. Off-policy
approaches are generally regarded as more sample-efficient (Queeney et al., 2021; Schulman
et al., 2017), making this extension an important avenue for further research.



Chapter 8
Conclusion

Conversational Al must effectively interact with users by optimizing its dialogue policy.
Importantly, we aim for machines to learn rapidly, achieving comparable performance with
less training data — maximizing the utilization of sample data. This thesis embarks on a
journey towards sample-efficient policy optimization for dialogue management, with a focus
on efficient online learning with real users.

In Chapter 4, we delve into the realm of model-based reinforcement learning (MBRL),
which involves constructing environment models that capture user behavior dynamics!. This
approach enables optimizing both the policy and the environment model using a single batch
of training data, leading to more efficient utilization of sample data. However, imperfect and
noisy environment models pose significant challenges in dialogue systems, a concern we
address in subsequent chapters.

Chapter 5 introduces a robust algorithm that augments additional information, specifically
the predicted future from the environment model, into the policy network. This augmenta-
tion enhances the algorithm’s robustness to noisy environment models. Furthermore, we
demonstrate that a simplified architecture reduces instability and improves sample efficiency
compared to a complex architecture.

Chapter 6, the second stop in our journey, explores the domain knowledge inherent in
dialogue systems, emphasizing the importance of conversation progression. Leveraging
insights from previous work, we simplify the environment model by incorporating domain
knowledge. For example, our implementation predicts state similarity between time ¢ and
t+ 1, and rules out actions if the similarity exceeds a predefined threshold, as such actions
would not make progress in the dialogue.

'Environment models aim to predict dialogue state transitions, while user models focus more on behavior
cloning. For further clarification on the distinction between environment models and user models, please refer
to Section 4.1.1
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In Chapter 7, the final boundary we reach is advantage estimation. Instead of ruling out
impossible actions as in previous work, we use the domain knowledge of dialogue systems
to estimate advantage more accurately. We have two exciting contributions. First, online
learning through interactions with real humans is realized. In our experiments, machines
achieve competitive performance within 260 training dialogues. Second, the environment
model is no longer needed. As a result, the annoying noisy environment model problem is

completely eliminated.

8.1 Summary of Contributions

The research presented on data-driven dialogue management powered by deep reinforcement
learning yields several significant contributions, outlined as follows:

Improving Sample Efficiency via Model-based Reinforcement Learning We propose
a method that is among the first to apply model-based reinforcement learning to dialogue
systems. In Chapter 5, we demonstrate how additional information enhances reinforcement
learning while maintaining robustness to noise. Chapter 6 expands the definition of environ-
ment models beyond predicting explicit future states, showing that simplified models can
improve sample efficiency and stability. Although our best algorithm, LCPO, in Chapter 7, is
model-free, its core idea is inspired by model-based reinforcement learning. LCPO extracts
more information from the same amount of data and utilizes domain knowledge without
explicitly building a model, thus benefiting from concepts in model-based reinforcement
learning.

Eliminating the Need for Handcrafted Action Masks In Chapter 6, we introduce
Trainable-Action-Mask (TAM), replacing handcrafted action masks with a trainable architec-
ture. In addition to action masks, many handcrafted components exist in dialogue systems,
inheriting prior knowledge. By replacing these components with trainable ones, dialogue
systems can become more flexible and easily generalized to different domains. This transfor-
mation can extend to other applications with handcrafted components, making them trainable
as well.

Accelerating Policy Optimization with Domain Knowledge Leveraging domain knowl-
edge can take various forms, such as building handcrafted/trainable components for data
processing or using regularization to impose prior knowledge into optimization. In Chapter
7, we utilize domain knowledge to estimate advantage values more accurately, improving
performance. This concept can be further explored, such as accurately estimating Q-values
with domain knowledge to enhance algorithms like DQN in specific domains.

Improving the Feasibility of Online Learning for Dialogue Systems
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Using Online Reinforcement Learning to train dialogue systems from scratch is no longer
a distant possibility. LCPO achieves an 80% success rate from scratch on the Cambridge
Restaurant domain within 260 dialogues. If online learning becomes feasible across most
domains, it could solve longstanding training / evaluation problems in the research community
and mitigate risks of poor user experience in industry applications when applying online
learning. This contribution marks a milestone towards applying reinforcement learning for
dialogue management in real-world scenarios.

Training with both simulated users and real users is also a viable approach. For instance,
we can pretrain the agent with simulated users and fine-tune its policy to meet real user
needs. This strategy avoids poor user experiences in the early learning phases and reduces the
amount of training data required from real users. However, in completely new domains, we
cannot always rely on good simulated users. Our goal is not merely to build a dialogue system
in 100 dialogues but to create one that can adapt to any new domain within 10 dialogues.
Few-shot learning is the path towards intelligent and adaptive dialogue systems. In the next
section, we will continue to discuss challenges and potential solutions as we strive towards

our ultimate goal.

8.2 Challenges and Future Work

The introduction of large-scale task-oriented corpora, coupled with recent advancements in
transfer learning, marks an exciting new chapter in modeling dialogue systems. This section
outlines open questions and potential avenues for future research.

Transfer Learning for Dialogue Systems

Transfer learning has fundamentally transformed the training of various NLP models
(Howard and Ruder, 2018; Radford et al., 2018, 2019). This paradigm shift applies to both
modeling techniques and the acquisition of new resources. Pre-trained large transformer-
based architectures (Vaswani et al., 2017) typically require simple fine-tuning or the addition
of a final layer on top of the existing structure. Furthermore, pre-training on large corpora
allows for a better understanding of natural language characteristics, reducing the need for
extensive data collection in specific domains (Nie et al., 2019). This shift holds immense
potential for dialogue management, as it can significantly reduce the required data in each
domain and enhance sample efficiency.

Representation Learning for Dialogue Management

Dialogue management is formulated as a reinforcement learning problem, making repre-

sentation learning a crucial step. Currently, state and action spaces are pre-defined, impacting
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the complexity and efficiency of the learning process. Our goal is to improve the efficiency

or performance of reinforcement learning through representation learning.

- State Representation Learning

Although discussed in Chapter 4, existing models like the intrinsic curiosity model
(ICM) (Pathak et al., 2017) have not significantly improved reinforcement learning
performance in our experiments. More research is needed in this area to develop
effective state representation learning algorithms tailored for reinforcement learning
tasks.

- Action Representation Learning

In practice, summary actions are often used to simplify complex tasks, especially in
multi-domain problems where the number of actions can increase dramatically. Addi-
tionally, when agents can take multiple actions, the number of available options can
skyrocket exponentially. Investigating approaches to learning action representations
remains an intriguing area for future exploration.

In summary, while we have explored various approaches to learning representations for
dialogue state and action, a general algorithm to significantly improve performance has yet to
be found. Nonetheless, we believe this area holds promise and warrants further investigation
in future research endeavors.
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