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Abstract

3D reconstruction is a fundamental problem in computer vision. While a wide range of
methods has been proposed within the community, most of them have fixed input and output
modalities, limiting their usefulness. In an attempt to build bridges between different 3D
reconstruction methods, we focus on the most widely available input element — a single image.
While 3D reconstruction from a single 2D image is an ill-posed problem, monocular cues —
e.g. texture gradients and vanishing points — allow us to build a plausible 3D reconstruction
of the scene.

The goal of this thesis is to propose new techniques to learn monocular cues and demon-
strate how they can be used in various 3D reconstruction tasks. We take a data-driven
approach and learn monocular cues by training deep neural networks to predict pixel-wise
surface normal and depth. For surface normal estimation, we propose a new parameterisation
for the surface normal probability distribution and use it to estimate the aleatoric uncertainty
associated with the prediction. We also introduce an uncertainty-guided training scheme to
improve the performance on small structures and near object boundaries. Surface normals
provide useful constraints on how the depth should change around each pixel. By using
surface normals to propagate depths between pixels, we demonstrate how depth refinement
and upsampling can be formulated as a classification of choosing the neighbouring pixel to
propagate from.

We then address three challenging 3D reconstruction tasks to demonstrate the usefulness
of the learned monocular cues. The first is multi-view depth estimation, where we use single-
view depth probability distribution to improve the efficiency of depth candidate sampling
and enforce the multi-view depth to be consistent with the single-view predictions. We also
propose an iterative multi-view stereo framework where the per-pixel depth distributions are
updated via sparse multi-view matching. We then address human foot reconstruction and
CAD model alignment to show how monocular cues can be exploited in prior-based object
reconstruction. The shape of the human foot is parameterised by a generative model while
the CAD model shape is known a priori. We substantially improve the accuracy for both
tasks by encouraging the rendered shape to be consistent with the single-view depth and

normal predictions.
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Chapter 1

Introduction

1.1 Motivation

The world is 3D, but the images of it encoded by our photoreceptors ar2&R Nonethe-

less, we can effortlessly perceive the 3D geometry of the things that we see. This capability,
which emerges even before we begin to cra®d|| is what helps us navigate through a
cluttered scene, interact with objects, and most importantly, survive. Building an arti cial
system with the same ability — i.e. the ability to obtain an accurate 3D reconstruction from
a set of 2D images — is a fundamental problem in computer vision and a crucial step in
developing autonomous robots and immersive augmented reality.

Within the community, a wide range of 3D reconstruction methods have been proposed for
various input and output modalities. For example, if overlapping images taken from different
viewpoints are available, we can assume multi-view consistency and apply algorithms
like multi-view stereo (MVS) 195, structure-from-motion (SfM)140, and simultaneous
localisation and mapping (SLAMPBE]. If the semantic category of the object is knoan
priori, its shape can be represented with a parametric model (e.g. SMELf¢r human
body shape/pose) so that estimating the parameters would give us the 3D shape of the object.

Most available 3D reconstruction methods hated input and/or output modalities. For
example, the input for most depth-from-focus (DfF) algorith®® Ehould be a stack of
parallax-free, constant-magni cation images taken with the same camera but with different
focal settings. Photometric stereo metha2ig]] typically require images taken from the
same viewpoint but with different lighting, and most multi-view methods (e.g. MVS, SfM,
and SLAM) require images taken from different viewpoints. Such constraints on the input,
combined with some key assumptions (e.g. assuming Lambertian re ectance for photometric
stereo), de ne theuesfrom which the geometry of the scene is inferred. The design of the
solution is also dependent on the choice of the output modality. For deep learning-based
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methods, the number of output channels, their corresponding activation functions, and the
training loss should all be chosen in accordance with the quantity being estimated.

While suchspecialisednethods with xed input/output modalities have shown impressive
performance on various benchmarks, they have several limitations:

» The input modality can change at test time.Sensors can be removed, replaced, or
added. The performance of some sensors can degrade for some scenes (e.g. cameras
for low-light scenes and time-of- ight depth sensors for specular surfaces).

» The assumptions upon which the solution is designed and trained can be violated.
For example, MVS algorithms assume that, if the depth for a pixel is correct, it will be
projected to visually similar pixels in the other image8][ Such an assumption can
be violated in the presence of occlusion, moving objects, and re ective surfaces.

» The performance degrades for out-of-distribution data. For some input/output
modalities, it is infeasible to prepare a dataset that is large and diverse enough to
prevent such performance degradation. The human pose — due to hundreds of joints
in our body — is an example of a high-dimensional output. Most parts of such a
high-dimensional output space would not be represented in the training data and this
can lead to poor performance for out-of-distribution poses [278].

On the contrary, human vision does not have xed input/output modalities. Even if we
close one (or both) of our eyes, we can still perceive the scene geometry — with increased
uncertainty — using the remaining senses. We are equipped with the ability to extract cues
from each input and fuse them robustly to obtain (or update) the 3D reconstruction of the
scene, from which we can output various geometric quantities (e.g. depth, size, shape, and
volume) depending on our needs. We argue that future robots and Al should possess the same
ability. What they need is not a set gipecialisednodels with xed input/output modalities
but a singleuni ed framework that can reduce the uncertainty in the scene geometry, using
the information from an arbitrary set of inputs.

In an attempt to build bridges between different 3D reconstruction tasks, we focus on the
most widely available input element that is used by most vision-based metlzosiagle
image Our goal is to propose new techniques to extract useful information about the scene
geometry from a single image and demonstrate how the obtained information can improve
the accuracy, robustness, and ef ciency of various 3D reconstruction tasks.
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