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Abstract

Loss functions are pivotal to the training of every machine learning model. When
evaluating the loss function over a large range of parameters, a loss landscape is
obtained. In this thesis, loss landscapes for various classes of machine learning models
are explored. Geometric properties of the loss landscape can provide deep insights
into machine learning models and their decision making process. Today, the most
critical questions in machine learning are matters of model performance, robustness and
interpretability. Here, tools from the energy landscapes eld in theoretical chemistry
are used to study these questions for neural networks and Gaussian processes. This
cross-disciplinary approach is facilitated by a collection of analogues between both
elds, such as the concept of heat capacity, monotonic sequence basins, or catastrophe
theory, as developed in this work.

The energy landscape perspective of loss landscape proves to be a helpful approach
to examine critical questions in the machine learning eld. Energy landscapes tools are
applied to neural network ensemble generation and reveal that di erent minima of the
loss landscape specialise on di erent sections of the input data, improving classi cation
accuracy when combined. A second application is the evaluation and selection of loss
functions, guiding hyperparameter choices. By comparing the appAUC loss function
with conventional alternatives, | identify that the appAUC, while more accurate, is
less robust and therefore inferior for real-life problems. Lastly, monotonic sequence
basins can be used to group minima for which conserved weights can be identi ed to
decode algorithmic decision making. Using this approach, | am able to identify and
quantify input feature relevance for classi cation problems, a fundamental step towards
trustworthy and accountable machine learning systems.

For Gaussian processes, | present an analysis of the loss function hyperparameter
space over di erent kernel choices, speci cally over changes in the Matérn smoothness
parameter , which is equivalent to di erent kernel choices. | identify fold catastrophes
in the landscape as changes around critical points and highlight the non-optimality of
half-integer parameterisations of that are commonly employed in the eld. Towards
the end of this dissertation, a comparison of loss landscapes between machine learning
models is provided, and suggestions for future work are highlighted.
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Chapter 1

Introduction

1.1 Motivation

1.1.1 Why machine learning

The topic of machine learning is ubiquitous in various areas of everyday life from
politics to the media and the business world. In present day research, machine learning
has become one of the most active elds due to its impact across a broad range
of applications. Employing methods from the eld of machine learning has led to
great success in applications ranging from games, such as ché&gsGo [2], or the
collaborative Dota 2 B], to autonomous driving (covered extensively ird]), protein
structure prediction [5], cancer identi cation [6], mathematical proofs ], chat bots

[8, 9], image generation 10, 11], cybersecurity [L2], and many more. This list is far
from exhaustive, and novel machine learning models are developed and open-sourced
every day. Recently, a lot of attention has been directed towards foundation models
and large language models more broadly, made popular by OpenAl's ChatGPd].[
Research continues in various other directions and machine learning has a ected both
private and public life in many ways.

The basic foundation of the machine learning approach is that, given enough data
and computational resources, any tting and prediction problem is solvable in principle.
In fact, it can be shown that, given enough parameters, any dataset can be tted
perfectly by a machine learning modell3]. Mathematically speaking, the implicit
assumption for any machine learning approach is that there exists a function underlying
every possible type of classi cation or prediction problem. Machine learning is tasked
with identifying this, potentially very complex, function. The function de nes the
relationship between a speci ¢ input and a speci ¢ output, and is assumed to always
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exist. One example is house price prediction; given information about the size, location,
age and other features, there exists a function that takes all these inputs as parameters
and returns the correct price. Another example is a binary classi cation of whether a
student should pass their PhD thesis based on some characteristics of the thesis. Such
features may perhaps include the number of equations, number of gures, inverse word
count, number of technical terms, or whether their Cambridge college is Downing, or
not.

The fact that machine learning in principle is able to solve even these most com-
plicated questions, is remarkable. Even more remarkable is how straightforward and
surprisingly simple, yet elegant, the mathematical underpinnings of the method are,
as will be described in much detail later on. This thesis aims to shed some light on
this intriguing methodology. By examining the mathematical foundations of machine
learning, | aim to make the methodology more understandable and interpretable. There
is a reason why machine learning is often referred to as a "black-box’, and despite
its widespread success, humans will only fully trust a machine making life-changing
decisions for them once they understand its ‘'reasoning. Believing that an Al model
has identi ed the “correct' function empirically is opaque, and without understanding
the reasoning process, hard to trust.

The interpretability issue

The interpretation and understanding of model decision-making is one of the most
important unsolved problems in machine learning. Practitioners in elds from health-
care to cybersecurity remain reluctant to deploy machine learning solutions whilst the
decision process remains opaque. In order for Al methods to take the next step and
be commonly employed for critical applications without any humans in the loop, we
want to be able to understand the decision making process. Interpretability refers to
the ability for a human to understand the decision or predictions made by a machine
learning model. Unfortunately, interpreting a high-dimensional and complex function

is dicult [ 14]. Thus, approaches towards interpretability include simpler models, local
explanations [L5], visualisations or the attribution of feature importance. The latter
three approaches are considered in this thesis from a loss landscape perspective. Un-
derstanding the loss landscapes local geometry, such as the minima atness, visualising
large areas of the loss landscape to understand the optimisation process, or employing
loss landscape organisation for feature selection are some of the ways in which the loss
landscape perspective can aid interpretability.
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Interpretability in ML has received increasing attention [L6] with the realisation that
in many application areas, an understanding of why a certain prediction is being made,
is as important as the accuracy. The current state of ML interpretability including
mechanistic methods, geometric approaches and gradient-based methods is discussed in
detail below. A large part of this thesis is dedicated to physics-inspired interpretability
for machine learning methods, as introduced in the following chapter.

1.1.2 Why loss landscapes

For a speci ¢ machine learning problem, all relevant information about model per-
formance, robustness and the training procedure are implicitly contained in the loss
landscape. The loss landscape provides a full characterisation of the model, speci cally
the loss value for each possible parameter combination. Studying the loss landscape
therefore allows us to draw various conclusions about a speci ¢ ML model or problem,
and therefore provides a promising opportunity to close the interpretability gap amongst
other novel insights. The belief throughout this thesis is that methods developed for
well over 20 years in the physical sciences, and speci cally the energy landscapes area,
can be applied to an analogous, yet physically detached, optimisation problem - the
ML learning process. Energy landscapes in chemistry are primarily studied to explore
molecular con guration space 17, 18. Each molecular con guration is associated with

an energy value, and local minima of the energy landscape represent stable isomers.
Hence, the potential energy surface gives the energy for any combination of coordinates
of the individual atoms. Energy landscapes are well understood for molecules and
condensed matter, and the hope exists that some of the associated methodology could
help to better understand machine learning [19].

Interdisciplinary approach, ELAML

The analogy from molecular con guration space to machine learning loss landscapes
(ML-LLs) is straightforward, the main di erence perhaps being that non-minima
are valid con gurations for sets of weights. Due to this similarity between ELs and
ML-LLs, various, well-established methods from the eld of energy landscapes can be
employed to study ML-LLs. One key area of interest here is interpretability. Employing
well-understood methods from a mature eld, with a solid mathematical basis in the
physical world, to move away from black-box machine learning models may be a helpful
step towards interpretable machine learning models.
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Machine learning is usually a high-dimensional, non-convex optimisation problem
for a loss landscape. The coordinates of a minimum in the LL are a set of weights for
the machine learning model and a locally optimal solution to the learning problem,
and these terms will therefore be used interchangeably throughout. It follows that
the coordinates of the global minimum of the LL are the weights that produce the
lowest possible value of the loss function for the training data. The aim of machine
learning is usually for the model to nd a set of weights that t the training data,
but also generalise well to unseen testing data. The loss landscape approach extends
this view. Instead of looking at just one minimum of the LL, | am interested in the
expressive power of multiple minima. To analyse how di erent minima extract and
process information from the input data, | survey numerous low-lying minima of the LL.
| will brie y expand on the notion that the role of local minima is somewhat di erent in
ML landscapes compared to molecular systems. While in a molecular energy landscape
only minima provide valid con gurations for a stable molecule, this restriction does
not apply to LLs for machine learning. In fact, some low-lying non-minima will have a
smaller loss value and higher classi cation accuracy than a high-lying minimum.

Since a loss function is ubiquitous in any machine learning system, consideration
of the LL is applicable in a broad range of elds. While most work has so far
considered neural networks20, 21], LLs have also been analysed in the context of
clustering methods, such a& -means P2], or for Gaussian processe&3] in Bayesian
machine learning 24]. These contributions suggest another useful property of the
energy landscapes view of machine learning. Entirely di erent models can thereby be
compared, not just for output metrics such as accuracy, but for the solution landscapes.
Understanding how many minima exist for a given model, how they are connected,
their relative volumes in parameter space, local geometries of minima, and how quickly
an optimiser converges for them, may provide important insights into model selection.

1.2 Organisation and publication list

In this section, | will brie y describe the organisation of this thesis and link individual
sections to publications that | made during the PhD.

The rst chapter contains an introduction to machine learning, loss landscapes,
energy landscapes methodology and an overview about all machine learning methods
used throughout the thesis. Parts of this introduction are based on a review paper on
energy landscape methods in machine learning [25].
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The second chapter is split into three parts that are all concerned with neural
networks. The rst section explores neural network ensembles and is largely based on
the publication [26]. The second section covers alternative loss functions for identical
problems and the in uence these have on the loss landscape, as describe®ih [
The nal section examines interpretability of neural networks by studying groups of
conserved weights across minima of the loss landscape. This work has been published
in [28].

The third chapter explores the loss landscapes for Gaussian Processes and variations
of its hyperparameters. This work 29| is pre-printed online and is currently under
review.

Publications not included in this thesis

Two further publications are currently under review and can be seen as complementary
to Niroomand and Wales[28], but exploring di erent datasets from a methodologically
similar angle. One gure and some introductory remarks from these papers are included
in the nal section of the chapter on NN-LLs, the rest are excluded for brevity and
consistency.

1.3 Energy landscape methods

In the physical sciences, energy landscap€es8| methods provide a computational
framework to predict structure, thermodynamics, and dynamics3p, 19, 31]. In this
section, | will introduce the toolbox on which most of the work in this thesis is based.
The various methods allow the computation, identi cation, characterisation and lastly
visualisation of the loss landscape for a speci c learning problem, irrespective of ML
model and architecture. The required geometry optimisation tools have been re ned for
a wide range of problems over several decades, and are implemented in the GMAR, [
OPTIM [ 33] and PATHSAMPLE [34] programs, as well as in a Python implementation
[35] that | developed for ML end-users.

1.3.1 Loss landscape introduction

Exploring the energy landscape in the physical sciences means computing the potential
energyE for a given atomic con guration, de ned by the coordinates of the individual
atoms in R3. The resulting energy/loss landscape is a geometric representation of
a continuous, usually non-convex function, in which local minima correspond to
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locally-stable states of the system, and potentially interesting con gurations. A loss
landscape can be faithfully represented by minima and transition states, which are
index-1 saddle points with a single negative Hessian eigenval3€|[ Thus, the aim

of landscape exploration is to identify all minima and transition states that de ne
the barriers separating these minima. The Murrell-Laidler theorem states that the
lowest barrier between local minima involves a pathway mediated by index one saddle
points (transition states) [36, 18]. These transition states are essential to describing the
dynamics of a physical system. An illustrative loss landscape (or PES in the physical
sciences) is shown in Figure 1.1, where the zero-gradient transition state separates two
minima. The global minimum corresponds to the lowest potential energy achievable
for a given system, which is the equilibrium state at low temperature in molecular
con guration space.

local minimum

transition state

transition state local minimum

global minimum

Fig. 1.1: Simpli ed potential energy landscape. Each value of the red line is the
potential energy at a speci ¢ set of atomic coordinates. Hence, the red line represents
an energy functionf for some molecule.

1.3.2 Landscape computation

There are a variety of methods developed in chemical physics for exploring potential
energy landscapes, which usually aim to sample low-energy funnels, a region or path-
way in the landscape where the energy of the system is relatively low compared to
surrounding regions. These methods are commonly referred to as enhanced sampling
in this context, and popular methods are meta-dynamics3f], umbrella sampling
[38], Langevin-based methods3p)] that introduce stochasticity to allow an ergodic
formulation and replica-exchange molecular dynamicg4(]; a recent review is given by
[41]. One common approach suited to potential energy and loss function surfaces is
the energy landscape framework.
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Global optimisation with GMIN

Global optimisation algorithms aim to nd the lowest minimum, amongst the possibly
many local minima and funnels. In global optimisation for physical systems, popular
algorithms are basin-hopping42 44] and genetic algorithms 45]. In ML, it is common

to simply use various random initialisations and local minimisation, which has limited
use in physical systems4fg. Examples of random, or pseudo-random initialisation
and minimisation are seen irK -means §7, 48], Gaussian processed9|, and neural
networks. All these methods rely upon minimisation algorithms to locate local minima
of the cost function surfaces, and common choices are the limited-memory L-BFGH|[
routine and its variants with box-constraints p1] for bounded problems such as tting
Gaussian processes. Conjugate gradient approaches can leverage matrix multiplication
tricks to address larger datasets5R, 53], and stochastic gradient descent scales well
with dataset size because it only considers a portion of the data at any update sted|

as well as decreased per-iteration cost and increased data e ciency. The choice of
minimiser should not change the landscape, but can signi cantly modify the rate of
exploration.

The energy landscape approach is feasible if the number of variables in the tting
space is not too large (up to perhaps ) and the hope is to develop understanding
that is transferable to the much larger problems often employed in deep learning
models. To analyse the LL using the energy landscape framework, global optimisation
is performed initially, the set of low-valued minima are stored, and their connected
transition states are located. In a rst step, the global minimum of the LL is identi ed,
which is commonly done using basin-hopping global optimisation [42 44].

Starting from randomly initialised values for the parameters, this procedure pro-
gresses by local minimisation. Steps to new minima are accepted or rejected, commonly
using a Metropolis-type condition, and steps are proposed by perturbing the parameters
corresponding to the current minimum in the chain. Local minimisations are usually
performed using the L-BFGS minimiser. Once a new minimum is identi ed, the process
repeats iteratively until a pre-de ned stoppage criterion, usually a xed number of
steps, is reached. For a Metropolis accept/reject scheme, a new minimum is always
accepted if its energy (loss) is lower, and is also accepted if the energy is higher with
probability |

P/ exp kf‘ (1.2)
B

where E is the di erence in energy between the new minimum and the old minimum
in the chain, kg the Boltzmann constant andT a ctitious temperature. If the energy
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di erence between the old and new minima is large and positive, the move is less likely
to be accepted. Uphill steps are needed to escape from traps in the landscape, akin
to local minima, and the value of thekg T parameter is chosen to balance local and
global exploration.

Transition state searches with OPTIM

Local minima do not constitute a landscape. To understand the organisation of the
solution space, transition states, which act as energy barriers between two connected
adjacent minima, de ned as saddle points with Hessian index ongd], need to be located.
Transition states mediate the pathways between minima with the lowest barriers
according to the Murrell-Laidler theorem B6]. Here, double-ended searches are usually
employed to connect each selected pair of minima, using the doubly-nudgé&#][elastic
band [56, 57] (DNEB) method to identify likely candidates for accurate re nement
using hybrid-eigenvector following 38 60]. These methods require continuous rst
and second derivatives, but even for loss functions without these properties, such as
K -means, landscapes can still be explored using algorithmic adaptations [22].

Global optimisation and subsequent transition state searches provide the founda-
tions for a full characterisation of the energy/loss landscape of a particular system.
This approach is clearly much more computationally expensive than only a single
optimisation pass, but the objective here is to understand the structure of the solution
space, not to seek predictions for any particular problem. The LL itself is generally
unbounded from above Regularisation methods or other constraints are usually
employed to reduce over tting b1, 62|, which tends to keep the tting parameters
within a sensible range. Performed sequentially, the methodology described above
allows global exploration of the loss landscape and forms the basis for the visualisations
described below.

1.3.3 Landscape visualisation
Disconnectivity Graphs

To visualise the high-dimensional loss landscape, | will employ disconnectivity graphs
[63, 17], which provide a characteristic representation of the organisation for a high-

dimensional surface. Disconnectivity graphs provide a coarse-grained, low-dimensional
representation of a complex function landscape, reduced to key characteristic stationary

1This is not necessarily the case when considerindR regularisation, but the statement can be
assumed without loss of generality.
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points, namely minima and index-1 saddles. An example disconnectivity graph is shown
in gure 1.2. The vertical axis corresponds to increasing loss values, highlighting the
barrier heights between local minima, and the horizontal arrangement is chosen to avoid
crossings between the branches. In molecular science, the vertical axis corresponds to
potential or free energy, so the loss value plays the role of the energy in the LL. Any
node ((a) in gure 1.2) at which two or more branches split up can be understood as
the minimum energy (loss) required for the system to move between the sets of minima
associated with the respective branches. Such points correspond to the energies of
transition states, discretised at a regular set of threshold values. Each terminal leaf
node (tip) of the graph corresponds to a minimum of the LL ((b) in gure 1.2); the
lower the leaf is, the lower its loss value. It follows that every node higher up in the
tree correspond to transition states that provide the lowest energy pathway between
connected sets of minima.

) (@)

()

Fig. 1.2: Exemplary disconnectivity graph with annotations. Disconnectivity graph
itself is shown in red, (a) are transition states, (b) local minima and (c) the distinct
levels at which the disconnectivity graph is computed.

To identify distinct groups of minima, usually called funnels, | shall introduce the
notion of levels and nodes. Levels ((c) in gure 1.2) are cross-sections of the energy at
some evenly spaced, discrete heights in the disconnectivity graph. The lowest-lying
leaf is the global minimum. Disconnectivity graphs provide a concise and intuitive way
to visualise complex topologies, and preserve a faithful representation of the barriers
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on the landscape, avoiding some of the problems that otherwise a ect low-dimensional
projections [L7]. Disconnectivity graphs can be computed using the disconnectionDPS
program [64], which is available under GNU GPL.

In the molecular sciences, a transition state between two minima describes the
energy barrier to be overcome for a molecule to change con guration from one state to
the other. This particular notion does not have a direct meaning in machine learning.
However, given the optimisation procedure required for model training, the concept
of a transition state is highly relevant, since it may determine which minimum basin
the optimiser will fall into. In particular, it will be relevant below to understand that
any group of minima close together in loss-space, perhaps separated from other groups
of minima via high-lying transition states, may share commonalities. This e ect has
been observed in€5, 66 for molecular systems, and | will study this argument for its
validity in ML-LLs.

1.3.4 Some relevant loss landscape metrics

Quantifying the loss landscape facilitates comparison of loss landscapes across datasets,
models or architectures. Some selected metrics are introduced in this section.

Frustration index

The frustration index is a metric that was designed to report on the existence of
low-lying minima separated from the global minimum by high barriersg7]. This
metric re ects the di culty of relaxation to the equilibrium occupation probabilities,
which will likely correspond to the di culty of global optimisation on the surface. An
important di erence between the frustration index, F (T), and the Shannon entropy
S(T), is that F(T) accounts for transition states and barriers, while the Shannon
entropy considers only the equilibrium thermodynamic properties of local minima.
Considering a partition into discrete states with each minimum being a harmonic
oscillator with discrete energy levels, the Shannon entropy is given by

S(Ty= © p(T)In p(T); (1.2)

for some temperature,T, and equilibrium occupation probability, p€9, for minimum
In contrast, the frustration metric has the form

!
LY L gmin

X
F(T)= M
gmin

6gmin

(1.3)
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whereL is the loss value of minimum , and LY is the loss value of the highest transition
state of the lowest energy path between minimum and the global minimum. The loss
value of the global minimum is denoted. yni,. To compare between systems, we can
considerF(T) de ned in terms of pP4(T) = p*4(T)=(1 pgmin(T)). As discussed above,
the e ective temperature T is a parameter to interrogate the landscape in machine
learning systems. VaryingT can furthermore be understood as an introduction of
stochasticity in the system, similar to noise introduced by batch e ects in stochastic
gradient descent. StudyingS(T) or F (T) over a range of values foll at the system
temperature corresponding to the peaks in heat capacity curves reveals features of the
landscape comparable to the analysis of molecular and condensed matter systems in
[67], where various metrics are compared. An example is given in Fig. 1.3. Here, the
landscape on the left is an ideal single funnel, where locating the global minimum is
straightforward over a wide range of temperatures. In contrast, locating the true global
minimum for the landscape on the right is more di cult. However, if alternative low-
lying minima provide good solutions then it will be straightforward to locate a member
of this set. Importantly, the alternative minima will probably have di erent properties,
and perhaps provide slightly di erent predictions. Nevertheless, this structure may
be more robust to initialisation noise and multiple such minima could be combined
in ensembles to improve overall accuracy. In machine learning applicatior5(T)
has important e ects on training reproducibility and may correlate with batching

e ects. Since the same minimum is more likely to be found repeatedly in unfrustrated
landscapes, training these systems is more reproducible and variation in output is
less likely to come from initialisation noise. High-frustration surfaces may further be
more prone to batch e ects, or at least have increased variance with batch e ects. As
above, this is due to the high likelihood of individual minima being over t to specic
aspects of the input data. In the next chapter, the frustration index will be employed
to quantitatively distinguish between distinct loss landscapes, resulting from di erent
types of loss functions.

The heat capacity (C):

The heat capacity of a system is de ned as the amount of energy (heat) that has to
be added to achieve a unit change in temperature. Wal¢88] describes a theoretical
framework that enables features of the heat capacity to be connected to particular local
minima in the energy landscape. Normal mode analysis for each minimum provides a
harmonic superposition approximation to the vibrational density of statesgg]. Given
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Frustration index: 0:000015 Frustration index: 0.3

Fig. 1.3: Examples for two distinct loss landscapes, visualised using disconnectivity
graphs, with drastically di erent normalised frustration indices. The landscape on
the left is an ideal single funnel, while the landscape on the right has many low-lying
minima (acceptable solutions), which are equally accessible, potentially making this
landscape more robust. The temperatur& is the same as used during the optimisation
routine.

the partition function for some minimum is

Q ! !
2 o Ng! kgT - kg T -

(1.4)

where =3N 6is the number of vibrational degrees of freedom fod atoms, kg the
Boltzmann constant, h is Planck's constant, is the geometric mean frequency for
vibrational normal modes, a measure of basin geometny, the order of the molecular
point group, T the temperature andV the potential energy, the corresponding internal
energyE and heat capacityC can be derived. By de ning the harmonic superposition
partition function, and using some elementary identities, a novel formulation of the
heat capacity can be derivedd8]. Peaks in the heat capacity curve can be interpreted
by looking at the contribution of minima with positive and negative temperature
derivatives
g Q)>O g Q)<0

C= kg + g (T(V N Vi) + 9 MO M VImn) )

kg + C"(T)+ C (T)
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Here,g (T) > 0 represents minima with positive temperature gradient, and (T) < O
those with a negative gradient for some minimum with energy/lossV . This analysis
tells us how the occupation probability shifts between local minima as a function
of the temperature parameter. Around speci c peaks in the heat capacity, some
minima contribute positively (increased occupation probability), while others contribute
negatively (lowered occupation probability). This e ect is visualised in Fig 1.4, where
the positively and negatively contributing minima for 2 peaks in the heat capacity
curve are highlighted. Note that substantially more minima contribute around the
larger peak in the heat capacity curve.

Fig. 1.4: Heat capacity curve for a machine learning loss landscape. The loss landscape is
visualised in disconnectivity graphs. Both graphs show the same landscape, highlighted
are the positive and negative contributions to the heat capacity curve for the smaller
(left) and larger (right) peak in blue and red respectively. The temperaturd is xed

for the optimisation.
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In molecular systems, peaks in the heat capacity correspond to solid-solid or solid-
liquid phase transitions, where the system moves between qualitatively di erent sets
of local minima, associated with di erent energy and entropy. For ML systems, the
analogue of the heat capacity reveals how the occupation of minima changes with the
temperature parameter. The temperature in an ML problem is ctitious (Fig. 1.4), but
serves as a parameter to scan the properties of the landscape and report on changes
that highlight qualitatively di erent solutions (local minima). Minima separated by
a high energy barrier may be very di erent §9], although degenerate solutions can
also exist due to symmetries of the loss function, as will be explained in detail below.
In fact, in the following chapter, | will show that di erent minima may “specialise’
in di erent parts of the input data, so that better predictions can be obtained by
employing alternative solutions from the LL for di erent input. The heat capacity
provides a way to identify these "di erent’ minima with contrasting properties. In
applications such as ensemble learning, this capability is highly relevant. Combining
di erent minima enhances ensemble methods signi cantly beyond randomly choosing
a subset of minima, as described in the next chapter.

Monotonic sequence basins

Monotonic sequence basins (MSBs) are minima not directly connected to any lower-
valued minima. Reducing a landscape to its monotonic sequence basins allows a
signi cant reduction in complexity. In complex systems, hundreds of minima may be
well represented by only a handful of states. This representation contains all optimal
solutions within their surrounding regions of space. Furthermore, the number of MSBs
can be seen as a proxy for the number of funnels, which are distinct regions of the land-
scape associated with di erent molecular con gurations or weights/hyperparameters.
Grouping minima by their monotonic sequence basins will be employed at the end of
the next chapter to study conserved properties across groups of minima.

Catchment basin volume

The basin of attraction [70, 18], for any given minimum, is the set of points for which
steepest-decent paths converge to it. These points have a well-de ned volume in
con guration space following from the uniqueness theorem for rst order di erential
equations. A Taylor expansion to second order at a local minimum enables the
corresponding partition function to be computed in terms of the log product of positive
Hessian eigenvalues (LPPHE) for the Hessian matrix of second derivatives. The
corresponding con guration volume (or density of states) is related to the harmonic
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vibrational entropy in an atomic system, and the log product of positive eigenvalues
is a convenient measure of the 'width' associated with a local minimum for a loss
landscape. The occupation probability for a given minimum as a function of the
temperature parameter depends on the balance between the energy (loss function),
which appears as a Boltzmann factor, and the entropy, which is determined by the
(generally anharmonic) density of states in the catchment basin. The rate at which this
equilibrium value is achieved, if we de ne the analogue of chemical kinetics, depends
on the barriers between minima and the global organisation of the landscape.

Accurate values for the analogue properties of LL minima are not required to
diagnose the existence of qualitatively di erent solutions, and hence the harmonic value
reported by the LPPHE is su cient for diagnostic purposes.

The con guration volume for a basin of attraction may also have useful interpreta-
tions in ML problems. One of the most important features of a machine learning model
is that it should be robust. The LPPHE provides a harmonic measure of the basin
volume [21] which allows minima to be selected based on some intuition of how robust
they might be, as well as training accuracy. Note once more that the actual value of
the e ective heat capacity is not important here, but peaks in this function enable us
to identify local minima with distinct classi cation properties in an e cient manner.

Further Metrics

The machine learning community has only recently begun to explore the analogues
of physically observable thermodynamic and kinetic properties for machine learning
landscapes. In patrticular, little work has been performed to determine whether
dynamical analogues might be useful. As for thermodynamic quantities, such as the
heat capacity, there could be useful insight to be gained from understanding how such
quantities report on the nature of the machine learning solution space.

1.4 Machine Learning

What is machine learning? This section introduces basic machine learning concepts from
the ground up. | will give an intuition for how machine learning works fundamentally
and describe what actually happens during the “training' phase of a machine learning
model. Since the focus of this work is on supervised machine learning, | will not
describe semi- or unsupervised methods in any detail. In later parts, | will describe in
detail the mathematics and methodological features of two speci ¢ machine learning
models, neural networks and Gaussian processes.
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The training process

Supervised machine learning can be understood in analogy to how humans learn by
trial-and-error. Initially, the ML model knows nearly nothing and returns a random
answer to a speci ¢ question, such as whether some PhD thesis should be a pass or fail.
During a so called training phase, the model is given multiple theses and is told what
the correct answer would have been. In response to a wrong answer, parameters of the
model, so-called coe cients or weights, are updated by an optimiser to venture a new,
improved guess when the model is presented with data the next time. By repeating
this process many times, the model learns the correct association and is nally able
to correctly classify a new, previously unseen thesis. This speci c learning process is
referred to as supervised, since a ‘teacher' provides the model with the correct answer
after each guess. In unsupervised learning, this "teacher' does not exist and the model
has to learn by association and discrimination.

Loss functions

The “teacher' involved in the supervised learning process, is a scoring function, employed
to return to the model how good or bad its guess at the correct answer was. This is
the role of the loss function, which takes as input the model's answer as well as the
correct answer and returns a score, usually a function of how good the model's answer
was. If the answers, averaged over many data points, are poor, the loss will be large,
and the model is far from being well-trained. The value of the loss is directly used in
the optimiser to update the weights, as described in the next part.

Optimisation

Minimisation over a function is a classical optimisation problem and the fundamental
process of machine learning. The loss is computed and the model weights are updated
as a function of the loss value by the optimiser. If the loss is large, the weights are
updated by a larger magnitude, to make a large step closer to a minimum of the
loss function, which is equivalent to a good solution of the model. The aim of the
optimisation process is to identify the global minimum, i.e. the set of parameters that
gives the best possible model, given the training data.

Ensembles

Ensemble learning describes a well-established eld of machine learning methods in
which the results of multiple di erent classi ers are combined to improve the overall
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accuracy of some classi cation/function approximation problem7l 73. Ensemble
learning nds applications in problems ranging from protein function predictionq4] to

gait recognition [75] and sentiment analysis76]. One reason why ensemble methods
have become so important over previous years is the imperfect correlation of performance
and loss due to limited training data. The single best minimum is often not su cient
and hence, a combination of so called weak learners is required to outperform a "better'
minimum. Related challenges arise in batch selection for Bayesian optimisation, where
the key challenge is determining a diverse set of samples for the task of maximising an
expensive "black-box' function{7 79]. Two of the critical design choices in ensemble
learning are, which classi ers to combine, and how to combine therB(. Common
approaches include bagging and boosting methods, algebraic approaches, or voting-
based methods which are well described i8], 82]. The possible approaches to combine
predictions of di erent minima range from simple majority votes, to complex weighting
schemes for the contribution of individual classi ers. The same methods can be applied
to unsupervised learning, where clustering solutions can be combined to improve
separation, without the separation into training and testing data §3]. The value of
ensemble learning arises when di erent classi ers are good at classifying di erent subsets
of the data, or prioritise di erent parts of the input. The qualitative contribution

of di erent minima has been studied by 84 who use a loss landscape approach to
understand ensembles in neural networks. From a loss landscapes perspective, each
minimum can be viewed as an individual classi er, where all models have the same
architecture, but very di erent parameters. Combining classi ers, all obtained from one

LL, provides the distinct advantage that the classi ers are known to be qualitatively

“di erent’, which is the key feature in ensemble learning. Speci cally, for some LL,
common measures based on analogue properties from the physical sciences, such as
the heat capacity, can be analysed to increase the likelihood that the minima are
complementary. Landscape guided ensemble learning is another example of how
physics-inspired machine learning can outperform common methods, and hence provide
signi cant additional performance.

Robustness and over tting

One of the standard considerations in designing a deployable machine learning solution
is the generalisability from training to testing data, the model robustness. A common
concern is that a model learns its training data so well, that it is unable to generalise
to new data, a so-called overt model. Such a model performs perfectly, error-free
at inference on already seen data, but extremely poor on new, previously unseen
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datapoints. Hyperparameter choices, as discussed below, are the most common cause
of over tting and over tting can sometimes be avoided by tuning the hyperparameters
carefully. However, a more generalisable and reliable approach has been characterised
in the loss landscape geometry. Hochreiter and Schmidhubig5] have identi ed

a correlation between the shape of the loss function, speci cally the wideness of a
minimum, and the ability of a model to generalise. Wider, less narrow minima are found

to be more robust to noise and other perturbations in the input data and therefore
generalise better to new data. This important consideration will be discussed in detail
below since it provides an valuable example of how the loss landscape geometry directly
in uences ML model performance.

1.5 Neural Networks

This section describes the most well-known class of machine learning models, neural
networks. Neural networks are based on methods from linear and logistic regression and
were the rst widely studied machine learning model, emerging from McCulloch-Pitts
neurons B6] and later Hop eld networks [87], which were originally employed in the

eld of computational neuroscience to computationally study processes in the human
brain. Neural networks will be introduced mathematically as well as qualitatively
below, and all parts of the model design process will be described in detail. To date,
neural networks remain integral parts of more developed methods such as autoencoders,
transformers and geometric machine learning models.

1.5.1 Mathematical foundations

A neural network is a set of nodes connected by edges to form a structure that loosely
resembles the connection of neurons in the human brain, as shown in Figure 1.5.

To explain the mathematics of neural networks, let us consider a classi cation
problem into C classes with a single hidden layer ¢4 hidden nodes. In Figure 1.5,
the example is a classi cation problem for pass or fail of a dissertation, where the
inputs are various features of a thesis, and the neural network is tasked to classify these
features correctly. This classi cation is done by assigning each thesis a probability to
be either a pass or fail (Figure 1.5).

We shall denote the set of data points aB = ( X ;y), containing N = jDj elements.
For a given classi cation problem intoC classes, a data pointd 2 D has input features
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Input Hidden Output

Fig. 1.5: Single hidden layer neural network wittH hidden nodes, where the two
output classes are labels for pass or fail. Each of theinput nodes represents one of
the features of data point . Bias weights are shown in blue.

of the C output classes is given by
!

X X
yi = w°+  wdtanh w+  wgx, (1.6)
j=1 k=1

wherew?' is the bias term for nodei in layer I, and wi'j the weights from nodegj in
layer | to nodei in layer | + 1. xx denotes thek-th input node. Here, a nonlinear
tanh function is employed in the hidden layer, and the value of each output node is
given by the dot-product of the nodes connected with it on the left, and the respective
edge-weights connecting them. Additionally, a bias is added to each hidden and output
node. To meaningfully interpret the outputs, theC outputs y; are converted into
softmax probabilities by _

e
p(W;X)= pe—: (1.7)
j=0 &

Here,W denotes a vector of all weights, i.€f.wi ; w"; w ; w°g.
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1.5.2 Loss functions

In practice, ML models are largely scored for accuracy and robustness, i.e. test accuracy.
A practitioner may be interested in how the loss value changes on training data, and
perhaps also in training loss. Yet, results are usually reported on test datasets. A
helpful review of machine learning evaluation can be found i8§]. In general the
relevant metrics in machine learning models are largely results-focused and only to a
lesser degree incorporate an understanding of the system. As long as the test accuracy
in terms of one of the loss metrics de ned below is su cient, the practitioner rarely
cares about interpretation in terms of the Hessian eigenvalues of the underlying loss
landscape. One aim of this thesis is to defy this notion and underline the value of
geometric features of the loss landscape.

Cross-entropy loss

During ML training, we minimise a loss functionL (W ; X) with respect to all the
weights. In large parts of the NN work in this thesis, | will use the popular cross-entropy
loss function
X
L(W;X)= N Inpa(W:X)+ W?2 (1.8)
d=1
whered® is the correct class for some data iterd 2 X. We add an L2 penalty term
W 2 to eliminate zero Hessian Eigenvalues, which by Noether's theorem arise as a
consequence of continuous symmetries in the loss function when additively shifting all
wPe [20].

AUC

To evaluate a neural network, another standard loss function is the area under the
curve (AUC) of the receiver operating characteristic (ROC) curvegf. For a given
classi er, the ROC is a plot of the true positive ratio, T(P), against the false positive
ratio, F(P). The AUC is given as

z 1
AUC = T(P)dF(P) (1.9)

with the true positive rate for outcome one,T(P), and the false positive rateF (P),

Tl @ DU P) Loy CE (@ D P)

T(P)= P P
( ) Sldata (Cd 1) Eldata 1 (Cd 1)

(1.10)
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where (¢ 1) is the Dirac delta function, and1(p; P) the Heaviside step function:

8 8
<1 ifcd=1; <1 ifp Py
(€ D= 5 e P PY=. g ifp <P (1.11)
and P is a parameter, which acts as a cuto probability for the neural network to
predict that a given data point belongs to class 1. Note that the choice of class 1 as a
positive reading is arbitrary, and for a multi-class system, any class may be chosen.
The ROC curve is de ned byT and F asP varies from 0 to 1. For a perfect classi er,
the ROC is a horizontal line atT =1 (i.e. 8 P 6 0; T(P) = 1), and the area under
the curve would then be 1. The AUC is therefore a measure of how close the model
is to a perfect classi er. Formally, the AUC as a function of network weightdV ,
parameterised by the dataX, is given by:
Z,

AUC = OT(W;X;P)dF(W;X;P)= 1(pr(W;xP)  pa(W;x™)

(1.12)
wherep labels positive data points (class 1), ana labels negative data points (not in
class 1).

NeNn » 1

Mean squared error

Both previous loss functions are primarily used for classi cation problems. In regression
problems, where we aim to predict a value rather than a class, di erent types of loss
functions are employed. Perhaps the most common one is the mean squared error

(MSE) loss, de ned by

1% )
Lmse = N (i %) (1.13)
i
for a predicted valuey, true valuey an%N datapoints. Variations such as the mean
absolute error (MAE) lossLyae = Ni Niyi % exist, but will not be discussed
further, since we mainly employ the MSE in regression problems below.

1.5.3 Model parameters

In neural networks, it is important to distinguish between two types of parameters,
hyperparameters and model parameters. The model parameters in a neural network
are the weights, commonly referred to as coe cients. The training process of a NN is
described by iteratively updating the weights to minimise a loss function, where the
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update step size is set by a learning rate and is proportional to the gradient of the loss
landscape. The number of coe cients is determined by the model architecture, i.e. the
number of hidden layers and nodes per layer, as shown in Figure 1.5.

Hyperparameters

Hyperparameters in neural networks describe design choices by the practitioner that
are determined before training and usually remain xed throughout the process. Im-
portantly, these parameters are not updated during training. There are two classes
of hyperparameters in a neural network: architectural and methodological hyperpa-
rameters. Architectural hyperparameters include the number of hidden layers and the
number of nodes per hidden layer, as well as the choice of nonlinear activation function.
Adding more hidden layers, or increasing the number of nodes per layer, increases the
complexity and capacity of the model, but naturally also increases the computational
burden. Larger networks are usually required for larger and/or more complex input
datasets. Relevant here is the notion of over- and underparameterised NNs. An
overparameterised model is one that contains more parameters (weights/coe cients)
than training datapoints, which has various mathematical implications J3]. One
nal hyperparameter, that | will not discuss in detail here, is the choice of activation
function. Various standard activation functions such as tanh, RelLU, logistic, binary
exist and are applied in di erent contexts.

Methodological hyperparameters in classical optimisation methods such as gradient
descent include learning rate, batch size and number of epochs. Batch size and number
of epochs characterise the training process and describe how many uniformly, randomly,
with replacement sampled datapoints are used to update the weights, and how often
this step is to be repeated. The learning rate de nes a multiplier of the loss function
gradient, which is subtracted from the current weights to create an updated set of
weights. Choosing a smaller learning rate may mean that the model takes longer to
nd a minimum, yet it increases the accuracy with which the true minimum in the
geometric sense will be found. However, small learning rates can also lead to the
optimiser getting stuck in local minima, which is another trade-o to be considered.
The role of local vs global minima will be discussed in some detail below.

In the present approach, where the aim is to sample large areas of the loss landscape,
the methodological hyperparameters di er slightly. In L-BFGS basin hopping, crucial
parameters are the convergence criterion, number of optimiser steps and the precise
Metropolis criterion, as introduced above. The learning rate or step size is equivalent,
but due to the completeness of the landscape surveyed, and the non-stochastic nature,
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the notion of an epoch is irrelevant to the landscape exploration approach outlined
in this work. Increasing the optimiser steps increases the overall compute cost, but
premature stoppage may lead to an incomplete exploration of the landscape. Similarly,
a high acceptance of proposed jumps by the Metropolis criterion avoids minima being
undiscovered, but also leads to more duplicates being identi ed and subsequently
discarded. One nal hyperparameter of relevance is the energy di erence tolerance
(EDIFFTOL) between any two found minima. Due to invariants in the network, which
are discussed in detail in the following chapter, identical minima should be excluded
based on redundancy. One e ective method for this is to not accept minima with a
loss value below some threshold, set by the EDIFFTOL parameter.

1.6 Gaussian Processes

As powerful as neural networks are, they have a very important shortcoming. No
reliable method exists to characterise the con dence or uncertainty of a prediction
by a neural network. If the softmax function assigns the output category pass' a
95% probability, that unfortunately cannot be interpreted as the network being 95%
certain that this is correct. Another way of phrasing this result is the following. When
evaluating a network on a large number of PhD thesis, in line with the example
employed above, and collecting all those theses for which the probability is 95% pass,
then it is not necessary true that 95% of those datapoints were given a pass, in fact
not necessarily even close to 95%. The solution to this problem of lacking uncertainty
measures comes in the form of a di erent class of machine learning models called
Gaussian Processes.

Quantifying uncertainty

In the area of machine learning, GPs overcome one of the most prominent issues of non-
Bayesian methods, such as NN-based architectures, namely uncertainty quanti cation.
The Bayesian setting of GPs allows the construction of a con dence measure around
predictions, which is not available in other methods such as neural networks. GPs are
an extremely powerful method and are therefore worthy of close consideration. This
section will highlight various properties and features of the hyperparameter space loss
landscape for Gaussian Processes and the consequences for computational feasibility
and inference quality.
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1.6.1 Mathematical foundations

Mathematically, a GP is a collection of random variables, any nite subset of which is
jointly Gaussian distributed [24]. Unlike a neural network, where the learned parameters
predict some output in combination with the functional form of the model, a GP learns
a distribution over functions to t the data. In parametric machine learning, such
as neural networks, a distributionp(yjX ; ) is employed to explain some input data
X, with the optimal set of coe cients being inferred by maximum likelihood or
maximum a posteriori estimation. In nonparametric methods, such as GPs, a weighted
distribution over functions p(f jX) = N (fj; ) is learned, where the parameters are
the function itself. Given some data, a posterior distributiorp(f jX ;X ;f) for new
predictionsf at position X can be computed.
From Bayes theorem, we know that
P(BJA)P(A) _

N . Likelihood Prior
P(AjB) = W = Posterior = Marginal

(1.14)

Thus, given a prior, likelihood, and marginal likelihood, we can compute a posterior
distribution. The posterior is the updated belief from our prior (hence has the same
dimensions as the prior). The prior is a multivariate Gaussian distribution over
all possible functions that may t the input data. For a dataset D consisting ofn
training and n, testing points, the prior is a(n+ n,)-dimensional multivariate Gaussian.
Evaluating the Gaussian prior for a speci ¢ function returns the probability that this
function is the correct one to t the data. Because initially any possible function could
t the data, Bayesian statistics is used to probability-weight these functions. For some
data y and some functionf , Bayes theorem does just that. It scales the probability of
some functionP (f ) (the prior) by a factor of the likelihood of observing our data given
the function P (yjf ), normalised by the average likelihood over all possible functions
P(y)= P(yjo)P(g)dg (marginal likelihood). In summary, the process of computing
the posterior becomes then, just like in equation (1.14):

- Pif)

P = ReligP(9)dg

P(f): (1.15)

Letf : RY! R be arandom function on some datX . A Gaussian process (GP)
is a collection of random variables (x);x 2 X ¢ such that for any nite collection of
points and any dimensiond, the joint distribution of variables in the vector f(x) is
multivariate Gaussian distributed with prior mean vector and covariance matrix
where element ;; represents the covariance between data pointsand j. A latent
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function, f, can hence be assigned a GP prior GP (m();k(; )), with m() =0
being a common choice for the mean function arkl ; ) being some kernel. Thus,
the latent function in a GP is represented by samples from an in nite multivariate
Gaussian distribution, parameterised by a mean and covariance function. Given the
GP prior f, together with some training dataD = fX ;yg, and allowing for noise by
settingy; = f(x;))+ i; i N (0; ?), the posteriorp(f jy) is also Gaussian distributed
with

(X)= xx( xxt+ )Yy

(X )= x«x xx( xxt )Y
for some new testing pointx , wherel is the identity matrix. By virtue of the Bayesian
approach, the posterior can be updated for incoming data, with the values ofx )
specifying the prediction and ?(x ) the predictive uncertainty (variance) at point x .

(1.16)

1.6.2 Kernel choice

One of the most important decisions when designing a Gaussian process is the choice
of kernel or covariance function, which computes the correlation (covariance) between
any pair of points in the training datasetD. Element ; of a covariance matrix
contains the covariance between pointsand j, while the element ; is the variance of
point i. The relevance of this to GPs is that when computing the target value for a new
testing point, the covariance between this point and all others is computed. Roughly
speaking, points that are closer to the new testing point will have a higher covariance
with it and thus “pull' the point towards them, while points further away will have a
lesser e ect. A multitude of kernels exist, and the kernel choice can be used to encode
inductive biases into the model. Inductive biases include beliefs about the shape of
the target function, such as whether it may be periodic (for weather prediction), very
noisy (stock markets), or rather smooth (population growth, for example). A handful
of common kernels exist and some of the most popular ones are introduced below.

RBF kernel

The most popular kernel is perhaps the radial basis function (RBF) kernel

’ (X Xj)Z!

ki = “exp >2 (1.17)

with amplitude  and length-scale’ 2 R for input data points (x;;X;) RY. The
RBF kernel is relatively smooth and commonly used for a rst modelling attempt.
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Matérn kernel

The Matérn kernel is an extension of the RBF kernel with an additional smoothness
parameter . The general Matérn kernel [49] is de ned as
P— ! P~ !
( )12 1l 2 di K ‘—Zdij ; (1.18)
where () is the Gamma function,K is the modi ed Bessel function of the second
kind of order , and d; is the Euclidean distance between the two data points; and
X;. The kernel is parameterised by an amplitude and a length-scale 9, which for the
anisotropic kernel we use here is a vector of lengthfor input data x 2 RY. Note that
the dimensionality of the input data d is di erent to the Euclidean distance metric
d; for two input datapoints that is also used here. An anisotropic kernel is one that
has a dedicated length-scale parameterfor each direction in dimensionalityd. An
isotropic kernel on the other hand only has a single length-scale parameter and is
rotationally symmetric, behaving uniformly in each direction/dimension. It follows
that the kernel has the same e ect regardless of the orientation of the features in input
data. While more expensive to compute, anisotropic kernels are more versatile and
therefore perform better at complex tasks, such as tting a high-dimensional dataset.
While the Matérn function can theoretically be evaluated for all values of, for
which it is d e 1 dierentiable, there exist special solutions at half integers. The
commonly used 1/2, 3/2 and 5/2 Matérn kernels are realised as

ki = k(dj)= 2

Ma(dy) = Zexp di :
p_ ! p_ !
Ms(di)= 2 1+ 3dy exp 3d : (1.19)
p_ ! p_ |
5di 507 5dii
M's(dy) = 2 14 TN 4 3\12 exp —

The Matérn M -, kernel is identical to the absolute exponential kernel. The smoothness
of the Matérn kernel increases with,, and for !1 it becomes equivalent to the RBF
kernel. In practice, low values of may be chosen because the reduced smoothness can
t highly variable data more accurately. Derivatives of the Matérn kernel with respect

to its smoothness parameter require derivatives of the modi ed Bessel function of
the second kindK w.r.t. , for which numerical derivatives are usually employed.

| developed a Fortran implementation of Bessel functions and their derivatives to
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compute non half-integer parameterisations, since an implementation in Python was
computationally insu cient. To increase e ciency and accuracy of these derivative
computations, Geoga et al. have recently presented an implementation using automatic
di erentiation. However, computing non-half integer kernels remains expensive and
a bottleneck in motivating the use of such values of. In general, theoretical work
shows that kernels relying on a smoothness parameter (like Matérn, RBF etc.) are
more prone to issues from the curse of dimensionality [91].

1.6.3 Kernel hyperparameters

Since GPs are a non-parametric method, the optimisation variables di er from neural
networks. In GPs, we do not have coe cients and hyperparameters, but instead
the hyperparameters are the variables to be changed during optimisation. While
guasi-hyperparameters, such as the choice of kernel and mean function exist, they
play a di erent role from the optimisation procedure for parametric machine learning
methods. Below, the relevant hyperparameters for optimisation are introduced.

Length-scale

The lengthscale parameter can roughly be understood as the distance some point in
space has to be moved before the function value can change. Another way to think
about it is the number of sign changes of the derivative of the t. The smaller, the
more "wiggly' the function can be and hence the closer it can t datapoints. However,
very small values of may lead to the equivalent of over tting in neural networks, while
too large " can be characterised as under tting. Figure 1.6 shows the e ect of di erent

" on the covariance matrix and the strength of correlation between any two points.

Amplitude ()

The amplitude, sometimes referred to as the noise parameter, increases the maximum
covariance value ., between any two points as shown in Figure 1.6. On the other
hand, the length-scale increases the covariance spread. In short, a large length-scale
means that even points far apart in Euclidean space will have a high covariance, while
at large amplitude values, the covariance at small distances xf X; will be larger.

Smoothness

The smoothness parameter in the Matérn kernel is usually a xed design choice.
However, we are able to include it into the optimisation hyperparameter space below.
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Fig. 1.6: Eect of  and on the kernel valuek; for an RBF kernel as the distance
between two points varies. Larger amplitudes and length scales increase the correlation
between distant points.

The e ect of the smoothness parameter on the regression problem is shown in Figure
1.7. Sampling from the GP prior, a distribution over functions, returns di erent
possible functions depending on the smoothness For !1  (RBF kernel), the
prior assumption is that the underlying function is smooth and closer to stationary.
This translates to high covariance values at larger distance from the diagonal in,
since due to the relative stationarity, even those points further away from someare
substantially more impacted byx itself (they have a higher covariance) than in the
case of a smaller. Thus, a suitable value for allows a more nuanced approximation
of the underlying function.

GP optimisation

Just like in neural networks, GPs require an equivalent to a loss function that can be
optimised during training. Commonly, GPs are trained by minimising the negative log
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Fig. 1.7: Matérn covariance matrix and GP prior for various smoothness values The
bottom row shows samples from a GP prior with mean functiom( ) = 0 and kernel
smoothness values in a Matérn kernel with xed ~ =1 and = 1. The top row
shows the corresponding covariance matrix for the sampled priors. The covariance
with surrounding points becomes larger if the kernel is more smooth.

marginal likelihood (NLML) given by

. 1 1 . .. n
logp(yjX; )= éy' ly + 5logj j+ 3 log2; (1.20)

for a set of hyperparameters in hyperparameter space2 , which de nes the
functional space of the loss landscape. The three terms of the NLML can be explained
individually. The rstterm 1yl  ly is the (only) data term, the second term; logj j

is a model complexity term depending solely on the covariance matrix, and the third
term 5log2 is a regularisation term forn datapoints. The model complexity term

is so called because it solely contains which is inuenced by °, the length-scale
parameter. For a complex model (small translates to less smooth lines), the term
becomes small. As we minimise for logp(yjX; ), the optimisation therefore favours

a less complex model. The data term, on the other hand, convergesio as !1

and towards %(yl 2as” ! 0 (Table 1.1). Hence, both terms balance each other
out, leading to sensible values for in the optimisation. The trade-o between both
terms is shown in table 1.1. For large, which describes a simpler model, the model
complexity term becomes large and the data t term becomes small, thereby keeping
the loss value in a reasonable range. The opposite happens whdrecomes too small
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and the model hence overly complex, leading to a strongly negative data t term. By
incorporating these competing terms in the NLML loss function, a balance is achieved
and the most accurate while not over t parameterisation of can be found. A further
discussion of the complexity of is included in the dedicated section below.

Table 1.1: Asymptotic behaviour of LML as function of

. 0 : more complex 1 : simple

data t term T(y1)? 1
model complexity term 0 1

Hyperparameter space

The size of the hyperparameter space is theoretically in nitely large, as any combi-
nation of any hyperparameters constitutes solution to the NLML loss function. A
brief discussions of the properties of the NLML LL outside reasonable hyperparameter
values is provided in this section. | will use this discussion as justi cation to bound
the hyperparameter space such that any 2  will yield reasonable results. The most
obvious observation from looking at extremal values of hyperparameters are plateau
regions where the loss (NLML) value barely changes at all. This situation commonly
occurs if e.g. one length-scaleis very large or the noise is extremely small. Minima in
plateau regimes are arguably useless and not interesting at all to us, because they do
not generalise at all to unseen data. Thus, disregarding these plateau regions is a logical
choice: rstly, it substantially simpli es and speeds up the optimisation procedure,
and secondly the plateau minima are irrelevant anyway.

Sampling hyperparameters

Finding a set of hyperparameters to parameterise the kernel function is the learning
task in Gaussian processes. A loss function like the negative log marginal likelihood
(NLML) may be minimised to obtain such a set of hyperparameters. However, obtaining
a single point estimate (SPE) of is not inherently Bayesian and has been shown
to induce multiple problems, most prominently over tting or insu ciency for certain
problems or multimodal likelihoods 92]. The fully Bayesian approach should take
all uncertainty into consideration and would include sampling the hyperparameters
from some distribution, in this case the posterior of the hyperparameter distribution
p( jx;y). Previous work has largely focused on Monte Carlo methods to sample
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from the approximated posterior §3 95. Approaches include sequential MC samplers
[92 9€], Bayesian MC sampling97], and Hamiltonian MC sampling P8]. Slice sampling
[99] and adaptive importance sampling10Q, and entropy-based methods in conjunction
with Bayesian optimisation [LO]], are other approaches that have attracted attention.
Towards the end of chapter 3, | will outline some ideas and sketch some approaches
towards a loss-landscape based fully Bayesian treatment of hyperparameter sampling.

1.6.4 Challenges

Obtaining an uncertainty estimate in GPs does not come for free and the most prominent
disadvantage of using GPs over parametric machine learning methods is computational
cost. The training of GPs scales naively a®(n®) for n data points, due to inversion of
the covariance matrix. Various approaches exist to reduce the complexit¥dd, which
usually revolve around the concept of sparse GP$(J3 and inducing point methods
[104. However, with computational resources continuing to grow, and an increased
demand for explainable machine learning, the growing interest in GPs is likely to
continue.

1.7 Energy landscapes for machine learning

The study of energy landscapes as a conceptual framework, and a source of novel
computational tools, is an active area of research in chemistry and physics. The energy
landscape perspective provides insight into structure, dynamics, and thermodynamics
when combined with tools from statistical mechanics and unimolecular rate theory.
This approach can also be applied to questions that arise in machine learning. Here,
the loss landscape of a machine learning system is treated in the same way as the
energy landscape for a molecular system.

Having introduced energy landscapes methods, structures and features as well as
machine learning models individually, these two can now be combined and applications
of energy landscapes for machine learning (EL4ML) can be discussed. | will outline how
various physical properties nd analogues in machine learning systems, and show how
these properties can be employed to increase understanding of the machine learning
“black-box' and enhance the performance of machine learning models.

In machine learning, the learning problem posed is analogous to optimising atomistic
arrangements in molecular systems. Given a set of variables (weights, hyperparameters
or similar), a loss function is minimised to provide the best possible solution to the
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problem. As for molecular systems, machine learning is an optimisation problem,
with the aim to minimise the cost function and identify the lowest-lying solution.
In a supervised machine learning environment, this solution is the set of weights or
hyperparameters describing an arbitrary function that best ts some input data to
known outputs. From an optimisation perspective this is the global minimum. However,
in practice local minima often su ce as solutions, a fact that is discussed in detalil
below.

Robustness and generalisability

In ML there is an additional consideration, requiring a model to generalise well to
unseen data. For a given machine learning algorithm and some data, the loss landscape
describes the quality of each possible weight/hyperparameter combination. Importantly,
these models are only conditioned on the training data, so the LL cannot make a
statement about generalisation to unseen testing data. Thus, the correlation between
loss value and performance of a local minimum must be viewed with caution. The global
minimum of the LL is the best guess as to which set of weights may be optimal for the
speci c problem. Yet, generalisability to unseen data and therefore optimality cannot
be guaranteed. Hence, metrics to quantify the robustness, including the generalisation
to unseen data, are critically important.

To characterise the loss landscape of a machine learning system, only the training
data is relevant. Hence, the global minimum is the set of weights that minimise the
loss (energy) on a given cost/loss function for given training data. Note that this setup
implies that, for a standard loss function, over tting the model to training data is
encouraged by the formulation of the problem. A “perfect' training outcome would be
that the model predicts the correct output for each input, irrespective of performance
on unseen data. Thus, to prevent over tting, unseen validation sets are used to guide
hyperparameter choices as introduced above.

1.7.1 ML analogues from the EL eld

In order to apply knowledge from the energy landscapes eld to machine learning, we
rstly need to understand the meaning of key EL terms in ML. In Table 1.2, | have
summarised the most important concepts to describe an energy landscape, and what
they mean when translated to a ML setting.
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Table 1.2: Comparison of energy landscapes concepts in molecular systems and their
analogue in ML systems.

Feature molecular PES ML LL

energy potential energy loss value

temperature physical temperature batch size e ects

coordinates atomistic coordinates weights/hyperparameters

local minimum locally-stable molecular isomer  locally optimal weights
energetically most best weights for

global minimum : : :
favourable molecular isomer given loss function

1.7.2 Landscape properties in ML

Machine learning loss landscapes resemble energy landscapes and can be interrogated
to extract the analogues of thermodynamic and kinetic properties, which constitute
the key observables for molecular systems. When characterising a landscape, one can
loosely distinguish two sets of metrics: global and local. Global metrics characterise
overall properties of the landscape, and local metrics distinguish di erent types of
solutions (i.e. minima). Global metrics allow for a characterisation of the whole
solution space for a dataset, and provide a better understanding of the nature of the
optimisation problem. The distinction is fuzzy and several metrics have important
applications in both classes. A discussion of some of the most useful properties has
been given above. In Table 1.3, | now show the meaning and importance of these
metrics to ML-LLs.

Table 1.3: Interpretation of physical characteristics for molecular energy landscapes
and machine learning LLs.

Feature molecular PES ML LL

entropic contribution
to occupation probability
change in occupied minima identi cation of minima
as a function of temperature  with complementary properties
implications for
optimisation and training

basin volume connection to robustness
heat capacity

frustration propensity for broken ergodicity
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One relevant example is the connection of wide basins and " at' minima to model
robustness, as described in detail in the following section. This connection serves as
an obvious example for the close ties of energy landscapes perspectives in machine
learning loss landscapes.

1.8 Previous work on LLs in ML

The study of loss landscapes in machine learning has received increasing attention in
recent years. To better understand the foundations of machine learning capabilities,
the loss landscapes of machine learning systen2g,[105 can be analysed, and the
landscapes view has been used more broadly to gain insights into machine learning
models L06 21]. Furthermore, applications of energy landscape methods have em-
ployed various concepts from the physical sciences in machine learniég,[ both for
characterisation and model improvement. Insights into the structure and geometric
properties of the loss landscape have been employed to increase model performance
[107, adversarial robustnessij0g, and generalisability L09 111] of neural networks.
Empirically, loss landscape characteristics have also been considered to explain fun-
damental aspects of machine learning, such as the quality of minimilp] and the
structure of the solution space as a function of hyperparameters. Verpoort et §21]
study the e ect of dataset noise, model complexity and regularisation on the shape
and structure of the loss landscape and show how the loss landscape contains implied
information about the entire machine learning system.

Perhaps unexpectedly, the global minimum is rarely found when training a machine
learning model and more importantly, it is does not appear to be strictly required
for a good outcome. Various explanations for this fortuitous situation have been
suggested 113 114. The most prominent, yet perhaps unsatisfactory explanation
is provided by Goodfellow et al[115] They describe what they call the Monotonic
Linear Interpolation (MLI) property, the fact that there usually exists a monotonically
decreasing path between some initial set of parameters and some minimum
identi ed by some method such as stochastic gradient descent. The insight that this
property exists, despite non-convex loss functions and non-linear training sets raises
guestions, but may perhaps be explained by the fact that, given enough data, many
problems simply are not that di cult. This result received considerable attention in
the eld, and the matter is likely to be more complicated. Lucas et alf116]are able to
create counterexamples to the MLI property and others have observed di erent results
from Goodfellow et al.[115]when revisiting the work on more modern architectures
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and data sets 117. Further doubt that "Machine learning may just be simple’ is cast
in Vlaar and Frankle [118] showing that the MLI does not always hold. In general,
simply considering a linear interpolation from an initial set of weights to the identi ed
minimum may be insu cient and all the aforementioned papers agree that further
study and consideration of the ML-LL is of critical importance.

Interpretability

Applications of loss landscapes approaches are commonly analysed for interpretability
[113 105. Understanding the black box of machine learning systems is one of the
greatest challenges to the eld today. Various gradient and perturbation based methods
exist [119, yet their usefulness and accuracy is debated, and is not generally agreed to be
su cient [ 1204. Usually, these approaches revolve around understanding the gradients
of the loss function with respect to the input, to understand how changes in the input
a ect the output, as in [7]. However, given the relatively high complexity of machine
learning models such as neural networks, this analysis is often insu cient and does not
provide a complete picture 14]. Hence, alternative ways to improve our understanding
of decision-making by a particular model are desirable. Studying individual funnels of
the landscape may provide a promising way to increase interpretability. This approach
is commonly exploited in the molecular science§ where a multi-funnelled landscape

is analysed to understand which structural di erences of a molecule constitute a
group of solutions in a speci ¢ funnel. The machine learning analogue is that for a
multi-funnelled landscape, one can compute the sets of parameters that characterise
a particular funnel, as will be described at the end of the following chapter. These
parameters, conserved across multiple minima, are therefore likely to be important in
the model, and may guide interpretability.

Optimisation

For reasons of computational cost, it is common practice in machine learning to start
from a given set of initial weights, chosen either randomly or by some initialisation
scheme 121], minimise the loss as far as possible with a greedy algorithm, and accept
this result for the trained weights. The standard approach means that most of the
LL remains unexplored. It is unlikely that the global minimum is identi ed, and no
consideration is given to the shape of the LL or the existence of other local minima.
Visualising and characterising the LL allows us to better grasp the optimisation problem
we are trying to solve in ML. Information about how many minima there are, how they
are connected or how wide they are may be pivotal in hyperparameter choices such as
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type and parameters of the optimiser. To this extent, the geometry of loss landscapes
(LLs) has been studied for speci ¢ aspects in neural network$Q5 127. [123 and [124
exploit geometric features of the LL to improve the learning process by incorporating
landscape information into the optimisation routine. One example of how the loss
landscape can be studied to help understand the learning process is given in the work
by Draxler et al. [113] They nd that low-loss paths without signi cant barriers always
seem to exist between minima as long as the dimensionality of the parameter space
is su ciently large. This gives a geometric interpretation to the results of Cooper
[13]that in principle, any problem is learnable as long as the model is large enough.
Furthermore, if all minima are connected by readily traversable paths, identifying the
global minimum may be less di cult than is commonly assumed. Several limitations
apply in [113, e.g. the transferability to di erent architectures, other datasets, and a
fully theoretical foundation. Yet these results highlight the explanatory power of a loss
landscapes perspective for machine learning optimisation.

Robustness

Applications from loss landscape perspectives on optimisation have a direct impact on
another area of active research and great importance, model robustness. Several novel
optimisation methods have been developed that include some degree of information
about the gradient of the LL [124 124, as introduced above. Including information
about the LL in optimisation seems to be able to lead to improved robustness of the
solution [123. Robustness in machine learning refers to the ability of a particular model
to generalise well to unseen testing data. A more robust model will perform better on
testing data than a model that is over t on the training data and does not generalise
well. Flatter minima, geometrically characterised by Hessian eigenvalues (curvatures)
with smaller magnitudes, are expected to be more robus®q, 127, 128. This result
seems intuitive, since it means that if slightly di erent training datapoints displace
the minimum from its given position, it will still be close to the original position for a

" atter' landscape, whereas the resulting displacement may be larger in loss-space when
the local curvatures are greater. A visualisation of this situation is provided in Figure
1.8. Here, one minimum is substantially wider than the other, and even though its
training loss value is inferior, it may be preferable overall due to a higher robustness.

Mathematically, given a minimum at position P with energy/loss E, a small
displacement ofP + p, caused by slightly di erent training data, will have an e ect on
E depending on the curvatures around®, i.e. E= Ip'H(P)p, whereH (P) is the
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(@) (b)

Fig. 1.8: Two minima, one wide and one narrow, for a simpli ed, synthetic loss
landscape. Part (a) shows a 3d visualisation and part (b) a surface plot. The wider
minima is associated with increased robustness and may therefore potentially be
preferable, even though its loss value is greater.

Hessian atP. Hence, if the Hessian, and more speci cally its eigenvalues, are larger,
the minimum is “narrower' and the di erence inE, E between positions® and P + p

is greater, the minimum is less robust. Overall, robustness is one of the most important
concepts in machine learningl29. A completely over t model, one that has perfect
training accuracy, but does not generalise at all to testing data, is useless in practice.
Thus, considering geometric features of the loss landscape may be an important way
to combat this problem.

Visualisation

The visualisation of loss landscapes has been of keen interest to the machine learning
community. Visualisation is inherently di cult due to the high dimensionality of the
solution space. Simple methods such as shown in Figure 1.8, where the dimensionality
is only two, cannot be used. In neural networks, the loss landscape has dimensionality
of the number of model parameters, which can easily be in the number of billions. One
popular approach to visualising loss landscapes has been presentedl8fj[using a

Iter normalisation approach. A dimensionality reduction technique for the gradient
vector visualises loss landscapes in a di erent wal31]. In this thesis, visualisation is
performed using disconnectivity graphs based on characteristic points on the landscape,
namely minima and index-1 saddles, as introduced above.
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1.8.1 Gaussian process loss landscapes

In GPs, the literature on loss landscapes is more sparse. A rst glance is provided in
the very early work on GPs 24], but merely for explanatory purposes. Some attempts
are made to characterise the GP LL by using active learning to enumerate minima
[132 or more broadly, compute the number of critical points in Gaussian random elds
[133. Chouza et al.[23] used GPs to model loss landscapes of DNNs and speci cally
improve the understanding of gradient descent. However, little work has been done to
understand and visualise the LLs of GPs in the context of di erent kernels.

GP kernels

The choice of an appropriate kernel for a given dataset has been the subject of active
research, mainly focusing on the prior knowledge of the data practitioner making
the kernel choice. Giordano et al[134]consider uncertainty in the human prior and
studies the robustness and e ect of varying that prior on outcome prediction. In
contrast, Stephenson et al[135] consider qualitatively interchangeable kernels, namely
kernels that, given a prior, should both lead to the same result, and show that outcome
invariance is not necessarily obeyed. To improve kernel decision making, others have
explored automatic kernel selection [136 138]. However, automatic kernel selection is
inherently limited by prior knowledge, and large parts of kernel space remain unexplored.
A helpful account of covariance kernels in general can be found 8. Currently,
practitioners choose from a handful of readily available kernels, and disregard other
options. Speci cally for the Matérn kernel, a standard implementation of a half-integer
version of the kernel is usually employed by machine learning practitioners4[d. For
their exibility, Matérn kernels have also been studied in the context of non-Euclidean,
Riemannian geometries141] and are commonly employed for physical applications
because they can be less smooth than other kernels [142, 143].



Chapter 2

Neural Network Loss Landscapes

2.1 Introduction

Deep neural networks (DNNs) are the primary class of algorithms associated with the
term machine learning. For many years, various adaptations and variants of DNNs
have dominated the machine learning literature, yet the underlying concept of neural
nets remains unchanged. Whether recurrent, convolutional, generative adversarial, or
simple feed-forward neural networks to name just a few, all methods are based on the
same foundational linear algebra. Therefore, DNNs provide a natural target when
trying to improve our understanding of machine learning in general. Other methods,
such as tree-based or reinforcement learning methods, as well as generative models like
GPT-4, are equally relevant and provide exciting areas for future research. Given its
e ectiveness, the perhaps surprising simplicity of neural networks is unparalleled and
therefore of great interest to the machine learning community. This chapter includes
various approaches towards an enhanced understanding of neural networks through
the lens of the loss landscape perspective.

2.2 Superpositioning of LL minima: MLSUP

In this rst section, | will introduce MLSUP (ML SUPerpositions), a method to
combine the expressive power from multiple minima of the loss landscape to improve
classi cation accuracy. More importantly, however, with this method | am able to
show that the weights associated with di erent minima extract di erent information
from the input data and/or process it dierently. This insight helps to increase
transparency of black-box machine learning models and opens up a new perspective on
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the interpretation of multiple minima of the loss landscape. In this section, | outline a
novel approach to ML interpretability, while providing insights into the limitations of
individual solutions to ML problems, where either the model is small, or the problem is
inherently di cult. | am interested in quantitatively and systematically characterising

a cornerstone of ensemble learning, namely classi er diversity. Logically, ensemble
learning works if di erent classi ers extract di erent information from the input data

or process it di erently [144 145. In the present work, the classi ers in question
correspond to local minima of a reference neural network. | aim to visualise diversity
of minima from the corresponding LL and show how to select a few of them to produce
a compact, yet more accurate, classi cation. | will show that di erent minima of the
LL successfully classify distinct subsets of the entire input dataset. Hence di erent
local minima specialise in distinct parts of the test dataset, which has not been shown
before.

Overview

In summary, the main contributions in this section are:

A

MLSUP, a machine learning method that employs a second neural network to
combine multiple minima into a single predictor to improve classi cation.

An interpretation of the limitation of single-minima models and visualisation of
the di erences between some minima.

Theory and analysis of selection method for MLSUP minima candidates.

Insights into the symmetry properties of minima in neural network loss landscapes.

Minima of the loss landscape of a neural network are locally optimal sets of weights
that extract and process information from the input data to make outcome predictions.
In underparameterised networks, the capacity of the weights may be insu cient to t
all the relevant information. | demonstrate that di erent local minima specialise in
certain aspects of the learning problem, and process the input information di erently.
This e ect can be exploited using a meta network in which the predictive power from
multiple minima of the LL is combined to produce a better classi er. With this
approach, the area under the receiver operating characteristic curve can be increased by
around 20% for a complex learning problem. | propose a theoretical basis for combining
minima and show how a meta network can be trained to select the representative that is
used for classi cation of a speci ¢ data item. Finally, | present an analysis of symmetry-
equivalent solutions to machine learning problems, which provides a systematic means
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to improve the e ciency of this approach. | am interested in developing a better
understanding of the capacity of diverse minima of the LL, and show that by combining
the expressive power of di erent minima, a better classi er can be built. The compact
form of this predictor provides a balance between accuracy and e ciency, which will
be useful in applications where evaluation is a computational bottleneck.

2.2.1 Model capacity

Machine learning models are structurally limited in the amount of data they can t:
their capacity is limited. The most commonly known measure of capacity is perhaps
the Vapnik Chervonenkis (VC) dimension [L46 147. The higher the VC dimension,
the more complex data can be tted by a neural network. More rigorously, the VC
dimension is de ned as the largest cardinality of a set of data points that the NN can
shatter (for the present purpose, shatter means classify correctly). Thus, the weights
of a small, underparameterised model (i.e. fewer parameters than training data points)
may be incapable of tting the entire test data set, but instead t just parts of it. |
analyse this situation with a new approach in which the expressive power from multiple
minima is combined to improve classi cation.

2.2.2 MLSUP conceptualisation

The aim of this section is to show that di erent local minima of a reference neural
network extract di erent information from the input data and that combining just a
few solutions can improve classi cation signi cantly. To study this e ect, | employ
a modi ed stacking approach where multiple minima from the same classi er are
combined, rather than multiple classi ers. Unlike in previous approaches, these minima
are not obtained by di erent random initialisation, but rather from exploring the
landscape. This approach provides insight into the functional landscape and a deeper
understanding of LL minima. To answer the agent choice in ensemble learning design,
I employ a second neural network to select one of the local minima for a given input
data item. This idea is related to previous theory14§, where a gating network chooses
which classi er to apply to some problem as a mixture of expertd49 15Q. | shall
refer to this method as MLSUP, to denote a superposition of machine learning solutions
i.e. local minima of the LL. MLSUP is described in a four step process (Figure 2.1).
The rst step involves nding a representative set of minimaM by exploring the
loss landscape during training. Next, one may choose a subset of miniMd® M
and evaluate each minimunm 2 M °for every training datapoint, which reveals how
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Fig. 2.1: Diagrammatic representation of the MLSUP learning procedure. Ellipsoid
boxes contain the true output, which are compared to the predicted output for train-

ing/evaluation purposes.

good the individual minima are at classifying speci ¢ data items (step 2 in Figure 2.1).
A detailed discussion of how the minima irM ° are chosen is included below. The
combination of relevant minima is done by training a second, meta network (classi er
2, i.e. step 3 in Figure 2.1) to learn which of then 2 M °minima is best suited to
classify a speci ¢ input datapoint. Thus, the second network learns to apply di erent
minima to classify di erent types of input data, as shown in Step 4 of Figure 2.1.

An intuitive and simpli ed way to think about this approach is to again imagine
the classi cation problem whether a student should pass their viva or not. One set of
weights (i.e. one local minimum) places increased attention on the number of gures,
another one on the number of equations and their complexity. A single minimum may
be insu cient to capturing all this information and may rather be confused by the
depth of information, relating back to the capacity of individual models. In combination
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however, all the complexity of the input data can be captured and considered. Given

some data, the second layer meta network then learns which of those two features is
more important and hence chooses the corresponding minimum for the classi cation

task, or even combines them for the most accurate prediction.

De ning the meta network Loss Function

In step 3 of Figure 2.1, the loss function is di erent from equation (1.8). This section
describes Classi er 2 from Figure 2.1, which is distinct from the one used for steps 1,
2 and 4. For Classi er 2, we are not interested in learning®, i.e. the correct output
class, but rather the best local minimum to classify some input data iterd, which is

de ned by the highest corresponding probability:

B =argmax ™ps 8m2M ° (2.1)
m

for data item d, where m is one set of weights. This formulation changes the loss
function to
1N

L(W;X) = N INpu(W;X)+ W2 (2.2)
To evaluate classi cation predictions of the model, it is sensible to use the area under
the receiver operating characteristic curve (ROC-AUC)15]1]. The change in loss
function also impacts the way we calculate the AUC for Step 4 in Figure 2.1. In
contrast to the usual case described above, we now haiYy possible minima to choose
from. Thus, we evaluate AUC using the minimuns? that is chosen by Classi er 2
from Figure 2.1:

PN (@ 1)1(5f P) F(P):Pg‘da‘all @ DIE P)

T(P)= P P
( ) g‘data (Cd 1) Q‘data 1 (Cd 1)

(2.3)

2.2.3 Minima selection

The problem analogous to classi er selection in ensemble learning for MLSUP is minima
selection. Here the motivation is to identify a small number of minima that signi cantly
enhance the accuracy of the predictions, to produce a compact representation suitable
for use in large-scale simulations that are typical in physical science applications.
Hence we need to identify complementary minima that can be combined to improve
the classi cation. | compare two methods for minima selection: one based on the
theory of a thermodynamic analogue for the LL, the other on more abstract machine
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learning concepts. | will also explain why simply picking minima that are “far away' in
Euclidean distance can be ine ective.

Euclidean distance and its limitations

The Euclidean distance between weight vectors is simpjw; Ww,j = ! (wy  wy)2
However, minima “far away' from each other in Euclidean space may not extract
di erent information from the training data. In fact, there exist groups of minima,
potentially distant in Euclidean space, that for the same input data will return exactly
the same loss value. Let us refer to these solutions as permutational invariants or
isomers. Some light has been shed on such redundancies in the work of Dinh et al.
[152] where they show that redundant minima exist for non-negative homogeneous
nonlinear functions like the recti er function |e(X) = max(x; 0). This result does not
apply here becaus¢anh is not homogeneous. Instead, le6 denote the permutation
group for some set of weightsv, i.e. all permutations allowed such that for the same
input, they return the same output. By considering shu ing of hidden nodes 153,
and the fact that tanh is an odd function, one can show that for each minimum, there
exist

Y
jiGj= (n! 2") (2.4)

degenerate solutions for each minimum if the number of hidden layers is odd and

H 1
iGj= (! 2")  ny! (2.5)

=1
otherwise, wheren, is the number of nodes in hidden layef. Becausetanh is an odd
function, we can change the sign of the weights before and after each hidden node
and each combination of any number of nodes for an odd number of hidden layers.
This result increases the per-layer number of redundant minima from! to n! 2",
i.e. for each swapping of the nodes, any nodes in each element of the power set of the
nodesP(n) could be multiplied by a factor of 1 with no e ect on the output. Thus,
randomly picking some “far away' minima might just return permutationally invariant
solutions, which does not lead to any performance improvement in MLSUP.
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Permutational invariants

In this section, | provide additional insight into the issue of permutationally equivalent
sets of weights. Figure 2.2 shows how distant permutational invariants can be in
Euclidean space.

Fig. 2.2: Pairwise Euclidean distance between the 48 permutational invariants of the
global minimum for a particular LL. This network has a single hidden layer withh = 3
nodes, and henca! 2" =48 permutational invariants.

The system contains a single hidden layer with = 3 nodes. Shu ing the nodes
leads ton! = 6 permutations and within each permutation, the weights going in and
out of any combination of the hidden nodes can be multiplied by 1. Thus, for each
shu e-permutation there are an additional 2" = 8 isomers, producing48 in total. In
misclassi cation space, the distance between all these 48 minima would be 0, as in
Figure 2.3, which shows how far apart these equivalent solutions can appear to be.
Thus, a large Euclidean distance for minima selection is at most necessary, but not
su cient.

Misclassi cation space

Instead of computing the distance between two sets of weights in Euclidean space, one
can compute a metric in misclassi cation space. The rationale behind this approach is
that because MLSUP combines information from di erent minima, those with a high
pairwise misclassi cation rate will be good candidates for MLSUP. Denote a vector
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Fig. 2.3: Example of 4 very dierent looking minima that are all permutational
invariants, i.e. redundant solutions to each other. Thus, for any input these 4 networks
will all return the exact same loss value.

containing the predicted output class for each data itemm2 X for some minimumm
asc™. We can then de ne the set

= fnjc’ 6 Pg; (2.6)

which contains the indices of all elements that are classi ed di erently by the two
minima. To obtain a misclassi cation ratio from this set, we simply represent the
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cardinality of as a fraction of the number of data points

_ 1]

= N (2.7
i.e. the number of misclassi ed items divided by the total number of items. If we
compute forallm2M , whereM again denotes the set of all known minima, we
obtain a symmetric matrix of pairwise di erences in classi cation space. We can then
train MLSUP on those minima that are su ciently distant. Below, | will abbreviate
the Maximum Misclassi cation Distance to the Best Minimum as MMDBM. A more
theoretical basis for weighting classi ers according to correlation of errors is given in

Masegosa et al. [154].

Choosing m° minima by pairwise misclassi cation distance

One may wish to compute MLSUP withm® minima, chosen to have the maximum
misclassi cation distance from one another. This is a combinatorial optimisation
problem, analogous to havingn cities with pairwise distances and trying to nd them°
cities that are furthest apart. This problem can be solved by quadratic programming
with convex relaxation. LetD be an upper triangular matrix with elementDj; denoting
the misclassi cation distance from pointi to point j, wherei <j . The square matrix

D has 0 diagonal. Denotex as anm-dimensional binary vector, which contains the
value 1 at the position of a chosen minimum and 0 elsewhere. The objective is then
to maximise x! Dx . In practice, the values ofx will be relaxed so they need not be
discrete, and the optimisation procedure becomes:

myaxy> Dy subjectto06 y; 6 18i; 1 y=m® (2.8)

The nal task is then to discretisey back to x such thaty! Dy is very close tox! Dx .
This mapping can be achieved by simply setting then® largest elements ofy to 1 and
all others to 0, but other methods of approximation exist and may be equivalent.

Heat capacity ( C)

Building on results for molecular systems, we can compute a theoretical analogue of
the heat capacity (C) [68. The heat capacity reports upon the changing occupation
probabilities of local minima and their energies as the temperature increases, which
depends on both the relative loss function value for the minimum, and a local density of
states (as an analogue of entropy) in weight space. By computing the partial derivatives
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of the occupation probabilities with respect to temperature, we can identify the minima
with the largest rate of change of probability, which theory shows make the largest
contribution to the heat capacity [68. Recall that peaks in the heat capacity correspond
to changes in occupation between local minima with di erent loss values and entropy.
Thus, in physical systems, the minima with the largest positive and negative partial
derivative around a peak generally have qualitatively di erent properties. Peaks i€
therefore tell us where to nd local minima with complementary propertiesdg], which
may provide good candidates for combinations in a new classi er. This reasoning was
the original motivation for the MLSUP procedure, since the heat capacity analysis is
computationally e cient and physically insightful.

2.2.4 Application-speci ¢ minima

In this section, | report on some results for MLSUP and speci cally the impact on the
AUC for di erent minima-selection methods and di erent numbers of minima combined
in MLSUP. For a robust analysis, the MLSUP AUC is benchmarked on three factors.
Firstly, the best individual AUC of the minima that we choose for MLSUP. Secondly,
to the best AUC of the non-MLSUP system (classi er 1 in Figure 2.1) from which the
MLSUP minima are selected. Lastly, in order to evaluate MLSUP, we shall compare
its AUC with the best possible AUC achievable from combining the selectedminima.
To compute this theoretical maximum AUC (TMA), for each datapoint we select the
maximum Softmax probability of the correct class amongst all minima considered. As
a theoretical number, the TMA gives an upper bound for the accuracy of MLSUP.
Thus, to evaluate the quality of Classi er 2, an AUC achieved with MLSUP should be
compared against the TMA.

Spiral dataset

In the following, the popular synthetic spiral
dataset is employed to highlight the applicabil-
ity of MLSUP. Figure 2.4 shows an example of the
dataset. The spiral problem is linearly inseparable
and hence a nontrivial problem, lending itself to
be used in the evaluation of ML models.

Fig. 2.4: 2-spiral dataset for bi-
nary classi cation. Classes shown
by colour.
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MLSUP e ect

| observe a substantial increase in the AUC for MLSUP compared to non-MLSUP. For
the original network (Classi er 1 in Figure 2.1), 7,842 minima are found, of which the
best one has an AUC of 0.76. Using MLSUP with two of these minima (6436 and 656),
| obtain a maximum AUC of 0.91. By combining four minima, the AUC increases
to 0.94 (Table 2.1). The weights for these four minima are shown within the neural
network in Figure 2.5. There is no visually apparent relationship between the elements
of these four sets of weights, yet they are all minima of the LL and have similar AUCs.

Table 2.1: AUC improvements for di erent MLSUP settings

AUC
Selection method # minima Best individual MLSUP TMA
C peak 1 2 0.70 0.88 0.98
C peak 2 2 0.70 0.86 0.97
MMDBM 2 0.76 0.91 0.97
MMDBM & C peak 1 4 0.76 0.93 0.99
MMDBM & C peak 2 4 0.76 0.94 0.99
Max Euclidean distance 2 0.65 0.67 0.68

Fig. 2.5: Best performing ensemble minima. The minima are very di erent sets of
weights for a small network, as shown by the graph colouring.
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Minima selection

Table 2.1 clearly shows why a minima selection routine is necessary. Choosing the two
minima with the largest Euclidean distance, | obtain an AUC of 0.67, substantially
lower than for either of the systematic minima selection methods. Furthermore, the
Pearson correlation coe cient between distance in Euclidean and Misclassi cation
space is only 0.06 (Fig 2.6), demonstrating that Euclidean distance alone is insu cient
for minima selection. This fact is discussed in more detail in the next section.

Comparison of Euclidean and Misclassi cation space

This section supports the argument that the Euclidean distance alone is insu cient for
minima selection. Figure 2.6 shows that only a very weak correlation exists between
Euclidean and misclassi cation distance. Large misclassi cation distance can be
observed roughly as often for points of large Euclidean distance as it is observed for
points close together in the parameter space de ned by the weights. Given the good
results of misclassi cation distance for minima selection, the low correlation coe cient
indicates that Euclidean distance alone is not useful.

Fig. 2.6: Euclidean vs Misclassi cation distance for each of the, combinations ofn
minima of the spiral data LL. The Pearson correlation coe cient is 0.06.
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Heat capacity

The heat capacity (C) curve for the LL has two peaks, a small one at low, and
a larger peak atT 3 10 3 (Fig. 2.7). Such aC curve in a molecular system
would indicate a solid-solid phase transition at low temperature ( rst peak), and a
solid-liquid transition (melting) at higher temperature (second peak)18]. In the neural
network case, these peaks can be understood as representing the transition between
two energetically/entropically di erent sets of minima. By combining the minima that
make the greatest contributions toC at the larger peak (Fig. 2.7) in MLSUP, the
AUC improves to 0.86 (Table 2.1). For the minima that produce the smaller peak, the
improvement is similar, to an AUC value of 0.88 (Table 2.1). The TMA of MLSUP is
0.98 for the rst and 0.97 for the second peak. Her&; is calculated using the analogue
of a normal mode analysis for each minimum [155].

Fig. 2.7: Heat capacity C) curve for ML landscape. At higher temperature, occupation
probabilities of minima change and more minima become accessible.

Misclassi cation space

The distance between minima in misclassi cation space is the best minima selection
method in terms of AUC for two minima. By combining the best individual AUC
minimum (656) with the minimum furthest away from it in misclassi cation space
(6436), | obtain an AUC value of 0.91 (MMDBM). | note that the individual AUC
values of both these minima were reasonably high already, at 0.74 and 0.76, respectively.
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The best possible AUC that MLSUP could have achieved, if for each data item the
better minimum had been chosen for this system (TMA), is 0.97 (Table 2.1).

Additional MLSUP experiments

MLSUP adds value in cases where the dataset may be small or noisy, where the model
needs to be small for computational reasons, or where the problem formulation may
be complex. | have tested MLSUP on other such datasets (Table 2.2), and it achieves
similar improvements. Table 2.2 includes some additional results that underline the
arguments made here. Importantly, | also want to test MLSUP on other datasets to
provide evidence that the performance increase is not speci c to the spiral dataset. In
order to show this transferability, | rstly use the well known Iris ower dataset [156
and, to make the problem more di cult, mislabel 45% of the training samples. The
second additional test for MLSUP was for the checkerboard dataset, another synthetic,
nonlinear problem. Similar to Iris, | achieve signi cant improvements using MLSUP.
When the number of minima is increased substantially (e.g. to 20) the AUC only
increases slightly. Training MLSUP for 20 minima takes around 10 times as long as for
four minima using the same setup as above. These results again suggest that MLSUP
can be e ective for a small number of local minima, with the potential to provide
useful accuracy at a low computational cost. This trade-o balance of accuracy and
e ciency will be valuable in applications where reasonable predictions are required
without a signi cant overhead. Lastly, using standard optimisers such as SGD on the
same setup does not outperform the single best minimum founds via L-BFGS.

Table 2.2: Additional MLSUP experiments

AUC

Description # minima Best individual MLSUP TMA
Large hidden layer (n=100) 2 0.99 0.99 1
Small training set N=400 2 0.62 0.78 0.86

5 MLSUP minima 5 0.76 0.94 0.99
20 MLSUP minima 20 0.76 0.97 1
100 randomly chosen (mean) 2 0.74 (0.67) 0.7-0.89 (0.78) 0.98
100 randomly chosen (mean) 4 0.76 (0.67) 0.78-0.93 (0.84) 0.99
Mislabelled Iris ower dataset 2 0.85 0.96 0.99
Checkerboard 2 0.68 0.84 0.96

SGD-optimisation 1 0.75 - -
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2.2.5 Individual minima specialise on subsets of the output

Combining di erent minima in one classi er can substantially improve the ROC-AUC
for a complex problem like spiral data. This result strongly suggests that di erent
minima extract di erent information from the input and/or process it in a di erent
way. It helps to shed new light on the loss landscapes of complex problems. Even the
global minimum is limited in the amount of information it can extract and process.
To maximise the e ciency of MLSUP, one should therefore aim to identify groups of
rather high-AUC minima for which the intersection of correctly classi ed datapoints is
small. This condition translates to a large distance in misclassi cation space. Such
minima are ideal candidates for MLSUP.

Computational Cost

Training MLSUP for four minima is quite fast and hence does not constitute a bottleneck,
requiring only a few hours. The initial analytical landscape exploration requires more
subtle considerations. Due to the nature of the LL (theoretically in nitely large, yet
implicitly bounded by L2-regularisation), exhaustive enumeration of minima is not
usually practical. For reference, nding 7,842 minima took around 92 hours using the
dedicated geometric optimisation Fortran routines implemented in GMIN and OPTIM.

It is di cult to generalise the computing time required for landscape exploration as

it depends heavily on system size, number of data points, and various parameters in
the optimisation routine. However, as the process can be parallelised, there is scope
to speed up the calculations signi cantly in the future. | note that the objective in
the present contribution is to investigate whether the MLSUP approach might be
useful and whether the underlying assumptions of di erent information extracted by

di erent minima is true in underparameterised networks. For larger, overparameterised
networks, where a problem such as spiral classi cation becomes easier, MLSUP is
probably not needed, because even a single minimum su ces to achieve a testing AUC
of > 0:99.

Minima selection

Selecting appropriate minima for MLSUP is a key problem. Even when combining
just two out of jMj minima, there are “Vg possible combinations. While a choice
guided by Euclidean distance may be tempting, this approach can be ine ective
due to low misclassi cation distance or permutational invariants. Permutational
isomers are equivalent, but distant in Euclidean space, as explained above. Hence,
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| propose two other methods, namely a theoretical analogue of the heat capacity,
and a transformation to misclassi cation space. | nd that a combination from
minima based on misclassi cation achieves better results. However, the computation
of the misclassi cation space is expensive and scales@?), where at each step,
all testing samples must be evaluated for one of the minima. Additionally, a high
misclassi cation rate between two individually poor minima is unlikely to substantially
improve results, as the con dence in each minimum would be low, and a superposition
would not necessarily improve this situation. | have not observed such issues with the
C metric.

Interpretation of di erences between minima

Figure 2.8 provides an explanation for the substantial improvements that are achieved
from using MLSUP. While Figure 2.5 shows that the individual minima are very
di erent from each other, it does not show how these di erences are propagated to
classi cation decisions. Figure 2.8 shows that individual minima are solely good at
predicting speci ¢ ranges of the input data, and only in combination do they manage
to classify points all around the spiral. Here, large points represent high certainty
(i.e. large Softmax probabilities of the correct output) and each colour represents one
minimum. A perfect classi er would have large points (certainty close to 1) everywhere
around the spiral. We can see that the number of large points per minimum correlates
with the AUC of the respective minimum. Minima 6436 and 656 have AUCs of 0.74 and
0.76, respectively. In the right part of Figure 2.8, large parts of the MLSUP predictions
are red or blue, corresponding to these two minima. In comparison, minimum 2428,
which only seems to be able to accurately predict datapoints from Class 1 in the
upper right quadrant, has a lower AUC (0.66). Another aspect clearly illustrated in
Figure 2.8 is the input-sign dependence of the minima. In particular, minima 1223
and 2428 only have high con dence for datapoints that lie in one of the four segments.
While 2428 is only good at classifying Class 1 datapoints with positive sign for both
inputs, minimum 1223 is very good at classifying Class 0 datapoints with positive
and negativey coordinates. Thus, if MLSUP receives an input data point where both
coordinates are positive (and perhaps at least one of them large), it is likely to classify
this data point using the weights from minimum 2428.

Combining the above results with Figure 2.5, we see that minimum 6436 has
strongly positive weights going into the upper output node€, and strongly negative
weights into Oy, while the opposite is the case for minimum 656. Indeed, Figure 2.8
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Fig. 2.8: Contribution of each of four selected minima (right) to the MLSUP prediction
on binary test data (left). Marker shape indicates the label, colour of the respective
minimum, and size the softmax probability that the respective minimum produces
for the correct class of this datapoint (scaled exponentially). Only points of softmax
probability  0:5 are included.

con rms that 6436 is very good at classifying data belonging to output class 0, while
656 is very good at classifying data belonging to output class 1.

Considering this observation in combination with the high individual AUCs of these
two minima, and the very high AUC (0.91) achieved when combining them, it becomes
apparent that MLSUP works so well because di erent minima truly “specialise' in parts
of the input data. Thus, by visualising these results, | provide an intuitive way to
con rm that di erent minima process the same information in a di erent way. This
result raises multiple questions around initialisation methods and interpretability of ML
models. Instead of considering model interpretability, it seems to be more appropriate
to discuss the interpretability of di erent minima instead, as various solutions may
extract, and hence focus on, completely di erent information from the input data.
The overparameterisation of neural networkslb7 may explain why di erent minima
may achieve such good results individually. However, to properly explain a neural
networks decision making, understanding that di erent minima process the input
entirely di erently is a crucial rst step.

2.2.6 Conclusions

Di erent sets of weights associated with di erent minima of the loss landscape extract
contrasting information from the input data or process it di erently. This fact is
exploited by the presented new learning method, MLSUP. By training a meta network
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to decide which minimum should be applied for any speci c input data point, we
can substantially improve classi cation accuracy, measured as AUC. The impact of
these results may be far-reaching. Importantly, they provide an explanation of why
di erent solutions to the same learning problem, obtained by di erent initialisation
methods, have varying accuracy. Furthermore, if the capacity of the network is limited,
individual minima will only be able to specialise in parts of the network. In future work,
it will be interesting to consider these results in the light of mathematical measures of
network capacity, such as VC-dimensions.

In addition to this insight, | have also provided an analysis of redundant minima
which, although they might appear to be di erent, return the same loss value for some
input. Such symmetries make minima selection more challenging. Simple measures, such
as the Euclidean distance, are insu cient due to low correlation with misclassi cation
distance. To solve this problem, we can exploit thermodynamic analogues for the
loss landscapes by analogy to molecular systems. Computing the heat capacity, and
speci cally the largest contributions to the peaks, is a promising method for identifying
minima that signi cantly improves the AUC when combined in MLSUP. This analogy
to physical systems provides further motivation for pursing the energy landscape view
of of machine learning loss landscapes.
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2.3 Characterising an approximated AUC landscape

2.3.1 Introduction

One of the most common metrics to evaluate neural classi ers is the area under the
receiver operating characteristic curve (AUC). However, optimisation of the AUC as
the loss function during network training is not a standard procedure. Here, | compare
minimising the cross-entropy (CE) loss and optimising the AUC directly. In particular,

| analyse the loss landscape of approximate AUC (appAUC) loss functions to discover
the organisation of this solution space. | will discuss various surrogates for the AUC
approximation and analyse their di erences. | nd that the characteristics of the
appAUC landscape are signi cantly di erent from the CE landscape. The approximate
AUC loss function improves testing AUC, and the appAUC landscape has substantially
more minima, but these minima are less robust, with larger average Hessian eigenvalues.
Subsequently, | provide a theoretical foundation to explain these results. To generalise
the results, | lastly provide an overview of how the LL can help to guide loss function
analysis and selection.

The area under the curve of the receiver operating characteristic curve (ROC-AUC)
is a commonly used method to evaluate the accuracy and reliability of a neural network
classi er. However, for mathematical reasons, the AUC cannot be used as the loss
function to be minimised during neural network training L5§. Instead, other functions,
such as cross-entropy (CE), are commonly employed. The stepwise nature of the
AUC function is the reason that it is non-di erentiable and hence cannot simply be
optimised. However, the AUC can be approximated using surrogate losses, such as the
sigmoid function. This approach can lead to a formulation equivalent to the soft-AUC
described by Calders and Jaroszewi¢t59] which is referred to here as appAUC. It
seems intuitive to optimise a function that it as close as possible to the one used to
evaluate the model.

Various interesting questions arise from the use of an appAUC loss function. Besides
a comparison of properties between landscapes, and the e ects of hyperparameter
changes, | am especially interested in the di erences between appAUC and CE land-
scapes. Both loss functions, for the same neural network architecture, address the same
problem of nding a mapping f from input data to class label. Does this common
foundation imply that minima to the CE loss function are also minima of the appAUC
function, or are they at least very similar to each other? | will show below that this
condition does not usually hold and explain why. To the best of my knowledge, there
has been no research into the relationship of minima from di erent loss functions, or
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the organisation of the corresponding landscape. | believe that quantifying inherent,
geometric properties of loss functions will provide a more fundamental understanding
of the applicability of particular loss functions to distinct machine learning problems.

Contribution

In summary, the contributions in this section are:

A~

To understand the use of an approximation to the AUC as the loss function
employed in training of a neural network.

To explore the organisation properties of the approximate AUC landscape and
compare it to a ‘standard' cross-entropy landscape.

A theoretical foundation of the di erences between appAUC and cross-entropy
landscapes.

To outline how a loss landscape analysis can be useful for loss function selection.

AUC optimisation

Optimising the AUC as a loss function has been considered befod&(. It has
been shown that testing AUC is improved when a loss function is chosen that is
closer to the true AUC function [L61]. Nonetheless, optimising loss functions that
approximate the AUC is rarely considered. One reason for this situation may be that
the computational complexity is formally O(N ?) in the number of data pointsN, or
speci cally in the binary classi cation case employed heréd)(Np Ny ) whereNp are
the positive data points andNy the negative ones. When sorting the elements of some
dataset, O(N logN) can be achieved at best, with some coarse approximations in fact
scaling asO(N) [162 163. Other reasons include the non-convexity and perceived
complexity of the AUC functional landscape, and importantly the fact that it has zero
derivatives almost everywherell64. The loss function is one of the most critical choices
in the design of a neural network, because it is the element that underlies “learning' or
tting in the rst place. For a given neural network, all loss functions solve the same
problem, which led Rosasco et a[165]to question the practical di erences between
alternative loss functions. While it is widely accepted that di erent loss functions
are truly di erent and allow us to optimise for speci c properties [L66, the e ects of

di erent loss functions in realistic applications remain largely unexplored. By studying
the LL of the appAUC loss function, one can quantitatively address these important
questions.
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Alternative formulation of AUC

In order to optimise the AUC directly, some rearrangement of the equation is required.
| do this below so that the following section is clearer and start from the original AUC
de nition given in equation (1.12). The AUC as a function of weightdV and data X

is de ned by the following integral:

z
AUC(W ;X) = OlT(W;X;P)dF(W;X;P): (2.9)

Substituting in T and F gives

2P, @ mewixd Py Ted (¢ imwix®) Py
RGN "ol (¢ 1) '
(2.10)
We may take outside of the integral any factors that do not depend on the parameter.
Furthermore, the sums’ ¢ (¢4 1)and P o1l (¢ 1) are simplyNp (the number
of positive cases) andNy (the number of negative cases), respectively, and the sums in
the numerator simplify to taking the sum over all positive points, withd = p, and all

negative points, withd®=n:

AUC(W ;X)) =

1 X x ¢

AUC(W ;X) = NoNx Oll(pl(W;xp) P) di(pi(W;x") P): (2.11)

P n

Because the parameteP is continuous, we can write

di(p(W;x") P)= (p(W;x") P)dP: (2.12)
The limits of the integral must be changed: whe® =1;1 =0 and whenP =0;1 =1,
R1 R0 R1
so ! Jor g
1 X X 41
AUC(W ;X) = NN 1(pr(W;xP) P) (pu(W;x™) P)dP: (2.13)
PINN 0

] n

R
Finally, we integrate over this -function, using the property f (x) (X Xg) dx = f (Xo),
to obtain the alternative formulation [158]:

1
NpNy

AUC(W;X) = 1(pa(W;xP)  pa(W;x™)): (2.14)

o] n

Note that the minus sign has disappeared, because the integral limits were ipped.



60 Neural Network Loss Landscapes

approximated AUC: appAUC loss function

Most optimisation routines bene t from analytical derivatives of the function to be
optimised. The function de ned in equation (1.8) has smooth analytical derivatives,
but equation (2.14) does not, because of the discontinuous step function. However, as
for other approaches (e.g.159), one can replace the discontinuou% function with an
approximate, but smooth, analytical function, which can then be di erentiated and
optimised. We write

1 X X 1
AUC(W ; X A(W; X ;
( ) ( ) NpNn p n 1+exp( (pu(W;xP)  pi(W;x")))
(2.15)
where the Heaviside step function has been replaced with a smooth sigmoid function:
1(2)!  (2) 1 . (2.16)
1+exp( z)’

with parameter that is discussed in detail below. The modi ed appAUC loss function
in equation (2.15) is now di erentiable and can hence be used for optimisation where
we minimise the negative form of equation (2.15) such that a minimum (i.e. lower loss)
is a good solution of higher AUC. For completeness the analytical derivatives for both
loss functions are included in Appendix C.

An important consideration for surrogate AUC loss functions is that they do not
change the optimal solution when replacing the step function. Such surrogates are
referred to as AUC-consistentI67. In this context, Charoenphakdee et al[168] show
that sigmoid is an AUC-consistent surrogate.

2.3.2 Other surrogate loss functions

There exist many possible ways to approximate the AUC. Besides the sigmoid ( 2.16),

| also show results for the popularl69 hinge (z) = max(0;1 z), exponential

“(2) = exp( z), quadratic *(z) = (1  z)? and tanh surrogates in Figure 2.9, where
denotes the di erence in probability between true and false class i.€; Py. Note

that for the sigmoid in Figure 2.9, we use = 40. It is important to note that all

but the hinge loss are AUC-consistentl69 168. AUC-consistency implies that the
optimal solution remains unchanged with the surrogate loss replacing the true AUC.
These di erent losses can all be used as surrogates because they include a pairwise
comparison of positive and negative case probabilities as for the AUE.

1The work on surrogate loss functions was performed jointly with PhD colleague Conor Cafolla.
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Fig. 2.9: Surrogate loss functions in the relevant domain around 0.

2.3.3 Ablation studies

In this section, | describe ablation studies for the most important hyperparameters of
AUC surrogates. This work adds robustness to the analysis and increases con dence
in the overall approach.

Sigmoid

Due to the non-di erentiable nature of the AUC, the function is approximated by a
sigmoid function. The relevant hyperparameter in the sigmoid function is in the
exponent (see Equation (2.16)). For larger, the function becomes more stepwise,
i.e. a better approximation to the true AUC, with

||'1m (z; )! 1(2); (2.17)

where again (z) denotes the sigmoid and.(z) the Heaviside step function. Here, |
am interested in the impact of the hyperparameter on the appAUC LL. Figure 2.10
shows the e ect on the loss landscape of increasing(on a log scale).
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Fig. 2.10: AUC of the best minimum, number of minima of the LL, di erence between
appAUC loss value and true AUC, and number of steps per optimiser basin-hopping
guench for increasing values of hyperparameter in the sigmoid function. The
horizontal axes are plotted on a log-scale for visualisation purposes. Results are
smoothed using a 2nd-order Savitzky-Golay Iter [170].

Clearly, both the number of minima in the LL and the AUC of the best minimum
increase with . The AUC plot in Figure 2.10 shows the median absolute di erence
between the approximate AUC value, i.e. the value of the loss function, and the
true AUC, for all minima found at a specic . This value is inversely proportional
to before it converges at a median AUC di erence of around 0.04. This median
absolute di erence is a relevant metric because it shows how closely the appAUC
approximates the true AUC value. The rightmost plot in Figure 2.10 shows a measure
of the computational cost associated with optimising the appAUC loss function for
di erent values of . The number of optimisation steps required to converge to a local
minimum for the L-BFGS optimiser grows roughly linearly with

Exponential

The same analysis as for sigmoid is performed with the exponential surrogate function,
“(z) = exp( z). Similar results to the sigmoid function are found for the number of
L-BFGS optimiser steps. However, the number of minima found and the best AUC
decrease with increasing . Larger values of cause the exponential function to more
closely resemble a step far > 0, but the function does not then plateau forz < 0 as
smoothly, which is perhaps the cause for the worse AUCs. It does not make sense to
calculate AUC here, asexp( z ) does not truly attempt to "approximate' the actual
step-function AUC. From this analysis | conclude that =1 is the best parameter to
use for the exponential function.
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Regularisation parameter:

The W ? in equation 1.8 represents an L2 regularisation term, which eliminates zero
Hessian eigenvalues and counteracts over tting. To pick a suitable value for it is
important to study the e ect of changes in on the topology of the LL. Furthermore, it
is sensible to study whether the e ect of changes in are congruent between appAUC
and CE LL. | nd that changing has similar e ects across both appAUC and CE
LL. In both cases, decreasing by 10 2 roughly doubles the computational cost. This
observation supports results from previous work showing that landscapes with smaller
contain more minima and are more costly for optimisation [171]. A landscape with
larger is more convex and hence easier to optimise than systems with smallThe
topology of the LL remains similar (CE more funnelled, appAUC much wider) across
dierent . Lastly, Table 2.3 shows = 10 ° as a good balance between over- and
under tting, producing the highest testing AUCs. In conclusion, | decided on =
10 ° as a trade-0 between computational cost and over tting, while still producing a
characterisable landscapé.

Table 2.3: Testing AUC for various values of .

10! 10® 10°% 107 10°

appAUC 0.66 0.78 0.79 0.79 0.72
CE 05 073 077 074 0.71

Hyperparameter e ects on LL topology

Figure 2.10 shows various properties of the AUC landscapes for di erent values of
. The di erence between the true AUC and the approximated AUC is inversely
proportional to , as expected, because for larger, the AUC approximation becomes
more step-wise and hence more exact. | nd that for> 50, the median di erence
goes to around 0.04, which means it is a reasonably good approximation of the true
AUC. We can also observe an increase in best AUC, as well as the number of minima
of the LL with increasing . All of these observations suggest that larger values of
are better, but increased performance comes at an increased computational cost.
The reason for this increase is that the number of optimisation steps in the L-BFGS
routine increases for larger . Most likely, this result can be explained by the atter
appAUC function at large around local minima. In atter regions, convergence

2This ablation study of was performed together with PhD colleague Conor Cafolla
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to a true minimum usually requires more optimisation steps because the function is
more anharmonic. To conclude, a value for of around 50-60 is more reasonable. For
higher values, the AUC does not improve signi cantly, while the computational cost,
measured by the number of optimisation steps, increases linearly. Lastly, the distance
between appAUC and CE minima for the number of optimisation steps, as opposed to
Euclidean distance, produces a larger tail in the plot due to the nature of the L-BFGS
optimiser. The step size is determined by the L-BFGS parameters, and for a small
step size, there will be substantially more steps for the same Euclidean distance. One
would expect the number of steps to grow when the LL is more locally anharmonic.

2.3.4 Insights into the appAUC landscape

In this section, | will highlight three distinct points of interest. Firstly, key di erences
between the AUC and CE landscape are visualised and outlined. Secondly, | will
present an extended quantitative and geometric analysis of di erent AUC surrogates.
Thirdly, | will provide a comparison between minima of the AUC and CE landscape in
terms of their classi cation properties.

Landscape properties

The loss landscapes for AUC-approximated and CE loss functions look substantially
di erent. These di erences are visualised in the disconnectivity graphs of Figure 2.11.
Landscape exploration using PATHSAMPLE is performed until no new minima were
found. For computational reasons, | only compare sigmoid appAUC with CE, and
show below that even under time-constrained landscape exploration, sigmoid looks
similar to the other surrogates. In particular, I nd that the CE landscape is much
more convex or funnelled than the appAUC landscape, with larger uphill barriers. In
molecular science, this organisation is associated with structure-seeking systems, where
relaxation to the global minimum is relatively e cient [18].

In Table 2.4, | report some summary statistics to characterise the two di erent LLs
numerically. The last column reports the mean/standard deviation of the log-product
of positive Hessian eigenvalues (LPPHE) for all minima of the landscape. This measure
of basin geometry provides insight into the local curvature and hence the " atness' of a
minimum [21] and the volume of the corresponding basin of attractiorvD, 18]. The
smaller the LPPHE, the atter the local basin. Table 2.4 shows that the appAUC
landscape has substantially more minima and hence more transition states than the
CE landscape. Further, the mean LPPHE of all appAUC minima is larger than for
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(a) appAUC landscape (b) CE landscape

Fig. 2.11: Disconnectivity graphs showing characteristic LLs for sigmoid and CE. The
vertical axes of the landscapes are not directly comparable, as they correspond to
di erent loss functions.

the CE minima. Lastly, the frustration index F (T), as introduced above, serves as a

quantitative measure to distinguish both landscapes. Similar to the LPPHE; (T) for
the appAUC landscape is substantially larger than for CE.

Table 2.4: Summary statistics for LLs

AUC LPPHE
Loss function # minima best mean variance #ts F(T)
appAUC 13,948 0.81 0.7 0.002 25,957 93 7.2 0.22

CE 1,708 0.77 0.66 0.001 3,606 110 4.4 4 10°
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2.3.5 AUC surrogates

Table 2.5 shows a comparison of the di erent appAUC surrogates after extensive
landscape exploration. | nd that these functions behave similarly, with comparable
AUCs and distinctly more minima than the CE landscape. The mean LPPHESs vary,
the higher values belonging to the two functions that are true approximations to the
step-wise AUC, namely sigmoid and tanh. They are all nonetheless larger or equal
to the CE LL in Table 2.4. Disconnectivity graphs for surrogate loss functions are
all similar to the appAUC landscape in Figure 2.11a in the sense that they appear
very wide (referred to as "glassy' in molecular sciences) and much less single-funnelled
than the CE LL with higher F(T). The disconnectivity graphs for these alternative

appAUC functions are included in Appendix B.

Table 2.5: Summary statistics for LLs with alternative appAUC functions and CE as
comparison.

AUC LPPHE
Loss function # minima best #ts
Sigmoid 4202 0.78 0.67 0.04 4264 -99 10
Hinge 6086 0.74 0.64 0.03 5822 -109 12
Tanh 3562 0.79 0.68 0.05 3000 -94 14
Quad 3606 0.77 0.65 0.04 3464 -103 11
Exp 2563 0.77 0.64 0.03 2515 -110 12

Quantitative appAUC observations

I nd that optimising an appAUC loss function increases testing AUC by approximately
5% in various instances of the spiral problem (see Table 2.4). However, | also nd
that some of the minima of the appAUC landscape are particularly poor, with worse-
than-random testing AUC values of around 0.4 (Fig. 2.12). | did not nd minima with
such low AUCs for the CE landscape. The larger variance of AUC values for appAUC

minima (Table 2.4) is consistent with this observation.

2.3.6 Landscape comparison

Even though the two loss functions are clearly distinct, they address the same classi ca-
tion problem. Hence, one might assume that a minimum on one LL would also lie close
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to a minimum on the other one. | am therefore interested in the location of minima
on the appAUC landscape in relation to the CE landscape. Figure 2.12 summarises
the Euclidean distance between minima of the appAUC LL and the minima they map
to on the CE landscape, de ned by L-BFGS minimisation to relax from the appAUC
solution.

Fig. 2.12: Density plots to compare between 14467 minima of the appAUC landscape
and the minima they map to when relaxed on the CE LL. Here, indicates the

di erence between the value at the appAUC minimum and the corresponding CE LL
minimum.

I nd that the 13,948 minima of the appAUC map onto 700 minima of the CE LL.
Hence, multiple appAUC minima are located within one basin of attraction7[0, 18|
for the CE LL. | observe that none of the minima from the appAUC landscape are
simultaneously minima of the CE landscape. One can con rm this result geometrically
by computing the gradient and Hessian of the CE loss function at the coordinates
of appAUC LL minima. Additionally, the Euclidean distance to the next CE LL
minimum is simply too large for any of the appAUC minima to be a minimum of the
CE LL. Interestingly, however, the di erences in AUC between appAUC minima and
the CE minima they map to are quite small, even when the Euclidean distance in
the con guration space corresponding to the edge weights of the network is relatively
large. The median absolute AUC di erence of any such pair is only 0.03. In both
the Euclidean distance and in the Loss plot, we can see a second, smaller peak for
Euclidean distance of around 20 and Loss values of around 1.5. However, looking at
these data individually, the data points constituting the respective peaks do not seem
to be related.
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appAUC minima in the CE LL

Another point of interest is to understand the relationship between CE loss value and
testing AUC for di erent LLs. In Figure 2.13, sigmoid is used to represent appAUC.

Fig. 2.13: Correlation between cross-entropy loss and testing AUC for CE and appAUC
LLs. The solid line in each case is a linear t of the data to represent the correlation
between both variables for each LL.

We see that the negative correlation between CE loss and AUC is much stronger
for minima of the CE than for the appAUC landscape. Hence, for most minima of the
appAUC landscape, the CE loss values are relatively high, even though some of them
may in fact have a higher AUC that the CE minima. This result raises the question
of how good a diagnostic the CE loss is for the testing AUC. The insights into the
position of appAUC minima within the CE LL can be combined with the previous
results on appAUC minima and the minimum they map to in the CE LL. Above, |
have identi ed that there exist many appAUC minima that are not minima of the CE
LL and thus have a higher CE loss value, but have comparable testing AUC. In general,
while the best appAUC minima have reasonably low CE loss, the mean loss of 1.2 is
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nearly twice as high as for CE minima. The median of 0.8 is slightly lower, indicating
a few very high loss minima, which lie in the lower right hand corner of Figure 2.13.

2.3.7 Credit card dataset

| performed the same analysis on the imbalanced, real-world credit card fraud dataset
[173. Optimising AUC on such datasets is expected to be particularly useful, because
the AUC as a measure is invariant to class imbalance. The appAUC landscape has
more and better minima, and larger LPPHESs (Table 2.6). As above, the CE landscape

is single funnelled, unlike the appAUC landscape, similar to Figure 2.11.

Table 2.6: Summary statistics for LLs

AUC LPPHE
Loss function # minima best mean variance #ts
appAuUC 3,448 0.99 0.96 0.02 2,343 772 38
CE 1,721 0.97 0.96 0.01 1,584 858 9

2.3.8 CE and appAUC landscapes di er substantially

We observe that the appAUC and CE LLs have rather di erent characteristics, em-
phasising the point that alternative loss functions are truly di erent. In this section,

I will discuss and explain these observations, both empirically and theoretically. |
will proceed to explain why an analysis of the LL can o er unique insights into the
understanding of loss functions. Di erent characteristics of such a function may be
important, and studying the LL can help to choose an appropriate loss function. Lastly,
| will also provide a comparison of the di erent AUC surrogates.

Loss landscape comparison

As the disconnectivity graphs in Figure 2.11 show, the CE landscape is more funnelled,
and there are fewer minima. However, not only does the number of minima vary,
the LPPHE also indicates that the minima appear rather di erent. Flatter minima
(smaller LPPHE) are sometimes considered advantageous, because they may be more
robust to perturbations in the weights B5], and therefore potentially also to noise in
the training data. The increased robustness is explained by a lower deviation from
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the loss value of the global minimum for small deviations in training data or model
hyperparameters in atter landscapes where the gradients are small. This feature may
constitute a geometrically-inspired argument against using the appAUC landscape,
given that appAUC minima appear to be less robust. The results suggest that on
average the CE minima are relatively at, which may translate to increased robustness
to perturbations of the weights.

The location of appAUC minima within the CE LL raises several new questions.
Figure 2.13 illustrates the weakly negative correlation between CE loss and testing
AUC for appAUC minima, much weaker than for CE LL minima. This result initially
seems intuitive, as we are looking at the CE LL. The fact that the correlation between
testing AUC and loss is more strongly negative for points of the CE loss function means
that the CE loss works well for the minima in its own LL. However, there also exist
points in the CE LL that are not minima, but minima of the appAUC, with higher
loss and also higher AUC. Hence, under the assumption that appAUC is the more
“accurate' loss function, this analysis highlights some weaknesses of the CE LL, namely
not identifying better correct solutions. While the perfect loss function would be the
one that is also used to evaluate the network, this approach is impossible for the AUC.
Thus, a comparison with appAUC is perhaps the best we can achieve, and certainly
allows us to analyse potential limitations of the CE loss function. A mathematical
foundation of the limitations of CE as opposed to appAUC is given in the next section.

Theoretical interpretation

To explain the empirical results, we can consider a theoretical basis for some of the
observations. Notably, the substantially higher number of minima of the appAUC LL
is explained by mathematical properties of the solution space for CE in relation to
appAUC loss generally. In fact, the solutions to CE loss are a subset of the solutions
to the appAUC loss L73. The optimal solution of appAUC is any function that has

a strictly monotonic relationship with P(y = 1jx) [169. Here,P(y = 1jx) represents

a perfectly trained model that is able to always return the correct prediction. If

a function is strictly monotonic with P(y = 1jx), it means that as the predicted
probability increases, it consistently gives higher values for positive instances (true
positives), and lower values for negative instances (true negatives). This monotonic
relationship ensures that a model ranks positive cases higher than negative cases,
which aligns with the goal of correctly ranking and discriminating between the two
classes. Therefore, any function that maintains a strictly monotonic relationship with
P(y = 1jx) is a good solution for appAUC, because it ensures that the model correctly
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ranks and distinguishes positive and negative instances, even if the exact shape of the
function might di er.

On the other hand, the optimal solution of CE loss i$?(y = 1jx). The CE loss
measures the dissimilarity between the predicted probability distribution and the true
binary labels. Hence, its optimal solution is achieved when the predicted probabilities
align perfectly with the true probabilities, i.e. the caseP (y = 1jx). In other words,
when a model's predicted probabilityP(y = 1jx) matches the true probability of
the positive class ¥ = 1) for each data point, the CE loss is minimised. It follows
that a space of solutions for appAUC is in nitely larger than CE loss and therefore
it should have more minima. The CE loss with softmax belongs to the class of
“strictly proper composite' lossesl]74 which estimatesP (y = 1jx). In statistics, this
is also referred to as “proper scoring rulelTq. Obviously, P(y = 1jx) has a strictly
monotonic relationship with itself and hence must be optimal w.r.t. AUC, however
this relationship does not hold the other way: optimising AUC must not necessarily
be optimal w.r.t. P(y = 1jx). Furthermore, the same line of argument also allows us
to explain why appAUC minima are not necessarily close to CE minima in Euclidean
space. Minimising appAUC does not give any additional incentive to nd solutions
of the kind P(y = 1jx) compared to any other solutions which may have a strictly
monotonic relationship with P (y = 1jx).

appAUC vs CE loss function

The appAUC landscape considered has approximately eight times as many minima as
the corresponding CE landscape. The global minimum for appAUC achieves better
testing AUC, and the mean AUC is also higher, yet there are also a few especially
poor minima in the AUC landscape that are not found for the CE case. For practical
applications,1 the existence of solutions that are poor classi ers is probably not a
concern, because nding low-lying minima is relatively straightforward. However,
computation of the appAUC as done here scales @&{N?), whereN is the number of
data points, which is much more intensive that theO(N) requirement associated with
CE. Additionally, minima of the CE LL seem to be more robust. In summary, exploiting
the appAUC directly is more attractive if computational cost is not a problem, especially

if the loss landscape can be studied extensively. For machine learning applications
involving extremely large DNNs, where only a single set of weights is identi ed, and
where computational cost is a major concern, the CE landscape may be the best choice.
This result strengthens the case for using CE as a “standard’ loss function, while also
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highlighting its limitations, and illustrating how using di erent loss functions can be
bene cial.

AUC surrogates

Considering surrogates, | observe that the LLs for all AUC surrogates look roughly
similar, and distinctly di erent from the CE LL, providing a strong argument for a
fundamental geometric di erence between these loss functions that has not been shown
before (Appendix gure B.1). | also observe that the hinge loss has substantially more
minima than all other surrogates, yet the testing AUCs are much worse. This result
may be explained by the fact that hinge is not AUC consistent, which means that the
hinge functional space does not contain the AUC-optimal solution for this problem.
Quad, tanh and sigmoid have broadly similar characteristics with small deviations in
the LPPHE, while the exponential does slightly worse in terms of AUC but has very at
minima, similar to the CE landscape. Hence, using an exponential AUC surrogate may
provide more robust solutions than other surrogates. However, if the main objective
is to maximise testing AUC, tanh seems to be the best choice, as it not only has the
highest AUC, but also the strongest inverse correlation between energy and AUC. Both
tanh and sigmoid are directly approximating the stepwise AUC, which explains the
strongly negative correlations, while the exponential and squared exponential functions
behave similarly, as expected.

2.3.9 LL characteristics for loss function selection

Choosing the most e ective loss function for a neural network is a nontrivial problem.

| have shown that an analysis of the LL can reveal important insights into the speci c
LL and thus assist in the selection process. Various features can be extracted from the
LL, such as the by-minimum AUC; the correlation between loss value and testing AUC
(or other evaluation metric); the number of minima, perhaps connected with convexity;
and the LPPHE reporting on catchment basin volumes, which may be connected to
minima robustness. Which loss function should ultimately be used largely depends on
the optimisation objective, but also concerns the evaluation function (here AUC) or
computational power available.

Loss functions are essential to guide the learning process in neural networks. |
have provided a detailed analysis of the approximate AUC landscape based on global
exploration of tractable but realistic examples. In this contribution, | have proposed a
new method to understand and select a loss function, based on geometric properties of
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the LL. | have shown that LLs for appAUC and the standard CE LL are qualitatively
and quantitatively di erent. | have also provided a detailed comparison of relevant
LL features between AUC surrogates and shown that the AUC-inconsistent hinge
has much lower AUC than the other surrogates (but more minima) and that the exp
surrogate has wide, robust minima, similar to the CE LL. | nd that optimising the
AUC improves testing AUC, but CE minima have on average smaller LPPHES, which
may make them more robust. In general, | observe a trade-o between robustness and
testing AUC for all the loss functions. The greater computational cost of optimising
the AUC directly is likely to be the main drawback of this approach. A quantitative
analysis of geometric features of the LL, such as by-minimum AUC, train-test AUC
correlation, number of minima (landscape convexity), and LPPHE i.e. catchment basin
volumes, which are connected to minima robustness, provides insights into the strengths
and weaknesses of loss functions. Hence, this analysis provides a valuable tool to guide
loss function selection for machine learning applications.
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2.4 Landscape-inspired interpretability methods

The ability to explain decisions made by machine learning models remains one of the
most signi cant hurdles towards widespread adoption of Al in highly sensitive areas
such as medicine, critical infrastructure or autonomous driving. Great interest exists
in understanding which features of the input data prompt model decision making.
One speci ¢ eld of interest, mechanistic interpretability, widely considered as one of
the most promising approaches towards the acceptance of machine learning models
in critical domains, is considered here in detail. | provide a mechanistic perspective
by employing state-of-the-art methods based on the energy landscapes formulation
from the physical sciences to reverse engineer algorithmic decision making. Speci cally,
| present an approach that allows the attribution of input feature importance based
on model coe cients. Knowledge of the loss landscape facilitates the identi cation
of conserved weights across groups of minima, indicating feature importance. By
identifying conserved weights within groups of minima of the loss landscapes, one can
identify the drivers of model decision making. Analogues to this idea exist in the
molecular sciences, where coordinate invariants or order parameters are employed to
identify critical features of a molecule. However, no such approach exists for machine
learning loss landscapes. | will demonstrate further examples of the applicability
of energy landscape methods to machine learning models and give examples, both
synthetic and from the real world, for how these methods can help to make models more
interpretable. Speci cally, | focus on the medical and healthcare eld and apply the
present approach to a large breast cancer dataset. | produce explainable insights into
model decision making and reproduce insights con rmed by medical domain experts.
Lastly, | outline theoretical implications of the method and discuss applications to
other models.

2.4.1 Introduction

A critical component towards explainable Al is understanding which parts of the input
data are utilised by the model in its decision making. In neural networks, the most
popular approach is to study the outgoing weights and gradients from an individual
input node. Larger weights are reasonably assumed to indicate a greater signi cance
of the particular input, and indeed, an entire class of interpretability metrics, namely
gradient-based methods, are founded on this idea7g 177. Yet, given the immense
complexity of overparameterised deep neural networks, current methods are in practice
often insu cient to appropriately explain a model. Using methods from the physical
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sciences, | propose a novel approach as a next step towards interpretable neural
networks.

In this section, | aim to build on previous results highlighting the speci c applicabil-
ity of energy landscapes theory to the interpretability of ML models. | am particularly
interested in how these methods perform in the eld of healthcare, due to the great
importance of interpretability in this eld. | study relatively small neural networks in
order to facilitate visualisation and describe the rationale of the present approach. |
also discuss applications to signi cantly larger architectures.

ML interpretability approaches

Various approaches to interpretability in deep learning for neural networks exist. Be-
low, I am mostly interested in gradient-based methods due to their applicability to
non-image data. Various other methods to interpret the output of DNNs on images
exist, as for example summarised in Linardatos et gl177] but will not be reviewed
below.

Gradient-based methods: All gradient-based methods are concerned with changes
in the prediction as the input data is slightly perturbed. For a vector-valued input
x X 2 RYand some loss functionl, a gradient-based method computes some
expression of the form@. =@, usually for each input node individually. Gradient-based
methods were rst introduced for images by Simonyan et a[176] who used them
to compute how changes in the input a ect predictions in the neighbourhood of the
input, allowing the computation of a salience mapl78 179. More recently, integrated
gradient methods 80 consider the derivative of the output (loss) with respect to
individual input nodes. If the change in loss is large with respect to some input
feature, that feature is more likely to be relevant to the decision making. Various other
gradient and perturbation based methods existl[l9, yet their usefulness and accuracy
is debated, and is generally agreed to be insu cient [120].

Mechanistic Interpretability: The processes that lead to decision making in any
type of ML system are extremely poorly understood. One promising direction to
change this situation is to study the mathematical foundations of ML models and
reverse-engineer their behaviour. A mechanistic analysis has been employed to un-
derstand the grokking phenomenon in transformer networkd§1] and the encoding
of complex mathematical concepts, such as group theory, in neural networls87.
Other approaches in mechanistic interpretability (MI) are concerned with studying the
individual weights of neural networks to infer model behaviour. Liu et al[183]use
this analysis to uncover compositional structures in neural networks.
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Conserved weights in molecular landscapes - motivation

Due to the associated physical meaning, energy landscapes are usually more easily
interpretable than ML loss landscapes. Minima represent equilibrium con gurations,
and each minimum is associated with a unique structure. However, for larger, complex
molecules, many minima may exist, and enumerating them may be unfeasible. Instead,
common features between sets of minima, grouped by their energetic properties, may
be identi ed. For example, in Roder et al.[65] and Roéder and Waleg66] a multi-
funnelled landscape is analysed to understand which structural di erences of a molecule
characterise solutions in a speci c funnel. The interesting question to the machine
learning community in this regard is, can we extract any meaningful information about
the model decision making of such analogous, common features between sets of minima?
To identify groups of minima with conserved weights in ML-LLs, | follow a two-step
procedure. Firstly, | identify groups of minima, that are separated from other groups
by a higher-lying transition state. This segregation leads to the notion of nodes and
levels described above. Secondly, | identify groups of minima that share a subset of
conserved weights by computing the standard deviation of each weight across each
node in each level. A subset of weightw W is conserved if (w) < n for any
w 2 W, whereW denotes the weights of all minima in one node of one level. In other
words, | consider the normalised elementwise standard deviation across the weight
matrix for each minimum as a criterion for conservation. For visualisation purposes, |
employ single-layer neural networks, with only a few nodes, which is su cient for the
present analysis.

2.4.2 Conserved weights in ML-LLs are important: Credit
card and Checkerboard

In this part, two distinct application elds of the methodology described above are
discussed. Figures 2.14 and 2.15 show disconnectivity graphs for (1) a 2-dimensional
synthetic checkerboard dataset184 and (2) an anonymised, 29-dimensional credit
card fraud detection dataset [172], which are both binary classi cation problems.

Evaluating Conserved Weight Relevance: Credit card/Checkerboard

The AUC of the best solutions is> 0:95 for both problems. Hence, these networks
provide realistic solutions to the set problems. In both gures, | visualise the conserved
weights for a group of minima in the corresponding colour. In Figure 2.14, various
weights across the network are conserved, highlighting how this approach identi es
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Fig. 2.14: Disconnectivity graph for the checkerboard dataset. The conserved weights
for a speci ¢ local minimum are highlighted in the respective colour for the chosen
examples. The highest energy level in the disconnectivity graph is level 1, and the
lowest corresponds to the global minimum. Thus, each minimum joins one of evenly
spaced intervals. Within each level, minima are grouped by a shared parent node,
located higher up. In these disconnectivity graphs, levels and nodes are represented as

level _node.
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relevant weights for the model. In Figure 2.15, the funnel containing the global
minimum (red) conserves 3 weights, all related to one speci ¢ input node. Randomly
permuting the 3 identi ed weights for the group of minima around the global minimum

in Figure 2.15 reduces the best AUC from 0:95to 0.76. In contrast, permuting any
random set of 3 weights by the same magnitude on average only decreases the best AUC
by 0.05 to an average best AUC of 0:9. Figure 2.15 indicates that all the conserved
weights are associated with the particular input node 6. Since the credit card dataset
is anonymised and PCA-reducedl|[/q, we are unable to say which speci c feature it is
that helps the model in making a decision, but we can say where it can be found. In the
checkerboard dataset landscape (Figure 2.14), group 25_7 (red), including the global
minimum, similar to group 22_6 (blue), contains conserved weights outgoing from
di erent input nodes. For this dataset, we know that both input nodes are relevant,
which is con rmed by studying the conserved weights for the three given examples.
Importantly, di erent weights are conserved across di erent examples, highlighting the
importance of studying the loss landscape.

e

z°
-

NS

27 29

Fig. 2.15: Disconnectivity graph for credit card data. Group 27_29 in red includes the
global minimum. Coloured edges indicate that for all minima in the speci c group,
these particular weights are conserved, i.e. have a standard deviatigrs which has
been set tos = 0:01 here.



2.4 Landscape-inspired interpretability methods 79

2.4.3 Conserved weights in ML-LLs are important. Healthcare

To outline the bene ts of the energy landscape approach towards interpretability
in healthcare, | also study the famous breast cancer recurrence prediction dataset
[156. In this dataset, 9 input variables, including age, tumour size, location and other
tumour-speci c features, serve as the input to predict cancer recurrence for 286 patients
with 85 positive cases of recurrence. Due to the data imbalance, it is reasonable to use
the AUC as the measure of model performance. A detailed description of the input
variables for the dataset is provided in Table 2.7.

Table 2.7: Breast cancer dataset variables.

Variable Type Description
Age int Age at diagnosis
Menopause bool pre- or post-menopause at diagnosis
Tumor size float greatest diameter in mm

: number of axillary lymph nodes
Inv-nodes int (0-39) that contain metastatic breast cancer
Node Caps bool has tumour invaded surrounding tissues
Malignancy int (1-3) degree of malignancy
Breast bool left or right
Breast quadrant int location in breast quadrant
Irradiation bool has radiation therapy been performed

| perform global exploration on the breast cancer loss landscape and obtain around
10° minima. Here, | consider a weight with standard deviation o& 0:001as conserved
within a group. A visual representation of this assignment is shown in Figure 2.16.
Each of the red lines in part (a) characterises a group of minima that has at least one
conserved weight. Part (b) shows how often each weight is conserved within any of
these groups. For example, the weight from input node 9 into hidden node W) is
conserved across 38 of the 85 groups that contain any conserved weights. Lastly, part
(c) highlights what | constructed as an average neural network, averaging the weights
for all minima across any of the 85 groups, with 269 in total. Line opacity corresponds
to the absolute weight value, and red and blue colours indicate positive and negative
weight values, respectively. From this analysis one can, for instance, see that while
the weight wyg is strongly conserved, it is not very large in magnitude. Interestingly,
similar instances of symmetry-breaking, also referred to as "pattern mismatching"
appear in [L83, where all nodes going into the output layer are positive for output
neuron 1 and negative for output neuron 2. There does not seem to be an explanation
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for this phenomenon yet and further study of this e ect is required in future work to
understand whether it is an artefact, or a fundamental pattern for neural networks.

Evaluating Conserved Weight Relevance: Healthcare

Quantifying the importance of the previously identi ed conserved weights on the
breast cancer dataset, which may be critical for accurate inference, can be done by a
substitution analysis as performed above for credit card and checkerboard. | conducted
various experiments where | perturbed the relevant weights and studied the e ect
on the AUC. | compare this change to perturbation of some other, randomly chosen
weights as a control. | tested various perturbation methods from sign changes to adding
Gaussian noise terms of varying standard deviations. The relative e ect of all these
methods is the same. Perturbing the conserved weights leads to an average decrease in
AUC by about 20%, whereas perturbing the same number of other, randomly chosen
weights, only decreases the AUC on average by abo.

This critical insight allows to con dently conclude that the conserved weights are
indeed critical to the classi cation decision. Since these weights are all taken from the
input-hidden weight matrix, it further follows that the connected inputs are the most
important ones. In the present case, this result means that the model considers the
features inv-nodes (number of axillary lymph nodes that contain metastatic breast
cancer), node caps (does tumour metastasise and invade surrounding tissue) and
irradiation (has radiation therapy been used), as the most important ones, and more
important than, for example, tumour location parameters.

2.4.4 Permutational invariance groups

In this section, | will highlight a few additional considerations to be made when building
on this initial work for energy landscape based interpretability in crucial applications
As discussed in chapter 1, the magnitude of individual weights must always be viewed
with caution due to permutational isomers. | want to remind the reader that for a
given neural network ofH hidden layers, withn, nodes in hidden layel, there exist at
least|Gj = Q|H=1 (ni!  2™) sets of weights that are invariant with respect to the model
prediction. This e ect must be considered when identifying conserved weights; for
example, a negative inverse could still be valid and conserveb|, Such symmetries
lead to minima characterised by weight matrices that are very distant in Euclidean
space, yet make exactly the same prediction for the same output. | account for this
e ect by identifying permutationally invariant sets of weights and only considering
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Fig. 2.16: LL for breast cancer dataset on a 3-node, single-layer NN. a) Branches in red
are basins with conserved weights. b) Aggregation of conserved weights, coloured by
number of basins across which weights are conserved. c) Average neural network of all
conserved weights, with opacity relating to the magnitude, and colour corresponding

to positive (blue) or negative (magenta) weight values.
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a single minimumm 2 G for eachG. Speci cally, proposed minima that have a loss
value within 10 ° of any previously identi ed minima are recursively rejected.

Larger architecture generalisations

One important aspect is the generalisation of the presented methodology for larger
networks. This extension includes both simple networks with signi cantly more input
nodes, as well as networks with more hidden layers or other more complex architectures.
| note that generalisation to either case is possible and discuss the implications of this
below. Here, | have focused on simple networks because they (1) perform well enough
in terms of AUC (test AUC > 0:9 for all examples) to highlight my arguments, and
(2) permit intuitive visualisation. The relevant insights from the presented method
concern weights in the input-hidden layer, which makes a generalisation to multiple
layers trivial. Furthermore, since the rst layer plays the predominant role in this
analysis, more input nodes can easily be treated without loss of generality. The weight
vector will simply be longer.

2.4.5 Energy landscape methods can interpret ML loss land-
scapes

Well-established methods from computational chemical physics can be employed to
enhance our understanding of machine learning decision making in critical applications.
In this section, | have shown how both concepts and associated tools from the study of
energy landscapes can be employed for ML-LLs to guide interpretability on synthetic,
nance, and healthcare applications. The loss landscape is a natural target of Ml
since it fully characterises model performance. By considering the structure of the loss
landscape and natural grouping of minima, it is possible to extract information about
how classi cation decisions are made inside the black-box model. Knowing which
features the model considers most important for classi cation is a crucial step towards
more complete MI.

| have shown that groups of minima share conserved weights and importantly, that
these weights are critical to model performance. Randomly permuting the conserved
weights strongly decreases model performance, much more so than permuting any other
random set of weightsS of equivalent cardinality j]Sj. Studying the applicability of
the presented method to larger and more complex architectures, and perhaps also to
di erent types of machine leaning models, will provide valuable insights, and is an
interesting direction for future work. For the breast cancer dataset, | have shown that
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the analysis correctly identi es features considered by experts as more indicative, such
as whether radiation therapy has been performed, or the level of tumour metastasis,
as the most important predictors for breast cancer recurrence. Identifying conserved
weights between sets of minima of the loss landscape is a promising method to highlight
features that dominate classi cation decisions by neural networks.

An exciting direction for future work in landscape-based Ml will be con rmation
of the results on larger networks and di erent datasets. | believe that extension
to larger networks follows without loss of generality, similar to previous studies in
MI as introduced above. Developing novel, application-speci ¢ methods to compute
weight conservation across minima could help to improve the identi cation of truly
conserved weights and reduce the false positive rate. Lastly, a better understanding of
symmetry-breaking in neural networks may provide a new avenue towards landscape-
guided mechanistic interpretability in complex and critical application areas such as
healthcare.






Chapter 3

Gaussian Process Loss Landscapes

Current research in loss landscapes focuses almost exclusively on supervised parametric
methods. Such landscapes usually exhibit rich and high-dimensional structures due to
the vast number of parameters. Loss landscapes of non-parametric methods, such as
GPs, are inherently simpler, due to a substantially lower number of parameters. In
GPs, loss landscapes are a graph encoding of the loss function, usually the negative
log marginal likelihood (NLML). Since GPs are a non-parametric method, the training
phase does not include learning a set of model parameters, in contrast to neural net-
works. Rather, the solution space of the loss function and hence its arguments, is the
set of hyperparameters 2  that characterise the kernel. The smoothness parameter

in Matern kernels is an example of such a hyperparameter, yet it is usually xed
before training for computational reasons, which are explained below. However, this
restriction is unnecessary and | will additionally examine the e ect of including in the
hyperparameter space . In a GP loss landscape, the global minimum represents the
set of kernel hyperparameters that provide the most accurate solution given training
data. Understanding the solution space for a GP therefore provides an understanding
of robustness and inference accuracy of the underlying GP model.

Prior beliefs about the latent function to shape inductive biases can be incorpo-
rated into a Gaussian process via the kernel. However, beyond kernel choices, the
decision-making process of GP models remains poorly understood. In this chapter, |
provide an analysis of the loss landscape for GP models using an energy landscapes
approach. | demonstrate continuity of the smoothness hyperparameterfor Matérn
kernels and outline aspects of catastrophe theory at critical points in the loss landscape.
By directly including in the hyperparameter optimisation for Matérn kernels, | nd

that typical values of are far from optimal in terms of performance, yet prevail in
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the literature due to the increased computational speed. | also provide anpriori
method for evaluating the e ect of GP ensembles and discuss various voting approaches
based on physical properties of the loss landscape. The utility of these approaches is
demonstrated for various synthetic and real world datasets. The ndings provide an
enhanced understanding of the decision-making process behind GPs and o er practical
guidance for improving their performance and interpretability in a range of applications.

3.1 Introduction

Gaussian processes are a well-known class of nonparametric, supervised learning models
that introduce a Bayesian framework to machine learning. The Bayesian framework
allows the construction of a con dence measure around predictions, and therefore GPs
overcome one of the most prominent limitations of other, non-Bayesian methods, hamely
uncertainty quanti cation. While uncertainty quanti cation provides an important

step towards model reliability, the more fundamental issue of interpretability remains
unsolved, and a signi cant barrier to the widespread adoption of GPs in critical and
sensitive applications.

Gaussian processes allow the incorporation of inductive biases via the covariance
kernel. The choice of kernel, together with the mean function, is the critical design
choice when constructing a GP. However, the number of kernels being used in practice is
surprisingly small. Driven partly by their availability in standard GP Python packages,
but more so by convention, there are perhaps a handful of di erent kernels that are
commonly used. | aim to explore alternative kernels and provide insights into the
bene ts and disadvantages of using non-standard choices. In particular, | study the
Matérn kernel, a general formulation that encompasses most other popular kernels by
variation of its smoothness parameter. Unlike parametric methods, the parameters
in GPs are the function itself 9] and only a selected few hyperparameters specifying
the kernel need to be learned. Previous work has considered loss landscapes in the
context of Bayesian optimisation. However, | believe that the present contribution is
the rst account of a detailed study of GP loss landscapes.

3.2 Related work

GP interpretability: The interpretation of machine learning models is one of the
most active elds of research today183. In GPs speci cally, various approaches have
been studied to interpret inference beyond kernel choices. Previous approaches include
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kernel decomposition methods and local explanations to mirror linear models8g 187,
while others employ sensitivity analysis, a more classical approach used across various
machine learning methods18§. Yet, to the best of my knowledge, no methods exist
that consider the loss landscape or use well-established methods from physics towards
GP interpretability.

GP ensemble methods: GP ensembles have been used in online learning applications
[189, usually with Bayesian ensemble weightd 90, and as GP experts with di erent
kernel functions [L91. However, widespread adoption of GP ensembles is impeded by
high computational costs and the relatively minor improvements in terms of inference
accuracy that often result. Approaches to improve the computational feasibility include
distributed [197, federated, or modular sparse GP493 194. In contrast to neural
network ensembles, none of the above methods consider features of the loss landscapes
to determine whether the substantial cost of using ensembles is justi ed(7. Hence,

a method to determine ensemble performaneepriori is highly desirable.

3.3 Contribution and organisation

In this chapter, | employ an energy landscapes perspective to improve the understanding
and interpretability of GPs. | provide an in-depth quantitative and visual view on loss
landscapes of the negative log marginal likelihood function for GPs. My interest lies in
the analysis of hyperparameter space topology for various standard GP problems and
its direct applications towards improving the usability of GPs. In summary, |

Outline how methods and knowledge from the physical sciences can be employed
in interpretability for Bayesian machine learning.

Describe the use of geometric and physical features of the loss landscapes to
increase GP ensemble performance and reduce computation time.

Provide novel insights into non-standard kernels by directly including in the
optimisation and explore the evolving hyperparameter optimisation problem.

3.4 Out of distribution generalisation for GPs

| begin by considering the Schwefel function, d dimensional function de ned by

xd q—
f(x) =418:9829 Xj sin - jXij: (3.1)

i=1
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