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Abstract 

The worldôs tropical forests are vulnerable, facing threats of deforestation and 

anthropogenic disturbances, but they are also the site of enormous potential for forest growth. 

While these changes in tropical forest frontiers are widely agreed to have major implications for 

global carbon fluxes and biodiversity, it is difficult to quantify their impact using traditional 

optical and radar remote sensing. As a result, there is wide scientific uncertainty about the scale 

and trajectory of tropical forest loss and gain, and forest degradation is rarely incorporated into 

international conservation commitments or land use change reporting. 

The Global Ecosystem Dynamics Investigation (GEDI), a spaceborne lidar sensor, offers 

the opportunity to measure forest structure and carbon stocks at global scale, and is sensitive 

enough to capture subtle forest variation even under dense tropical canopies. However, it is 

computationally challenging to use GEDI directly to measure change, because of the 

instrumentôs sparse sampling pattern, geolocation uncertainty, and unwieldy data size ï billions 

of measurements comprising hundreds of terabytes of raw data. Indeed, early publications raised 

explicit doubts that GEDI would be suitable for studying forest disturbance. 

In this PhD, I develop advanced computational techniques to overcome the limitations of 

GEDI and make use of these techniques to answer ecological questions about the impact of 

regrowth and disturbance in tropical forests. In doing so, I argue that GEDI can be used to 

monitor tropical forest changes ï sometimes, in unexpected ways that exceed the limitations 

assumed by prior research. This finding has important implications for our scientific 

understanding of carbon fluxes and biodiversity impacts in disturbed tropical forests, for research 

priorities in distributed geospatial computing to support future spaceborne lidar missions, and for 

international policy goals.  
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1 Introduction  

The global forest carbon sink, 70% of which lies in tropical forests, has negated about 

half of human fossil fuel emissions from 1990-2019 and remained relatively stable over those 

three decades (Pan et al., 2024). However, this net stability conceals dramatic changes taking 

place, driven by countervailing forces of human-induced forest disturbance and regrowth. On the 

one side, tropical forest regrowth increases forest area and has vast potential to counter future 

emissions (Bongers et al., 2015; Cook-Patton et al., 2020; Heinrich et al., 2023); on the other, 

deforestation and intensifying disturbances have been steadily decreasing the carbon sink in 

intact tropical forest (Baccini et al., 2017; Gatti et al., 2021; Pan et al., 2024). Not only do these 

trends affect the future balance of global carbon, but they also have major implications for 

biodiversity (Barlow et al., 2016; Gibson et al., 2011; Laurance et al., 2012), with tropical forests 

home to more than two thirds of the worldôs organisms (Raven, 2011). 

Quantifying ï and incentivizing ï human activity to foster recovery and reduce 

deforestation and degradation in tropical forests is thus of utmost importance for making 

progress towards goals of net zero carbon emissions and biodiversity conservation (Pºrtner et al., 

2022). However, it is difficult to measure the changes occurring at frontiers of forest disturbance 

and regrowth because they are highly dynamic, not well-represented in field data sets skewed 

towards undisturbed forest, and difficult to parse in optical satellite imagery. Large uncertainties 

and discrepancies remain about forest recovery rates and disturbance carbon losses (Pearson et 

al., 2017). These measurement difficulties, in turn, lead to ineffective regulation at the national 

level and difficulty accurately accounting or even including these changes in international policy 

agreements (Neeff et al., 2024; Pillay et al., 2024). 

The Global Ecosystem Dynamics Investigation (GEDI), a new spaceborne lidar sensor, 

offers the opportunity to measure forest canopy structure, biomass, and carbon stock at global 

scale (Dubayah et al., 2022a). However, measuring change with GEDI ï key to understanding 

forest loss and growth ï is not practicable for researchers using existing geospatial data systems. 

GEDI is not well-suited to change measurement because it is only available since 2019, takes 

sparse point samples rather than having complete ówall-to-wallô coverage, and has no guaranteed 

regularity to its measurements for any specific point on Earth. Its measurements have 

geolocation error and do not align well with those produced by existing optical and radar 
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satellites, and geostatistical techniques to overcome these data fusion issues can be 

computationally prohibitive at scale. Yet, ñat scaleò is precisely where the analysis must take 

place, because GEDI produces billions of measurements every year, published as hundreds of 

terabytes of tabular, spatially disorganized data. Collectively, these problems demand novel 

computational solutions. 

This PhD develops open-source computational techniques to overcome the limitations of 

GEDI and makes use of these techniques to answer ecological and policy-relevant questions 

about disturbance and recovery in tropical forests. In doing so, I argue that GEDI can be used to 

monitor tropical forest changes ï sometimes, in unexpected ways that exceed the limitations 

assumed by prior research. This finding has important implications for our scientific 

understanding of carbon fluxes and biodiversity in disturbed tropical forests, for research 

priorities in geospatial computing to support future spaceborne lidar missions, and for 

international policy goals. 

1.1 Summary 

This interdisciplinary thesis is organized as follows. Chapter 2 establishes a shared 

background for readers from computer and plant sciences and highlights the gaps in prior work 

in both fields that this thesis addresses. First, I give an overview of the history of remote sensing 

of tropical forest ecosystem structure and carbon stocks, including the relevant policy landscape 

and an introduction to the GEDI sensor. Second, I highlight the major developments and 

limitations in remote measurement of forest regrowth and disturbance and lay out a critique of 

current methods. Third, I describe the advances in data systems that enable remote sensing 

advances and explain properties of the GEDI sensor that have exposed limitations in the state-of-

the-art. In Chapter 3, I describe the GEDI Toolbox, an open-source software package that 

enables the large-scale geospatial data analyses on which later chapters rely. Chapter 4 

demonstrates the use of the GEDI Toolbox, combined with optically derived maps of forest 

change, to assess regrowth rates in ecologically relevant areas of the Amazon over the last two 

decades. Chapter 5 proposes a novel method for quantifying the impacts of forest disturbance 

on forest structure and carbon stocks using a large sample of near-coincident GEDI footprints, 

also relying on the GEDI Toolbox. It rigorously demonstrates that, despite concerns raised in 

prior work, GEDI can be used to measure population-level changes caused by forest disturbance. 

Chapter 6 applies this method across the tropics to generate estimates of gross carbon losses 
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from forest disturbance, as well as assessing the changes in forest structural complexity that 

accompany different drivers of disturbance. Chapter 7 concludes by placing this dissertation 

into a broader context, including its implications for international policy, space-based forest 

remote sensing, and distributed geospatial computing. 

1.2 Publications 

To facilitate publication of the thesis, Chapters 4-6 were written as manuscripts for peer-

reviewed publication. These chapters use the pronoun ñweò rather than ñI,ò with the 

contributions of all authors described at the end of each chapter. At the time of submission, 

Chapters 4 and 5 have been published, while Chapter 6 is in preparation: 

 

Holcomb, A., Mathis, S.V., Coomes, D.A., Keshav, S., 2023. Computational tools for assessing 

forest recovery with GEDI shots and forest change maps. Science of Remote Sensing 8, 

100106. https://doi.org/10.1016/j.srs.2023.100106 

Holcomb, A., Burns, P., Keshav, S., Coomes, D.A., 2024. Repeat GEDI footprints measure the 

effects of tropical forest disturbances. Remote Sensing of Environment 308, 114174. 

https://doi.org/10.1016/j.rse.2024.114174 

Holcomb, A., Bourgoin, C., Heinrich, V., Coomes, D.A., Keshav, S., in preparation. A 

pantropical assessment of the impacts of forest degradation. 

 

Chapters 2 and 7 are partly embedded within or drawn from collaborative work: 

 

Allison, H., Kapos, V., Holcomb, A., 2023. ñA discussion paper on the definition of forest 

degradation prepared for FAO.ò FAO Report. 10.13140/rg.2.2.21961.56169ÿ 

Heinrich, V.,* Holcomb, A.,* Besnard, S., Wheeler, C., Bourgoin, C., Requena Suarez, D., 

Cook-Patton, S., Chazdon, R., Gibbs, D., Souza Mendes, F., McNicol, I., Silva Junior, C., 

Aragao, L., Herold, M. Submitted.  A multi-data synthesis of carbon losses and gains 

from tropical moist forest degradation and regeneration.  

 
ÿ I am the author of Section 4, ñMeasurement and methodologies for monitoring forest degradation.ò 

* Joint first authors 

 

https://doi.org/10.1016/j.srs.2023.100106
https://doi.org/10.1016/j.rse.2024.114174
http://dx.doi.org/10.13140/RG.2.2.21961.56169
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Ferris, P., Dales, M., Jaffer, S., Holcomb, A., Scott, E.T., Swinfield, T., Eyres, A., Balmford, A., 

Coomes, D., Keshav, S., Madhavapeddy, A., 2024. Planetary computing for data-driven 

environmental policy-making. Arxiv[CS]. arxiv.org/abs/2303.04501 

 

Finally, over the course of my PhD, I have had the opportunity to pursue other peer-

reviewed publications broadly within the scope of computer science and forest measurement, 

though this research is not directly incorporated into the thesis: 

 

Wheeler, C., Begliomini, F., Holcomb, A., Keshav, S., Madhavapeddy, A., Coomes, D., In 

review. The path to robust evaluation of carbon credits generated by forest restoration and 

REDD+ projects. 

Feng, Z., Xie, M., Holcomb, A., and Keshav, S., 2024. An app for tree trunk diameter estimation 

from coarse optical depth maps. Ecological Informatics 82(10):102774. 

10.1016/j.ecoinf.2024.102774 

Ghasemitaheri, S., Holcomb, A., Golab, L., and Keshav, S. On the Data Quality of Remotely 

Sensed Forest Maps, Proc. VLDB Workshops, April 2023. https://ceur-ws.org/Vol-

3462/QDB3.pdf . 

Holcomb, A., Tong, L., Keshav, S., 2023. Robust Single-Image Tree Diameter Estimation with 

Mobile Phones. Remote Sensing 15, 772. 10.3390/rs15030772 

https://arxiv.org/abs/2303.04501
https://doi.org/10.1016/j.ecoinf.2024.102774
https://ceur-ws.org/Vol-3462/QDB3.pdf
https://ceur-ws.org/Vol-3462/QDB3.pdf
https://doi.org/10.3390/rs15030772
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2 Background 

Deforestation, or the near-complete loss of forest cover, has long been possible to detect 

and measure from satellite imagery and field surveys (Braun and Siegl, 1990). Its impacts are 

incorporated into longstanding international policy frameworks, including prominently the global 

Forest Resources Assessment (FRA) under the UN Food and Agriculture Organization (FAO) 

and early iterations of the Reducing Emissions from Deforestation in Developing countries 

(REDD) program under the United Nations Framework Convention on Climate Change 

(UNFCCC). More recently, international attention has also turned to degradation (also called 

disturbance)2, loosely defined by persistent losses in forest structure, carbon stock, or function in 

areas that nevertheless remain forested. Disturbances may be linked to anthropogenic drivers 

(selective logging, fuelwood collection, burning practices, etc.) or ñnaturalò ones (windthrow, 

wildfires, drought, etc.). Over large regions, disturbance can have a greater impact than 

deforestation in terms of both carbon and biodiversity losses (Barlow et al., 2016; Qin et al., 

2021), but it is much more difficult than deforestation to detect and measure (Gao et al., 2020; 

Pearson et al., 2017). Following both degradation and deforestation is the potential for regrowth, 

with the trajectory of recovery governed by local environmental conditions, subsequent land use 

and disturbance regime, and the cause and intensity of the original loss, among other factors 

(Cook-Patton et al., 2020; Poorter et al., 2021). Tropical secondary3 forests have been estimated 

to counterbalance 65% of emissions from tropical deforestation (Pan et al., 2024), and they have 

the potential to help counteract global climate change, with a carbon sequestration rate up to 20 

times that found in old growth tropical forests (Bongers et al., 2015). The impacts of degradation 

and regrowth are often underestimated or missing from national reporting (Bongers et al., 2015; 

Goetz et al., 2015), but with recent international policy goals to halt deforestation, reforest large 

portions of the worldôs land, and shift practices towards selective logging and less intensive 

 
2 There are ongoing efforts to formalize a definition of degradation. Throughout the text I prefer the term 

ñdisturbanceò, especially when referring to an event (or events), rather than long-term forest state, and when the 

cause of the event is unclear. In the scientific literature, a distinction is sometimes made between ñdegradationò ï of 

specifically anthropogenic origin ï and ñdisturbance,ò but the proximate cause can be difficult to disentangle and 

humans are often implicated even if indirectly (Aquino et al., 2022). In a policy context, ñdegradationò is used 

almost exclusively; for this reason, I do sometimes use the term, especially when speaking to that audience. 

3 Regrowing forest following deforestation specifically is referred to secondary forest ï in contrast to old growth, or 

primary forests. 
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disturbance activities (Convention on Biological Diversity, 2022; EUDR, 2023), better 

monitoring capabilities are needed. 

2.1 Remote sensing of forest biomass, carbon stock, and structure 

 Forest carbon is directly related to biomass, or the total dry mass of plant material 

contained in the forest; tropical tree carbon stocks are estimated at 0.47 times their biomass 

(Martin and Thomas, 2011). Aboveground biomass itself is not measured directly in forest 

inventory plots but estimated from more easily measurable variables related to stem volume ï

tree height and trunk diameter ï which are then related by per-species or per-biome allometric 

equations to biomass. Allometric equations are typically calibrated on biomass measurements 

taken from destructively sampled (cut) trees. Due to the high cost and ecosystem impact of 

collecting these samples, merchantable timber species and young trees tend to be 

overrepresented in calibration, while old trees and protected species are underrepresented (Jucker 

et al., 2022).   

More recently, terrestrial and airborne laser scanning (TLS/ALS) have improved our 

ability to measure biomass by offering a fuller picture of aboveground tree volume, including 

individual branches and leaf area (Disney, 2019; Longo et al., 2016). Combined with estimates 

of wood density, these lidar tools can provide accurate biomass estimates without destructive 

sampling (Disney et al., 2018). Moreover, they can cover ground more quickly than field 

measurement teams: ALS can cover regions of ~200 km2 a day from a mid-altitude (~2 km) 

plane, and lighter scanning equipment can now be mounted on drones. That said, the cost of ALS 

and TLS is still often prohibitive, and substantial technical expertise and postprocessing time is 

required to collect and interpret forest scans (Wilkes et al., 2017). As a result, the distribution of 

ALS and TLS datasets is highly unequal across countries; the Brazilian Amazon has much more 

data than other tropical regions, for example (Heinrich and Holcomb et al, in prep. Duncanson et 

al., 2022). Despite these limitations, manual, TLS, and/or ALS biomass measurement ultimately 

form the basis of all space-based biomass estimates because they are the sole source of high-

quality calibration data. 

Not all components of forest biomass can be readily observed using these methods. For 

example, the below-ground biomass held in roots is rarely measured directly, but rather is 

estimated as a fraction of the biomass aboveground (Penman et al., 2003). There is also biomass 

and carbon held in non-tree vegetation, standing dead trees, leaf litter, and soil, all of which 
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should be accounted when assessing the entire forest carbon pool (Penman et al., 2003). Most 

research that does not focus on total carbon pools but rather on short-term changes in carbon 

stock due to tree loss and young tree growth makes use of the Aboveground Biomass Density 

(AGBD) metric. AGBD refers to the density of aboveground (non-root, soil, or leaf litter) 

biomass held in trees (diameter > 5-10 cm) over a plot of forest, measured in Mg/ha. For 

reference, tropical ABGD values are often well over 300 Mg/ha; these are some of the most 

biomass-dense forests in the world. 

In addition to biomass, there are several other important metrics used to characterize 

forest ecology, density, and health. Canopy height refers to the (typically 98th percentile) height  

of the canopy over a small plot area; ñforestedò areas are often defined as having canopy height 

over 5 m (FAO, 2001). Tropical forests of Borneo reach over 90 m, and some individual trees in 

the Amazon have been recorded at nearly that height (Gorgens et al., 2019; Jackson et al., 2024). 

Plant area index (PAI) is, loosely speaking, a measure of forest density; it is defined as the 

surface area of plant matter (m2) per unit of ground area (m2). Related values include plant area 

density, an extension of PAI to three dimensions, and leaf area index, which includes only 

photosynthetically active area (i.e. leaves). These indicators are linked to numerous ecological 

characteristics of a forest, because leaf and plant surfaces are the sites of radiation absorption and 

gas exchange; their inverse also defines the canopy gaps through which light and water can 

penetrate (Vincent et al., 2017). Finally, structural complexity seeks to capture the three-

dimensional distribution of plants within space (Coverdale and Davies, 2023); it is linked to 

biodiversity of both plant and animal species because it is a marker of heterogeneous 

environments that can support a diversity of ecological niches (Coverdale and Davies, 2023; 

Hakkenberg et al., 2023; MacArthur and MacArthur, 1961).  

Broadly speaking, there are two major types of spaceborne instruments used to estimate 

biomass and other forest characteristics from space (Table 2-1). The older of the two is the 

passive optical satellite, powerful cameras that collect images of the earth by measuring reflected 

sunlight with wavelength bands within a given spectral range. The presence and density of 

vegetation is estimated from these measurements using a vegetation index, a metric that exploits 

properties of the reflectance of photosynthesizing cells to quantify vegetation (or, more 

intuitively, an index of the ñgreennessò of a pixel). Specifically, since photons in the near 

infrared range are not powerful enough to fuel photosynthesis, leaves do not contain pigments to 
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absorb light at this wavelength. These bands can then be used to normalize the optical signal 

from photosynthetically active wavelengths, correcting for atmospheric effects, solar angle, and 

other distortions (Zeng et al., 2022). Perhaps the most popular vegetation index is the 

Normalized Difference Vegetation Index (NDVI), which often correlates well with biomass, 

plant area index, and canopy height (Pettorelli et al., 2005). However, the NDVI saturates at low 

biomass; even adjusted versions such as the Enhanced Vegetation Index (Huete et al., 2002) are 

substantially affected by seasonal changes in leaf greenness (Tang and Dubayah, 2017) and are 

vulnerable to spectral confusion in which the greenness of dense early successional vegetation 

can resemble much older forest (Carreiras et al., 2017; Nunes et al., 2020). More fundamentally, 

passive optical sensors do not penetrate a dense forest canopy and so cannot measure height or 

forest structure and plant area directly (Zheng and Moskal, 2009). 

The second type of instrument uses active sensing, meaning that it emits electromagnetic 

waves and measures their return signal from objects on the earthôs surface. Active sensors are 

subdivided according to the electromagnetic radiation they emit. Synthetic Aperture Radar 

(SAR) uses radio waves with wavelengths in the centimeter range. The wavelength of the 

emitted radiation determines the extent of its penetration through surface objects, with existing 

SAR instruments used for forest biomass estimation operating in the C-band and L-band 

wavelengths and upcoming missions in the P-band to offer greater canopy penetration (Le Toan 

et al., 2024). C-band interacts with only the upper portion of the canopy in dense forests and so is 

not suitable for estimating biomass alone (Li et al., 2020), while L-band radar can be used to 

provide high-resolution (10 m annual) biomass estimates in low-biomass forests but saturates at 

biomass densities above 150 Mg/ha (McNicol et al., 2018). Radio waves in the L-band frequency 

also effectively measure the moisture content in vegetation, meaning that they can be affected by 

drought conditions as well as diurnal cycles in water uptake.  
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Table 2-1: Selected earth observation instruments used for forest measurement, ordered by start of data collection 

Name Type Wavelength Years Spatial 

Resolution 

Comments 

Landsat Passive 

optical 

N/A 1973-present 

(various 

missions) 

30 m x 30 m Long-running, 

but early 

missions have 

low-quality data 

MODIS Passive 

optical 

N/A 2000-present 500 m x 500 m Multispectral; 

better cloud-free 

coverage than 

Landsat 

ICESat 

(GLAS) 

Photon-

counting laser 

532 nm & 

1064 nm 

2003-2009; 

2018-present 

(two missions) 

~95 m x 52 m 

elliptical 

footprint; 

swathe 

coverage 

Designed to 

measure snow & 

ice; 532 nm 

absorbed by 

canopy; saturates 

at high biomass 

(Duncanson et 

al., 2020; Silva et 

al., 2021) 

ALOS-

PALSAR 

Synthetic 

aperture radar 

L-band 

(23.62 cm) 

2006-2011; 

2014-present 

(two missions) 

Hi-res: 20 m; 

Med-res: 500 m 

Measures 

vegetation by 

moisture content; 

saturates at high 

biomass 

(McNicol et al., 

2018; Ryan et al., 

2012) 

SMOS  

L-VOD 

Synthetic 

aperture radar 

L-band 

(21 cm) 

2009-present 0.25Ü (~25 km 

x 25 km in 

tropics) 

Measures 

vegetation by 

moisture content; 

coarse resolution 

Sentinel-1 Synthetic 

aperture radar 

C-band 

(5.5 cm) 

2014-present Various,  

~10 m 

Mainly interacts 

with upper 

canopy (Li et al., 

2020) 

Sentinel-2 Passive 

optical 

N/A 2015-present 60 m x 60 m Multispectral; 13 

bands 

GEDI Laser 1064 nm 2019-2023; 

2024-present 

25 m diameter 

footprints 

See Sect 2.1.1 

BIOMASS Synthetic 

aperture radar 

P-band 

(~70 cm) 

Launched April 

2025 

200 m Minimal 

interference from 

leaves and their 

moisture content 
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Another active sensing satellite, ICESat, uses lidar: light waves with wavelengths in the 

nanometer range. As the name suggests, ICESat was designed to measure snow and ice. The 

green 532 nm photons that the current ICESat-2 mission emits are absorbed by the forest canopy 

(Silva et al., 2021), so it is of limited use for measuring forest biomass or disturbance. The first 

ICESat mission, which ended in 2009, also included an infrared (1064 nm) pulse, but it collected 

relatively sparse observations (Dubayah et al., 2020). Nonetheless, seminal wall-to-wall maps for 

tropical forest biomass were developed based on the ICESat lidar sensor (GLAS) and MODIS 

passive optical imagery (Baccini et al., 2012; Saatchi et al., 2011). Unfortunately, these maps are 

at relatively coarse resolution (500 m and 1 km, respectively), are difficult to reliably update past 

the end of the ICESat-1 mission, and have significant inconsistencies (Mitchard et al., 2013); 

they are no longer considered the best available biomass maps in these regions. 

2.1.1 Next-generation global biomass data: GEDI and modern wall-to-wall maps 

In 2018 the North American Space Agency (NASA) launched the Global Ecosystem 

Dynamics Investigation (GEDI), a lidar altimeter mounted on the International Space Station 

(ISS), to survey vegetation structure and biomass at a global scale (Dubayah et al., 2020). The 

GEDI sensor uses a 1064 nm wavelength specifically designed to penetrate dense forest 

canopies, with low peaks in the return waveform capturing the ground elevation and higher 

peaks representing the interior vegetation and canopy. In addition to canopy height, PAI, and 

other metrics derived from the waveform using first principles, the GEDI team also produces two 

modeled outputs: biomass and structural complexity. These two variables are estimated using 

linear and non-linear models parameterized by the waveform that were calibrated on a large 

database of coincident field, ALS, and simulated GEDI data.  

GEDI has already transformed the state-of-the-art in global biomass mapping. One of the 

core mission outputs is a wall-to-wall map of biomass at 1 km resolution across GEDIôs 

coverage range between ±51.6º latitude (Dubayah et al., 2023b). This map uses hybrid inference 

to propagate sensor and model uncertainty, producing a biomass and uncertainty estimate for 

every 1 km grid cell that contains at least two independent orbits of the GEDI sensor (Patterson 

et al., 2019). It uses all the available GEDI data from 2019-2023 to achieve this coverage and 

thus provides a ñsnapshotò of forest biomass but is not suitable for change measurement. 

Comparison against National Forest Inventories (NFIs) have found that despite some 

inconsistencies in areas where GEDI has limited calibration data, the GEDI-based biomass map 
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often performs better than NFI data (Bullock et al., 2023). At the same time, the European Space 

Agencyôs Climate Change Initiative (ESA-CCI) has used GEDI data to refine and calibrate its 

own biomass product at 100 m resolution, which makes use of C-band and L-band SAR and 

explicitly adjusts for variation in air and vegetation moisture content (Santoro and Cartus, 2024). 

Some researchers find that this map tends to underestimate biomass in dense tropical forests and 

overestimate low-biomass regions, and have used local data to recalibrate the existing map in 

specific areas (Csillik et al., 2022). Initially, the ESA-CCI biomass map was only released for 

2010, 2017, and 2018 and comparisons between years were discouraged (Santoro and Cartus, 

2021), but substantial efforts from the ESA team have extended its temporal coverage to include 

each year from 2015-2021, and in 2024 an explicit change product was released at 1 km 

resolution (Santoro and Cartus, 2024). Finally, there are harmonization efforts between the ESA-

CCI, GEDI, and ICESat teams to produce a consistent ñsnapshotò biomass map with global 

coverage (Silva et al., 2021). A joint effort rigorously evaluated these biomass maps against 

NFIs and found that they are of sufficient quality to recommend for incorporation into the 

UNFCCC global stocktake (Hunka et al., 2023). 

There are also several private initiatives to develop annual global biomass maps usable 

for change measurement, driven by high capital investments in the voluntary carbon market. 

Companies such as Planet claim to have produced annual biomass maps at scales as fine as 3 m 

resolution by training AI models on ultra-high resolution optical imagery and lidar (ALS and 

GEDI) data (Planet Labs, 2025). These maps are not publicly available nor peer reviewed, so it is 

difficult to assess the accuracy of these claims. However, the 3 m resolution advertised should 

raise concerns given that AGBD cannot be measured at this resolution in the field (Duncanson et 

al., 2025).   

As described in this section, the current state of global biomass mapping has advanced 

greatly but still leaves us without an accurate, high-resolution (< 1 km), publicly available, 

annual biomass map that would be suitable for measuring small changes over time in dense 

tropical forests. Moreover, data to measure changes in structural properties of forests, beyond 

their height and carbon content, is largely unavailable. We turn now to approaches for detecting 

and quantifying forest change in the face of these limitations. 
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2.2 Detecting and quantifying forest changes including regrowth and disturbance 

 Ideally, one can simultaneously detect and measure forest changes by estimating net 

biomass difference from year to year, either from a statistically representative sample of 

repeatedly measured plots (repeat census) or at each pixel location in a wall-to-wall map. This is 

known as a stock change approach, and it is the gold standard of NFI data and has been used 

successfully with L-band SAR in low-biomass woodlands below the sensorôs saturation point 

(McNicol et al., 2018). However, as described above, satellite data cannot yet support this 

method in high-biomass dense tropical forests; nor do many countries maintain high-quality 

repeat census field plot networks. Moreover, NFI sample design and field protocols tend to 

systematically underestimate the impacts of degradation and young forest regeneration even 

when they do include repeat measurements (Ahrends et al., 2021; Wheeler et al., 2021). This is 

because plots randomly sampled across a region are likely to miss sparse and spatially 

heterogeneous disturbance patterns; marking trees for remeasurement may inadvertently affect 

human behavior in those areas; and NFI protocols often omit altogether young trees under a 

certain diameter or highly degraded and recently deforested regions (Cueva, 2015; Wheeler et 

al., 2021). There have been some attempts to perform remotely sensed stock-change estimates 

using low-resolution annual biomass maps (up to 625 km2 pixels) combined with high resolution 

information about the location of forest changes (Baccini et al., 2017; Qin et al., 2021). 

However, serious concerns have been raised about compounding uncertainties under this 

approach, particularly for the attribution of disturbance-related losses (Hansen et al., 2019). 

Where a stock-change assessment is not feasible, it is recommended to instead use a gain-loss 

approach, in which the total area of loss and growth activity are estimated separately, and 

emissions and removals factors, respectively, are applied based on the area and type of activity 

observed (Penman et al., 2003). 

2.2.1 Detecting change: activity data 

 Deforestation activity has long been visible from satellite optical imagery (Braun and 

Siegl, 1990), with the Global Forest Watch dataset from Hansen et al (2013) now a standard 

choice for a global 30 m resolution classification of forested, non-forested, deforested, and 

reforested areas. However, the Hansen dataset is designed to identify near-complete tree cover 

loss, detecting only around 20% of low-intensity disturbance as measured by ground surveys and 

radar remote sensing (Ahrends et al., 2021; McNicol et al., 2018). More recent advances in 
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remote sensing and data processing map forest disturbances at fine spatiotemporal resolution. 

SAR data has the advantage of penetrating clouds and thereby allowing continual disturbance 

monitoring even in areas with semi-permanent cloud cover; this has proven to be a crucial 

innovation in the wet tropics where canopy gaps following selective logging and other activities 

may close within weeks (Bullock et al., 2022). Sentinel-1 C-band SAR has been particularly 

transformative, because it is openly available, high resolution (10 m), and frequently remeasured 

(6 - 12 day return rates) (Aquino et al., 2022; Bouvet et al., 2018; Reiche et al., 2018). The well-

established RADD product uses Sentinel-1 to offer near-real time disturbance detection in 

tropical forests (Reiche et al., 2021), and Sentinel-1 products can be combined with optical 

sensors to improve timeliness of disturbance detection (Bullock et al., 2022; Reiche et al., 2024). 

The Joint Research Commission of the European Union have made use of the full Landsat 

catalogue to develop 30 m resolution maps (ñJRC-TMF mapsò) that classify changes in tropical 

moist forests annually from 1990 onward (Vancutsem et al., 2021). Unlike the Hansen data, the 

JRC-TMF maps can detect disturbances as small as ñthe opening of a narrow 10 m wide logging 

roadò; unlike the RADD product, the JRC-TMF maps do not stop tracking a pixel after it is 

initially disturbed or deforested but rather continue to follow it through a progression to eventual 

deforestation, land use conversion, or recovery.  

 However, the impact of these detected changes ï in terms of intensity, carbon stock gain 

and loss, or forest structural change, is not well-quantified (Coutiño et al., 2022; Gao et al., 

2020). Indeed, the validation of the RADD and JRC-TMF maps relies on visual interpretation of 

high-resolution imagery, not field campaigns or active sensing instruments that could directly 

measure changes in forest structure or biomass. As a result, except in the case of full 

deforestation, remotely sensed activity data are poorly linked to on-the-ground impact.  

2.2.2 Quantifying change: emissions and removals factors 

To quantify forest loss and gain, changes must be measured relative to a baseline. This can either 

be done temporally, by measuring a forest in a single location at multiple time points, or 

spatially, by comparing forests in different locations that represent different forest stages (Figure 

2-1). Tropical forest recovery is a long process, with secondary forest taking at least 50-80 years 

to approach the biomass and structure of an old growth rainforest (Poorter et al., 2021), and 

considerably longer to recover its seed bank and floristic composition (Brearley et al., 2004; 

Martin et al., 2013). There are few large-scale field studies that can follow succession with 
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repeated measurements over this timescale. Most instead use space-for-time substitution (SFT, 

also known as a chronosequence), measuring many different forests at different ages and 

modelling biomass, height, or structure as a function of forest age to understand the recovery 

trajectory (Pickett, 1989). For example, Poorter et al (2016) use this technique to study forest 

recovery in 45 sites (~1500 plots) across a range of environmental gradients in the neotropics, 

assessing to what extent forest recovery rates are driven by site conditions including water 

deficit, soil health, and prior land use. Other studies assume linear biomass accumulation over 

the first 20 years of growth (Cook-Patton et al., 2020). Established regional recovery rate 

estimates published by the IPCC (Tier 1 removals factors) are mainly drawn from 

Figure 2-1: To measure change using a temporal baseline, a single plot is measured at 

multiple points in time (T1, T2, T3); change is measured as the difference between one 

time point and another. To measure change using a spatial baseline, multiple plots (A, B, 

and C) are all measured at the same point in time; ñchangeò is measured as the difference 

between one plot and another. For a spatial baseline, additional knowledge is required to 

identify other plot locations that are likely to be representative of the prior or later state of 

the plot of interest. 
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chronosequence-based field studies (Aalde et al., 2006; Domke et al., 2019; Requena Suarez et 

al., 2019). 

High-quality repeat field data before and after degradation is also rare, partly because 

expensive field plots are unlikely to be set up in areas where loss is imminent. Early longitudinal 

field studies outside of plantations focused on forest edges ï areas neighboring deforestation that 

were not themselves deforested ï finding that these forests experienced ongoing biomass losses 

that are a significant source of greenhouse gas emissions beyond the original deforestation event 

(Laurance et al., 1997). More recently, repeat ALS surveys have been designed to capture 

degraded landscapes, but these are largely limited to data-rich areas of the Brazilian Amazon and 

Sabah, Malaysia (Csillik et al., 2024; Jackson et al., 2024; Longo et al., 2016). Other field studies 

use spatial approaches, measuring degraded areas and comparing them to nearby old-growth 

forest (Brearley et al., 2004; Rappaport et al., 2018). However, degradation has generally proved 

difficult to capture in field plots, and seminal global estimates of emissions from degradation 

studied only types of degradation that could be understood indirectly from other datasets, such as 

published figures on total legal timber production (Harris et al., 2021; Pearson et al., 2017). 

 Recent advances in earth observation have expanded our understanding of regeneration 

and degradation outside of limited field sites (de Almeida et al., 2024; Gao et al., 2020) and 

overcome some of the limitations of NFIs and permanent sample plots for measuring disturbed 

and regrowing forests (Bullock et al., 2023). While appropriate sensors for biomass measurement 

only cover short recent periods, the availability of increasingly precise long-term activity data 

combined with even a single year of high-resolution biomass data has proven a powerful tool. 

Silva Junior et al (2020) use the full Landsat archive (33 years) to estimate secondary forest age 

at the pixel level across Brazil. Heinrich et al (2021) demonstrate that, using this data, spatial 

approaches from the field such as SFT can then be used to estimate regrowth rates across large 

regions. Heinrich et al use purely remotely sensed data to achieve this, including two single-year 

biomass maps from an early version of the ESA-CCI biomass product.  

Degradation losses can also be estimated from earth observation activity and single-year 

high-resolution biomass data using spatial baselines. Popular approaches compare the carbon 

stocks in degraded areas to that of nearby undisturbed forests (Bourgoin et al., 2024; Zhu et al., 

2023), or else estimate degradation loss as the intercept of a space-for-time recovery model 



  2  Background 

 

34 

(Heinrich et al., 2023; Rappaport et al., 2018). However, spatial baselines are flawed, especially 

for the estimation of degradation losses, as I argue next. 

2.2.3 Flaws of spatial methods for estimating change 

Spatial methods for estimating change rely on shaky assumptions. Prior work has raised 

concerns about the widespread use of SFT for modeling regrowth trajectories (Damgaard, 2019). 

SFT assumes that the sample composition is similar across forests of different ages, which is 

violated if there are differences between forests that begin their recovery in different years. For 

example, a large drought event in a single year or the implementation of a policy that abruptly 

changes the dominant prior land use for new recovering forests would impact the SFT data and 

model. In the case of regrowth as opposed to degradation, these effects are not so prominent: 

such large events are easy to identify; and forest biomass is mainly driven by age in young 

forests if there is no further human-induced disturbance, all forests are of the same type and 

region, and the initial biomass of all studied forests is near-zero following deforestation 

(Heinrich et al., 2021; Poorter et al., 2021). These factors can be reasonably well controlled for 

using existing remote sensing data. 

However, in the case of disturbance and degradation, these assumptions deserve serious 

scrutiny. Post-disturbance biomass is not zero and instead varies widely. The intercept of an SFT 

recovery model is influenced by forest biomass throughout the entire recovery trajectory and 

using it to represent disturbance losses can be misleading. It does not, for example, represent the 

mean or median biomass of forests immediately post-disturbance. More critically, while 

deforestation results in near-zero biomass today just as it did 30 years ago, the patterns and 

severity of disturbance ï and thus the expected starting biomass and recovery trajectory of 

degraded forests ï have changed quite dramatically over time. Forest fires and droughts have 

grown more intense because of human-induced climate change (Corlett, 2016). Reduced-impact 

logging practices, policies, and compliance rates have varied over time (FAO, 2004; Pokorny et 

al., 2005). Sensors themselves have changed, with small disturbances more easily identified in 

recent Landsat imagery than the early missions of the 1990s (Vancutsem et al., 2021). 

Measurements of the ñaverageò forest disturbed today are simply not representative of the state 

of a forest immediately after an initial disturbance detected 30 years ago. 

Even the common practice of estimating loss by comparing disturbed forest to nearby 

undisturbed forest can be misleading, because it ascribes all differences to the disturbance event 
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rather than to differences between the types of forest that experience disturbance and those that 

do not. For example, one prominent pantropical study quantified the impacts of edge formation, 

finding that ñforests within the first 120 m of the forest edge exhibit on average a 15% lower 

[canopy height] compared with intact forests from the first year after edge creationò (Bourgoin et 

al., 2024). However, our analysis of the data used in the study shows that most of this difference 

was already present in forests in the years before they became an edge. The original study 

examined the relationship between time since edge formation and forest height by looking at 

recently formed edges: forests measured by GEDI 1-30 years after edge formation. They used 

interior forest height as a baseline and noted that even many years after edge formation, the 

forest never recovered to the interior forest height. I performed a similar analysis using the same 

data on ñsoon-to-be-edges:ò forests that were measured by GEDI 1, 2, or 3 years prior to 

becoming an edge. I found similar results: up to 4 years before becoming an edge, forests did not 

approach the baseline forest height (Figure 2-2). Additionally, in the plot of years since edge 

formation from -3 to 30, the year zero (in which the forest became an edge) did not appear to 

correspond to a significant height change relative to other years (Figure 2-2).

 

Figure 2-2: Adapted figure from Bourgoin et al (2024), showing the relationship between time since edge creation 

and forest height relative to an interior forest baseline (black line). The data for years 1-30 is from the original paper. 

The data for years 0 to -3 is added in this analysis. The year zero, marked with a red circle, represents forests that 

became an edge in the same year that the GEDI measurement was taken. Negative numbers indicate that the GEDI 

measurement was taken before the year of edge formation. 
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This is not to say that the pre-existing differences between disturbed and undisturbed 

forest should be ignored. They likely partially reflect long-term processes attributable to prior 

events that were not captured by satellite imagery. However, current methods cannot disentangle 

spatial differences (e.g. caused by increased prevalence of degradation in low-biomass forests) 

from temporal cause and effect. 

Philosophically, the measurement of change using spatial baselines instead of temporal 

ones also affects our definition of degradation, in a way that misaligns it with policy goals 

(Thompson et al., 2013). Under a spatial baseline, a forest is ñdegradedò if it has lower biomass 

than an otherwise similar undisturbed forest. However, policy makes an important distinction 

between sustainable and unsustainable forest change (Allison et al., 2023; Neeff et al., 2024). 

While some types of human activity result in long-term declines in forest health and resilience, 

other practices have been ongoing for thousands of years or are designed to conserve the forest 

while extracting necessary resources (Putz et al., 2008; Sandbrook et al., 2021). The inability of 

current remote sensing methods to distinguish the two runs the risk of penalizing local 

communities and disincentivizing sustainable forest management practices. There is an urgent 

need for the remote sensing community to develop techniques that are suitable for repeat 

measurements and temporal baselines. 

2.3 Data systems for large remote sensing datasets 

 As the volume and complexity of remote sensing data has grown, so too have the tools 

and data processing capacity to handle it. Remote sensing data, which can be terabytes to 

petabytes in scale, requires big data analytics. At the same time, being geospatial data ï data 

points associated with a geolocation, such as a (longitude, latitude) coordinate ï it requires 

specialized algorithms and indexing functions that are frequently not supported by standard big 

data tools (Li et al 2016).  
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Remotely sensed data is generally best expressed in one of two formats: as a vector or 

raster (Figure 2-3). Vector data is used to represent shapes, such as points, lines and polygons, 

that are sparsely distributed across space; it uses a tabular (columnar) format. Raster data is used 

to represent gridded pixel data that is dense across space; it uses a multidimensional array 

(image) format. Common geospatial operations on vector datasets, such as computing distance, 

intersection, and clusters, are inefficient without a spatial index: a search tree designed for spatial 

data types. Spatial databases commonly use an R-tree (Guttman, 1984) or variants thereof 

because classical database indices are not suitable for data that covers an area in a 

multidimensional space. Spatial indices enable traditional SQL operations such as joins on 

spatial conditions.  

In addition to the functional requirements of scalability and geospatial support, data 

systems for scientific remote sensing analysis face significant adoption barriers if they are not 

free to access and if they do not enable reproducible science (Gomes et al., 2020). The academic 

research user base often does not have the resources to pay industry prices for cloud resources. 

BigQuery, MongoDB, and other top systems in geospatial computing used by highly profitable 

companies such as Google, Amazon, and Uber, are out of reach. Moreover, the scientific 

community operates with a high degree of cross-institution collaboration and an expectation of 

reproducibility many years into the future. This makes proprietary ecosystems unappealing if 

Figure 2-3: Vector data is a tabular format used to represent shapes and points, while raster data represents gridded 

pixels. 
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they tie users to a single standard or have a perceived risk of sudden deprecation (Jacob et al., 

2023). Any managed system would need to at minimum make data ingress/egress simple and 

inexpensive.  

In summary, a spatial data system for scientific remote sensing analyses has the following 

core requirements (Table 2-2):  

¶ Distributed and scalable for large data volumes 

¶ Fully featured geospatial support for both vector and raster data 

¶ Open access 

¶ Reproducible science 

Table 2-2: Summary of existing data systems for scientific analysis of large remote sensing datasets. This table 

draws on the work of Ferris et al (2024) and Gomes et al (2020). 

 Scalable & 

distributed 

Geospatial 

support: Raster 

operations 

Geospatial support: 

Vector operations 

& spatial indexing 

Open 

access 

Reproducible 

science 

QGIS (QGIS 

Development 

Team, 2025) 

ṍ ṉ ṉ ṉ ṉ 

GDAL 

(GDAL/OGR 

contributors, 

2025) 

ṍ ṉ ṉ ṉ ṉ 

PostGIS (PostGIS 

Project Steering 

Committee, 2018) 

ṍ ṍ ṉ ṉ ṉ 

Dask/XArray 

(Dask 

Development 

Team, 2016) 

ṉ ṉ ṍ ṉ ṉ 

Apache Sedona 

(Moussa, 2021) 
ṉ ṍ ṉ ṉ ṉ 

Open Data Cube 

(Open Data Cube 

contributors, n.d.) 

ṉ ṉ ṍ ṉ ṍ 

Google Earth 

Engine (Gorelick 

et al., 2017) 

ṉ ṉ ṉ ṍ ṍ 

Standards for working with geospatial raster and vector data are incorporated into well-

established open-access tools. However, many of the most mature systems, such as PostGIS, 

QGIS, and GDAL, do not offer effortless scaling, with the first two fundamentally single-server 

systems (QGIS is designed to run as an application on a desktop computer), and the last 



  2  Background 

 

39 

requiring direct user management of any parallelism. New frameworks and tools extend some of 

these capabilities to perform scalable geospatial computations. Dask, in combination with 

XArray, is designed to effortlessly scale raster operations, distributing computations across tiles 

for multidimensional rasters that are too large to fit in memory (Dask Development Team, 2016). 

It does not support vector geospatial data, however. At the start of this thesis, there was no 

analogous well-supported framework for distributed geospatial operations on vector data. Early 

chapters of this thesis were therefore implemented through Apache Spark, a non-geospatial state-

of-the-art open access framework for distributed computing with tabular data (Zaharia et al., 

2016). In Chapter 4, I describe pairing Spark with a singly homed geospatial database while 

implementing other geospatial functionality manually. However, over the course of this PhD, the 

landscape has improved dramatically with the development of Apache Sedona (Moussa, 2021), 

which I use in Chapters 5 and 6. It provides support for geospatial operations on vector data with 

on-the-fly spatial indexing. However, it still has only limited support for raster operations.  

Finally, there are several fully managed systems that give research users free access to 

cloud resources with data and processing abstractions to perform distributed geospatial 

computations. In a review, Gomes et al (2020) highlight that none of these systems that are 

currently available meet satisfactory requirements for reproducibility of science; this was 

recently re-emphasized by Ferris et al (2024). Fully managed platforms for remote sensing 

science tend to offer opaque data references, often unversioned, and do not guarantee data 

immutability. The platform code and geospatial algorithms are likewise changed without notice, 

with no ability for users to introspect or revert to a previous version. That said, two of the most 

prominent fully managed platforms, Google Earth Engine and Open Data Cube, are scored 

highly by Gomes et al for most capabilities besides reproducibility. Google Earth Engine has in 

many ways revolutionized large-scale geospatial analysis by allowing users with limited 

technical ability to perform exploratory and out-of-the-box analyses using Googleôs storage and 

infrastructure stack (Gorelick et al., 2017). However, it is difficult to use Earth Engine to develop 

complex multistep pipelines because it does not provide enough introspection to perform 

profiling, unit testing, and other standard development practices. Open Data Cube, which has 

open-source, modular code, a defined open governance process, and a high capacity for 

interoperability with other systems, is designed to handle raster but not vector data. 

2.3.1 Computational challenges for the GEDI sensor 
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 The GEDI dataset, released in early 2020, has several characteristics that make it 

challenging to analyze within this existing ecosystem of large-scale spatial processing 

frameworks and platforms.  

The first challenge of working with the GEDI dataset is simply its size. The GEDI sensor 

took billions of measurements in its first four years of operation. The raw data that users must 

download to access the full GEDI catalogue from 2019-2023 comprises hundreds of terabytes 

(though this can later be reduced through filtering and metadata deduplication, as described in 

Chapter 3). As a result, scalable distributed data processing is necessary when working with 

GEDI data over large areas. Moreover, the GEDI sensor is unusual among the sensors used for 

biomass estimation (Table 2-1) in that it does not provide wall-to-wall coverage, or a continuous 

map of the earthôs surface. Instead, it is a sampling mission capturing 25-meter diameter 

footprints (ñshotsò) corresponding to the area covered by each laser pulse. After the first two 

years of the mission, these footprints covered < 4% of the earthôs land surface (Potapov et al., 

2021). The dataset is therefore best represented as a tabular vector dataset, rather than as a raster. 

As described above, the options for distributed open-access processing of large tabular geospatial 

datasets are limited relative to those available for raster processing. 

The large data size also exacerbates other computational challenges; for example, 

standard methods in spatial statistics applicable on smaller datasets are not feasible with the 

GEDI data. This is a problem because the sample collected by the GEDI instrument is not a 

random sample (Patterson et al., 2019). At a global level, it follows the orbital path of the 

international space station, resulting in a greater concentration of footprints at latitudes further 

from the equator among other spatial imbalances. Locally, GEDI forms a clustered random 

sample: GEDI footprints are spaced every 60 m along a track, and the sensorôs four laser beams 

are optically dithered to create eight tracks, each 600 m apart. This sampling pattern requires 

spatial statistics to correctly propagate uncertainties while accounting for correlated sampling 

errors (Dubayah et al., 2022a; Patterson et al., 2019). Computing GEDIôs variance estimators for 

correlated errors across large areas and large numbers of samples can be computationally 

intensive (Dubayah et al., 2022a). More generally, standard geostatistical techniques for taking 

into account spatial autocorrelation, required for many ecological analyses, are ὕὲ  and thus 

quickly become burdensome for large datasets with many samples (Li et al., 2016). 
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Complicating the computation of uncertainty, GEDI has an unusual amount of 

geolocation error relative to other spaceborne remote sensing instruments. In the most recently 

released dataset (version 2.1), the estimated location of each footprint had a 10.2 m 1-sigma 

geolocation error (Tang et al., 2023), which is on the order of the size of the footprint itself, and 

larger than the width of, for example, a Sentinel-1 pixel. As described in Section 2.2, a key gap 

in existing remote sensing is the ability to measure forest changes such as disturbance by 

comparing multiple measurements of the same sensor over time. However, because of the 

uncertainties introduced by geolocation error, existing work explicitly urges against using the 

GEDI sensor in this way (Roy et al., 2021). Specifically, Roy et al find that in the heterogeneous 

canopies typical of disturbed forests, GEDI geolocation error can cause differences in GEDI 

measurements as large as the magnitude of the changes one might seek to measure. One 

possibility not considered by Roy et al, who study a 20 km2 region of the Democratic Republic 

of Congo, is that it might be possible to reduce these uncertainties by aggregating a very large 

number of samples over a broad area. However, this would require finding repeat measurements 

of the GEDI sensor over large areas, which is computationally infeasible using the data in its raw 

format, as described in Chapter 3.  

Finally, GEDIôs limited spatial and temporal coverage means that fusion with long-

running wall-to-wall sensors is essential, but data from wall-to-wall sensors is best represented in 

raster format. Data fusion therefore requires a distributed spatial computing system that can 

handle both rasters and vectors simultaneously and overlay the two without requiring the user to 

explicitly manage parallelization across raster tiles and spatially intersecting rows of the vector 

dataset. However, the only currently available system that can operate on both raster and vector 

data simultaneously at scale is Google Earth Engine. As described above, Earth Engine is lacking 

in support for reproducible science and is difficult to use to develop complex functionality not 

covered by the built-in Earth Engine API. The latter is of particular concern for GEDI data 

fusion, which requires custom handling to account for geolocation errors and the mismatches in 

size and shape between circular laser samples and the standard pixels of a wall-to-wall radar or 

optical sensor. 

2.4 Summary of research gaps, motivating questions, and thesis objectives 

 In summary, there are three key gaps in current research: 
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(1) No accurate, annual, high-resolution biomass maps exist that could quantify subtle 

changes in dense tropical forests, but this is essential for understanding regrowth and 

disturbance. Non-biomass variables are even more poorly understood. (Sec 2.1) 

(2) There are large discrepancies and uncertainties about the landscape-scale impact of 

tropical forest disturbance on forest carbon and structure. There are serious concerns 

about the use of spatial baselines and methods such as space-for-time substitution to 

stand in for measurement of temporal change in disturbed forests, but there are also no 

ready alternatives given the limitations of existing remote sensing tools. (Sec 2.2) 

(3) GEDI measures biomass, forest structure, and other key ecological variables, and it may 

be able to capture subtle changes in regrowing and disturbed tropical forests, but it 

confounds current geospatial data systems and analysis frameworks because of its 

large data size, clustered sampling pattern, geolocation uncertainty, and tabular format. 

As a result, there are no ready ways to perform GEDI data fusion at scale, either 

joining it with other sensors (to measure long-term change like regrowth) or with itself 

(to measure short-term change like disturbance). (Sec 2.3) 

 

Policies such as REDD+, national restoration commitments, the EU Deforestation Regulation 

(EUDR), and other global anti-deforestation initiatives aim to vastly reshape patterns of wood 

production and land use. However, existing remote sensing is not yet able to assess the large-

scale outcomes of these policy shifts. The contributions of tropical forest regrowth and 

degradation to global carbon fluxes remain poorly quantified. In addition, available measurement 

techniques often do not align with policy- and ecology-relevant definitions of forest degradation 

and recovery, leaving many impacts unmeasured or inconsistently reported. Based on these gaps 

and policy needs, the overarching ecological question motivating this thesis is: 

What is the impact of tropical forest degradation and regrowth on biodiversity and 

global carbon fluxes? 

In pursuit of this ecological question, we are faced with a computational question: 

(How) can we use the GEDI sensor to measure subtle short- and long-term changes 

in dense tropical forests?  

This question touches on unknowns of both statistical and technical feasibility: Is it 

possible to derive statistically significant conclusions about subtle forest changes given 
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the geolocation and measurement uncertainties of the GEDI sensor? What novel 

geospatial computational methods are needed to enable such analyses? 

 

 

To address these broader questions, the thesis is organized into the following research chapters 

that tackle research questions and objectives of smaller scope. 

 

Chapter 3 

Research question: What is a scalable model for hosting a hundred+ TB, versioned, tabular 

geospatial dataset in a way that supports a range of technical and non-technical users and 

global-to-local analyses? 

 

Specific objectives: 

¶ Understand the diversity of user needs and existing barriers of access for analyzing 

the GEDI data. 

¶ Design, implement, and deploy an extensible, easy-to-use, resource-efficient, open-

access system that makes it possible to perform geospatial data analysis using the 

GEDI data at scale. 

 

 

Chapter 4 

Research question: How quickly does the Amazon rainforest regrow and re-accumulate carbon 

after deforestation events?  

 

Specific objectives: 

¶ Develop a scalable, generalizable computational method to fuse GEDI with long-

running optical satellite (raster) data, whilst appropriately propagating uncertainties.  

¶ Use the GEDI sensor to estimate carbon sequestration rates in young secondary 

forests across the Amazon biome. 

¶ Identify spatial differences between regrowth rates in different ecoregions of the 

Amazon. 
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Chapter 5 

Research question: Can repeat GEDI footprints be used to measure the effects of tropical forest 

disturbances? 

 

Specific objectives: 

¶ Develop a scalable, generalizable computational method to identify GEDI samples 

measuring before and after forest changes detected by optical and radar satellites. 

¶ Test the hypothesis that GEDI can be used to measure the effects of tropical forest 

disturbances without the use of spatial baselines, despite the concerns raised in prior 

work regarding high footprint-level uncertainties. 

¶ Test the hypothesis that GEDI can identify sub-canopy changes, for example the 

effects of fires primarily affecting the understory. 

¶ Test the hypothesis that there is a relationship between GEDI-measured carbon loss 

following tropical forest disturbance and the signal observed by optical satellites. 

 

Chapter 6 

Research question: What was the impact of tropical forest disturbances on forest structure and 

global carbon fluxes over the years 2020-2022? 

 

Specific objectives: 

¶ Create a spatially explicit pantropical map of hotspots of disturbance-related carbon 

losses. 

¶ Assess the structural changes and carbon losses associated with different drivers of 

disturbance.  

¶ Estimate the total carbon lost to tropical forest disturbances over the years 2020-2022. 
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3 The GEDI Toolbox 

The Global Ecosystem Dynamics Investigation (GEDI), a lidar system mounted on the 

International Space Station (ISS), has taken billions of 25-meter diameter footprint 

measurements (ñshotsò) across the surface of the earth (Dubayah et al., 2020). This dataset, 

which is already hundreds of terabytes in size after the first four-year phase of the mission, is 

made publicly available on the NASA Earthdata Cloud and through NASA-hosted data centers. 

In recent years, the Earth Observation research community as a whole and NASA specifically 

have made significant efforts to support efficient access and parallel processing for raster 

datasets produced by wall-to-wall satellite sensors (Dask Development Team, 2016; Hamman et 

al., 2024). However, support for tabular spatial data, such as that produced by a sampling 

instrument like GEDI, is comparatively lacking.  

This chapter is laid out as follows. Section 3.1 provides an overview of the GEDI data 

format and existing data management options. It then summarizes the primary data needs and 

challenges for four key categories of users and the problems with the existing data format that 

pose the greatest problems for these users. Section 3.2 lays out the objectives of the designed 

system for managing and analyzing GEDI data, and Section 3.3 describes the GEDI Toolbox 

design. Section 3.4 describes two generalizable computational methods, built on the GEDI 

Toolbox, that enable the analyses in Chapters 4 and 5 of this thesis. Section 3.5 closes by 

considering alternative designs and describing ongoing work to extend the GEDI toolbox using 

novel database technologies.  

3.1 Background 

3.1.1 GEDI data format and access 

The GEDI dataset has three levels of organization: footprint, granule, and product 

(Figure 3-1). A GEDI footprint is an individual measurement from one of the eight GEDI lidar 

beams, identified by a unique ñshot number.ò Derived ecological metrics, such as biomass, are 

computed for each footprint. The published dataset contains all footprint measurements collected 

by the GEDI sensor, though many are affected by bright sunlight, atmospheric haze or other 

quality problems. Quality filtering is therefore required at the footprint level before the data can 
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be used. A GEDI granule corresponds to the footprints collected by all eight GEDI lidar beams 

along one orbit of the ISS. Thus, footprints in a granule form a 1-D path along the surface of the 

earth. Each granule has several per-footprint products, with each product containing a different 

category of ecological data (L2A: relative height, 

L2B: canopy cover and vertical structure, L4A: 

biomass, and L4C: structural complexity) as well 

as metadata about the algorithms used to produce 

the scientific data and their expected quality and 

uncertainty4. The fields in each product are not 

mutually exclusive; data and metadata fields can 

be repeated across products.   

GEDI data is hosted on NASAôs Earthdata 

Cloud, with different products hosted by different 

data centers. NASA offers a metadata query API. 

Given a product, region (shape), and time period, 

 
4 Other GEDI products represent rasterized (not footprint-level) data. These are straightforward to work with using 

standard geospatial tools and are not discussed here. 

Request : {  

gedi_product_id: string ,  

region: geojson ,  

start: timestamp ,  

end: timestamp ,  

}  

 

Response : {  

 granules: list[ Granule ]  

}  

 

Granule : {  

 file_name: string ,  

 download_url: string ,  

 bounding_box: geojson ,  

}   

 

Figure 3-1 Organizational structure of the GEDI dataset. The yellow line shows the path sampled by the GEDI sensor in a 

single orbit of the ISS. All of the footprints collected by the eight GEDI beams along this orbital path form a granule. Each 

footprint consists of the return waveform from the GEDI sensor, from which various ecological metrics can be derived; these 

metrics are grouped into Products in the published data. 

Box 3-1 NASA metadata API overview. The listed request 

and response fields are simplified for conceptual clarity; 

consult NASA documentation for a complete list of 

parameters. 
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the metadata API returns a list of download URLs for all granule files in the given product that 

intersect the specified region and time period (Box 3-1). Each per-granule per-product file is in 

the HDF5 format and can be up to ~2GB in size.  

As of January 2024, the raw data download for the three available products (L2A, L2B, 

and L4A) covering the complete first phase of the GEDI mission (2019-2023) across the worldôs 

tropical moist forests and Europe constituted ~100 TB. 

3.1.2 User access needs and existing solutions 

Based on research collaborations with scientists at several different universities and 

nonprofits, we identified four primary categories of users of GEDI data. We summarize their 

characteristics, use cases and pain points below (Table 3-1). We designed our system to 

accommodate these four user groups.  

Across all user groups, we found that there are three core problems that make it difficult 

to code common queries correctly and efficiently using the existing GEDI data format: 

¶ Users are typically interested in studying a compact region of the earth, but the GEDI 

data is organized as HDF5 files corresponding to each orbital track of the ISS. Spatial 

queries on a set of hundreds to tens of thousands of HDF5 files are not well-supported in 

existing spatial libraries. Furthermore, this organization results in inefficient access 

patterns in which users frequently read only a small amount of data out of many large 

files. 

¶ Users are typically interested in metrics spread across different GEDI products for each 

footprint. This requires downloading and parsing multiple HDF5 files per footprint, each 

of which contains many redundant columns. Network and drive latency are key 

bottlenecks. 

¶ The GEDI research community has largely settled on a set of initial filters for the data 

(Burns et al., 2024), which in our tests, can reduce the data size by as much as 35%. 

However, no filtering is reflected in the HDF5 files, which include many low-quality 

footprints. 
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Table 3-1: Overview of surveyed GEDI use cases and challenges 

 

There are several existing systems for accessing the GEDI data, but none of them currently 

meet user needs.  

¶ Google Earth Engine (Gorelick et al., 2017) is a distributed computing framework for 

working with large-scale remote sensing datasets hosted on Googleôs cloud platform that 

also hosts the GEDI data5. However, its design paradigms optimize for ñImageò (raster) 

 
5 At the time this research began, the GEDI offering on Earth Engine was incomplete: it offered only a rasterized 

version of the tabular data, and it did not include all of the columns necessary for appropriate filtering. Since then, 

 

Type of 

researcher 

Level of 

technical 

expertise 

Primary  use case Key challenges 

University 

student/ 

researcher 

Low Select GEDI footprints 

within a few polygons of 

interest, overlay with 

rasters (see 3.4.1), 

summary statistics 

¶ Cannot easily access the raw data 

using Excel and QGIS (or similar) 

¶ Automating data download and 

processing large numbers of files in 

parallel 

¶ Limited storage space available (on a 

laptop) 

NGO Medium Overlay with rasters, 

large-scale analysis 
¶ Limited infrastructure for working 

with raw data or handling extensive 

data preprocessing. 

¶ Requires analysis-ready data. 

University 

student/ 

researcher 

Medium Select GEDI footprints 

within many small 

polygons of interest 

across large regions, 

overlay with rasters, 

summary statistics 

¶ Need to automate download and 

processing of GEDI data in parallel 

¶ Difficult to write simple code to 

parse/query data in existing format 

¶ Inefficient to repeatedly access many 

large HDF5 files to query small 

contiguous polygon regions 

University 

student/ 

researcher 

High Efficiently find 

coincident GEDI 

footprints over large 

areas (see 3.4.2), overlay 

with rasters 

¶ Difficult to perform complex 

geospatial queries efficiently in 

existing data format. Coincident 

footprints, in particular, is not feasible 

over large areas without spatial 

indexing. 

¶ Difficult to write simple code using 

standard constructs (i.e. Geospatial 

SQL) across thousands of HDF5 files. 
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objects over FeatureCollection (ñtabularò) datasets like GEDI. It is difficult to perform 

custom operations using Earth Engine or to import large private datasets, making 

complex raster-GEDI overlays difficult to execute; users also have little to no control 

over scheduling, parallelization, and resource usage (Gorelick et al., 2017).  

¶ NASA has recently initiated cloud processing integrations and efficiency improvements 

for some of its datasets. However, these are also designed for raster-type data (Hamman 

et al., 2024), or else do not have the ability to combine hosted data with large external 

datasets (NASA MAAP Team, 2020).  

¶ Finally, data lake libraries and frameworks are designed to access large semi-structured 

raw datasets without additional preprocessing or table schema definition. Some data lake 

frameworks also support spatial operations, with Apache Sedona providing the most 

feature-complete offering at the time of writing (Moussa, 2021). However, no freely 

available data lake libraries work out-of-the-box with spatial HDF5 files, and none have 

an option to precompute a static spatial index. On-the-fly spatial indexing is highly 

inefficient for the GEDI data use case, because the data is rarely updated (only annually 

or biannually). One data lake service that can precompute spatial indices is BigQuery, on 

Google Cloud, but it is expensive and ties users to Google Cloud for hosting and 

analyzing data (Lakshmanan, 2022). 

3.2 Objectives 

The GEDI toolbox is designed to provide a simple, flexible, scalable, and customizable pipeline 

for performing the following actions with the GEDI data: 

1. Download all footprint-level GEDI data products from NASA Earthdata for any region 

and time period. 

2. Parse and quality-filter GEDI data. 

3. Combine and deduplicate GEDI footprint data across multiple products. 

4. Perform geospatial queries on GEDI data, where the regions of interest are typically 

compact areas (e.g. a biome, a country, a series of forest plot locations). This includes 

geospatial queries that combine GEDI data with other locally stored geospatial datasets. 

 
tabular versions of the data have become available, and it may be a more attractive option especially for researchers 

with lower technical expertise or those without access to local compute/storage resources (e.g. university students 

with low expertise, Table 3-1). 
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5. Seamlessly update data when extending study areas to new regions and time periods. 

 

The system should also meet the following functional objectives: 

1. Speed: Achieve fast processing times for most queries. It should not be a significant 

speed sacrifice to use the system ï processing times should be comparable to the best 

widely available spatial query systems. 

2. Storage efficiency: Store only the data necessary for users to study their region/time 

period of interest, recognizing that users may not be able to accommodate a large disk 

footprint even temporarily. 

3. Simplicity: Require little to no knowledge of the details of GEDI data file formats, 

download APIs, etc. Be straightforward to use even for less technical users. 

4. Safety: Be safe to use for less technical users, meaning that it is difficult to break the 

system, accidentally corrupt or delete data, or otherwise disrupt performance for other 

users. However, it should still be performant, feature-rich, and modular enough for highly 

technical users to be able to solve novel research problems.  

5. Maturity: Maintain dependencies only on well-documented, mature systems with long-

term support and ready compatibility with other standard geospatial processing tools.  

3.3 Design 

3.3.1 High-level system 

To enable fast geospatial computations, we host the GEDI dataset in a spatially indexed 

PostGIS table where each footprint is a row and columns contain per-footprint data (Figure 3-2). 

GEDI data is downloaded, parsed, filtered, and ingested into the database on demand (i.e. when a 

user requests data for a specific region/time period). Data from multiple products are combined 

into a single table keyed by footprint number, recognizing that most users are interested in data 

across products (e.g. canopy height and biomass estimates) and best-practice filtering uses fields 

from multiple products to determine footprint quality.  
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Figure 3-2: Overview of the GEDI Toolbox system design. GEDI Toolbox API endpoints, designed to be initiated 

by a toolbox user, are shown in yellow with a user icon. NASA cloud endpoints, including distributed data centers 

(DAACs) and the global metadata API, are shown as blue clouds. Local compute and storage infrastructure is shown 

in orange, and the major steps of the PersistData pipeline (Section 3.3.3) are in green. 

When using the system, users perform two actions: 

1. They write to the database using the PersistData API (Sec 3.3.3). PersistData is a 

long-running operation that ensures that all the published GEDI data for a given 

region and time period is downloaded and made analysis-ready in PostGIS. 

2. They read from the database using spatial SQL requests (non-technical users can use 

a thin Python wrapper that translates a standard requests to SQL). PostGIS offers 

parallel reads and highly performant geospatial computations using its indices. 

3.3.2 Table structure and configuration 

The PostGIS database has two tables (Box 3-2). First, gedi_granules, which contains the 

granule name and metadata of each granule present in the database. This table makes it possible 
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to efficiently query which data is already present in the database and enables idempotency on 

long-running import calls (see Sec 3.3.3 for more details). It is keyed by the concatenation of the 

name of the granule and the consistuent product files from which the granule data is taken (see 

Sec 3.3.4 for more details). Second, gedi_data, which contains all the footprint-level data. 

The gedi_data table has three indices: 

1. Index on shot_number to allow for single-

footprint lookups 

2. Geometry index on the footprint center 

POINT(lon_lowestmode, lat_lowestmode) to 

allow for fast lookups by region in the most 

common projection (Mercator). 

3. Geography6 index on the footprint center 

POINT(lon_lowestmode, lat_lowestmode) to 

allow for fast geospatial computations in 

standard metric distance units (m). 

 

During setup, the database has two main configuration requirements: 

1. Columns: The data fields from the GEDI products to include. 

2. Filter conditions: The filter conditions to apply to data before it is ingested (no unfiltered 

data is stored in the database). 

These configurations are set once at database initialization and are difficult to change once the 

database is running, essentially requiring re-downloading and parsing the GEDI data. As a result, 

the setup should err on the side of including more data rather than less: include all columns that 

the research group might have a use for, and only apply simple quality filters that are all but 

certain to be necessary. We provide a default configuration that meets these requirements for our 

broad sample of research users, and this still reduces data size over the raw data by ~90%. This is 

 
6 In GIS systems, ñgeometryò refers to a spatial feature in a specific projection (Coordinate Reference System, or 

CRS). ñGeographyò refers to an unprojected spatial feature located on an implicit 3D sphere or spheroid. Geography 

types allow simple distance computations from the user perspective, such as selecting points within 100 m of a 

location, without determining an appropriate local distance-preserving CRS and manually reprojecting data. 

Internally, the computations are performed using the Haversine formula, which is more computationally intensive 

than Cartesian distance.  

TABLE gedi_granules:  

granule_name_file_hash PRIMARY KEY 

granule_name  

 l2a_file_name  

 l2b_file_name  

 l4a_file_name  

 l4c_file_name  

 insertion_time  

 

TABLE gedi_data:  

 shot_number  

 granule_name_file_hash FOREIGN KEY 

 [ é  scientific data fields é] 

 Geometry GIST INDEX  

  

  

  

  

Box 3-2: PostGIS database schema 
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largely due to data duplication in the original format and the high portion (~35%) of low-quality 

footprints (Supplement A1). 

Data locality should be optimized for spatial queries. Users should periodically run a 

PostGIS CLUSTER BY command on the geometry index of the gedi_data table. This command 

will physically reorder the data so that geographically nearby footprints are also close to one 

another on disk. Unfortunately, the table must be offline during this operation, which can take a 

long time (O(days)) after large imports. Further recommendations for optimization and 

configuration of the PostGIS database are discussed in Supplement A2. 

3.3.3 PersistData API 

The PersistData API allows users to request that GEDI data for a specified region and 

time period be made ñanalysis-ready:ò locally hosted, pre-filtered, joined by footprint number, 

and indexed. 

Its core design constraint is that it is idempotent, that is, it describes an end state that the 

user wishes to see, not an action that they wish to take. When the user calls PersistData on 

Region A, it should not be necessary for either efficiency or correctness for the user to know 

anything about what regions have already been persisted. Similarly, if the PersistData call is 

interrupted for any reason, running the command again with the same arguments should cause it 

to pick up from where it left off and result in the same system end state as if it had completed 

successfully the first time. The latter is useful because the NASA data provider can be flaky. In 

order to achieve idempotency, we choose the granule as the atomic unit of operation, since this is 

the smallest set of GEDI footprints that the NASA metadata API allows us to query. This choice 

necessitates a table of granules as well as a table of footprints. Each granule is composed of four 

files, which correspond to the four footprint-level GEDI products: L2A, L2B, L4A, and L4C7.  

The PersistData algorithm (Box 3-3) begins by identifying which granules need to be 

processed to fulfill the userôs desired end state. It queries the NASA metadata API to request a 

list of all overlapping granule files for the userôs desired region and time period. It then removes 

from this list of granules the set of granules already present in the database, which are recorded 

in the gedi_granules table. Then, for each missing granule, it performs the following steps: 

1. Data download 

 
7 In theory, L1B, the full GEDI waveform, could also be included here. However, we did not deal with waveform 

data in our research. A different system might be more efficient for storing and accessing waveform data. 
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2. Data transformation 

3. Database ingestion 

4. Data deletion 

Each of the first three steps is checkpointed for each granule, so that it will not be repeated in 

case the pipeline is halted or fails at any time. We describe each of the steps in detail for an 

individual granule below. 

1. Data download 

All relevant granule files from the four products are downloaded if not already present. 

We download data into a temporary file first and move it once the download completes 

successfully, with built-in retries in case of failure. This means that if the pipeline halts 

partway through a file download, there will be no partly written/corrupt data files that 

would prevent re-download and crash the pipeline later. Temporary files are cleaned up at 

the start of a new PersistData call. 

2. Data transformation 

We parse each granule-product file from HDF5 and filter the data using the quality 

information available in the given product. We then join the product files of the granule 

using shot_number as a key, so that only footprints that pass filtering for all products will 

present in the database. Finally, we perform any additional filtering on cross-product 

conditions (i.e., filters that compare columns that appear in different products). At this 

stage, we write a single granule file containing the complete filtered data across products. 

This serves as a checkpoint if the pipeline is halted and can be convenient for sharing the 

joined and filtered data, but is not a necessary step and can be turned off if disk space is 

tight. 

3. Database ingestion 

All of the footprints in the granule are inserted into the gedi_data table in a single 

transaction. Postgres transaction semantics ensure that no granule will  be partially 

present. In the same transaction, we also insert metadata about the granule (including the 

granule name, its insertion time, the raw files it corresponds to, and a unique hash of its 

constituent file names) into the gedi_granules table. This table uses a unique identifier for 

the granule as a primary key, so if the granule has already been inserted into the database 

(e.g. by another user running PersistData simultaneously), the entire transaction will fail 



  3  The GEDI Toolbox 

 

55 

and no duplicate data will be inserted into either table. Of note, there does not need to be 

a primary key index on the data table to ensure that duplicate footprints cannot be 

inserted. As a result, during bulk imports all indices on the data table can be dropped, 

speeding up performance considerably.  

4. Data deletion 

Once database ingestion completes, the raw data and intermediate data files can be safely 

deleted. In systems where storage is tight, this can be performed immediately after an 

individual granule is inserted into the database, so that the entirety of the raw data for a 

given region is never simultaneously present in local storage. 

This process is parallelizable across granules. We therefore implement PersistData() using 

Apache Spark (Zaharia et al., 2016), which allows it to automatically scale based on the compute 

resources available in the userôs cluster. 
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1 def  PersistData (geometry, start, end):  
2  

3  # Get download URL and metadata for all GEDI files that  

4  # intersect the given geometry and time period from the NASA API.  

5 required = get_granule_metadata(geometry, start, end, gedi_products)  

6 # Identify which files are not yet present in the database  

7 existing = db. sql (ñSELECT granule_name FROM gedi_granulesò)  

8 required = required ï existing  
9  

10 # Parallelize using spark based on cluster capacity  

11 # Group processing so that each granule is processed independently  

12 urls = spark. parallelize (required_granules). groupByKey ()  
13 

14 # _download_url downloads the file only if it does not exist locally  

15 files_by_granule = urls. map(_download_urls)  
16 

17 # For each granule, parse, filter, and join data across products  

18 processed_granules = files_by_granule. map(_process_granule)  
19 

20 # Reduce concurrent tasks to avoid overwhelming the database  

21 # Write to PostGIS and delete raw data files  

22 processed_granules. coalesce (max_t). map(_write_db). map(_delete_raw)  
23 
24 

25 def  _process_granule (granule_name, [file1, file2, ...]):  

26 product_data = []  

27 for  file in  files:  

28  product_data. append (parse_and_filter(file))  

29 data = inner_join(product_data, on= òshot_numberò)  

30 # some complex filters may require columns from multiple  products  

31 data = complex_filter(data)  

32 return  data  
33 
34 

35 def  _write_db (data):  

36 # write granule data and granule metadata in a single transaction  

37 # In case of error, the full data will not be written  

38 # and the granule name will also not show up in the granules table,  

39 # allowing the pipeline to be safe/idempotent on re - run.  

40 transaction. begin ()  

41 granule_entry = { granule_name, granule_hash, included_files, ...}  

42 granule_entry. to_sql (table = ñgedi_granulesò)  

43 data. to_sql (table = ñgedi_dataò)  

44 transaction. end ()  

45 return  granule_entry    

Box 3-3: Algorithm for idempotent long-running PersistData function. This is a write API that ensures all required 

data is in the gedi_data table.  
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3.3.4 Versioning 

 The GEDI team periodically updates either some or all of the GEDI data. ñDataset 

versionsò consistently update all granules and all products that are hosted at the same data 

center8. In contrast, ñgranule production versionsò update invididual granules and possibly 

individual products9. For example, an adjustment to the PAI computation in some forest types 

might be published only for the Level 2B product, and only for granules that intersected that type 

of forest. Once a new version is published by the GEDI team, old versions of the affected 

granule are no longer available and no history of their metadata is provided by the NASA 

metadata API.  

 In designing the GEDI toolbox, we sought to ensure that 

(1) Versioning information is available in the database so that data provenance can be tracked 

(2) New data can be incrementally ingested 

(3) Database users can write queries whose results will  not change after new data is incorporated 

Version information and provenance: To meet the first goal, data version is explicitly tracked. 

The gedi_data table (see Section 3.3.2) contains dataset and granule production version 

information for each product that contributes to a footprint row. It also contains a reference to the 

granule_name_file_hash column in the gedi_granules table, which allows it to be associated with 

the original data file names for all products. The gedi_data and gedi_granules tables also include 

row insertion time.  

Incorporating new data: To meet the second goal, when new dataset versions are released, a 

relatively rare occurrance (every few years), we create a new table in the database. Users wishing 

to update their analysis for the new version will need to switch tables and call PersistData() again 

(though they can continue working on the old table until they are ready to update). For new 

granule production versions, we add the new data to the existing table. To do so, the 

gedi_granules table is keyed by the granule_id concatenated with a hash of its constituent files 

rather than by granule_id alone. When PersistData() is called, the insertion checks not only that 

the desired granules are present in the database but also that, if the granule is in the database, it is 

 
8 Half of the GEDI products are hosted at the Oak Ridge National Laboratory data center, and the other half are at 

the Land Processes data center. Thus far, data center versions have always matched between the two, though it is not 

clear that this is guaranteed behavior. 

9 Thus far, granule production versions have been consistent across products, though it is not clear that this is 

guaranteed behavior. 
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composed of the most up-to-date files. If not, it will be treated as a new granule and re-

downloaded for ingestion. Note that the data is by design loaded lazily when a user requests it 

with the PersistData() API. As a consequence, we do not have (or seek to have) a complete 

record of the entire GEDI archive, and it will not be possible for users to revert to a specific 

version of a granule no longer published by NASA if that version was not previously requested 

with PersistData(). 

Query consistency in the face of changing data: Based on the information we provide, users can 

always obtain a consistent snapshot of the most recent data at a given timestamp by designing 

queries that select the most recent version of each footprint with an insertion time earlier than the 

snapshot timestamp. In practice, new granule production versions typically affect only small 

subsets of the data, so most rows will not contain multiple versions. In addition, since the data is 

physically grouped on disk by geographic location (using CLUSTER BY on the geometry 

index), multiple versions of a given footprint will also have good data locality.  

3.4 Computational methods to fulfill downstream use cases 

We now describe two computational methods, built on the GEDI Toolbox, that enable the 

analyses in the remainder of this thesis. 

3.4.1 Overlaying GEDI with large raster datasets 

 As described in Chapter 2, one key challenge is overlaying the GEDI dataset with 

information from other satellite sources. The GEDI dataset is geographically sparse and best 

represented in a tabular format, but we typically need to overlay it with wall-to-wall satellites 

whose data is best represented as a raster. At the start of this thesis, there were no open-source 

tools that could perform raster/vector overlays in a distributed manner and at scale. Apache 

Sedona currently offers simple raster-vector overlays, such as identifying the single pixel in a 

raster that contains a point from a tabular dataset, and this is the basis of our work. However, due 

to geolocation uncertainty and the interaction of footprint shape with small raster pixels, GEDI 

requires custom overlay functions that access multiple pixels in a window around each footprint. 

We therefore implement an extensible pattern for performing such overlays in a distributed 

manner using the GEDI Toolbox and Apache Spark/Sedona (Box 3-4).  

 In our design, users supply (1) a function to divide their region into tiles and (2) an 

operation to compute on each tile and the subsection of tabular data that intersects it. The GEDI 
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Toolbox provides a spatially indexed, pre-filtered tabular dataset, and Sedona handles the 

orchestration: splitting up the tabular data and invoking the overlay function once for each tile.  

1. Tiling: Many data export services will already have split up a large raster into multiple 

spatially contiguous files for convenience. A natural tiling function is therefore to simply 

map the file name of the raster tile to the region it covers; we provide a utility function 

that does this by default. However, if this sharding is not sufficient, users can also 

provide their own desired geographical sharding of the data. Similarly, we provide a 

corresponding utility to load the raster file that corresponds to the tile id during the 

overlay step, but the user can always exert additional control and load other sections of 

the raster as needed. This allows expert users the flexibility to load auxiliary data relevant 

to the tile and potentially handle special conditions that arise at tile boundaries.  

2. Overlay: The overlay  function takes as input a dataframe of tabular data and a tile id and 

outputs (a subset of) the tabular data, with new columns added containing the overlaid 

raster data and any other computed results. It is best computationally if the function 

makes use of python vectorization to efficiently read relevant pixels out of the raster and 

compute results on them. In our code, we provide examples and utility functions to assist 

users with this. If-else statements, as opposed to array-oriented where statements, are also 

supported but will significantly decrease efficiency. Users can also define which columns 

of the dataframe are needed for the overlay function. For example, one might overlay the 

GEDI data using spatial and temporal conditions, but the hundreds of other GEDI data 

columns would only be needed for downstream analyses. We only pass the relevant 

columns to the memory-intensive overlay step, and re-join with the full set of columns 

once the raster files are closed. 

Unfortunately, Spark and Sedona do not have appropriate resource planning for raster data; 

their query planning is only optimized based on row counts in a (presumed) tabular dataset. 

While our implementation builds on Sedona functionality to create a set of pipeline steps that 

appropriately spatially optimize, by grouping processing for all data rows that are contained 

within the same raster tile together, it is still vulnerable to poor query planning because it deals 

with large, slow resources (raster files) that Sedona does not know about. As a result, we found 

that Sedona query plans tended to duplicate the overlay function in multiple places, mistakenly 
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assuming that they were easy to recompute.10 To work around this limitation, we immediately 

cache the results dataframe following every overlay step. While this is not an ideal solution 

because does not appropriately weight the raster resources during query planning, it at least 

ensures that Sedona will not repeat this resource-intensive step. Ultimately, while our approach 

does achieve the goal of efficient, distributed, and customizable raster-vector overlays at scale, 

the awkwardness of the final caching step highlights the importance of native handling of both 

raster and vector resources in a single geospatial processing framework, as we discuss in Sec. 

7.2.  

 
10 In one extreme example, an overlay step that took over an hour to compute across 8 tasks using up to 50 GB of 

memory each was duplicated three times in Sedonaôs query plan, while the entirety of the rest of the computation 

could be completed in under 20 minutes. 
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1 in_schema = [  

2  # the primary key must be returned with the output  

3  # to allow re - joining with other parts of the dataset  

4  primary_key_columns,  

5 # the subset of columns from the tabular dataset  

6 # that are required for overlay_fn  

7 geometry,  

8 data_columns  

9 ]  

10 

11 out_schema = [  

12 primary_key_columns  

13 # columns produced by user - defined overlay_fn  

14 result_columns  

15 ]  

16 

17 def  overlay_fn(  

18 shard_token,    # identifier for the tile  

19 df: DataFrame[in_schema]   # subset of tabular dataset  

20 ) - > DataFrame[out_schema]:  

21 rasters = open_rasters(shard_token)  

22 df = custom_overlay(rasters, df)  

23 return  df  
24 

25 def  tiling_fn(region: shape) - > DataFrame([shard_token, tile_geometry]):  

26 ...  # user code  

27 

28 def  run_overlay():  

29 # Read in the tabular data as a spark dataframe with a 'geometry' column  

30 data_table = read_tabular_geodataframe(region)  

31 

32 # Define a sharding geometry over the data  

33 raster_shards = tiling_fn(region)  
34 

35 # Apache Sedona spatial join between the tabular and raster data  

36 data_table = sedona.sql("""  

37  SELECT t.*, r.shard_token AS shard_token  

38      FROM data_table AS t  

39  INNER JOIN raster_shards AS r  

40       ON ST_Contains (r.geometry, t.geometry)  """)  
41 

42 data_table = data_table  

43  # Choose only the minimal set of columns needed  

44  # because the next steps are quite processing - intensive  

45  .select(in_schema.fieldNames())  

41  # Use sharding appropriate for the raster data  

42  # because we don't want I/O file thrashing  

43  .groupBy ( "shard_token" ). applyInPandas(  

44   overlay_fn,  

45   schema=out_schema,  

46  )  

47  # Rejoin with the complete set of columns  

48  .join(data_table, on=[ *primary_key_columns ], how ="left" )  

49 )  
50 

51  # cache to avoid recomputing the resource - intensive overlay step  

52  data_table.cache()  

Box 3-4: Extensible coding pattern for distributed raster-vector overlays using Apache Sedona and the GEDI Toolbox 
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3.4.2 Identifying near-coincident GEDI footprints 

As was argued in Chapter 2, one important application of remote sensing is to measure 

forest changes using repeated measurements. GEDI does not have a fixed regular repeat cycle 

like sun-synchronous satellite sensors, but in some cases it measures nearly the same area more 

than once. These repeat measurements are scientifically valuable, but computationally infeasible 

to find over large regions using the native format of the GEDI data. This is because repeat 

footprints necessarily come from different orbits of the ISS, so they are stored in different 

granule files. Given that the only geospatial data accompanying a granule file is its bounding 

box, naively searching for measurements within a 40 m radius of a given footprint requires 

consulting hundreds11 of other granule files ï with more files required as the GEDI data 

catalogue grows. Many of these searches are expected to return no results, as repeat 

measurements are rare in tropical latitudes. For example, of the 100 million high-quality GEDI 

footprints in the Amazon from 2019-2022, only ~4% happened to fall within 40 m of a previous 

sensor measurement.  

The GEDI Toolbox framework not only allows this computation to be performed readily, 

it also vastly simplifies the code required to achieve it. Once the regionôs data has been persisted 

(Sec. 3.3.3) and appropriate spatial indices added to the table, a user can identify all pairs of 

repeat footprints using a straightforward and parallelizable join operation (Box 3-5). The spatial 

components of the join query are performed against the geometry column ñcastò to a geography 

(geometry::geography ). As described in Sec. 3.3.2, a geometry is a pair of coordinates in a 2D 

projection (such as the WGS 84 (lat/lon) projection used in the native GEDI data format), while 

the geography type translates these to coordinates on the surface of a sphere. Metric distance 

cannot be calculated in WGS 84, as a degree of longitude corresponds to different distances at 

different latitudes. The metric distance computation ST_DWithin should therefore be performed 

using a geography type. In order to scale this computation, the GEDI toolbox includes a separate 

spatial index on the geography cast of the geometry index, as well as the geometry spatial index 

for fast lookups in the lat/lon projection. 

 
11 The NASA metadata API is more precise ï given a small polygon, it returns the orbits that intersect that polygon, 

not just the granules whose bounding box contains the polygon. However, the exact shape covered by each orbit is 

not exposed to the public, and moreover the API itself is far too slow (O(10-100s) depending on availability) to be 

consulted for every high-quality footprint in the archive. 
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The presence of two spatial indices introduces an important subtlety. For query 

efficiency, it is vital that the ST_Intersects query (line 7) selecting the region of interest is 

performed on the same index as the ST_DWithin query (line 13), even though ST_Intersects 

works correctly on a WGS 84 geometry. To illustrate the difference, consider the query plan if 

line 7 is changed to use ñgeometry ò instead of ñgeometry::geography ò, as shown in Box 3-6. 

In this case, within the inner loop of the join, the two spatial indices are scanned separately. A 

full bitmap is constructed of which rows/pages need to be accessed for each index, and the two 

bitmaps are ANDed together. If both use the same index, the two spatial conditions can be 

evaluated with a single index scan, reducing query time. In fact, we found that for a database 

containing a significant portion (over 2/3 of the rows) that were not in the region of interest for 

the query, using different indices caused the entire database to fail with out-of-memory errors, a 

possible PostGIS bug. The same query completes successfully when run on a database 

dominated by the query of interest, if several hours slower than one using a shared index. 

1 SELECT * FROM (  

2    WITH FilteredTable AS NOT MATERIALIZED (  

3        SELECT  

4          *  

5        FROM gedi_data  

6        WHERE 

7            ST_Intersects ( geometry ::geography , {get_sql_region(region)})  

8            AND {get_additional_filter_conditions()}  

9    )  

10   SELECT { get_columns( 't1' )}, {get_columns( 't2' )}  

11   FROM FilteredTable AS t1 JOIN FilteredTable AS t2  

12       ON 

13  ST_DWithin ( t1.geometry ::geography , t2.geometry ::geography , 40, FALSE)  

14        AND t1.shot_number  < t2.shot_number  

15 ) AS nearby_shots    

Box 3-5: SQL Join query to identify pairs of footprints within 40 m of one another. Text in braces indicates python function 

calls (e.g. {get_sql_region()}) to get SQL-formatted strings for the query arguments.  
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3.5 Alternatives and future directions  

We considered several alternatives to PostGIS for the storage system backing the GEDI 

toolbox. In this section, we describe these alternative designs, as well as ongoing and future work 

Gather (cost=62315.39..5898585347.05 rows=279273895 width=2974)  

Workers Planned: 7  

- > Nested Loop (cost=61315.39..5870656957.55 rows=39896271 width=2974)  

 - > Parallel Bitmap Heap Scan  on gedi_data (cost=25424.81..8172320.31 rows=130761 width=1487)  

  Filter:  ((filter_conds = 1) AND st_intersects(geometry, GEOM_BYTES::geometry))  

  - > Bitmap Index Scan  on idx_gedi_data_geometry (cost=0.0..25195.97 rows=1745029 width=0)  

  Index Cond: (geometry && GEOM_BYTES::geometry)  

- > Bitmap Heap Scan  on gedi_data ,  gedi_data_1  (cost=35890.58. 44833.28 rows=31 width=1487)  

  Filter:  (  

    (filter_conds = 1)  

    AND (gedi_data.shot_number < shot_number)  

    AND st_ intersects(geometry, GEOM_BYTES::geometry,  

    AND st_dwithin ((gedi_data.geometry)::geography, (geometry)::geography, '40'::double, false))  

  - > BitmapAnd  (cost=35890.58..35890.58 rows=175 width=0)  

   - > Bitmap Index Scan on idx_gedi_data_geography  (cost=0.0..10465.52 rows=604844 width=0)  

    Index Cond:   

      ((geometry)::geography && _st_expand((gedi_data.geometry)::geography, '40'::double))  

   - > Bitmap Index Scan on idx_gedi_data_geometry  (cost=0.0..25195.97 rows=1745029 width=0)  

    Index Cond: (geometry && GEOM_BYTES::geometry)  

JIT:  

 Functions: 7  

     Options: Inlining true, Optimization true, Expressions true, Deforming true  

 

 

Gather  (cost=11669.09..168849135.91 rows=33551514 width=2974)  

Workers Planned: 6  

- > Nested Loop  (cost=10669.09.165492984.51 rows=5591919 width=2974)  

 - > Parallel Bitmap Heap Scan  on gedi_data (cost=10668.40..3196174.85 rows=52877 width=1487)  

  Filter: ((filter_conds = 1) AND st_intersects ((geometry)::geography, GEOM_BYTES::geography))  

  - > Bitmap Index Scan  on idx_gedi_data_geography (cost=0.00..10589.09 rows=604844 width=0)  

   Index Cond: ((geometry)::geography && GEOM_BYTES::geography)  

 - > Index Scan  using idx_gedi_data_geography  

       on gedi_data ,  gedi_data_1  (cost=0.69..3069.22 rows=11 width=1487)  

  Index Cond: (  

    ((geometry) :: geography && _st_expand((gedi_data.geometry)::geography, '40'::double))  

    AND ((geometry)::geography && GEOM_BYTES::geography))  

  Filter: (  

    (filter_conds = 1)  

    AND (gedi_data.shot_number < shot_number)  

    AND st_ intersects ((geometry)::geography, GEOM_BYTES::geography  

    AND st_dwithin((gedi_data.geometry)::geography, (geometry)::geography, '40'::double, false))  

JIT:  

 Functions: 9  

Options: Inlining true, Optimization true, Expressions true, Deforming true  

Box 3-6: Simplified query plans for the spatial join described in Sec. 3.4.2, with the inner loop of the join 

highlighted in red. Top: Query plan where the two spatial queries (region filter and metric distance) each use a 

different spatial index (geometry and geography, respectively). Bottom: Query plan for the query shown in Box 4, 

where the two spatial queries are performed on the same index (geography). 
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to extend the GEDI toolbox to use TileDB, a novel distributed analytics database. These 

alternatives are summarized in Table 3-2. 

Table 3-2: Alternative storage system designs for hosting the GEDI data, evaluated on the relevant feature 

requirements and functional objectives laid out  in Section 3.2. All systems are assumed to be paired with a custom-

built preprocessing library that satisfies the requirements for downloading, transforming, and ingesting the GEDI 

data. In the case of managed storage (TileDB, PostGIS), geospatial queries are handled natively by the database 

system. In the case of structured storage (CSV, geoparquet), we assume that geospatial queries are performed using 

a standalone distributed geospatial computing framework. Currently the most feature-complete option is Apache 

Sedona (Moussa, 2021). 

 

3.5.1 CSV files containing pre-filtered GEDI data for each 1ºx1º square of the earth 

 One approach to managing the GEDI data, implemented by Patrick Burns at Northern 

Arizona University (Burns et al., 2024),12 was to download the global GEDI archive for 2019-

2022 on a high performance computer, filter it, and sort it into CSV files containing GEDI data 

for each 1ºx1º chunk of the earth. This straightforward approach has two main benefits. First, the 

data is shareable in an easily inspectable format that any user can work with. Many ecologists 

make heavy use of Excel and R and choose CSVs as their preferred file format for tabular data. 

Second, the file organization does not require a single-machine database server but still offers a 

 
12 Further details of the unpublished portion of this work can be found at 

https://docs.google.com/document/d/1XmcoV8-k-8C_Tmh-CJ4sYvlvOqkbiXP1Kah_KrCkMqU/edit 

 Spatially 

organized  

CSV files  

Spatially 

organized 

Geoparquet files  

gediDB 

(TileDB) 

GEDI 

Toolbox 

(PostGIS) 

Feature 

requirements 

    

Geospatial 

queries 

with Sedona with Sedona not fully 

supported 
ṉ 

Data 

updates 
ṍ ṍ ṉ ṉ 

Functional 

objectives 

    

Speed ṍ ṉ ṉ ṉ 

Storage  

efficiency 
ṍ ṉ ṉ ṉ 

Simplicity ṉ ṍ ṉ ṉ 

Safety ṍ ṉ ṉ ṉ 

Maturity ṉ ṉ ṍ ṉ 
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rough spatial organization, with single files covering a compact region of the earth. Indeed, we 

were able to use Apache Sedona with on-the-fly spatial indexing to run the nearby footprints 

query described in Section 3.4.2 using these files and a high-memory (500 GB RAM) machine, 

because nearby footprints were mostly contained within single files and the task was therefore 

highly parallelizable.  

However, the first benefit is also a serious drawback for large data processing tasks. CSV 

files are not columnar, store all data as strings, and do not support in-file indices. The lack of 

columnar support means that the query engine must read all columns (100+ columns for the 

GEDI data) instead of only those required by the query. Encoding all data as strings increases the 

storage size for non-string types, especially booleans and floats, limits compression options, and 

costs significant processing overhead during reads and writes for datatype conversion. Thus, 

while CSV files may be a good choice for small datasets, they present significant additional 

challenges in terms of code efficiency and correctness for larger datasets. For example, the 

nearby footprints query took several days to run using 15x parallelism, compared to ~10 hours 

using PostGIS and 8x parallelism.  

We considered modifying this approach to use geoparquet files (ñGeoparquet,ò 2025), 

which would overcome the inefficiencies of CSVs at the expense of simplicity for low-expertise 

users. However, maintaining consistency for an iteratively updated dataset is not achievable 

without managed storage. As a result, the entire GEDI catalogue would need to be processed in 

one sweep, and users would not be able to request that new subregions are persisted on demand. 

In addition, publication of corrected data for a small subset of orbits, as took place in version 2.1 

of the GEDI data, would require reprocessing the entire dataset. This approach therefore does not 

meet our requirements (Table 3-2). 

3.5.2 TileDB: ongoing and future work 

The GEDI toolbox is largely database-agnostic; while we chose PostGIS for its wide 

range of features and relative maturity, the system design accommodates any geospatial database 

in its place. Newly developed geospatial databases therefore offer promising avenues to continue 

to improve the GEDI Toolbox design. TileDB is a novel analytics database designed for 

unstructured scientific data (TileDB Inc, 2025). It uses a serverless distributed architecture that is 

not limited to a single server and can instead scale compute power based on user queries. It does 

not enforce read-after-write consistency, which is reasonable for our use case, given that all 
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writes can be orchestrated from a single source of truth and most activity is read-only. Indeed, 

PostGISôs transactional semantics, while sometimes helpful, are more powerful than we require 

and make performant bulk writes challenging. TileDB supports raster and geospatial data; like 

PostGIS, it uses an R-tree for spatial indexing. It also supports long-running bulk data transfers, 

which may make it easier to share a single database between research institutions. 

In collaboration with Simon Besnard and Felix Dombrowski at GFZ Potsdam, we have 

released a python package, gediDB, that extends the GEDI toolbox described in this chapter, 

making use of TileDB as well as other optimizations (Besnard et al., 2025). We are currently 

continuing to test the performance of TileDB for complex downstream use cases. For example, it 

does not yet have the geospatial query features needed to perform the query described in Section 

3.4.2. In addition, it is worth highlighting the value of the maturity of the PostGIS system when 

considering the needs of our users. PostGIS has substantially more documentation available, 

supports a wider range of geospatial queries and external connectors, and has few bugs or 

incompatibilities. This makes it relatively seamless for many users to pick up, even those without 

a lot of prior coding experience. For now, TileDB does not yet meet all of our objectives (Table 

3-2), but we are continuing to work towards feature parity between gediDB and the GEDI 

toolbox described in this chapter. 

3.6 Contributions 

I authored this chapter, with editing from Srinivasan Keshav. I wrote the software for the 

GEDI Toolbox, which is available online at https://github.com/ameliaholcomb/gedi-database. It 

makes use of code to query the NASA Metadata API and parse granules that was released by the 

GEDI team and adapted for Python by Simon Mathis. An early version of this system was 

released as part of the open-source software package for the publication of Chapter 4 

(https://github.com/ameliaholcomb/biomass-recovery), with contributions from Simon Mathis, 

Michael Dales, and Patrick Ferris. Evan Palmer provided additional software engineering advice.  

 

 

https://github.com/ameliaholcomb/gedi-database
https://github.com/ameliaholcomb/biomass-recovery
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4 Computational tools for assessing forest recovery with GEDI 

shots and forest change maps 

The following chapter begins to address the motivating questions of the thesis by 

demonstrating the capability of GEDI, combined with Landsat data, to measure long-term 

changes (20-30 years) in young regrowing forests in the Amazon biome. It seeks to understand 

how these forests affect global carbon fluxes by quantifying the rate at which they sequester 

carbon during the early phases of regrowth. As an early paper performing Landsat-GEDI data 

fusion, it focuses heavily on computational questions of how to correctly propagate uncertainties 

through the data fusion process; how GEDI-specific uncertainties like geolocation error impact 

the final results; and how to manage data fusion and uncertainty propagation at the scale of the 

entire Amazon biome. 

The chapter was published in Science of Remote Sensing on November 16, 2023 and is 

presented here as it appears in the published form. The citation of the published paper is 

Holcomb, A., Mathis, S.V., Coomes, D.A., Keshav, S., 2023. Computational tools for assessing 

forest recovery with GEDI shots and forest change maps. Science of Remote Sensing 8, 

100106. https://doi.org/10.1016/j.srs.2023.100106 

 

Abstract 

Tropical secondary forests are ecosystems of critical importance for protecting 

biodiversity, buffering primary forest loss, and sequestering atmospheric carbon. Monitoring 

growth and carbon sequestration in secondary forests is difficult, with inventory plots sampling 

<0.001% of secondary forests. The Global Ecosystem Dynamics Investigation (GEDI), a space-

borne LiDAR sampler, provides billions of aboveground carbon density (ACD) estimates across 

the tropics. We fuse these carbon density estimates with a time series of forest change maps to 

identify their age since last deforestation and thus estimate the average rate of carbon 

sequestration in secondary forests across the Amazon biome. To our knowledge, this is the first 

estimate of these rates made using the new GEDI dataset. Moreover, this paper addresses key 

statistical and computational challenges of GEDI data fusion and analysis. We propagate both 

GEDI ACD and geolocation uncertainty to the regrowth rate estimate through a Monte Carlo 

approach, and we handle heteroskedasticity, outliers, and spatial autocorrelation using robust 

statistical methods. The large size of the GEDI dataset combined with the proposed Monte Carlo 

https://doi.org/10.1016/j.srs.2023.100106
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bootstrap can be highly computationally intensive, with a naive implementation taking over a 

month to complete. Nevertheless, we demonstrate the feasibility of our method by developing 

optimized open-source code that performs this computation on the 151 million quality-filtered 

GEDI shots available for the Amazon biome from April 2019 - August 2021 in under twenty-

five minutes in benchmark tests. By resolving these statistical and computational challenges with 

an efficient open-source pipeline, we create a standard approach that can be used more broadly in 

any work seeking to combine the GEDI dataset with high-resolution classification maps. Using 

this approach, we identify approximately 23,000 GEDI samples of regrowing forest at least 

60 m x 60 m wide across the Amazon biome and estimate a carbon sequestration rate of 

1.86 MgC/ha/yr with a 95% empirical confidence interval of 1.75 to 1.97 MgC/ha/yr, with rates 

varying from 1.27 to 1.99 MgC/ha/yr across smaller subregions. 

4.1 Introduction  

The tropics and subtropics have the potential to be the most effective regions for forest 

restoration to sequester atmospheric carbon (Betts, 2011; Bongers et al., 2015; Lewis et al., 

2019). Secondary tropical rainforests that repopulate abandoned agricultural land also play an 

important role in protecting biodiversity (Matos et al., 2020) and buffering against primary forest 

loss (Wang et al., 2020), but monitoring regrowth and carbon sequestration in these young 

forests is difficult at scale. Much of the pioneering research estimating the biomass recovery 

rates of tropical secondary forests is based on forest inventory plots (Chazdon et al., 2016; Cook-

Patton et al., 2020; Poorter et al., 2016). However, these plots may not be representative of forest 

changes at regional scales, as sampling is biased towards easily accessible, somewhat protected 

locations, and they sample only a tiny fraction of the tropics (Ahrends et al., 2021; 

ForestPlots.net et al., 2021; Poorter et al., 2016). Active remote sensing instruments, such as the 

Geoscience Laser Altimeter System (GLAS) and multiple types of Synthetic Aperture Radar 

(SAR), offer opportunities to estimate forest biomass recovery at continental and global scales 

(Heinrich et al., 2021, 2021; Helmer et al., 2009; Santoro and Cartus, 2021). However, GLAS 

and existing SAR sensors are suboptimal for robust high-resolution biomass estimation, either 

because they are too sparse, are affected by canopy water content, or saturate at relatively low 

biomass (Dubayah et al., 2020; Li et al., 2020; McNicol et al., 2018; Silva et al., 2021).  

NASA's Global Ecosystem Dynamics Investigation (GEDI) is a LiDAR sampler mounted 

on the International Space Station that offers the opportunity to measure Aboveground Carbon 
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Density (ACD) at high footprint resolution and at pan-tropical scale (Dubayah et al., 2021a). 

Since data collection began in 2019, GEDI has obtained forest structural information from 

several billion 25-meter-wide circular LiDAR footprints. Each footprint, or ñshot,ò consists of a 

one-dimensional continuous return waveform, which contains information about forest structure: 

peaks correspond to laser returns from the canopy, understory, and ground. Models calibrated on 

a global database of Aerial Laser Scanning (ALS) imagery and coincident field plot data 

translate these raw waveforms into biomass estimates (Duncanson et al., 2022). GEDI has 

sampled 3D forest structure at billions of locations across tropical and temperate regions, 

providing the information needed to map ACD in dense tropical forests. However, due to the 

sampling design and short duration of the GEDI mission, few of its billions of shots coincide 

spatially, so the capacity of GEDI to track biomass changes at individual locations over time is 

limited. To understand long-term processes of forest recovery, it is therefore necessary to fuse 

GEDI with a long-running remote sensing dataset to track the year in which non-forested pixels 

are first reforested. This paper develops new computational tools to perform that fusion, allowing 

us to measure the rate of carbon accumulation in secondary tropical forests.  

The spatiotemporal sparsity of GEDI has been partially addressed by prior work that also 

fuses GEDI data with long-term and wall-to-wall remote sensing datasets to measure forest 

changes. The gaps between sparse GEDI samples have been interpolated using LandSat imagery 

to create a wall-to-wall 30 m resolution canopy height map for a single year (Potapov et al., 

2021). GEDI data has also been extended temporally by integrating it with the Visible Infrared 

Imaging Radiometer Suite sensor, producing time series data from 2013 to 2022 for canopy 

height and other forest structure variables in US forests (Rishmawi et al., 2022). Overcoming the 

spatial and temporal sparseness of GEDI data to study disturbed and regrowing forests 

specifically is an area of active research: random forest models have been applied to LandSat 

spectral indices with GEDI as ground truth to predict annual biomass changes caused by charcoal 

production and subsequent regrowth in the low-biomass forests of Mozambique (Liang et al., 

2023); GEDI data has also been used with a local forest age map and space-for-time substitution 

to study the rate of forest height recovery in the Brazilian state of Rondônia (Milenkoviĺ et al., 

2022). However, when fusing GEDI with other sensors, prior research has not fully addressed 

some significant statistical challenges. These include (a) propagating uncertainties when doing 

GEDI data fusion (Roy et al., 2021), (b) handling heteroskedasticity, spatial autocorrelation, and 
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extreme outliers, and (c) the computational challenges of large spatial scale and long temporal 

extent. These research gaps motivate the methodological contributions of our work.  

In this paper, we use GEDI ACD estimates from across the entire Amazon biome to 

calculate rates of forest recovery in small patches of deforested area ~60 m x 60 m wide using a 

space-for-time substitution approach (Pickett, 1989). We identify the forest age at each GEDI 

shot location by pairing GEDI with an Annual Forest Change (AFC) classification map of 

deforestation and recovery for the years 1985-2021, which is based on multispectral imagery 

from LandSat (Vancutsem et al., 2021). We then model ACD as a function of recovery age 

across the Amazon biome to estimate the carbon sequestration rate of secondary forests.  

Our work addresses three key methodological challenges encountered when combining 

individual GEDI shots with high-resolution forest change maps to estimate forest recovery. First, 

the 25 m diameter circular GEDI samples have geolocation error and do not align perfectly with 

the 30 m x 30 m square pixels of the LandSat-based AFC map. As a result, overlaying the two 

datasets introduces uncertainty (Roy et al., 2021), in addition to the uncertainties in the data itself 

(e.g. ACD model prediction uncertainty(Dubayah et al., 2021a)). Our approach propagates both 

ACD and geolocation uncertainty using a Monte Carlo method, and can be generalized to 

incorporate other uncertainty estimates available for the underlying maps. Second, the GEDI and 

AFC datasets are both noisy, with heteroskedasticity, spatial autocorrelation, and outliers that are 

not handled by many standard statistical methods. We introduce statistical techniques from the 

econometrics literature to account for heteroskedasticity and autocorrelations in the data and 

generate an empirical confidence interval. Third, with 151 million quality-filtered data points 

comprising over a terabyte in raw data files for the Amazon region alone, highly efficient 

processing is required.  While the Monte Carlo and modeling methods chosen can be 

computationally intensive ï our tests suggest that it could take nearly a month to obtain 100 

parameter samples for a model covering the Amazon ï we design and implement an efficient 

open-source pipeline that completes in under twenty-five minutes in benchmark tests. We 

observe that these problems of data and geolocation uncertainty, noisy and heteroskedastic data, 

and large computational size are not specific to measuring regrowth rates in secondary forests; 

they will be present in any work seeking to combine individual GEDI samples with a high-

resolution discrete classification map. Thus our work is more broadly applicable beyond the 

current context. 
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Our work makes two major contributions. First, from a methodological perspective, we 

develop a general computational approach to address the three problems described above. 

Second, we use our methods to estimate the rate of forest regrowth in the Amazon biome. We 

identify over 23,000 filtered GEDI ACD estimates that coincide with undisturbed regrowing 

forest patches ~60 m x 60 m wide across the region. We find a regrowth rate of 1.86 MgC/ha/yr 

in these young (< 23-year-old) regrowth forests. The 95% empirical confidence interval on this 

regrowth rate is between 1.75 and 1.97 MgC/ha/yr, though we discuss additional uncertainties 

that we cannot account for. This is in line with previous remote sensing-based estimates 

(Heinrich et al., 2021), but lower than those found in plot-based studies (Cook-Patton et al., 

2020; Pan et al., 2011; Poorter et al., 2016). We break down these results across areas with 

similar environmental conditions, finding that this regrowth rate varies from 1.27 to 

1.99 MgC/ha/year across four regions of Brazil. These estimates, which are the first to be made 

across the Amazon biome using the GEDI AGBD measurements, contribute to knowledge of 

recovering forest dynamics in this region. 

4.2 Study area and remote sensing datasets 

4.2.1 Study area 

We define our study area as the Amazon biome (Figure 4-1), which is dominated by 

evergreen tropical moist forest, including both flooded and terra firma rainforest. The biome is 

characterized by low seasonal temperature variability and high (> 200 cm) annual rainfall 

(Vancutsem et al., 2021). From 1990-2021, the Annual Forest Change map indicates that more 

than 14% of undisturbed forest has been lost in the Amazon (Beuchle et al., 2022a). However, 

the region's high natural regeneration potential as well as recent commitments to halt illegal 

deforestation there have drawn attention to regrowing forests in the region (Beuchle et al., 

2022a). 

In addition to considering the regrowth rate across the Amazon as a whole, we also 

examine the regrowth rates in four broad subregions of the Brazilian Amazon biome (Figure 

4-1). These regions were identified by prior work studying regrowth rates in the Brazilian 

Amazon based on their similar climatic characteristics, including Maximum Cumulative Water 

Deficit, annual average downward shortwave radiation, and annual average precipitation 

(Heinrich et al., 2021). The original regions cover all the Brazilian Amazon and thus extend 



 4  Computational tools for assessing forest recovery 

 

 

 

73 

beyond the Amazon biome in the south; we clip them to our study area. The east and southeast of 

the Amazon are characterized by lower precipitation, more nutrient-poor soils, and higher rates 

of deforestation along the ñArc of Deforestationò stretching from the Brazilian state of Par§ in 

the east, down to Mato Grosso and Rondônia in the south (Heinrich et al., 2021; Smith et al., 

2020). The north and west of the Amazon is generally more remote, with less deforestation over 

the study years. The forest soils in the west are more nutrient-dense due to their proximity to the 

Andes, particularly in the limiting nutrients of soil phosphorous and nitrogen (Mercado et al., 

2011). 
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Figure 4-1 Top: The Amazon biome study region with the Annual Forest Change map classes for the year 2021 in 

the background. We include regrowing tropical moist forests across the Amazon biome in our analysis. Bottom: 

Four subregions of the Brazilian Amazon previously identified based on their similar environmental conditions 

(Heinrich et al., 2021)
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4.2.2 GEDI mission and data 

In December 2018, NASA launched the GEDI mission, an eight-track LiDAR altimeter 

mounted on the International Space Station, to survey vegetation structure and biomass at global 

scale (Dubayah et al., 2020). The mission focuses on temperate and tropical forests, covering the 

region between ±51.6 degrees latitude. The instrument's single primary output is the full 

response waveform from the terrain covered by each laser pulse (ñshotò). The ground is captured 

as low peaks in the response waveform, while the vegetation structure and canopy are 

represented by higher peaks. The sensor does not provide a wall-to-wall data map: each shot 

measures a 25 m diameter circular region, and the shots are spaced 60 m apart along a track. The 

instrument includes two full power lasers and one coverage laser, optically dithered to create 

eight parallel sensor tracks 600 m apart. 

Our work uses the Level 4A GEDI product V2 (L4A), which provides aboveground 

biomass density estimates for each GEDI shot (Duncanson et al., 2022). These estimates are the 

output of parametric ordinary least squares waveform-to-biomass models that use relative height 

(RH) metrics from GEDI Level 2A as predictors. The ith RH metric represents the height above 

GEDI-detected ground below which i% of the waveform energy has been returned. The GEDI 

science team developed different models for each stratified combination of plant functional type 

(PFT) and region, selecting the best-performing model for each stratum from an exhaustive set of 

candidate models with different relative height predictors and their two-way interaction terms 

(Duncanson et al., 2022). The models were calibrated and validated using the GEDI Forest 

Structure and Biomass Database (FSDB), a large collection of public and private datasets that 

have field plots with coincident Aerial Laser Scanning (ALS) LiDAR. 

In our study region, the L4A product uses the biomass model for Evergreen Broadleaf 

Trees of South America. As of the version 2 data, this is the most well-represented PFT-region 

stratum in the GEDI FSDB, with 3441 training samples (Duncanson et al., 2022). The selected 

parsimonious model for this stratum uses square root-transformed RH50 and RH98 as predictors, 

and has a reported mean residual error of 10.4 Mg/ha (Duncanson et al., 2022). The biomass 

density for each footprint is reported in the L4A product field agbd, and the uncertainty 

estimates, which are based on the covariance matrix of the model parameters, are reported in the 

field agbd_se. However, these uncertainties may be conservative, as other research has found 
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sources of bias and uncertainty that vary according to the algorithm setting group used to identify 

the ground return, the terrain slope, the beam sensitivity and power relative to the canopy density 

and solar radiation levels, and the availability of locally calibrated AGBD models (Bruening et 

al., 2023; Oliveira et al., 2023).  

We perform an initial level of quality filtering according to NASA's provided quality 

flags (Kellner et al., 2021). First, we omit all shots for which the L4A biomass estimation 

algorithm cannot be run (algorithm_run_flag = 0), either because the landcover type was assessed 

as urban/non-forest or other data quality problems were present. Second, we require that neither 

the underlying L2A data nor the L4A shot is marked as low-quality (l4_quality_flag = 1, 

l2_quality_flag = 1). Finally, we require that the shot is not marked as degraded (degrade_flag = 0), 

meaning that it was not taken during a period in which sensor problems were detected, including 

periods in which the GEDI sensor was suffering from poor geolocation accuracy (error >> 10.2 

m). At the time of our analysis, the version 2 Level 4A product offers an AGBD estimate for 167 

million GEDI shots across the entire Amazon biome. Of those, approximately 90% (151 million) 

are usable after filtering for GEDI data quality. Finally, in our work, we multiply agbd by 0.47 to 

obtain an estimate of Aboveground Carbon Density (ACD) (Martin and Thomas, 2011). 

4.2.3 Forest change history 

We use the Annual Forest Change (AFC) maps developed by (Vancutsem et al., 2021), 

which cover tropical moist forests globally, to track the history of forest cover changes. The 

basis of the AFC dataset is a per-pixel classification of Landsat images from 1990-2020. Each 

valid pixel observation (without clouds, cloud shadow, haze, or sensor issues) is classified using 

an expert system as either moist forest cover or potential disruption. The temporal sequence of 

these classes is used to classify each pixel further into one of seven transition classes (Figure 

B1). Our research makes use of the disturbance, deforestation, and regrowth classes provided in 

the AFC maps. A moist forest pixel that changes to potential disruption over a short timescale 

(< 2.5 years) is classified in the AFC maps as a pixel of forest disturbance. A potential moist 

forest pixel that changes to potential disruption over a long timescale (> 2.5 years) is classified as 

deforestation. A pixel that has a minimum of three years of moist forest cover following a 

deforestation is classified as regrowth forest. The AFC dataset provides additional transition 
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classes and special rules for handling the beginning and end of a temporal sequence (Vancutsem 

et al., 2021), which we do not make use of in our work. 

4.3 Methods 

4.3.1 Overview 

In this work, we seek to analyze the recovery rate of young regrowth forests in the 

Amazon biome. One natural approach would be to measure young forests repeatedly over 20+ 

years and model the relationship between carbon density and age over time. However, due to its 

limited period of operation, GEDI does not have the temporal range to track the recovery of 

individual forest regions over long time scales. Moreover, its sampling strategy means that there 

are limited coincident footprints available. Instead, we use space-for-time substitution (Pickett, 

1989), a popular technique in ecology in which contemporaneous differences in a variable of 

interest found across space are used to model the changes that have unfolded over a long-

running, unobserved time period. Remote sensing is well-suited to this type of analysis, because 

we are able to leverage the broad coverage of satellite datasets to find many samples that differ 

in the variable of interest. 

In particular, we use the AFC maps to derive forest age at each pixel location identified 

as undisturbed recovering forest (Section 4.3.2). We then match each GEDI footprint with an 

AFC recovery age to obtain a dataset of (age, biomass) pairs across the study region (Section 

4.3.3). We perform a regression of GEDI-observed forest biomass (converted to ACD) against 

AFC-estimated recovery period to understand how carbon density increases with forest age, 

modeling the carbon sequestration in secondary forests across the region over the last two 

decades (Section 4.3.4).  

This analysis is complicated by propagation of uncertainties through the model, which 

necessitates the development of a novel computational and methodological approach (Figure 

4-2). In Section 4.3.3, we describe the complexities introduced into the GEDI-AFC fusion and 

matching by GEDI's geolocation and data uncertainties, and our proposed Monte Carlo method 

for propagating these uncertainties through to the final results. In Section 4.3.4, we describe the 

statistical model we use to handle heteroskedasticity, spatial autocorrelation, and outliers found 

in the fused dataset. Finally, because the proposed Monte Carlo approach can be prohibitively 
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computationally intensive at continent scale, we develop a fast open-source pipeline for 

performing the analysis (Section 4.3.5). 

 

 

Figure 4-2: Flowchart depicting the proposed method for modeling the empirical confidence intervals of a regression 

model based on fused AFC and GEDI datasets whilst propagating uncertainties, robustly handling heteroskedasticity 

and outliers, and accounting for spatial autocorrelations. 

4.3.2 Recovery age estimation 

We estimate the age of each forest pixel identified as ñregrowthò in the AFC maps based 

on the number of years since the pixel was last deforested. We remove pixels which may have 

suffered additional disturbance or deforestation during the regrowth period, because these pixels 

would artificially lower the forest regrowth rate. We identify periods of continuous undisturbed 

recovery, which we define as a pixel that meets the following conditions: 

1. The pixel is classified as regrowth in the AFC dataset. Note this implies that the 

AFC dataset classifies the pixel as current tropical moist forest. 
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2. The pixel has been classified as deforested before this year. This means we 

exclude pixels that transitioned from the class ñother land coverò to ñregrowthò. 

3. The pixel has not been classified as disturbed since it was last deforested.  

If these conditions are true, the pixel recovery period is the number of years of 

undisturbed recovery since its last deforestation. 

We exclude all recovery periods longer than 22 years from our main analysis, as such 

long recovery periods rely on only a handful of observed values from the early Landsat 4 and 5 

missions, which have comparatively low observation quality. We also exclude recovery periods 

under 3 years. The AFC classification algorithm uses different rules to classify these recent 

deforestations and requires a longer period to determine if the area has since started recovering. 

Moreover, the annual resolution of the AFC maps makes them unreliable for young ages; a 

recovery period of 1 or 2 years may have up to 50% error depending on the month in which 

deforestation took place. 

4.3.3 Data and geolocation uncertainties 

Fusing GEDI data with high-resolution (e.g. 30 m x 30 m) discrete maps such as the AFC 

maps poses two unique problems for propagating estimation uncertainties. First, GEDI shots 

cover a 25 m diameter circle that does not align with square pixels, and second, the GEDI shot 

location is known to have error. A naive algorithm might match a GEDI shot with the single 

pixel containing its reported location. However, this pixel may not cover most of the area 

captured by the GEDI shot; indeed, there may be nearly as high a chance that a different pixel 

covers most of this area (Figure 4-3). Modeling these effects is difficult and, depending on the 

application, may substantially affect the results of the analysis (Roy et al., 2021). For example, 

forest recovery age maps contain discrete values and may have high variance in the ages reported 

by adjacent pixels, including disagreement as to whether the area is in fact recovering. This 

variation may reflect real edges in frequently-fragmented secondary forests, or noise and 

misclassifications in the underlying maps. As a result, a small change in shot location can 

correspond to a disproportionately large change in the identified recovery age (Figure B2). 
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Figure 4-3: The process of overlaying a 25 m diameter GEDI shot on a 30 m x 30 m landcover map derived from 

LandSat introduces uncertainty. Left: The reported location of a GEDI shot (black dot) surrounded by an orange 

circle showing the GEDI product's 10.2 m ρ„ geolocation error. The green circles (25 m diameter) show a few 

possible locations of the GEDI shot where the geolocation error equals 10.2 m. A naive algorithm would match the 

GEDI shot with the central pixel, though there is a higher chance that the GEDI shot captured mostly an area outside 

that pixel. Right: A random sample (modeled as a 2D Gaussian, contours shown in green) of possible GEDI shot 

locations, which we use to sample the distribution of recovery ages that the shot could be matched with. 

 

In summary, the effects of GEDI geolocation error on the AFC-GEDI matching process 

and the resulting regression model parameters is difficult to model in closed form. In order to 

propagate these uncertainties, we therefore propose a Monte Carlo approach, explicitly 

modelling the distribution of biomass and age for each shot and repeatedly drawing at random 

from both distributions. We then run a regression model on each of the generated datasets, and 

use the final parameter distribution to report the mean regression parameters and their empirical 

confidence intervals (Supplement B6).  

In particular, for each GEDI shot, Ὥ, we model the biomass ὄ  as a normal distribution 

around the reported biomass (ὦ) using the per-shot standard error ὛὉ  estimates provided by 

the GEDI Level 4A product, ὄ ͯ ὔὦȟὛὉ Ȣ We note that this standard error estimate may 

be conservative, as recent studies have found evidence of uncertainty and bias that are not 

accounted for in the Level 4A agbd_se value (Bruening et al., 2023; Oliveira et al., 2023). 

The AFC maps do not offer per-pixel classification uncertainties, and the omission and 

commission errors reported in the paper are not at a suitable resolution to directly propagate 

these uncertainties (Vancutsem et al., 2021). However, since the AFC classification algorithm 



 4  Computational tools for assessing forest recovery 

 

 

 

81 

treats each pixel independently, we use the per-pixel classifications from a small neighborhood 

around the GEDI shot as a distribution of possible values for the recovery state and age of this 

small patch of regrowth forest. Specifically, we model the GEDI shot location, ὢȟὣ  as a 

bivariate Gaussian (normal) distribution, with mean centered at ὼȟώ , the reported shot 

location in the L4A data product, and „  ρπȢς ά (Dubayah et al., 2021a). We make the 

assumption that the variance along the longitudinal and latitudinal directions is equal and 

independent. In other words,  

    ὢ   ὼ  ὶ ὧέί—  

    ὣ  ώ  ὶ ίὭὲ—  

where the geolocation error distance in meters is sampled from a normal distribution 

ὶ ͯ ὔπȟρπȢς, and the direction of geolocation error in degrees is sampled from a uniform 

distribution —ḐὟπȟσφπ. We model the recovery age (A) by the age of the AFC pixel that 

contains the sampled location. We denote the function which selects the value of the pixel 

containing a given point as ר. Thus, ὃḐר ὢȟὣ , or the distribution of pixel recovery ages 

that the GEDI shot matched with across simulations of the possible GEDI shot locations. Using 

these distributions, we draw ὲ  ρπππ (age, biomass) samples for each GEDI shot. Finally, we 

convert biomass to ACD using the formula described above; hereafter we will refer to these 

ὲ generated values per shot as ὲ (age, ACD) datasets. 

4.3.3.1 Recovery filtering 

One simple way to filter the GEDI shots for those that correspond to recovering forest is 

to check whether the pixel that contains the GEDI shot is classified as recovering. However, as 

discussed above, this naive approach does not appropriately account for data and geolocation 

errors. Milenkoviĺ et al (2022) require that all the surrounding pixels also classify the area as 

recovering forest. In this approach, while the bordering pixels agree that the area is recovering, 

they do not necessarily agree on the age of recovery. We propose using the Monte Carlo 

distribution of ages to flexibly filter shots based on the level of agreement among surrounding 

pixels, by filtering based on the standard deviation of the age distribution. Specifically, we 

consider a GEDI shot to be recovering forest if, across all samples, the matched AFC pixel is 

classified as recovering forest. Then, we filter for GEDI shots with a recovery age distribution 

standard deviation under ί. We use ί as a tunable parameter that allows us to trade off between 
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the quality and quantity of data, and we show the results of varying ί in Supplement B7. This 

filtering approach does not remove all potentially incorrect AFC classifications, as classification 

errors are likely to be spatially autocorrelated, leading to neighborhoods of incorrectly classified 

pixels. However, it can remove some classification errors that are marked by high variability in 

the AFC maps; it also reduces local forest heterogeneity that might lead to inconsistencies in the 

GEDI-measured AGBD. 

4.3.4 Statistical modelling with outliers, spatial autocorrelation, and unequal variance of 

residuals 

Given ὲ Monte Carlo simulations of (age, ACD) pairs, we apply a regression model to 

each of these ὲ datasets to estimate the rate of recovery. We follow Cook-Patton et al (2020) in 

assuming that biomass accumulation follows a roughly linear trajectory during the first 20 years 

of growth. Simple linear regression responds poorly to the presence of outliers, which are 

frequent in our dataset (Section 4.5.3), and it assumes equal variance throughout the range of the 

data (i.e. recovery ages), which we do not observe (Section 4.4.2). We therefore use median 

quantile regression (Cade and Noon, 2003; Koenker and Machado, 1999), which is robust to 

outliers and does not assume equal variance throughout the range. We discuss alternatives to 

quantile regression in Supplement B8. 

To examine the fit of nonlinear models for recovery, especially at higher ages, we also fit 

a piecewise linear model using the segmented package in R (Muggeo, 2008), a log model, and an 

exponential model. Because these models do not handle heteroskedasticity or outliers, we only 

fit the model to the median ACD of each age group, and we do not propagate uncertainties. In 

these comparative analyses, we include the data for ages over 22, in which we expect the growth 

rate may no longer be linear. These higher recovery ages are based on older LandSat missions 

with fewer observations and lower quality image data; they may be less reliable than newer 

measurements (Vancutsem et al., 2021). 

In addition to the heteroskedasticity described above, studies of forest ACD find spatial 

correlation at ranges of up to 120 km (Ploton et al., 2020). As a result, regression parameter 

uncertainties should take these nonstandard dependencies into account. We draw on techniques 

from the econometrics literature, which proposes the use of Spatial Heteroskedasticity and 

Autocorrelation Consistent (SHAC) estimation to compute regression parameters and their 

variance-covariance matrix. Fast asymptotic approximations for SHAC covariance estimators 
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have not yet been developed for quantile regression (Galvao and Yoon, 2021; Müller and 

Watson, 2022, 2021). Without an analytic solution, we  approximate the parameter distributions 

empirically, as in (Kim and Sun, 2011), using the wild bootstrap method (Liu, 1988) adapted for 

quantile regression (Feng et al., 2011). We note that while the wild bootstrap is not proven to be 

fully robust to spatial autocorrelations, it is robust to unknown heteroskedasticity (Liu, 1988) and 

is a recommended bootstrap method for geospatial regression models with a spatial dependence 

structure (Tran and Tran, 2018). We select at random 100 of the fused (age, ACD) datasets 

generated above, and for each we simulate 10 samples of the regression coefficients using the 

wild bootstrap. We use these 1000 coefficient estimates to report an empirical confidence 

interval. 

4.3.5 Computational efficiency 

Performing this data fusion with propagated uncertainties is difficult at continental scale. 

The quality-filtered GEDI data for 2019-2021 covering the Amazon biome alone comprises 151 

million shots, which are initially accessed by downloading 1.5 TB of raw granule data. Due to 

the nature of the errors described above, which are not easily characterized in closed form, we 

are constrained to empirical methods like the combined Monte Carlo and wild bootstrap 

approach proposed above. While this approach is flexible and accurate, it adds substantial 

complexity to an already computationally expensive task. With limited parallelism, a single 

complete model run across the Amazon ï including loading the GEDI shots and Annual Change 

maps, computing per-pixel recovery ages, matching each GEDI shot with a collocated pixel, and 

bootstrapping the regression model parameters ï took over six hours in early tests. (All 

benchmark tests were run on the compute system described in Supplement B4.) Running the 

model 100 times would therefore take nearly a month. Moreover, simply loading all of the GEDI 

shots and recovery rasters simultaneously would require hundreds of gigabytes of memory. 

In order to efficiently perform this computation, we develop an efficient, parallelized 

Apache Spark pipeline (Zaharia et al., 2016). Our pipeline (Figure B5) relies on two insights. 

First, processing each GEDI shot and recovery age only requires knowledge of a small 

neighborhood of pixels around the shot, even with a randomized normally distributed GEDI shot 

location. We can therefore split the computation spatially and distribute these spatial segments to 

many different workers to process in parallel. Second, vectorized computation (replacing explicit 
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loops with array expressions) is fast in Python, such that processing the data required for ὲ 

model runs is not significantly longer than a single model run if the computation is performed as 

a single operation on a vector of data. Processing the data for all ὲ model runs together also takes 

advantage of data locality and means that we do not need to repeat shared processing steps, such 

as loading the AFC rasters and GEDI table. Our pipeline therefore frontloads the data processing, 

generating all the data that might be used for running models as a vectorized computation 

distributed across small spatial regions. This data is saved to disk so that later stages of the 

pipeline can adjust the filtering and sampling strategies or the specific model to be fitted without 

regenerating this data. We provide an open-source implementation of this data processing 

pipeline, which we describe in more detail in Supplement B5. The pipeline can be flexibly 

distributed across computer clusters with different numbers of computers and different amounts 

of memory and CPU resources available per machine. 

4.4 Results 

4.4.1 Amazon forest recovery estimate and uncertainties 

We find a regrowth rate of 1.86 MgC/ha/yr in young (< 23 year old) secondary forest 

based on regression models with a low but non-zero intercept around 4.95 MgC/ha (Figure 4-4). 

The 95% confidence interval is from 1.75 to 1.97 (Figure B10), but we recognize additional 

uncertainties and biases that we cannot account for (Section 4.5.2). The greatest contributor to 

this uncertainty at the scale of the entire Amazon region is model estimation uncertainty. The 

regrowth rate varied across the four subregions, from 1.27 MgC/ha/yr in the Northeast & 

Central-North region to 1.99 MgC/ha/yr in the Southwest & Central region.  
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Figure 4-4: Boxplots of ACD for each recovery period, with the median quantile regression line overlaid in green. 

Top: Amazon biome as a whole. Bottom: Recovery in each of the four subregions shown in Figure 4-1. Red shading 

indicates the 95th percentile empirical confidence interval calculated based on a distribution of bootstrapped 

parameters. The boxplots are drawn based on the mean ACD and modal recovery age value for each GEDI shot. 
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4.4.2 Heteroskedasticity and the quantile regression model 

We find over a hundred GEDI shots in each age group, though there are more recovering 

forests at younger age groups than older ones; this reflects repeated deforestation in secondary 

forests. Around half of shots are 6 years old or younger and around 75% of shots 11 years old or 

younger. There is a trend of increasing biomass with longer recovery periods, though there is 

also wide variation in ACD at all forest ages (Figure B9). ACD is heteroskedastically distributed 

throughout the range: younger forests have ACD more tightly centered around low values (under 

20 Mg/ha), while older recovering forests show wider biomass variation. This trend is also 

identified by Poorter et al (2016). The peak ACD density in each age group increases with longer 

recovery times, as expected (Figure B9). 

Based on large-scale analysis from Cook-Patton et al (2020), we expect growth rates to 

be roughly linear during the two-decade timescale studied here. However, there is some evidence 

of earlier ACD saturation, which is visually evident in Figure 4-4. We therefore also fit 

piecewise linear, exponential, and logarithmic models to the full 37-year duration of LandSat 

data for which AFC maps are available (Figure 4-5). These models do not handle 

heteroskedasticity or outliers, so we fit them to the median ACD of each age group and we do 

not propagate uncertainties. The piecewise model finds an optimal breakpoint as early as 14.6 

years of age, with a high growth rate (2.33 MgC/ha/yr) prior to this breakpoint, and a lower rate 

of carbon accumulation (0.34 MgC/ha/yr) after it, suggesting that ACD saturation may start well 

before 20 years of age in some recovering forests.  

 

Figure 4-5 Nonlinear curves (left to right: piecewise linear, logarithmic, and exponential) fitted to the median ACD 

of each age group based on the full 37-year duration of AFC data. Fitted coefficients are shown on each graph. The 

gray shading indicates recovery periods that are based on early LandSat missions with less reliable data; these years 

are not included in the main analysis. 
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We find that the strategy used to filter the GEDI shots also has a substantial effect on the 

model. We test three different filtering strategies, each requiring greater agreement among 

adjacent AFC pixel recovery ages. We show the results of quantile regression for each of these 

filtering strategies in Supplement B7. The results shown for the entire Amazon biome are from 

the ñhighò level of filtering in which GEDI shots are only included if they are identified as 

recovering in all samples, and the standard deviation of their age distribution across the samples 

is zero. For the subregion analysis, where ñhighò filtering results in fewer than 50 data points in 

some year groups in the Northwest, we instead use ñmediumò filtering in which the standard 

deviation of age distribution across samples is Ò 1.  

4.4.3 Spatial structure and autocorrelation 

Overlaying the quality-filtered GEDI shots with the AFC dataset identifies around 23,000 

that correspond to areas of undisturbed recovery. These shots have a spatial distribution 

following the ñArc of Deforestationò (Smith et al., 2020) throughout the southeast and the 

Amazon river (Figure 4-6). There are deviations in the regrowth patterns across these regions, 

such as persistently low biomass throughout the first six years of recovery in the more heavily 

degraded and nutrient-poor Northeast & Central North region. We also find evidence of spatial 

correlation in the model residuals at long lags of over 100 km, and nontrivial correlation patterns 

at higher lags (Figure B3).  

4.4.4 Computational efficiency 

We benchmark the computation by splitting it across 32 individual cores with 8 GB 

memory each, and one ñdriverò core with 32 GB of memory. The pipeline involves three stages, 

each of which must be completed by all 32 tasks before the next stage can proceed. The first 

stage, which generates the Monte Carlo sample, takes 20 minutes for the longest task, with task 

times ranging from 9-20 minutes (Supplement B11). The second stage performs GEDI shot 

filtering and takes under a minute. The third stage fits the quantile regression model and runs the 

wild bootstrap. It takes under two minutes for the ñhighò level of filtering described here, but the 

benchmark varies substantially depending on the number of filtered GEDI shots. For the ñlowò 

level of filtering, it takes 20 minutes (Supplement B11).
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Figure 4-6: GEDI shots corresponding to recovering forest in the study region (purple outline). Top: Colored by 

ACD (MgC/ha). Bottom: Colored by recovery period (duration of continuous undisturbed recovery, years). This 

visualization ñcollapsesò the 100-run dataset to the mean ACD value and the modal recovery age for each GEDI 

shot. 
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4.5 Discussion 

4.5.1 Amazon forest recovery estimates 

Using this computationally efficient approach, which robustly handles outliers and 

heteroskedasticity while propagating underlying uncertainties in ACD and geolocation, we 

generate a new estimate of forest recovery rates across the Amazon that is lower than previous 

field estimates, but similar to recent work using remote sensing (Table B12). Pan et al (2011) 

report the average carbon accumulation rate in the tropical regrowth forests of the Americas as 

4.67 MgC/ha/yr with a ±50% uncertainty, though this uncertainty is based on expert opinion, not 

statistical properties of the estimate. Poorter et al (2016) estimate a rate of 3.05 MgC/ha/yr after 

twenty years, and Cook-Patton (2020) report an average of 3.37 MgC/ha/yr. These studies differ 

in other ways from ours; for example, Cook-Patton et al consider all tropical moist forests of 

South America, not just Amazonia. They are also all based on plot data, with small sample sizes 

of at most 3100 plots globally. Our results are more in line with those of Heinrich et al (2021), 

who also use a purely remote sensing approach and find regrowth rates ranging from 1.3± 0.3 

MgC/ha/yr to 3.0 ±1.0 MgC/ha/yr in four broad ecoregions of Brazil. (We base our four 

subregions on this study, but clip them to our study area in the Amazon biome.) 

There may be some plot selection bias in the plot-based studies, which tend not to target 

areas of high-intensity repeated degradation that are prone to arrested succession ï a long 

suppression of recovery trajectories due to, for example, a depleted soil seed bank or diminished 

nutrient availability (Goldsmith et al., 2011; Poorter et al., 2016). We found evidence of arrested 

succession in the Northeast & Central-North region particularly, with low biomass accumulation 

for around six years following the start of recovery. Our remotely sensed estimates across the 

Amazon thus present a sample of actual sequestration in regrowth forests, rather than a 

potentially higher estimate of the sequestration that is achievable under the growing conditions 

of plots selected for monitoring. At the same time, repeated monitoring may help ensure 

undisturbed recovery, while our analysis may erroneously include areas that experienced small-

scale anthropic degradation not identified in the AFC dataset. Further work is needed to 

disentangle the causes of these estimation differences. 

4.5.2 Sources of uncertainty 
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The processing pipeline described in this paper is flexibly designed to robustly propagate 

uncertainties when combining high resolution discrete-valued maps with GEDI shot data. The 

confidence intervals presented here incorporate uncertainties from GEDI ACD estimation, 

geolocation error, and model parameter estimation, and it would be straightforward to introduce 

other sources of data uncertainty when they are available. Alternatively, synthetic values can be 

used to estimate the impact of different error sizes on the final confidence intervals. Our pipeline 

provides an efficient platform on which to perform this analysis. Sources of systemic bias, 

however, are not currently represented; this is a key limitation of the current work. For example, 

we do not take into account model selection and calibration bias in the GEDI biomass model or 

systemic biases in the selected forest change map. Of particular note, the GEDI biomass 

allometric model is based primarily data collected in mature forests and may be biased when 

used in regenerating forests. 

Another source of systemic bias that is not reflected in the uncertainties is the filtering 

strategy used to select the data. (Milenkoviĺ et al., 2022) find that filtering for GEDI shots in 

which all nine surrounding pixels are classified as recovering (roughly analogous to our ñlowò 

level of filtering) is necessary and brings down the regression intercept while increasing the 

slope. We find that filtering for age agreement further decreases the intercept and increases the 

estimated regrowth rate. There are both ecological and statistical explanations that may be 

contributing to this effect. On the ecological side, the filters may be reducing the number of 

samples that come from true forest edges and repeatedly deforested areas, which may be slower 

to regrow (Goldsmith et al., 2011). Statistically, the filtering reduces uncertainty in the x-

variable, which reduces regression dilution bias (Carroll et al., 2006). We test reduced major axis 

regression, which appropriately handles uncertainty in the independent variable, and find the 

results to be very similar to our results using quantile regression, with only a slightly higher 

regrowth rate (1.90 MgC/ha/yr versus 1.86 MgC/ha/yr, Supplement B8). 

Finally, space-for-time substitution has limitations that may affect the measured regrowth 

rate. It assumes that sample composition is similar across different age groups; this assumption 

would be violated if there were differences between forests that began their recovery in different 

years. We restrict our study so that it does not try to examine different forest types, working only 

in natural tropical rainforests in the Amazon biome that have been deforested and then left to 

regrow without additional disturbance.   
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4.5.3 Characterization of outliers 

Our approach employs a quantile regression model that is robust to outliers in the data. 

We are also able to characterize these outliers in order to reveal inconsistencies between the 

GEDI and AFC datasets and the limitations of using these datasets. Our generated Monte Carlo 

dataset allows us to identify GEDI shots that have improbably high or low biomass given their 

age across all Monte Carlo samples (Figure 4-7). We identified around 1500 shots (6.4%) that 

fall in areas the AFC dataset identifies as 6+ year old recovering forest but contain almost-zero 

ACD according to the GEDI measurements. There are also around 900 shots (3.7%) that the 

AFC dataset reports as young (3 year old) recovering forests, but that GEDI measures as having 

high carbon density (> 100 MgC/ha). This is relatively high given that it represents only one 

heuristic for detecting inconsistencies but is slightly greater than the overall reported error rate in 

the AFC disturbance mapping (8.6%). Moreover, we found GEDI shots with near-zero ACD 

across all recovery periods.  

 

Figure 4-7: A total of 10.1% of quality-filtered shots show substantial disagreement between the GEDI and AFC 

datasets. In red, GEDI shots with ACD <1 MgC/ha in areas that the AFC dataset identified as recovering forest 6+ 

years old. In blue, GEDI shots with ACD >100 MgC/ha in areas that the AFC dataset identified as young (3 year 

old) forest. The study region is shown by the purple outline. 
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We hypothesize that, while some of these samples may be due to incorrect GEDI ACD 

estimation, others may be AFC misclassifications due to ñspectral confusionò in which pasture or 

cropland is incorrectly identified as recovering forest (Nunes et al., 2020). The discrepancies are 

particularly concentrated in the state of Pará in the northeast, which has been subject to heavy 

and repeated deforestation, degradation, and agricultural conversion (World Resources Institute, 

2014). The presence of these discrepancies highlights an important opportunity for future work 

to improve the quality of the AFC classification algorithm based on point-in-time GEDI 

measurements and our sensor fusion technique. GEDI height and biomass estimates can be used 

to train better pixel classifiers for forest degradation and deforestation, which can continue to 

inform more accurate forest transition maps after the GEDI mission ends.  

4.5.4 Heteroskedasticity and spatial autocorrelation consistent estimation of model 

parameters 

We make use of the wild bootstrap (Liu, 1988) to estimate model parameter confidence 

intervals in a linear model under conditions of heteroskedasticity and spatial autocorrelation. 

This approach draws on methodologies used in econometrics and biostatistics (Galvao and Yoon, 

2021; Müller and Watson, 2022, 2021), and has sometimes been used to work with spatially 

autocorrelated data in the environmental science literature (Llope et al., 2009). The wild 

bootstrap is appealing because it does not require explicit estimation of the spatial 

autocorrelation structure, such as through a semivariogram, nor does it rely on the assumption 

that spatial autocorrelation is insignificant after a certain lag (Fortin and Dale, 2005). However, 

while it is demonstrated to be robust to unknown forms of heteroskedasticity (Liu, 1988), it is 

computationally intensive and does not fully account for spatial autocorrelations. Fast analytic 

approximations for model parameters and their variance-covariance matrices (referred to in the 

literature as Spatial Heteroskedasticity and Autocorrelation Consistent estimators, or SHAC 

estimators) have only been created for a small set of statistical models and autocorrelation 

assumptions. We hope that recent interest in the technique and its broader adoption will lead to 

the development of more general SHAC estimators; if one were available for quantile regression 

under assumptions of spatial autocorrelation it would improve our uncertainty estimates and 

reduce our pipeline runtime by up to 50% (Supplement B11).  
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4.5.5 Computational generalizability 

In this paper, we design a computationally efficient pipeline to overlay GEDI and AFC 

maps while robustly propagating uncertainties. The pipeline design is flexible so that the analysis 

can be repeated or extended in other contexts. We demonstrate our method in the Amazon, but 

the GEDI dataset and AFC maps cover all of the world's tropical forests. Our method is able to 

account for geolocation error without relying on access to coincident ALS data (Hancock et al., 

2019), so it is not limited to areas with good ALS coverage. It can be downscaled to look at 

regrowth in small areas, and the pipeline accommodates additional map layers to help identify 

the ecological drivers of regrowth. Finally, we believe that the method serves as an important 

model for any work seeking to propagate uncertainties while combining GEDI shot data with 

high-resolution maps containing high variance among adjacent pixels. 

4.5.6 Conclusions 

The GEDI mission's billions of structural forest measurements offer an unprecedented 

opportunity to study aboveground carbon density at pan-tropical scale. However, the dataset is 

challenging to use, with terabytes of data to analyze and complex uncertainties that arise when 

fusing GEDI shots with other long-running wall-to-wall high-resolution (10-30 m) maps. 

Previous work, when combining GEDI data with other sensors and using GEDI to understand 

ACD recovery trajectories, has implicitly ignored the problems that arise when propagating 

uncertainties, including from geolocation error, data heteroskedasticity, and spatial 

autocorrelation. In this paper, we develop a Monte Carlo method to propagate uncertainties in the 

underlying GEDI data and fusion process. Monte Carlo has the potential to be prohibitively 

computationally expensive, particularly at the large spatial scales and long temporal ranges used 

in pan-tropical forest analyses, so we also develop an efficient open-source implementation of 

our proposed method. Using this method, we are able to measure carbon sequestration rates in 

young recovering forests across the Amazon biome. We also identify discrepancies between 

GEDI measurements and state-of-the-art AFC maps. Reconciling these discrepancies is a 

promising direction for future work, and we believe that the proposed method will help facilitate 

this and other large-scale analyses seeking to combine GEDI data with wall-to-wall discrete 

pixel maps while robustly propagating uncertainties. 
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4.6 Contributions 

D.A.C. proposed the ecological question and scientific approach. A.H. proposed the 

computational methods with input from S.M. and S.K.. A.H. and S.M. contributed code. A.H. 

performed data analysis, analyzed results, and drafted the manuscript under the supervision of 

S.K and D.A.C. All authors provided comments on the manuscript and gave approval for 

publication. 
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5 Repeat GEDI footprints measure the effects of tropical forest 

disturbances 

The following chapter turns from regrowth to the impacts of forest degradation and the 

ability of GEDI to measure losses in dense tropical forests over the short term. While the 

previous chapter relied on space-for-time substitution, a relatively well-known technique for 

studying regrowing forests from remote sensing data (Heinrich et al., 2023, 2021; Milenkoviĺ et 

al., 2022), this chapter breaks new ground by attempting to measure temporal changes directly 

using GEDI, instead of using a spatial proxy for change. This is important because, as discussed 

in Section 2.2.3, forest degradation patterns violate many of the assumptions on which spatial 

proxies rely, and spatial proxies are not ideal for meeting degradation-related policy goals. This 

chapter also breaks new ground because, while GEDI had previously been used to study some 

elements of regrowth, it had never been demonstrated to measure disturbance outside of 

simulation studies (East et al., 2023; Roy et al., 2021). 

The chapter was published in Remote Sensing of Environment on July 1, 2024 and is 

presented here as it appears in the published form. The citation of the published paper is 

Holcomb, A., Burns, P., Keshav, S., Coomes, D.A., 2024. Repeat GEDI footprints measure the 

effects of tropical forest disturbances. Remote Sensing of Environment 308, 114174. 

https://doi.org/10.1016/j.rse.2024.114174 

 

Abstract 

More of the Amazon rainforest is disturbed each year than completely deforested, but the 

impact of these disturbances on the carbon cycle remains poorly understood. Recent algorithmic 

advances using optical and radar remote sensing have improved detection of disturbances at fine 

spatiotemporal resolution, but quantifying changes in forest structure and biomass associated 

with these detected disturbances has proven challenging. The Global Ecosystem Dynamics 

Investigation (GEDI), a spaceborne lidar mission collecting data from 2019-2023, provides an 

opportunity to address this problem. GEDI captured billions of measurements of forest height, 

plant area, and understory structure within ~25-meter diameter footprints scattered across the 

tropics. Though the instrument had no guaranteed repeat cycle, it sometimes sampled nearby 

https://doi.org/10.1016/j.rse.2024.114174
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locations twice; some of these spatially near-coincident footprints happened to measure forest 

structure before and after a detected disturbance, providing information on how disturbance 

affected aboveground biomass. In this study, we developed an efficient general-purpose open-

source pipeline for identifying spatially coincident footprints, which is a computationally 

complex task, and used the pipeline to find over 13,700 footprint pairs with intervening 

disturbance events across the Amazon biome. We also identified a set of ~65,000 spatially near-

coincident footprint pairs that lacked an intervening disturbance but came from regions with 

similar disturbance threat; these provided a control dataset to evaluate the effectiveness of 

estimating forest structure and biomass changes with nearby footprints. Analysis of this 

Amazon-wide dataset demonstrated that GEDI was able to measure statistically significant 

canopy height and biomass deficits following non-stand-replacing disturbances as small as 

900 m2 (30 m x 30 m). GEDIôs unique three-dimensional view of forest structure also reflected 

the effects of different intensities of fire disturbance, including 20% of burned areas where the 

upper canopy retained most of its height, but the understory suffered substantial foliage losses. 

Finally, we modeled the relationship between Landsat and Sentinel-1 disturbance detection 

parameters and GEDI-estimated percent biomass loss, showing that certain satellite-derived 

intensity metrics are correlated with increasing biomass loss and identifying temporal trends in 

biomass loss and recovery following disturbance. This work represents an important step 

towards the development of a pan-tropical, spatially explicit system for tracking carbon losses 

and structural changes arising from forest disturbance. 

5.1 Introduction  

The extent of disturbed Amazon rainforest is growing, already equaling or surpassing the 

area of the Amazon that has been deforested and increasing in some regions where deforestation 

has decreased (Beuchle et al., 2022b; Bullock et al., 2020a; Lapola et al., 2023; Matricardi et al., 

2020). Deforestation (i.e. near-complete loss of tree cover) has long been visible from satellite 

imagery (Hansen et al., 2013; Nelson et al., 1994) but partial biomass loss by natural and human 

disturbance processes is much harder to detect and quantify (Ahrends et al., 2021). As a 

consequence, there is a lack of scientific consensus on the magnitude of carbon losses due to 

forest disturbance  (Espírito-Santo et al., 2014; Gao et al., 2020; Longo et al., 2016; Zhu et al., 

2023). Studies find that disturbance accounts for anywhere from 29-73% of total forest carbon 

loss in the tropical forests of South America, with large or unquantified uncertainties (Baccini et 
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al., 2017; Berenguer et al., 2014; Qin et al., 2021). Moreover, the effect of forest disturbance 

goes beyond carbon; it can also diminish ecosystem integrity by harming forest structure, even 

when canopy cover remains (Grantham et al., 2020). Large-scale measurement of the carbon 

losses and forest structural changes associated with disturbances are needed to inform key policy 

initiatives such as REDD+ (Silva Junior et al., 2021; UNFCCC, 2008), and would offer a more 

holistic picture of the changes to forest ecosystems occurring outside of complete deforestation. 

 Recent advances in remote sensing and data processing have led to several products that 

detect forest disturbances at fine spatiotemporal resolution, with disturbances as small as 10 m 

wide mapped at annual resolution or even detected with near real-time alerts (Bullock et al., 

2020a; Hansen et al., 2016; Reiche et al., 2021; Vancutsem et al., 2021). However, it has proven 

difficult to estimate the aboveground carbon loss and structural changes associated with these 

detected disturbances in the wet tropics (Coutiño et al., 2022; Gao et al., 2020; Welsink et al., 

2023). One ideal tool to enable such an analysis would be a high-resolution annual biomass map 

created using a wall-to-wall sensor such as an optical or Synthetic Aperture Radar (SAR) 

instrument. This would allow researchers to simultaneously identify small disturbances and 

estimate their carbon emissions by comparing yearly biomass estimates, translated to carbon 

stock estimates, in each pixel. SAR instruments that penetrate open canopies have been used in 

this way to track changes in low-biomass (< 150 Mg/ha) African woodlands (McNicol et al., 

2018), but this approach cannot be extended to high-biomass (~250 Mg/ha) tropical rainforests 

given the saturation range of existing optical and high-resolution SAR satellites (Dubayah et al., 

2020; Duncanson et al., 2022).  

 As an alternative in dense tropical forests, prior research has either used low-resolution 

annual biomass maps or high-resolution single-year biomass maps. In the first case, researchers 

have combined coarse (up to 625 km2) resolution biomass maps with 30 m resolution 

deforestation detection maps to estimate biomass loss due to deforestation alone, and attributed 

all remaining unaccounted losses at the coarse pixel level to degradation (Baccini et al., 2017; 

Qin et al., 2021). This technique is applicable only to top-down regional analyses, cannot 

disaggregate among different disturbance types, and is associated with large or difficult-to-

quantify uncertainties amplified by large error and uncertainty in the specific biomass maps used 

(Hansen et al., 2019). In the second case, where high-resolution biomass estimates are available 

for a single year, researchers have used three approaches to estimate the carbon loss associated 
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with detected disturbances in the years following. Some fixed an absolute value for post-

disturbance biomass across the study region from the intercept of a space-for-time substitution 

model (Heinrich et al., 2023; Rappaport et al., 2018). Others estimated the relative biomass 

difference between disturbed and undisturbed regions in the observed year (Zhu et al., 2023). A 

third approach simply estimated losses as a fixed percent (e.g., 50%) of the pre-disturbance 

biomass (Csillik et al., 2022; Fawcett et al., 2023). None of these techniques allow fine-tuned 

estimates of biomass loss associated with newly detected disturbances or disturbances of 

different types and intensities. Additionally, while space-for-time substitution precludes any 

spatially explicit estimate of biomass loss, the second and third approaches do not reflect 

temporal trends in biomass loss; although studies have observed that biomass can reach its 

lowest level years after an initial disturbance, as large trees are left vulnerable to wind breakage 

and uprooting (Brando et al., 2019). Finally, none of these techniques based on biomass alone 

address the diverse array of structural changes caused by disturbance, from subcanopy fires to 

selective logging of large trees, which affect habitat quality and ecosystem biodiversity in the 

remaining forest (Gao et al., 2020; Pereira et al., 2013; Pillay et al., 2022). Structural changes are 

yet more difficult than biomass loss to quantify using large-scale remote sensing, as neither 

passive optical nor existing SAR satellites reliably measure vertical structure in dense tropical 

forests (Dubayah et al., 2020; Gao et al., 2020).  

In the absence of remotely sensed before-and-after measurements of forest biomass and 

structure around small-to-moderate-scale disturbance events, a recent field project performed 

selective logging in monitored sites to model the relationship between ground-truth 

measurements of canopy and biomass loss against the parameters of SAR disturbance signals 

(Aquino et al., 2022; Carstairs et al., 2022). However, the difficulty of collecting field plot data 

limited the project to only eight one-hectare plots across two sites, making it difficult to confirm 

and refine the parameters of this relationship and to extend it beyond the study areas (Aquino et 

al., 2022).  

 The Global Ecosystem Dynamics Investigation (GEDI) offers an unprecedented 

opportunity to develop a large-scale sample of the impacts of tropical forest disturbance on 

carbon fluxes and forest structure. GEDI, which began data collection in 2019, uses a spaceborne 

lidar instrument to measure the 3D structure of forests at locations between ±51.6º latitude, with 

a 1064 nm wavelength that penetrates dense forest canopies (Dubayah et al., 2020; Duncanson et 
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al., 2020). It is a sampling mission, collecting ~25-meter diameter footprints (ñshotsò) that 

provide detailed forest structural measurements from which aboveground biomass density 

(AGBD) can be estimated. GEDI is not suitable for ongoing operational disturbance detection 

because it does not offer wall-to-wall data, has no guaranteed repeat cycle, and cannot penetrate 

dense clouds. However, the mission sometimes measured nearby locations twice, and sometimes 

a disturbance event occurred between these measurements and was detected by an optical or 

radar satellite: these are here referred to as intervening disturbances.  

 In this study, we evaluated whether GEDI shots could be used to quantify the changes in 

aboveground carbon and structure (i.e., canopy height and plant area distribution) following 

tropical disturbances by identifying a large-scale opportunistic sample of spatially near-

coincident footprint pairs with intervening disturbance events found by two state-of-the-art 

systems: GLAD alerts (Hansen et al., 2016) and the JRC annual forest change maps (Vancutsem 

et al., 2021). The prerequisite of such an analysis was to evaluate whether spaceborne coincident 

GEDI shots were usable for measuring the moderate size (~30 m wide) tropical forest 

disturbances detected by these systems. This was not a foregone conclusion, as prior work has 

emphasized that such an application remained untested and might not be practicable (Dubayah et 

al., 2020; Roy et al., 2021). To evaluate the effectiveness of fusing pairs of nearby GEDI shots 

with disturbance maps, we generated a control group of GEDI shot pairs that should not have 

measured loss because there was no intervening disturbance, and tested whether there was indeed 

an unbiased 1:1 relationship between the first and second shot measurements. We then generated 

a treatment group of GEDI shot pairs that should have measured biomass and canopy loss 

because there was an intervening disturbance, and tested whether losses were detectable at a 

population level: i.e., statistically significant given the potentially high variance in near-

coincident shot data overall. This analysis had to be done carefully, because we hypothesized 

that there would be other differences between near-coincident shot pairs that measured 

intervening disturbance and those that did not. Most notably, shot pairs that measured 

intervening disturbance, by design, fell in disturbed forests with heterogeneous canopies, and we 

hypothesized that pairs in disturbed areas would display higher variance and lower correlation 

compared to near-coincident pairs overall (Roy et al., 2021). 

 Our study makes several contributions. Firstly, we developed a general-purpose open-

source pipeline for identifying spatially coincident GEDI shots with intervening forest changes 
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detected by another wall-to-wall sensor. This pipeline is computationally complex, efficiently 

sifting a few thousand rare events from a dataset spanning the entire Amazon biome from 2019-

2022, with over one hundred million high-quality GEDI shots and four years of 10-30 m 

resolution raster data. Using this pipeline, we identified four million spatially near-coincident 

shot pairs, including over 13,700 with intervening disturbances. We proposed a method to create 

a fair control group against which to test for statistical significance, identifying over 65,000 pairs 

that lacked intervening disturbance events but were from disturbed areas. Secondly, using this 

dataset, we performed the first large-scale evaluation of whether GEDI can measure biomass and 

canopy height losses at a population level in moderate sized (~30 m wide) tropical forest 

disturbances. Thirdly, we explored patterns of biomass loss and structural change in GEDI-

measured disturbances. We considered how percent biomass loss was related to the size of the 

disturbance and the time since disturbance. We asked whether there was any relationship 

between Landsat-observed disturbance intensity and GEDI-estimated percent biomass loss ð a 

crucial step towards extrapolating from this sample to regional estimates of disturbance carbon 

emissions. Finally, we investigated whether our results reflected the complex structural changes 

taking place in disturbed forests, examining whether GEDI measured subcanopy losses in burned 

areas. 

5.2 Study area and remote sensing datasets 

5.2.1 Study area 

We defined the study area as the tropical moist forests of the Amazon biome, which 

includes parts of Bolivia, Brazil, Colombia, Ecuador, Guyana, Peru, Suriname, Venezuela, and 

French Guiana (Figure C1). This ecosystem primarily consists of terra firma rainforest but also 

includes varzea floodplain forests and igapo blackwater river forest. The Amazon biome, as 

opposed to the Amazon River Basin, includes tropical moist rainforests further north and 

excludes adjacent biomes such as some montane regions to the west and cerrado to the south. It 

is characterized by dense evergreen forest, low seasonal temperature variability, and high 

precipitation (> 200 cm of rainfall annually) (Vancutsem et al., 2021). 

5.2.2 GEDI data and filtering 

 The GEDI mission uses a lidar sensor mounted on the International Space Station that is 

designed to survey biomass and vegetation structure in tropical and temperate forests between 
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±51.6 degrees latitude (Dubayah et al., 2020). The mission began collecting data in 2019, and we 

made use of data collected from 17 April 2019 - 13 April 2022. The sensor consists of two full 

power lasers and one coverage laser, which are optically dithered to create eight parallel 

measurement tracks 600 m apart. The laser pulses reach the ground in a 25-meter diameter 

footprint (ñshotò), with the footprints spaced every 60 m along each track. The sensor output is 

the one-dimensional continuous return waveform of the footprint. The 1064 nm wavelength of 

the sensor penetrates dense forest canopies, so peaks in the return waveform can be used to 

measure the upper canopy, understory, and ground. 

We made use of several of NASAôs footprint-level products derived from the raw 

waveform. The Level 2A Elevation and Height Metrics (L2A) offer relative height (RH) metrics; 

the i th RH value is the height above the GEDI-detected ground return below which i% of the 

waveform energy has been returned (Dubayah et al., 2021b). These metrics have been shown to 

measure features of the forest structure and canopy (Schneider et al., 2020), with top-of-canopy 

height measured by Airborne Laser Scanning (ALS) highly correlated with the upper RH metrics 

(RH 98, RH 95) (Potapov et al., 2021). The Level 2B Canopy Cover and Vertical Profile Metrics 

(L2B) extract biophysical metrics from the waveform, including cumulative canopy cover and 

plant area index (PAI) (Dubayah et al., 2021c). Finally, the Level 4A Aboveground Biomass 

Density (L4A) product estimates biomass for each shot (Dubayah et al., 2022b). The product 

uses waveform-to-biomass models stratified by plant functional type (PFT) and region, with the 

chosen model in each stratum representing the best-performing candidate model from among all 

possible combinations of RH predictors and their two-way interaction terms (Duncanson et al., 

2022). The models are calibrated and validated using the GEDI Forest Structure and Biomass 

Database (FSDB) of field plot and coincident ALS data. In our study region, L4A uses the 

biomass model for Evergreen Broadleaf Trees of South America, the most well-represented PFT-

region stratum in the GEDI FSDB with 3441 samples (Duncanson et al., 2022). The selected 

model for this stratum uses square root transformed RH 50 and RH 98 as predictors and has a 

reported mean residual error of 10.4 Mg/ha (Duncanson et al., 2022). 

The GEDI dataset has several known limitations (Bruening et al., 2023). The location of 

individual GEDI footprints is not known with certainty; the version 2 dataset has a 1-sigma 

geolocation error of 10.2 m (Tang et al., 2023). GEDI measurements are less accurate on steep 

slopes and are also affected by conditions that reduce the beam sensitivity, such as dense canopy 



 5  Repeat GEDI footprints measure the effects of disturbance 

 

 

 

102 

cover, clouds, and solar radiation (Oliveira et al., 2023). To reduce the effects of these errors, we 

used an extensively filtered version of the dataset (Dubayah et al., 2022a; Healey et al., 2022). 

We required that shots were not marked as low-quality by NASA, that they were not taken 

during a period of above-average geolocation error, that they had sufficient sensitivity to 

penetrate the expected canopy cover (> 0.98 for the tropical Evergreen Broadleaf Tree strata), 

that the surrounding area was not dominated by water or urban areas, and that the ground 

elevation estimated by GEDI did not differ substantially from the elevation estimated by 

TanDEM-X. A complete list of the filtering conditions can be found in Supplement C2. After 

filtering, there were around 109 million shots available in our study region. 

5.2.3 Disturbance data 

We identified disturbances using two different disturbance detection systems. We 

selected these systems by looking for high-resolution (Ò 30 m) pan-tropical maps demonstrated 

to be sensitive to moderate-scale non-deforestation forest disturbances; we also required that the 

map have ongoing technical support, large-scale validation, and annual or subannual temporal 

resolution during the years 2019-2022. The following sections provide an overview of the two 

systems we found that met all these requirements, describing how each of these state-of-the-art 

systems detects disturbances and highlighting their differing definitions of forest disturbance and 

other methodological choices that may affect our results. 

5.2.3.1 Integrated GLAD alerts: Landsat, Sentinel-2, and Sentinel-1 based disturbance 

detection 

 Integrated alerts from the Global Land Analysis and Discovery lab (GLAD alerts) 

combine three different alerting systems, each based on a different sensor: Landsat (GLAD-L), 

Sentinel-2 (GLAD-S2), and Sentinel-1 (RADD). GLAD-L and GLAD-S2 detect disturbances 

from optical imagery using bagged decision trees that classify single-date observations (Hansen 

et al., 2016), while RADD identifies disturbances from radar imagery based on a probabilistic 

change detection algorithm using Gaussian Mixture Modeling (Reiche et al., 2021). The 

integrated alerts have a 10 m spatial resolution, with GLAD-L upsampled to match the native 

resolution of the other two products. Both the complete and partial removal of tree cover within a 

100 m2 area are included in the alerts, so deforestation is not distinguished from non-stand-

replacing disturbance. We selected only the highest confidence level alerts, which are those that 
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were detected by at least two alerting systems independently. GLAD records the date of the alert 

as the first date that it was detected by any system. GLAD-L and GLAD-S2 are available in the 

Amazon from 2019, and RADD begins in 2020. We used the 2018 forest base map mask 

provided with GLAD-S2 to restrict to only alerts occurring in non-plantation tropical primary 

forest (A.H. Pickens et al., 2020; Turubanova et al., 2018). Disturbed pixels are subsequently 

removed from the forest base map group; as a result, pixels cannot be marked disturbed more 

than once and the dataset overall is biased towards older disturbance events. The three products 

have undergone independent validation, including by manual inspection of high-resolution 

satellite imagery (Hansen et al., 2016; Reiche et al., 2021). This validation did not always assess 

per-pixel accuracy for ambiguous areas at the boundaries of disturbance events, as the product is 

designed as an alert system and not an unbiased measurement of disturbance area; however, the 

alerts can still be used to measure relative spatial trends in disturbance (Reiche et al., 2021). The 

alerts have been shown to detect small-scale disturbances from selective logging (Weisse et al., 

2021; Welsink et al., 2023). We used the version of the integrated GLAD alerts available for 

download as ñv20231206ò in this study. 

5.2.3.2 Annual Forest Change (AFC) maps: Landsat-based disturbance detection 

The Annual Forest Change (AFC) system uses Landsat optical imagery to identify annual 

changes in tropical moist forests globally at 30 m resolution (Vancutsem et al., 2021). The AFC 

maps are produced in a two-step process. First, all Landsat observations are assessed using an 

expert system to classify each pixel as (i) tropical moist forest, (ii) potential disruption, or (iii) 

invalid. The invalid class includes pixels affected by clouds, cloud shadows, haze, or sensor 

problems, as well as non-forest pixels. The temporal sequence of these classifications is then 

used to derive more complex transition classes at an annual resolution. A pixel that remains 

classified as moist forest from the earliest valid Landsat data for that pixel through the year under 

assessment is classified as undisturbed forest. A previously forested pixel that is classified as 

potential disruption for a short period (< 2.5 years) is classified as disturbance, while a moist 

forest pixel that is classified as potential disruption for a longer period (> 2.5 years) is classified 

as deforestation. After deforestation, pixels that transition back to tropical moist forest for at 

least three years are classified as regrowth. The AFC dataset also makes available on Google 

Earth Engine the number of annual valid observations (classes (i) or (ii)) and the number of 

annual disruption observations (class (ii) only) for each pixel. The ratio of these values, or the 
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proportion of valid observations that show signs of disturbance, may offer insight into the 

classification confidence or the severity of the disturbance. For example, the ratio is used to 

distinguish between disturbance and deforestation in recent map years (before 2.5 years have 

elapsed). The binary classification of undisturbed/disturbed in the AFC maps was validated at a 

3 x 3 pixel level using manual inspection of Landsat and high-resolution satellite imagery 

(Vancutsem et al., 2021). It was found to have a 9.4% omission error rate (missed disturbances) 

using a sample weighted towards likely areas of disturbance and a 7.9% commission error rate 

(false detection). We used the ñv1_2022ò AFC maps for the years 2019-2022 in this study. 

5.2.4 Proximate cause of disturbance 

 At the time of our research, neither the GLAD nor the AFC system classified the 

proximate cause of disturbance (e.g., selective logging, fire, storm, etc.). We instead identified 

burned areas using a MODIS 500 m resolution burned area product, which was available for 

download on Google Earth Engine (Giglio et al., 2021). This annual map classifies each pixel as 

burned or unburned during the given year and records the date of the burn event. We selected 

this map because it provides the most up-to-date, spatially explicit record of the area covered by 

fire at a monthly temporal resolution. 

5.3 Methods 

5.3.1 Overview 

 Most research using spaceborne GEDI footprints without collocated reference ALS data 

aggregates the individual shot measurements to estimate a population metric rather than relying 

on noisy data from a single footprint. Typically, researchers use spatial aggregation, averaging 

the GEDI shots within a contiguous polygon (Duncanson et al., 2023). In this research, we 

propose grouping the shots not by polygon but rather based on their measurement of similar 

events (i.e. disturbances). To estimate change under this framework, we aggregate pairs of GEDI 

shots, S1 and S2, where S1 is used as an estimator for the pre-disturbance state of the forest, while 

S2 falls after the disturbance and provides data on the disturbance impact. As such, the two shots 

serve subtly different functions. S2 is designed to capture the disturbance loss and therefore must 

be aligned spatially with the disturbance. S1 measures the forest prior to the disturbance and, 

assuming some homogeneity of the forest at short distances, does not necessarily have to be 
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perfectly collocated with S2 or the future disturbance. Instead, it must be an unbiased 1:1 

predictor of S2 in the absence of intervening disturbance, which we formally test using a control 

group of near-coincident shot pairs that do not span a disturbance temporally. The difference 

S1 ï S2 in disturbed pairs is then an estimator for disturbance losses in the sample. 

5.3.2 Identifying spatially near-coincident shot pairs with intervening disturbance events 

 Billions of GEDI shots were sampled across the Amazon biome from 2019 until mid-

2022, making the detection of rare events a computationally intensive task (Supplement C3). 

Moreover, the data are published in granule files containing only one orbit of the International 

Space Station, so shots from different orbits (i.e., measured at different times) that fall with a 

given distance, d, could belong to hundreds of different files. To address this problem, we first 

downloaded all the V2.1 Level 4A granule files covering the Amazon biome, which comprised 

approximately 1.9 TB of data. From each file, we extracted the individual shots into a spatially 

indexed PostGIS database, which can efficiently perform distance and location queries. We 

performed a spatially indexed join on the database to extract a list of shot pairs in which the shot 

centers were less than or equal to d meters apart (Supplement C3). We did not consider potential 

geolocation error at this stage; we used the fields lat_lowestmode and lon_lowestmode (based on 

the default ground-finding algorithm) as the shot center. We joined the list of shot pairs with 

Level 2A and Level 2B data to obtain biomass, relative height metrics, and plant area index for 

each shot. In this paper, we refer to the shots in a pair as S1 and S2, where the first shot is the one 

with a smaller value of delta_time.  

For our analysis, we set the maximum distance between reported shot centers (d) as 40 m, 

but geolocation uncertainties mean these shots may have been further apart. We also found that, 

though 40 m was less than the intended distance between shots along the same orbital track, a 

small number (4,333 = 0.1%) of shot pairs were from the same orbit. We omitted these pairs 

from analysis because there can be no intervening disturbance. While it was rare in our study 

region to find more than two shots in close spatial proximity, occasionally three nearby shots 

formed separate pairs. As a simple measure to prevent data duplication, we dropped pairs if S1 or 

S2 was already present in the sample. Table 5-1 reports the number of shot pairs identified in the 

Amazon biome for multiple values of d, and approximately how many shot pairs we estimated 

would have intervening GLAD and AFC-identified disturbance events. Lowering the maximum 
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distance between the shots substantially decreased the amount of available data; we chose d = 

40 m to keep as much data as possible without violating the assumption that S1 was an unbiased 

(or minimally biased) predictor of S2, with a 1:1 relationship in the absence of forest changes. 

Specifically, if near-coincident shots at d = 40 m apart can be used to estimate population-level 

change, then in the absence of changes the best fit standardized major axis regression line, which 

allows for uncertainty in the predictor variable, should be close to the line y = x; and the mean 

difference (S2 - S1) should be near zero. We also considered the marginal benefit of reducing d, 

evaluating to what extent doing so improved the correlation between S1 and S2 measurements 

(Section 5.4.2). 

 

Table 5-1: Available dataset size for various maximum reported distances between shots. 

Max distance (d) No. of shot pairs Est.* no. of disturbed 

pairs (GLAD) 

Est.* no. of disturbed 

pairs (AFC) 

40 m 4,185,566 13740 3201 

30 m 2,433,085 7990 1860 

25 m 1,705,185 5600 1300 

20 m 1,099,815 3610 841 

10 m 274,972 900 210 

5 m 65,168 210 50 
* We assumed the chance that S2 happens to fall on an intervening disturbance event was independent of d. We 

therefore evaluated the number of disturbed pairs at 40 m apart for each disturbance detection map and estimated the 

expected number of disturbed pairs for other values of d as the number of shot pairs at the given distance times the 
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ratio of total shot pairs to disturbed pairs found at 40 m apart. 

 

 

Figure 5-1: Spatiotemporal conditions used to classify near-coincident GEDI shots that captured intervening 

disturbance, as well as control groups. Left: Spatial conditions for identifying GEDI shots that coincide with 

disturbance. Two GEDI shots (S1, S2) in close proximity (d Ò 40 m) were identified as a pair; we then searched for 

disturbances in ר, a pixel window around S2. Note that the GEDI shots may not fall at their reported locations due 

to geolocation uncertainty, and the shot pairs are allowed to be closer together than the maximum distance shown in 

the figure. The grid scale and window size shown correspond to the GLAD map. Right: Temporal conditions for 

classifying shot pairs. The time of disturbance is signified by Tdist; the time of the first and second GEDI shot are 

signified by T1 and T2 respectively. Treatment group pairs (top) have an intervening disturbance (T1 < Tdist < T2). 

The set of all pairs (middle) is dominated by those that do not experience a disturbance at any time. Disturbed 

control pairs (bottom) experience a disturbance at some time but do not measure a disturbance between S1 and S2 

(Tdist < T1 < T2 or T1 < T2 < Tdist). 

To identify which shot pairs spanned intervening forest disturbances, we overlaid the 

pairs with a forest change raster map (Figure 5-1). Due to the differing definitions of disturbance 

in the GLAD and AFC datasets and their different spatiotemporal resolutions, we did not 

combine the two maps, but rather performed all analyses on each map separately. The footprint 

S2 measured the impact of the disturbance, so we searched for disturbances in a small window, 

 around the pixel containing S2, with the size of the window depending on the resolution of ,ר

the forest change map relative to the GEDI footprint size. In the GLAD dataset, which has 10 m 

x 10 m pixels, we used a 3 x 3 window of pixels around the reported S2 shot center, רGLAD. In 

the 30 m x 30 m AFC maps we used the 2 x 2 window of pixels nearest to the reported S2 shot 

center, רAFC. We found little sensitivity to window size so long as ר was comparable in size to 
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the GEDI shot and geolocation error (around 30-60 m wide) and larger than 1 x 1 pixel 

(Supplement C4). If any of the pixels in ר contained a disturbance with a reported start date 

after S1 and before S2, we included the shot pair in the treatment group of shot pairs with 

intervening disturbance.  

In the GLAD maps, we considered adding a temporal buffer prior to the reported 

disturbance date to account for potential late detection, but we found that temporal buffers 

between 0-6 months did not impact the results (Figure C5). This indicates that GLAD is not 

substantially affected by delayed detection. The AFC dataset has an annual resolution, so we did 

not consider a temporal buffer but instead required that S1 fell before January 1 in the year of 

disturbance detection and that S2 fell after January 1 the following year. 

5.3.3 Creating a control group 

 To test the statistical significance of effects observed in the treatment group, we needed a 

control group of shot pairs without intervening disturbance. There are several reasonable ways to 

construct a control group; we tested for the statistical significance of our results with each of 

them (Section 5.4.3, Supplement C6). Moreover, exploring the differences between these control 

groups provided further insight into the dynamics of disturbed forests. 

 One possible control group is the set of all near-coincident shot pairs (Figure 5-2). These 

shot pairs fell overwhelmingly in the undisturbed forests that cover most of the Amazon biome 

and were very unlikely to measure an intervening disturbance (Table 5-1). This control group 

was used to assess the validity of the near-coincident footprint methodology as a whole, 

providing a baseline for the correlation, variance, and bias between two nearby measurements of 

the GEDI sensor. However, we expected that the undisturbed forests in which most of the 

footprint pairs fell would not be representative of the disturbed forests selected in the treatment 

group. Disturbed tropical forests may exhibit high levels of canopy heterogeneity at the scale of 

d and the ~10 m GEDI geolocation error, which would tend to increase the variance and reduce 

the correlation between nearby shots even absent intervening disturbance (Roy et al., 2021). We 

therefore selected a ñdisturbed forest controlò as follows: if any of the pixels in ר contained a 

disturbance, but all the detected disturbances began either before S1 or after S2 (the difference 

between the two shot measurements could not reflect the effects of disturbance), we included the 

shot pair as a disturbed control (Figure 5-1, right). As with the treatment group, we created a 

disturbed control group for each disturbance map individually. These controls were thus selected 
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from forests under similar disturbance threat and occurrence levels as the treatment locations 

(Figure 5-3); the only difference was whether the two shots happened to span the disturbance 

temporally.  

 Finally, we found that this single difference between the control and treatment groups ï 

that the pair of GEDI shots happened to temporally span a disturbance ï meant that shot pairs in 

the disturbed control group tended to have a shorter time between them than those in the 

treatment group (Supplement C6). In one sense, this was a desirable quality: a shorter time 

between shots lowered the chance that changes between S1 and S2 reflected intervening 

disturbances that were not detected in the AFC/GLAD maps. However, we also tested that our 

results were statistically significant compared to a disturbed forest control group that was 

adjusted to have a similar temporal distribution to that of the treatment group (Supplement C6). 

 

Figure 5-2: Random 20% sample from the set of all near-coincident shot pairs in the Amazon biome study region 

(green). The shot pairs are colored by the number of days between S1 and S2. GEDI shot size not to scale. 
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Figure 5-3: Spatial distribution of control and treatment shot pairs in the Amazon biome study region based on 

GLAD disturbance detection. In treatment pairs (red), two GEDI shots measure forest structure at a time before (T1) 

and after (T2) a detected disturbance event (Tdist). In control pairs (blue) the second GEDI shot is spatially collocated 

with a disturbance detected from 2019 onward, just as in the treatment set, but GEDI happened to miss the 

disturbance (either T1 < T2 < Tdist or Tdist < T1 < T2). GEDI shot size not to scale. The base map shows the average 

GEDI-measured RH 98 in each 12000 m wide pixel. 

5.3.4 Geolocation error and missed disturbance bias 

 At the high (10-30 m) resolution of the disturbance detection maps and the level of 

canopy heterogeneity present in tropical disturbed forests, the 10.2 m average 1„ GEDI shot 

geolocation error may cause high variance in observed forest change measurements (Roy et al., 

2021). We were able to test for statistical significance of our results despite these uncertainties 

by comparing to the disturbed forest control group. However, there was one source of positive 

bias from geolocation uncertainties that was not dealt with by comparison to the control group: if 

S2 fell far from its reported shot location, it may have missed small disturbances detected by the 

GLAD or AFC maps and measured the nearby pre-disturbance forest state instead. Similarly, S2 

may have missed the disturbance if the disturbance maps incorrectly identified the location of the 

disturbance; unlike GEDI geolocation error, these errors are not well-quantified. In this case, 

considering S1 to be an unbiased estimator of the pre-disturbance state, the quantity (S2 ï S1) 
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would have a zero-centered distribution instead of the negative-skewed distribution expected for 

intervening disturbances, causing positive bias in the results. More generally, the missed 

disturbance effect may cause positive bias if (S2 ï S1) is on average larger (less negative) in the 

disturbed forest control group than the treatment group.  

Intuitively, the size of this positive bias is likely to be related to disturbance size. 

Geolocation error is more likely to cause missed disturbances in small disturbances that are close 

to the size of the GEDI and disturbance map geolocation error; larger disturbances will be 

measured even if the second GEDI shot lands a short distance away from its reported location. 

Estimates of biomass and canopy height losses due to disturbance made using this method should 

therefore be considered conservative, especially for small disturbances, in that missed 

disturbances may cause positive bias in the treatment group. This limitation is discussed further 

in Section 5.5.4. 

5.3.5 Variables affecting disturbance-related biomass loss 

When building the treatment dataset, we recorded two variables that may affect the 

amount of biomass loss observed by GEDI: 

 

Disturbance extent: We defined the disturbance extent as the number of pixels in ר that 

experienced disturbance between T1 and T2. This variable ranged from 1-9 for רGLAD (3 x 3 

window of 10 m pixels) and from 1-4 for רAFC (2 x 2 window of 30 m pixels). It was 0 for all 

control points. We hypothesized that disturbance extent might correlate positively with biomass 

loss because (a) larger disturbances are more intensive; (b) it is more likely that the second GEDI 

shot will miss a disturbance due to geolocation error if the disturbance is small, causing positive 

bias in the estimated biomass losses for smaller disturbances.  

 

Time since disturbance: We defined the time since disturbance as the difference, in days, 

between the modal start date of disturbances identified in רGLAD and T2. We omitted pixels in 

 GLAD that were disturbed before T1 or after T2 from this mode calculation. We only recordedר

this metric for the GLAD dataset because the AFC maps have an annual resolution, which is too 

coarse to accurately measure time since disturbance. We hypothesized that time since 

disturbance might have a complex relationship with biomass loss. On the one hand, disturbed 

forests might continue to lose biomass over time, perhaps because the original cause of 
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disturbance continued in the area or damaged trees fell in subsequent months. On the other hand, 

disturbed forests may regain biomass from regrowth. 

 

5.3.6 Assessing disturbance intensity 

Past research has highlighted the potential value of identifying a disturbance intensity 

metric based on wall-to-wall sensors alone that is related to the quantity of biomass lost (Aquino 

et al., 2022; Coutiño et al., 2022); such a relationship would enable local and regional 

assessments of total biomass loss due to forest disturbance. However, very few such metrics have 

been proposed, and yet fewer have been validated, due to the extremely limited size of existing 

datasets that measure biomass changes following remotely sensed disturbances. One application 

of our dataset would therefore be to derive and evaluate such a relationship. We evaluated a 

metric of disturbance intensity proposed as part of the AFC methodology (Vancutsem et al., 

2021), quantifying the extent to which this metric was predictive of GEDI-estimated biomass 

loss. Specifically, we calculated the disturbance intensity index for a given AFC pixel as the 

number of Landsat observations classified as ñdisruptionò in the AFC maps divided by the 

observations classified as ñvalidò during the year in which a disturbance was first detected (see 

Section 5.2.3.2). We averaged these per-pixel values across רAFC to obtain a single intensity 

value for each treatment sample. In other words, we used the sum of the intensities in רAFC 

divided by the number of disturbed pixels in רAFC. 

We chose this intensity metric because it is derived from Landsat imagery alone and is 

directly related to the AFC classification algorithm (indeed, this per-pixel intensity index is used 

in the AFC methodology to classify potential disturbances before enough time has elapsed to run 

the full algorithm), making its validation of high relevance to the scientific community. In 

addition, if found to be related to biomass loss, this metric would be ideal for extrapolation 

because it is straightforward to calculate across the tropics for every pixel in the AFC 

disturbance maps. 

As described in Section 5.3.4, missed disturbance bias will disproportionately affect 

small disturbances, which may also be less-intensive ones. To check that any relationship of 

increasing percent biomass loss with increasing disturbance intensity was not merely an artifact 

of bias introduced by geolocation error, we tested for a statistically significant correlation 
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between the intensity and biomass loss even when controlling for disturbance extent. This was an 

overly conservative control, as disturbance extent and the disturbance intensity index were also 

positively correlated (we might hypothesize that large disturbances are likely to last longer and 

be more visible from satellite imagery); however, such a control was needed to demonstrate that 

any relationship found was not only due to this artifact of the data collection method. 

5.3.7 Evaluating the impacts of fire events 

 As a first step towards understanding the structural effects of different types of 

disturbance, we classified the disturbances in the GLAD treatment dataset as ñburnedò or ñnot 

burnedò using a MODIS 500 m resolution burned area product. For each pair of disturbance-

spanning GEDI shots, we identified fire as the disturbance process if MODIS detected a burn in 

the period between the two shots. We then investigated the structural changes associated with the 

burn events using GEDI relative height and vertical PAI metrics. We examined RH 98, which 

represents the top-of-canopy height, and RH 50, which reflects the density of mid-canopy and 

understory vegetation (East et al., 2023; Schneider et al., 2020). We calculated the understory 

PAI as the sum of GEDI-measured vertical PAI below one third of the pre-burn height 

(S1 RH 98 · 3) and the mid- and upper-canopy PAI as the sum of GEDI-measured vertical PAI 

above this height. This was analogous to vertical PAI calculations used for other spaceborne 

lidar systems (Tang and Dubayah, 2017). 

5.4 Results 

5.4.1 Near-coincident shots 

 Across the Amazon biome, we found 4,185,566 shot pairs less than 40 m apart, with 

approximately 75% of the pairs falling less than a year apart. These pairs were distributed across 

the Amazon biome but were concentrated along an X-shaped grid based on the orbital resonance 

patterns of the International Space Station (Figure 5-2). They fell primarily in the intact forests 

that cover much of the Amazon biome. 

5.4.2 Control groups 

The hypothesis that there would be a 1:1 relationship between the relative height and 

biomass metrics of near-coincident shots which lacked an intervening disturbance event (i.e., 
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controls) was supported. The control group of all near-coincident shot pairs showed a close 

relationship between S1 and S2 RH 98 (Figure 5-4, top left), with a standardized major axis 

(SMA) slope of unity, a near-zero bias (-0.14 m), and a high correlation coefficient (0.81; R2 = 

0.66). The AGBD metric showed wider variation (Figure 5-4, top right), but again had an SMA 

slope near unity, low bias (-3.83 Mg/ha), and good correlation (0.61; R2 = 0.37). In our tests of 

the marginal benefit of reducing the distance between shots, we found that at a maximum of 30 

m between shots, the correlation coefficient was only slightly higher (0.83 (R2 = 0.69) for RH 

98; 0.62 (R2 = 0.38) for AGBD) and the bias was almost identical as well (-0.15 m; 4.11 Mg/ha). 

A shorter time between shots was associated with higher correlation, lower standard deviation, 

and less negative bias in AGBD, but the effect was less pronounced in RH 98 (Figure C10).  
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Figure 5-4: S1 is an unbiased 1:1 predictor of S2 in the absence of forest disturbance. Hexagonally binned histogram 

comparing GEDI metrics between S1 (x-axis) and S2 (y-axis) for the intact-forest-dominated set of all shot pairs in 

the study region (ñAll near-coincident  footprints control,ò top) and the set of pairs in the GLAD-based disturbed 

forest control (bottom). The plots on the left show RH 98 metrics, and the plots on the right show AGBD. The green 

lines indicate the standardized major axis (SMA) regression line for the raw data, with regression line parameters, 

bias (mean difference), and Pearson correlation coefficient displayed in the upper right of each plot. The black 

dashed lines show y = x. 
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Figure 5-5: Relative difference (S2 ï S1)/(S2 + S1) in metrics of interest (RH 98, RH 50, AGBD) for different control 

groups. Negative relative difference indicates that S2 measures a smaller value than S1. The three lines of the boxplot 

show the quartiles (0.25, 0.5, 0.75) of the distribution, with whiskers at 1.5 times the upper and lower interquartile 

range. The labels show the value of the 0.25 and 0.75 quartile. The dashed line shows y = 0 (i.e., no change between 

S1 and S2).  

 As expected, we found a noisier relationship between S1 and S2 in the disturbed forest 

controls, with large differences between the first and second shot measurement in some pairs 

(Figure 5-4, bottom row). The bias, or the mean of the difference AGBD2 ï AGBD1, was larger 

in the disturbed control than the set of all shot pairs, at -6.74 Mg/ha in the GLAD-based 

disturbed control and -5.72 Mg/ha in the AFC-based disturbed control. Moreover, the bias was 

larger despite a smaller average starting biomass in disturbed forests; the relative AGBD 

difference was more negative in both disturbed control groups than in the control group of all 

shot pairs (Figure 5-5, see also Supplement C10). This effect was not present in RH 98, where 

the bias remained near zero (-0.27 m (GLAD); -0.09 (AFC)). The bias was also small (-0.28 m 

(GLAD); -0.20 m (AFC)) in RH 50, the other parameter that contributes to AGBD in our study 

region. The correlation was lower for RH 98 (0.66, R2 = 0.44 (GLAD); 0.63, R2 = 0.40 (AFC)) 
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and AGBD (0.49, R2 = 0.24 (GLAD); 0.44, R2 = 0.19 (AFC)) than in the set of all footprint 

pairs, and the relative difference between S2 and S1 had a wider interquartile range (Figure 5-5). 

Given these differences, it was important to compare shot pairs with intervening disturbance 

against a disturbed forest control, rather than an intact forest control that may not have been 

representative of near-coincident shot data in forest that experiences disturbance. We found that, 

while the relationship between S1 and S2 was noisier in disturbed forests than in the set of all shot 

pairs, the biases were reasonably small (< 5% of the mean) and served as a valuable baseline for 

comparison. 

5.4.3 Biomass loss following disturbance can be estimated using GEDI 

We found that, at a population level, GEDI measured aggregate losses even following 

small disturbances in both the GLAD and AFC maps (Figure C9). Mean biomass loss was 

greater in the treatment group than the disturbed forest control group (p < 0.001) for both 

GLAD-detected and AFC-detected disturbance events. This result held even when we restricted 

the treatment group to disturbances in which only a single pixel in the window around S2 was 

disturbed (p < 0.001). We also tested that this effect was not due to deforestation alone. 

Specifically, GLAD does not distinguish between non-deforestation disturbance and 

deforestation, but the AFC maps have two separate classes: disturbance and deforestation. We 

tested a restricted treatment group of AFC-detected disturbances in which only a single pixel was 

marked as disturbed and no other pixel in the window was marked as deforested. We found that 

mean biomass loss in this restricted treatment group was also greater than in the disturbed forest 

control (p < 0.001). In other words, at the population level, GEDI was able to measure a 

statistically significant biomass and canopy height deficit following non-deforestation 

disturbances as small as 30 m x 30 m (0.09 ha) in size. We further checked that all these results 

remained statistically significant (p < 0.001) for the temporally adjusted disturbed control groups 

described in Section 5.3.3 (Supplement C6).  As a final note, the AFC maps use a non-standard 

definition of disturbance based on temporal extent that might include some cases of complete 

canopy cover loss. Section 5.4.4 describes how we used the treatment dataset to measure changes 

in canopy structure directly, identifying samples that met a traditional definition of forest 

disturbance: there was measurable vegetation loss, but some canopy cover remained (Gao et al., 

2020).  
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      GLAD-detected disturbances              AFC-detected disturbances  

 

Figure 5-6: Median percent AGBD loss for different disturbance classifications (extent, time since disturbance, 

disturbance intensity index). We use a bootstrap sample to evaluate the median percent biomass loss for disturbances 

of each class, with points showing the mean of the bootstrap sample and blue lines indicating the empirical 95% CI. 

We fit curves to the medians, showing the mean regression parameters of the bootstrap sample in black and samples 

from the empirical parameter distribution in gray. Top row: Biomass loss by disturbance extent for GLAD data (left) 

and AFC data (right). Disturbance extent is the number of pixels in the window around S2 that experienced 

disturbance between S1 and S2. The disturbed forest control group and error bar (disturbance extent = 0) is marked in 

green. We perform a linear regression on the disturbed group only (disturbance extent ² 1). Bottom row: Left, 

Biomass loss by the number of months elapsed between the GLAD-reported disturbance start date and the time that 

S2 measured the forest. We fit a second-order polynomial curve. Right, Biomass loss by the AFC disturbance 

intensity metric described in §3.6. We fit a linear regression to the square root-transformed index. 
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We tested the variables identified in Sections 5.3.5 and 5.3.6 to understand their effects 

on estimated biomass loss following disturbance (Figure 5-6). We found a linear relationship of 

increasing biomass loss with increasing disturbance extent for both GLAD and AFC-detected 

disturbances. Among GLAD disturbances, the fitted regression line was y = 4.5x + 24.5 (R2 = 

0.85, p = 0.001); among AFC disturbances the regression line was y = 15.1x + 3.6 (R2 = 0.91, 

p = 0.045), where x is the disturbance extent, measured as the number of disturbed pixels in 

   .AFC, respectivelyר GLAD andר

The relationship between time since disturbance and biomass loss was more complex.  

We fit a second-order polynomial (y = 29.6 - 0.1x + 3.5x2), which had better goodness-of-fit than 

linear regression (adjusted-R2 = 0.26). The data showed increasing losses over shorter (12-14 

month) timescales since recovery, levelling off or even decreasing over longer timescales (18+ 

months). This corresponded with the hypothesis that disturbed areas may have lost biomass over 

the short term as damaged trees continued to fall or additional degradation took place, but that 

longer-term the forest may have begun to recover. However, we caution that the values at longer 

timescales had wide confidence intervals because they were based on relatively few samples; 

further data would be needed to confirm the relationship.  

Finally, we tested the disturbance intensity index described in Section 5.3.6 on the AFC-

detected disturbances (Figure 5-6, bottom right). Unlike the AFC disturbance extent, we found 

that the range of disturbance intensity indices corresponded to almost the full range of percent 

AGBD loss (0-100%). There were many samples with low (< 0.1) disturbance intensity index 

values, and this was also where the relationship appeared most non-linear. We therefore 

subdivided the intensity index range (0.0, 0.1] into four equal sub-intervals. We observed 

consistency with the disturbed control group results, finding that the 2.1% (95% CI [2.8%, 

3.6%]) median biomass loss in the control group was only slightly less than the median 3.8% 

(95% CI [-18.3%, 18.1%]) biomass loss observed in the near-zero range of disturbance intensity 

index (0.0 to 0.025).  We tested linear, logarithmic, and square root-transformed models, and 

found that the square root model (ώ  ρρωȢψ Ѝὼ ρȢυ) had the best fit (R2 = 0.91, p = 0.0001). 

This model also mapped zero to near-zero, which is consistent with intuition about the true 

relationship between disturbance intensity and biomass loss. Finally, as described in Section 

5.3.6, we confirmed that this relationship was not due to missed disturbance bias alone by 
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checking for a statistically significant positive correlation between disturbance intensity and 

biomass loss while controlling for disturbance extent (Supplement C11). 

5.4.4 Forest structural changes following disturbance 

 As with AGBD, mean RH 98 loss between S1 and S2 was greater in the treatment group 

than the disturbed forest control group for both GLAD-detected and AFC-detected disturbance 

events (p < 0.001; p < 0.001). However, unlike AGBD, the RH 98 losses followed a somewhat 

bimodal distribution, with many disturbances corresponding to either large (> 75%) or relatively 

small (< 35%) RH 98 losses (Figure C9). The high RH values (98, 95, 85, 75) in GEDI 

waveforms are known to be heavily influenced by tall trees that have most of their vegetation in 

the upper canopy, even if such trees covered only a small part of the GEDI footprint (Roy et al., 

2021). If any of these trees were left standing in a disturbed area, the RH 98 values may not have 

shown any change. At the same time, the loss of a large tree would have left a large canopy gap; 

if the GEDI footprint fell directly in this gap, it may have led to apparently large canopy height 

losses even when the area did not experience complete deforestation (Roy et al., 2021). These 

effects may have contributed to the bimodal response in RH 98. 
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Figure 5-7: Structural changes in burned forests from the GLAD dataset. Top row: RH 98 (left), RH 50 (center), and 

AGBD (right)  before (x-axis) and after (y-axis) disturbance for the samples classified as burned. Points colored 

blue, called ñcanopy preserved,ò are those in which the forest (> 5 m high in S1, with RH 50 > 2.5 m) maintained at 

least 65% of its pre-burn top-of-canopy height (RH 98) in S2. Points colored red, called ñcanopy lostò, are those in 

which S2 RH 98 < 0.65 * S1 RH 98. The dashed lines show y = x. Bottom row: Distribution of PAI in the upper two 

thirds of the canopy (left) and lower third of the canopy (right) before burning (green) and after burning in cases 

where the upper canopy was mostly preserved (blue) and mostly lost (red), as classified above. 

We used the near-coincident shot approach to investigate structural changes in burned 

forests. We identified 614 GLAD-identified disturbances that met the FAO definition of forest at 

S1 (² 5 m canopy height), had some midstory and understory vegetation at S1 (RH 50 > 2.5 m), 

and were likely caused by fire based on the MODIS burned area maps. Of these, 65% did not 

have large top-of-canopy height losses after burning, with S2 RH 98 at least 65% the pre-burn S1 

RH 98 value (Figure 5-7, top left, blue points). However, in 33% of these ñcanopy preservedò 

samples, large amounts of the understory were lost, with RH 50 values falling below 2.5 m in S2 
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(Figure 5-7, top right). The GEDI-measured vertical PAI profile provided a more detailed look at 

the state of these ñcanopy preservedò burned forests (Figure 5-7, bottom row). In burned forest 

samples where the canopy is mostly lost (red curves), the PAI was narrowly distributed around 

zero in both the understory and upper & mid-stories, indicating a near-complete loss of 

vegetation. In ñcanopy preservedò burned forest (blue curves), while the understory PAI again 

peaked around zero, upper & mid-story PAI had a non-zero peak and a longer positive tail. 

Notably, the distribution of post-disturbance PAI in the upper & mid-stories was still 

substantially diminished from its distribution pre-disturbance (green curves), even in the ñcanopy 

preservedò samples where RH 98 did not exhibit a large change. 

5.5 Discussion 

 This study provides the first large-scale demonstration of the use of spaceborne near-

coincident GEDI shots to measure tropical forest disturbances. These measurements were rare in 

the Amazon biome: on the order of one in ten thousand high-quality GEDI shots happened to fall 

near an earlier GEDI measurement with a disturbance intervening. We implemented an efficient 

data processing pipeline to sift out these events, along with a control set of near-coincident shot 

pairs in disturbed areas but without intervening disturbance. We found that, despite the rarity of 

these events, the billions of measurements taken by the GEDI instrument allowed us to build a 

sizeable dataset estimating forest changes following satellite-detected disturbances. Using this 

dataset, we demonstrated that, at the population level, GEDI measurements captured statistically 

significant biomass and canopy height losses following tropical forest disturbances as small as 

30 m wide. We found that GEDI-estimated percent biomass loss was related to multiple factors, 

including the size of the disturbance and the time since disturbance. Importantly, we also 

demonstrated for the first time that a Landsat-based metric, proposed in the literature to be 

related to disturbance intensity, was indeed well-correlated with percent biomass loss. This result 

builds confidence in the AFC detection maps, which are partly based on this metric, and suggests 

that it may be possible to estimate disturbance-related carbon emissions at a regional scale using 

optical imagery alone. Finally, we used GEDI to look beyond canopy height losses and carbon 

emissions, measuring the complex structural changes taking place below the canopy in burned 

forests.  
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5.5.1 Evaluation of the potential to use GEDI for measuring changes in disturbed and 

heterogeneous canopies  

To our knowledge, this is the first large-scale study using spatially near-coincident GEDI 

footprints to quantify the impacts of tropical forest change. Previous work based on simulated 

GEDI data urged caution when analyzing multitemporal GEDI shots in the heterogeneous 

canopies typical of disturbed tropical forests, highlighting that under these conditions GEDI 

geolocation error may cause variance in RH metrics between footprint pairs that is similar in 

magnitude to the canopy losses that one might seek to measure (Roy et al., 2021). In order to use 

GEDI to detect and measure change in individual locations, Roy et al. suggested simulating 

repositioned GEDI shots on an ALS scan of the study region and establishing a significance 

threshold for detecting loss based on the variation in the simulated shots. However, this approach 

is limited to smaller-scale studies in areas with coincident ALS data.  

Like Roy et al, we found that sensor noise and geolocation error limit reliable change 

measurements at individual locations, as is evidenced by the wide variance between nearby shot 

measurements, even in the control groups (Figure 5-4). However, we found that it is possible to 

use GEDI to understand population-level losses by aggregating GEDI measurements across 

many disturbances. Our methodology thus offers a path forward for large-scale studies to 

measure population-level change and establish whether this change is significant given the 

uncertainties caused by variation in heterogeneous canopies at high resolution. We created a 

disturbed forest control group containing shot pairs in the same types of heterogeneous canopies 

as the treatment group. While the higher variance and lower correlations observed in this control 

group compared to the set of all shot pairs confirmed the need for careful treatment of repeat 

footprint data in disturbed forests, we found that the observed changes in canopy height and 

biomass were indeed significant relative to the disturbed control, offering the first large-scale 

demonstration that GEDI captures tropical forest loss in disturbances as small as 30 x 30 m in 

size using the near-coincident footprint methodology. 

Moreover, the disturbed control group itself, when compared to the set of all shot pairs, 

offered insights into the temporal patterns of change in disturbed tropical forests. We observed 

an average decline in AGBD between S1 and S2 in the control groups selected from disturbed 

forests greater than that found in the set of all shot pairs. This indicated that disturbed forests 

were continuing to lose biomass over the three-year period of our study even when the pixel-
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wise area of disturbance marked by the GLAD and AFC maps was not expanding. This finding 

was also corroborated by the space-for-time substitution analysis that we performed with the 

GLAD dataset, which found that for up to 12 months after disturbance, percent biomass loss rose 

with increasing time since disturbance (Figure 5-6, bottom left). Together, the control group and 

space-for-time substitution analyses allowed us to quantify biomass losses taking place in 

disturbed forests beyond what is reflected in the GLAD or AFC disturbance detection maps, 

which are limited by their pixel resolution and are not designed to consistently identify 

increasing levels of disturbance over time in the same location. These findings add support to 

recent evidence that GEDI may be able to detect biomass loss even where existing satellite-based 

monitoring algorithms do not perceive changes in forest cover (Duncanson et al., 2023). 

5.5.2 Using GEDI to understand disturbance through multiple layers of the canopy 

Subcanopy tropical fires have historically been difficult to measure through remote 

sensing datasets (Asner and Alencar, 2010), but understanding the forest structural changes that 

take place in non-deforestation disturbances is critical to understanding the integrity of the 

remaining ecosystem (Gao et al., 2020; Milodowski et al., 2021). Studies using simulated GEDI 

suggested that the instrument might be able to measure fires primarily affecting the understory 

(East et al., 2023), and our results confirmed that spaceborne GEDI vertical PAI metrics 

reflected subcanopy fire dynamics. We found that these subcanopy changes may be concealed by 

looking only at top-of-canopy height loss; for example, in around 20% of burned samples, RH 98 

did not exhibit a large change while upper & mid-canopy total PAI dropped substantially and 

understory PAI fell to near-zero. Other derived GEDI metrics, such as foliage height diversity, 

may help us to understand how disturbance affects the integrity of remaining habitat (MacArthur 

and MacArthur, 1961). Spatially near-coincident GEDI footprints thus offer a unique opportunity 

to understand the complex dynamics at play in ecosystems restructured by non-stand-replacing 

forest disturbances. 

5.5.3 Validation and comparison to prior work 

We are not aware of current large-extent, high spatial (< 100 m) and temporal (annual) 

resolution remote sensing products measuring AGBD that could be used to directly corroborate 

the before-and-after measurements taken by GEDI in dense tropical forests; GEDI offers a 

unique view in this regard. However, prior work has estimated the average carbon deficit across 
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tropical degraded forests by comparing measured biomass in degraded forests with nearby intact, 

old-growth, or interior forest areas. Table 5-2 compares the average carbon loss estimated using 

near-coincident GEDI shots across our sample to prior work that estimated the carbon deficit in 

degraded tropical forests using various methods. 

Table 5-2: Comparison with prior work 

Source 

 

Estimated 

carbon deficit  

 

Notes 

 

Data 

type 

Region 

AFC treatment 

group (this work) 

23.1 MgC/ha 

(28.7%) 

Average carbon loss (AGBD1 

ï AGBD2) * 0.47 

Remote 

sensing 

Amazon 

biome 

GLAD treatment 

group (this work) 

26.0 MgC/ha 

(37.1%) 

Average carbon loss (AGBD1 

ï AGBD2) * 0.47 

Remote 

sensing 

Amazon 

biome 

Zhu et al. (2023) 21.8 MgC/ha Average deficit of degraded 

forests (including burned, 

isolated, edge, and other 

degradation) compared to 

nearby interior forest  

Remote 

sensing 

Tropical 

moist 

forest 

Heinrich et al. 

(2023) 

50% Relative difference between 

intercept of space-for-time 

substitution model and mean 

biomass in comparable intact 

old growth forest. 

Remote 

sensing 

Amazon 

basin 

Rappaport et al. 

(2018) 

45.1% Relative difference between 

intercept of a space-for-time 

substitution model and mean 

biomass in comparable intact 

old growth forest. 

ALS Mato 

Grosso 

(Amazon) 

Laurance et al., 

(1997) 

8.8% average; 

up to 36% in 

some plots 

Average deficit of field plots 

within a 100 m forest edge 

zone compared to interior 

forest. 

Field 

plots 

Central 

Amazonia 

 

The estimates of Zhu et al (2023) would be expected to be most similar to our work, 

because they also use the AFC maps to identify degradation and they compare degraded forest to 

nearby interior forest. Indeed, we find good agreement, especially for the AFC treatment group. 

The estimates of Heinrich et al (2023) and Rappaport et al (2018) would be expected to be higher 

than our work because they compare the biomass in degraded forests to old growth forest; 

whereas S1 estimates the nearby pre-disturbance forest state, which is likely to have lower 

biomass than old growth undisturbed forest. The estimates of Laurance et al (1997) would be 
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expected to be lower than our work because they consider only longer-term edge effects and do 

not measure the immediate aftereffects of disturbance events. 

There are also uncertainties and sources of bias associated with the estimated carbon 

deficit from our work listed in Table 5-2 that may cause differences with prior estimates. First, as 

described in Section 5.3.4, our estimates are expected to be conservative due to missed 

disturbance bias, especially for small disturbances. Second, aggregating our sample as a single 

average biomass loss does not account for spatial correlations in the data, which was not a 

random sample of disturbances across the Amazon. Certain regions may have been oversampled 

according to the resonance patterns of the International Space Station (Figure 5-2). To obtain 

accurate regional estimates of average and total carbon losses in disturbed forests, which we do 

not do in this paper, the data should be resampled for even spatiotemporal coverage and then 

stratified based on disturbance type and intensity (Section 5.5.6).  

We also note that spaceborne near-coincident shot data is inherently difficult to validate 

with field plot data. The locations of nearby pairs are unpredictable, and their sparseness makes 

it vanishingly rare that they fall within small existing field plots. To remedy this problem, the 

GEDI simulator (Hancock et al., 2019) could be used to augment the spaceborne data with forest 

plots that include field data and repeated ALS scans. Even without repeated ALS measurements, 

single ALS scans could be combined with single GEDI overpasses to create GEDI-like before-

and-after measurements of disturbance with coincident field data for at least one of the timesteps 

(Roy et al., 2021). Upcoming remote sensing missions such as NISAR (L-band and S-band SAR) 

and the European Space Agencyôs ñBiomassò (P-band SAR) promise to provide large-extent, 

high spatial and temporal resolution AGBD estimates in these areas, but their sensitivity to small 

scale disturbance will need to be tested, perhaps in conjunction with GEDI data (Goetz et al., 

2022). 

5.5.4 Limitations and challenges 

 Spaceborne near-coincident shot data is likely not suitable for measuring very small 

disturbances. Our results did not preclude the possibility that GEDI could capture biomass loss in 

disturbances under 30 m wide, but very small disturbances may have fully recovered by the time 

that the GEDI sensor passes over the region or may not have been detectable by GEDI in the first 

place given the level of noise in the data. In addition, as we describe in Section 5.3.4, isolated 

disturbances with sizes on the order of the GEDI geolocation error have a higher chance of being 



 5  Repeat GEDI footprints measure the effects of disturbance 

 

 

 

127 

missed altogether by the second GEDI shot. New proposals for GEDI geolocation correction 

(Tang et al., 2023) are promising and will help rectify the underestimation of losses in small (10-

30 m) disturbances using our method. In the meantime, our results show that, despite the missed 

disturbance bias, even ~30 m non-deforestation disturbances detected by the AFC maps have 

statistically significant losses relative to the control group, as do ~10 m disturbances detected by 

GLAD. We argue that GEDI is therefore be useable to obtain a conservative estimate of 

population-level losses for small disturbances (10-30 m). In many contexts, an underestimate of 

losses in small disturbances is preferable to excluding those losses entirely.  

 We emphasize that while it is possible to estimate biomass losses and structural changes 

in aggregate using our presented methodology, the observed changes at any individual location 

are not reliable due to the variance caused by geolocation error and structural heterogeneity in 

disturbed forests. 

Finally, while the AGBD models used by GEDI were extensively validated on local field 

data with good representation across the Amazon biome (Duncanson et al., 2022) and have been 

used to estimate biomass in disturbed Amazonian forests (Duncanson et al., 2023), they were not 

developed exclusively on disturbed forests and may be less accurate in these regions. GEDI 

AGBD estimates are based on RH 98 and RH 50 in the Amazon biome, but these parameters 

may not be optimal in disturbed forests or may have a different relationship to AGBD.  

5.5.5 Broader implications for the GEDI mission 

The finding that near-coincident GEDI shots can be used in aggregate to estimate losses 

following moderate-scale tropical forest disturbance may have broader implications for decisions 

guiding the future direction of the GEDI mission. Early in the mission, "the ability of GEDI to 

detect degradation [was] still to be determined" (Dubayah et al., 2020). Given the evidence 

presented here that spaceborne GEDI is in fact sensitive to these changes, it may be worthwhile 

to prioritize the observation of tropical degradation hotspots and improve the representation of 

disturbed forests in the biomass model training data. In addition, there is high scientific value in 

retracing existing shot corridors when the GEDI sensor resumes data collection in late 2024. In 

this study, it was difficult to use the near-coincident footprint analysis to draw conclusions about 

forest changes at long time ranges because there were only around three years of GEDI data in 

our study, and 75% of the total footprint pairs we identified fell within one year of one another. 
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Footprint pairs spanning longer temporal durations will shed light on long-term forest trajectories 

following disturbance, including monitoring potential forest recovery. 

5.5.6 Future opportunities: extrapolating to biomass losses at a regional scale 

The approach developed in this paper has so far only been used to estimate biomass 

losses in a sample of disturbance events: those that happened to fall temporally between a pair of 

nearby GEDI shots. However, part of the promise of identifying such a sample is that it might be 

possible to extrapolate from it, for example by estimating total biomass loss from disturbance 

across a region or various proximate causes of disturbance. The dataset developed in this paper 

offers two avenues for extrapolation. First, it can be used to create a random sample of loss 

measurements for different subregions, degradation types, and degradation intensities; average 

biomass loss can then be combined with estimates of the area of degradation in each category to 

estimate total losses (Bullock et al., 2020a; Penman et al., 2016). Second, it can complement 

these sample-based regional estimates with a spatially explicit, high-resolution map estimating 

local degradation carbon losses and ñhotspotsò of loss (Csillik et al., 2022). This can be achieved 

by developing models based on this dataset that directly relate the signal observed by wall-to-

wall satellites to percent biomass loss. We took the first steps towards such an analysis with the 

AFC dataset (Section 5.4.3), where we found a good model fit (R2 = 0.89) using a disturbance 

intensity index based on Landsat alone. The index and model had several desirable properties: (i) 

the intensity index mapped to the full range of percent AGBD losses (0-100%), (ii) near-zero 

disturbance intensity corresponded to percent biomass loss approaching the control, and (iii) the 

fitted model was based on a large and diverse sample dataset spanning the Amazon biome. To 

our knowledge, this is the first large-scale demonstration of such a relationship; using our 

dataset, other relationships proposed in the literature can also be tested for the first time on 

regions extending beyond limited field sites (Aquino et al., 2022). Moreover, it is possible to 

extend our dataset across tropical moist forests, with both the GLAD and the AFC maps offering 

pantropical disturbance detection. Ultimately, models fitted to this unique dataset can be used in 

combination with existing disturbance detection methods to create spatially explicit annual 

pantropical maps of carbon emissions due to forest disturbance. 

5.5.7 Conclusions 
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In this study, we proposed a novel approach to estimating the structural and biomass 

impacts of forest change using near-coincident GEDI shot pairs that capture intervening 

disturbances. We analyzed this dataset while accounting for the variance caused by geolocation 

uncertainty and canopy heterogeneity in disturbed forests. We demonstrated that, at the 

population level, GEDI was able to measure a statistically significant biomass and canopy height 

deficit following non-deforestation disturbances as small as 30 m x 30 m (0.09 ha) in size. We 

found evidence on multiple fronts that disturbed forests continue to lose biomass after the initial 

disturbance. We used GEDI to look under the forest canopy, measuring the three-dimensional 

structural changes that follow burn events. Finally, we related percent biomass loss to multiple 

factors, including a disturbance intensity metric based purely on Landsat data, taking the first 

steps towards a spatially explicit pantropical map of biomass loss due to forest disturbance. 

5.6 Contributions 

A.H., S.K., and D.A.C. conceptualized the project. A.H. and P.B. filtered the data and developed 

software for data management and visualization. A.H. developed software for data processing, 

designed the methodology, performed the analyses, and drafted the manuscript under the 

supervision of S.K. and D.A.C. All authors provided comments on the manuscript and gave 

approval for publication. 
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6 A pantropical assessment of the impacts of forest degradation 

The previous chapter provided a robust methodology in answer to the motivating 

computational question of this thesis: whether and how GEDI might be able to measure short-

term impacts of disturbance in dense tropical forests. The following chapter applies the proposed 

methodology to answer my motivating ecological question, assessing the impact of tropical 

forest degradation on global carbon fluxes. It also begins to investigate the impacts of 

degradation on biodiversity by quantifying changes in a key proxy variable for biodiversity: 

forest structural complexity. 

The chapter is in preparation for publication in Nature Climate Change or a related journal. 

Section 6.3 also includes data and a figure (Figure 6-4) from work on which I am a co-first 

author (Heinrich and Holcomb et al, in prep). This figure will not be included in the journal 

publication of this chapter, but is included in the dissertation as it provides valuable context and 

validation for the chapter. 

This chapter can be cited as follows: 

Holcomb, A., Bourgoin, C., Heinrich, V., Coomes, D.A., Keshav, S., in preparation. A 

pantropical assessment of the impacts of forest degradation. 

 

 

 

Abstract 

Tropical forest degradation is an important contributor to forest carbon fluxes, but, unlike 

deforestation, it is difficult to quantify its effects using existing remote sensing. As a result, 

degradation is difficult to incorporate into climate policies, with no internationally agreed-upon 

definition or consistent monitoring mechanism. In this study, we use data from a novel 

spaceborne lidar sensor to produce a pantropical sample measuring aboveground carbon and 

forest structural complexity before and after disturbance events. We find large spatial disparities 

in the impacts of disturbance, with the highest relative carbon losses following incursions into 

interior forest along recent frontiers of deforestation, as well as following more persistent 

disturbance events. Forest structural complexity diminishes following disturbance, with the 

greatest losses following fire events, though fires also take place in the least complex forests. We 

assess total carbon losses due to tropical moist forest degradation in 2020-2022, finding losses of 

68.2 TgC/yr with 58% of losses coming from the Amazon biome ï much smaller losses than 



 6  Pantropical impacts of degradation 

 

 

 

131 

those reported during the 2016 El Niño event. At a moment when international bodies are 

actively seeking appropriate methods to define and quantify the impacts of forest degradation, 

this work represents a path forward with the first spatially explicit pantropical estimates of 

carbon losses based on direct before-and-after sampling of degradation events.  

6.1 Introduction  

Around 45% of remaining tropical rainforest is considered disturbed by humans (Long et 

al., 2019; Vancutsem et al., 2021), having experienced persistent partial biomass losses short of 

complete deforestation (Neeff et al., 2024), with major implications for international climate and 

biodiversity goals. Disturbances are caused by a range of drivers including selective logging, fire 

and forest edge creation, and carbon emissions from degradation vary widely (Baccini et al., 

2017; Berenguer et al., 2014) but in some regions may already surpass the emissions from 

deforestation (Matricardi et al., 2020; Qin et al., 2019). Looking beyond carbon, changes in 

forest structure resulting from degradation have been associated with reduced ecosystem 

function and integrity (Grantham et al., 2020; LaRue et al., 2019). With recent advances in 

satellite remote sensing, it is possible to detect even small (10-30 m wide) disturbance events 

(Reiche et al., 2024; Vancutsem et al., 2021), but the impacts of these events, in terms of carbon 

emissions and forest structural changes, remains poorly understood (Bourgoin et al., 2024; Gao 

et al., 2020). The longstanding difficulty of quantifying these impacts consistently and accurately 

has hindered effective climate policy. Degradation is often left out of country-level FAO 

reporting and the UNFCCC global stocktake despite widespread agreement that it is likely an 

important contributor to tropical forest carbon fluxes (Neeff et al., 2024), while the Kunming-

Montreal biodiversity framework is weakened by a lack of high-quality ecosystem integrity 

indicators that could monitor the impacts of anthropogenic degradation on forests (Pillay et al., 

2024). 

 Large-scale satellite studies cannot measure degradation-related carbon losses directly, 

because existing optical and radar instruments are unable to provide data at high spatiotemporal 

resolution that penetrates dense tropical forest canopies (Goetz et al., 2022). Instead, recent work 

relies on one of two approaches: (1) it applies fixed emissions factors (e.g. 30%) to all detected 

disturbance events (Csillik et al., 2022; Fawcett et al., 2023; Lapola et al., 2023), or (2) it 

compares the carbon stocks in disturbed areas to those of nearby undisturbed forest, attributing 

all differences to observed disturbance events and often relying on implicit assumptions that the 
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detected disturbances of 20-30 years ago had similar impacts and biomass loss to recent 

disturbances (Bourgoin et al., 2024; Heinrich et al., 2023; Zhu et al., 2023). Quantifying changes 

in forest structure is yet harder, with no large-scale pantropical studies assessing changes in 

forest structural diversity following disturbances. Airborne Laser Scanning (ALS) provides 

valuable reference measurements of the impacts of tropical degradation on both carbon stocks 

and forest structure but is thus far mainly limited to select transects in data-rich areas of the 

Brazilian Amazon and Sabah, Malaysia (Csillik et al., 2024; Jackson et al., 2024; Rappaport et 

al., 2018). 

 The Global Ecosystem Dynamics Investigation (GEDI) offers an unprecedented 

opportunity to understand the local carbon losses and forest structural complexity changes 

caused by disturbance at a pantropical scale. The GEDI spaceborne lidar system, unlike existing 

satellites, is designed to penetrate dense forest canopies, providing forest structure and carbon 

stock estimates for billions of sampled 25-meter diameter ground footprints over its initial 

mission lifetime (Dubayah et al., 2022a; Duncanson et al., 2022). The GEDI instrument does not 

have a regular repeat cycle, but it did sometimes measure nearby locations twice; occasionally, a 

disturbance event detected by optical satellites happened to occur between these two 

measurements. Such pairs of GEDI footprints have been shown to be sensitive to carbon losses 

and structural changes following even relatively small (~30 m wide) disturbances, including 

those detected by the tropical forest cover change map from the EU Joint Research Centre (JRC-

TMF) (Holcomb et al., 2024; Vancutsem et al., 2021). The JRC-TMF map, widely relied upon in 

both scientific (Bourgoin et al., 2024; Heinrich et al., 2023) and policy contexts (EUDR, 2023), 

provides an annual 30 m resolution wall-to-wall classification of tropical moist forest 

disturbance, deforestation, and regrowth using Landsat imagery. From 2019-2023, GEDI 

captured over 100,000 before-and-after measurements of tropical forest disturbances identified 

by the JRC-TMF maps across the Amazon biome, Congo Basin, and tropical moist forests of 

Southeast Asia, comprising the largest and most spatially diverse sample of its kind. 

 Using this novel dataset, we investigate the extent to which the impacts of tropical 

degradation vary across spatial regions. We consider the predictive value of multiple potential 

drivers of this variation, including the intensity of the disturbance, the initial biomass in the 

region, and the relation of the disturbance to landscape-scale processes, such as the presence of 

recent frontiers of deforestation. We also investigate the differing structural and carbon impacts 
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of various proximal causes of disturbance: fire, selective logging, and edge effects. Finally, in a 

consistent, spatially explicit manner across the wet tropics we quantify the total emissions due to 

forest degradation for the years 2020-2022. We map recent hotspots of degradation losses and 

compare our estimates to recent literature. With ongoing efforts at the UN FAO and other 

agencies to appropriately define and monitor the impacts of forest degradation at the national 

level (Allison et al., 2023; FAO, 2011; Neeff et al., 2023), this work represents a path forward, 

using spaceborne lidar to directly estimate the impacts of degradation in critical forest 

ecosystems. 

6.2 Results 

6.2.1 Large spatial variation in disturbance emissions factors 

Most large-scale remote sensing methods for understanding disturbance are unable to reveal 

spatial patterns of variation in disturbance intensity, using only a single classification 

(ñdisturbedò or ñundisturbedò) (Reiche et al., 2024) or a rule-of-thumb emissions factor (Csillik 

et al., 2022; Fawcett et al., 2023; Lapola et al., 2023). Here we show that different disturbances 

identified by JRC-TMF are in fact associated with substantially different carbon impacts, and we 

relate these differences to several factors. To uncover these relationships, we examined the 

spatial variation across the tropics of the per-hectare carbon losses associated with a disturbance 

event identified by JRC-TMF. Following the methods of Holcomb et al (2024), we created a 

pantropical sample of GEDI footprint pairs with intervening JRC-TMF disturbance. We then 

divided the tropical moist forest region into 250 km diameter hexagonal grid cells, analyzing the 

aboveground carbon density (ACD) change between pre- and post-disturbance footprints for 

each cell. We omitted cells with insufficient sample sizes (see Methods). We found large spatial 

variation in the ACD losses associated with disturbance (Figure 6-1), with a coefficient of 

variation as high as 87% between grid cells within a continental region.  
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Figure 6-1: A disturbance identified by JRC-TMF corresponds to different amounts of biomass loss in different 

regions. The figure shows an equal-area hexagonal grid (diameter 250 km) across the tropical moist forest biome 

delineated by Olson et al (2001) (dark gray). Colors correspond to the average biomass loss associated with a JRC-

TMF disturbance sample in that hexagon cell. Darker blue indicates greater losses (up to 80 MgC/ha loss), while red 

indicates a small amount of growth, on average. Cells with no data do not contain samples from at least two unique 

GEDI orbit pairs, making it impossible to compute sample variance, or have fewer than 25 samples. 

Around 25% of cells that fell within the tropical moist forest ecoregion delineated by 

Olson et al (2001) did not have sufficient sample sizes to draw conclusions about disturbances. 

In northeastern Amazonia, Gabon, and the mountains of Borneo, this can be attributed to limited 

deforestation and disturbance; the rare disturbance events that do take place are unlikely to be 

captured by repeat GEDI footprints. In northern Sumatra and the lowlands of Borneo, most of 

the region has already suffered substantial prior forest clearing for oil palm. Western India and 

southeastern China belong to the tropical moist forest ecoregion but are not forested according to 

the JRC-TMF maps. In addition, we note that in some cells, particularly in the mostly 

undisturbed forest interiors, JRC-TMF disturbance on average corresponded to a small increase 

in ACD. These tended to be low-intensity disturbances and may be capturing rapid regrowth or 

else be the result of sampling variation or classification errors in the JRC-TMF maps. 

Several observable features of the disturbance were predictive of higher average losses 

within a grid cell, both in absolute terms and relative to the pre-disturbance forest ACD. We 

considered two local features of the disturbance: mean disturbance intensity as observed by 

Landsat alone (Holcomb et al., 2024; Vancutsem et al., 2021) (see Methods) and mean pre-

disturbance carbon density. Disturbance intensity was predictive of both relative and absolute 

carbon loss across all three continents (p < 0.05; R2 = 0.40 (absolute C loss); R2 = 0.49 (relative 
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C loss)). In both the Amazon and central Africa, pre-disturbance carbon stock was not only 

correlated with ACD absolute change (Amazon: p < 0.05, R2 = 0.24; Africa: p < 0.05, R2 = 0.54) 

but also with relative change albeit weakly (Amazon: p < 0.05, R2 = 0.09; Africa: p < 0.05, R2 = 

0.30), with higher initial carbon stocks resulting in greater proportional losses. However, in 

southeast Asia, pre-disturbance carbon stock showed little relationship even with absolute loss 

(R2 = 0.0, p > 0.05). Finally, we found that, in the Amazon, landscape-scale degradation 

processes were also weakly predictive of the degree of ACD loss associated with JRC-TMF 

disturbances. Along recent frontiers of deforestation, as measured by the percent of total cell area 

deforested or disturbed since 2019, there was greater relative ACD loss, on average, associated 

with a sampled disturbance (p < 0.05; R2 = 0.11). Ahead of and behind these frontiers, 

meanwhile, disturbance corresponded to smaller losses. In aggregate across all three regions, a 

multiple regression model based on these three predictors (disturbance intensity, pre-disturbance 

C stock, and degree of landscape-scale disturbance) statistically significantly predicted both 

absolute and relative ACD changes (F-stat = 90.61; p < 0.05; adj-R2 = 0.51); all three variables 

had statistically significant contributions (p < 0.05). 

6.2.2 Causes of disturbance differ in their impacts on forest structure and biomass 

While forest cover and carbon stocks have often taken precedence on the world stage, the 

changes in forest structural condition and complexity that may accompany disturbances are a 

major concern for biodiversity and ecosystem function in degraded forests (Pillay et al., 2024, 

2022). Moreover, different proximate causes of degradation may result in different effects on 

forest structure; in some field studies, selective logging has in fact been found to increase the 

complexity of remaining forests relative to unharvested old-growth (Soto et al., 2024). We 

consider three proximate causes of disturbance that have been found in the literature to be 

significant contributors to tropical forest emissions and are also possible to classify at high 

resolution from satellite imagery: fire (Tyukavina et al., 2022), selective logging (Bourgoin et al., 

2024), and edge effects (Silva Junior et al., 2020a). Forest fires include fires from both 

anthropogenic and non-anthropogenic causes; some of these may reach the upper canopy but 

others affect primarily the understory. Selective logging is the legal and illegal timber extraction 

that takes place without clear-cutting and is identified from satellite imagery based on telltale 

logging road and skid trail patterns. Edge effects are the ongoing losses that take place along the 
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border (within 120 m) of deforested areas; here we classify a disturbance observed between 

2020-2022 as caused by edge effects if it takes place within 120 m of an area deforested prior to 

2020 and is not otherwise attributable to fire or selective logging; in this case, the pre-

disturbance footprint measures the area before the disturbance takes place but after the edge has 

already been created. GEDI allows us to assess changes in forest structure following disturbance 

using the per-footprint Waveform Structural Complexity Index (WSCI) (de Conto et al., 2024), 

which models three-dimensional (vertical and horizontal) structural complexity and is calibrated 

using ALS reference data.  

 

Figure 6-2: Different proximate causes of degradation (fire, red; selective logging, blue; edges, green) result in 

different degrees of structural complexity change and ACD loss. A-B. Kernel density plot of the distribution of 

GEDI-measured WSCI prior to (A) and after (B) each type of disturbance, aggregated across all continents.  In the 

case of edges, ñprior to disturbanceò means that the forest was already an edge (since at least 2020), but the JRC-

TMF maps had not yet identified a disturbance. C. Kernel density plot of the distribution of change in GEDI-

measured WSCI following disturbance (post-disturb WSCI minus pre-disturb WSCI), for each disturbance cause 

and continent with sufficient sample size. The dashed gray vertical line marks x = 0 (no change). The colored lines 

along the x-axis indicate the mean of each distribution. D. Estimated emissions factors (median percent biomass loss 
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in the sample) for each disturbance cause and continent with sufficient sample size. Black lines indicate the 

empirical 95% confidence interval based on bootstrapping.  

Using repeat GEDI footprints, we can understand both structural complexity changes 

following disturbance as well as the structural complexity prior to the disturbance event, helping 

to characterize the types of forest that are later disturbed. We find that selective logging tends to 

occur in more structurally complex forests relative to forest edges and areas that later experience 

burning (Figure 6-2a); it also remains the most structurally complex forest following the logging 

event (Figure 6-2b) though it does experience losses relative to its pre-logged state (Figure 

6-2 c,d). This echoes prior observations that selective logging tends to take place further into 

forest interiors than fires (Bourgoin et al., 2024), which are more likely to occur in fragmented 

low-biomass forests (Csillik et al., 2024).  Edge forests are the least complex even before a 

disturbance is observed in the JRC-TMF maps, with a similar complexity to forests post-logging 

on some continents (Figure D3). However, edges also see only small losses in complexity and 

relative biomass following an observed disturbance (Figure 6-2 c,d), especially in Southeast Asia 

where structural complexity and biomass show almost no change when a disturbance takes place 

in an existing edge. This is consistent with the notion that edge desiccation is better understood 

as an ongoing process rather than a single event; JRC-TMF disturbances in edges may be 

capturing slow changes that have only recently become visible in Landsat data. Fires correspond 

to the largest biomass and structural complexity losses on all three continents, though we do not 

disaggregate based on the intensity of the fire, which may vary substantially. 

6.2.3 Estimation of total emissions from forest disturbances 
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Figure 6-3: Hotspots of carbon stock losses associated with new non-deforestation disturbance events across the 

tropical moist forests of the Amazon biome, central Africa, and Southeast Asia. The figure shows an equal-area 

hexagonal grid (diameter 250 km) across the tropical moist forest biome delineated by Olson et al (2001) (dark 

gray). Colors correspond to the cumulative disturbance-related carbon stock changes following disturbance in that 

hexagon cell. Red indicates greater losses (up to 2.5 TgC loss), while red indicates a small amount of growth, on 

average. Cells with no data do not contain samples from at least two unique GEDI orbit pairs, making it impossible 

to compute sample variance, or have fewer than 25 samples. 

We extrapolate from the sample of over 100,000 before-and-after measurements of forest 

disturbance to create a spatially explicit pantropical map of cumulative carbon emissions from 

disturbance and degradation from 2020-2022 (Figure 6-3). Aggregating across the tropics to 

estimate the total carbon stock changes immediately following disturbance events, we find that 

the Amazon lost 39.7 ±20.4 TgC/year; tropical moist forests of central Africa lost 

18.1 ±11.8 TgC/year; and tropical moist forests of southeast Asia lost 10.4 ±8.9 TgC/year to 

disturbances. Areas in which a small signal of increasing carbon stock was detected post-

disturbance (see Sec. 6.2.1) indeed contributed very little to the cumulative stock changes, as 

those areas saw very little disturbance overall. Overall, the moist tropics lost 

68.2 ±41.2 TgC/year from 2020-2022. 58% of losses took place in the Amazon biome, with 

hotspots of loss apparent along the Arc of Deforestation in the Amazon (Csillik et al., 2024) 

(Figure 6-3). This region had both large areas of disturbance and high per-disturbance losses 

(Figure 6-1).  
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6.3 Comparison with prior work  

It is challenging to evaluate these results relative to prior work, because there are few 

comparable studies capturing the impacts of disturbance at large scale. First, we consider the 

median percent losses associated with disturbances of different proximal causes by examining 

our results in the context of a large review of recent field and remotely sensed datasets (Heinrich 

and Holcomb et al, in prep). While there is substantial variation across studies and regions, we 

find that our estimates are not out-of-line with other sources, but we find smaller losses 

following edge disturbances in Asia compared to other studies (Figure 6-4). The reviewed 

studies almost all report percent carbon deficit relative to nearby old growth or interior forests, 

whereas we report loss relative to prior state; this may help explain the observed differences. We 

find particularly close agreement with the results of Bourgoin et al (2024) and Zhu et al (2023), 

who also examine the impacts of disturbances detected by the JRC-TMF dataset, though using 

different methods. 

 

Figure 6-4: Estimated percent carbon loss from tropical forest disturbances of different proximate causes across a 

range of studies compiled in Heinrich & Holcomb et al (in prep). Red stars mark the estimates obtained in this 

study. Note that many studies assess percent carbon deficit relative to nearby undisturbed forest, whereas we assess 

percent carbon deficit relative to prior forest state. 

To our knowledge, we are the first to estimate in a spatially explicit manner C losses due to 

degradation across the wet tropics from 2020-2022. However, we attempt to compare our total 

estimates with prior work by aggregating our data over regions that roughly align with other 

studies (Table 6-1). We note that in almost all cases, the numbers are not directly comparable 
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due to differences in definitions and time ranges. Overall, while per-area losses are comparable 

to other studies for specific disturbance drivers (Figure 6-4), we find considerably smaller total 

losses across the study region. Indeed, the JRC-TMF map identifies a smaller total area disturbed 

in 2020-2022 than other studies have observed in previous years. Many studies use data collected 

during the El Niño years of 2016-2017, which resulted in abnormally large areas affected by 

drought and fire across the Amazon. For example,  Csillik et al (2024) find forest degradation 

and natural disturbances affected an area of 79,721 km2/yr between 2016-2017 in the Arc of 

Deforestation alone, and Bullock et al (2020b) found 60,000 km2/yr in the same time range for 

the entire Brazilian Amazon, whereas JRC-TMF identifies a total newly disturbed area of 

49,691 km2 over all three years 2020-2022 across the Amazon biome.  

 

Table 6-1: Comparison of gross annual degradation emissions estimated in this study with prior work 

Ref. Region Years 

Est. gross 

annual 

degradation 

emissions Methods 

Harris et al 

(2021); 

Pearson et 

al (2017) 

Tropics and 

subtropics, all 

forest types 

2005-

2010 2.1 PgC/yr 

Use auxiliary data sources only, not spatially 

explicit 

¶ Selective logging: IPCC expansion factor 

on FAO-reported logged volume 

¶ Fuelwood: Socioeconomic model with  

expansion factor 

¶ Fire: Global Fire Emissions Database, non-

deforestation based on fire persistence 

Qin et al 

(2021) 

Brazilian 

Amazon 

2010-

2019 327 TgC/yr 

¶ L-VOD biomass (0.25º resolution) 

¶ Hansen Forest Area Fraction (FAF) 

Within a 25 km x 25 km grid cell, if the cell 

has > 10% FAF then all losses in the cell are 

attributed to degradation.  

Lapola et al 

(2023) Amazon biome 

2001-

2018 200 TgC/yr 

Apply fixed emissions factors from 

individual field studies for each of {drought, 

logging, fire, and edge} to low-resolution (up 

to 55 km) maps of disturbance. 

Fawcett et 

al (2023) Amazon biome 

2011-

2019 151 TgC/yr 

¶ L-VOD biomass (0.25º resolution) 

¶ JRC-TMF to identify degradation 

Apply fixed 35.3% loss to areas marked 

degraded by JRC, and an age-based loss 

function in edges. 
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6.4 Discussion 

While most remotely sensed disturbance detection maps classify areas as either 

ñdisturbedò or ñundisturbed,ò this study highlights that such classifications in fact conceal 

dramatic differences in the local impacts of degradation. We find that, in the Amazon, the largest 

losses accompany high-intensity disturbances along regions of new incursion into high-biomass 

forest interiors. It is of particular interest that disturbance ñintensity,ò as measured by persistent 

visibility of a disturbance over time in optical imagery, is predictive of both absolute and relative 

biomass losses. This finding suggests that disturbance detection maps derived solely from optical 

imagery have the potential to differentiate disturbances by intensity in a manner that reflects on-

the-ground impacts, including relative losses in carbon stocks and structural complexity. To the 

extent possible, we encourage map-makers to begin to publish such metrics. 

 We also find that different proximate drivers of disturbance result in different degrees of 

carbon loss and structural complexity change. Once again, we found that the variation in 

disturbance impacts was substantial; in the wet tropics of southeast Asia, fire-driven disturbances 

result in 49% carbon stock loss on average, while disturbances detected in forest edges 

correspond to closer to 10% loss. We found that different disturbance drivers not only resulted in 

different impacts but also tended to occur in forests with distinct characteristics; for example, 

fires occurred in low-complexity low-biomass forests compared to the forests that were host to 

selective logging activities. This finding underscores the challenges inherent in the common 

approach of estimating disturbance impacts by comparing disturbed forests to undisturbed or old-

growth reference conditions (Bourgoin et al., 2024; Brearley et al., 2004; Rappaport et al., 2018; 

Zhu et al., 2023). Appropriate benchmarks must be established that are representative of the 

types of forests that are later disturbed. 

Non-edge degrade: 97 TgC/yr;  

Edge degrade: 54 TgC/yr;  

Csillik et al 

(2024) 

Arc of 

Deforestation 

(Brazil) 

2016-

2018 71.8 TgC/yr 

High-quality repeat ALS surveys in sampled 

areas of degradation. Extrapolate using ML 

to entire 544,300 km2 study region. 

This work Amazon biome 

2020-

2022 39.7 TgC/yr 

¶ GEDI biomass 

¶ JRC-TMF to identify degradation 

Repeat footprints to assess spatially explicit 

mean disturbance losses 
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We create spatially explicit maps of both per-disturbance carbon loss and hotspots of 

cumulative losses attributable to disturbance across the wet tropics from 2020-2022. This 

information has a vital role to play in defining conservation priorities at the national and 

international level. Disturbed tropical forests are often viewed as impaired or diminished relative 

to primary forest, but they are in fact dynamic ecosystems that can sustain biodiversity and 

ecosystem function, particularly if conversion to plantation forest is avoided (Marsh et al., 2025). 

Research on logged areas in Borneo has suggested that lightly disturbed forests (< 29% biomass 

removal) retain high conservation value, with little to no intervention needed for the forests to 

recover their functional composition following disturbance (Ewers et al., 2024). In two thirds 

(66.3%) of the hexagon regions we sampled, representing 58.7% of newly disturbed tropical 

forests by area, the average biomass loss in the region was below this threshold. Our findings 

thus emphasize the high potential for conservation efforts in disturbed tropical forests, which 

might otherwise be overlooked by remote sensing algorithms that do not differentiate 

disturbances by their relative impact. 

Finally, we provide the first estimates of total carbon emissions from forest degradation 

that are based on a representative sample across the worldôs tropical moist forests of before-and-

after measurements of disturbance events. While these estimates add key insight into the changes 

taking place in tropical forests, they have several important limitations. First, they are a 

conservative estimate of losses for several reasons. They do not include disturbances that were 

not captured by the JRC-TMF algorithm, and they may also underestimate the effects of 

disturbance if geolocation errors in the GEDI sensor caused it to misalign with the detected 

disturbance. In addition, while we extrapolated from the largest sample to date of before-and-

after measurements of disturbance events, there were still regions of the wet tropics that did not 

have sufficient sample size. We omitted these areas from consideration, but as the GEDI sensor 

continues collecting data we hope that they can eventually be included. Finally, we highlight that 

the calibration of GEDIôs carbon density models occurred primarily in undisturbed forests, 

which may not be representative of the waveform-biomass relationship in disturbed areas. We 

look forward to ongoing improvements in GEDI calibration and geolocation error correction, 

along with refinements to the JRC-TMF disturbance detection algorithm, that will improve the 

accuracy of these estimates and reduce uncertainties.  
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Indeed, these results will come at a critical time, as we approach the midpoint of the UN 

Decade of Ecosystem Restoration, with commitments to reduce deforestation and promote 

lower-impact alternatives like selective logging, reduced-impact logging, and sustainable forest 

management (Government of Indonesia, 2019; ITTO, 2002; EUDR, 2023). Changes occurring in 

disturbed tropical forests are difficult to monitor compared to complete deforestation, with 

space-based remote sensing mostly capable of estimating the area of change, but not quantifying 

on-the-ground impacts. Taken collectively, our findings highlight that area-based change is not 

sufficient to understand the impacts of disturbance, but provide a path forward for large-scale, 

spatially explicit monitoring using optical sensing combined with spaceborne lidar. 

6.5 Methods 

6.5.1 Data sources and preparation 

6.5.1.1 JRC annual forest change maps 

We identify areas of disturbance and deforestation using the JRC-TMF annual change 

product (Vancutsem et al., 2021), which is widely relied upon in both scientific and policy 

contexts. It provides 30 m resolution annual change data across the tropical moist forests based 

on the Landsat collection from 1990-2022. The JRC-TMF classification algorithm uses an expert 

system to classify each Landsat image into the categories (i) tropical moist forest; (ii) potential 

disruption; and (iii) invalid (due to cloud cover, poor sensor quality, haze, etc). It then uses the 

temporal sequence of valid pixels (classes i and ii) to derive information about more complex 

forest changes, with short-term disruption (< 2.5 years) classified as disturbance, and long-term 

disruption (> 2.5 years) classified as deforestation. We derive a metric of disturbance ñintensityò 

as the ratio of disrupt observations (class ii) to valid observations (class i + class ii) in the year 

when a disturbance is first detected, which has been shown to correlate well with degree of 

relative biomass loss (Holcomb et al., 2024) and is used in the JRC-TMF algorithm to help 

distinguish deforestation from disturbance before three years have elapsed (Vancutsem et al., 

2021). The classification of categories i and ii was validated at a 3 × 3 pixel level by human 

inspection of Landsat and high-resolution satellite imagery. It was found to have 9.4% omission 

error (missed disruption) using a sample weighted towards likely areas of disturbance and 7.9% 

commission error (false disruption). We use the version of the JRC annual forest change maps 

available as ñv1_2022.ò 
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6.5.1.2 GEDI footprint-level data 

GEDI is a spaceborne lidar system that collects sample measurements of the worldôs 

forests between ±51.6º latitude using a 1064 nm wavelength that is designed to penetrate to the 

ground even in dense tropical forests (Dubayah et al., 2022a). Each sample consists of a 2D 

return waveform that captures the vertical structure of a 25-meter diameter footprint on the 

surface of the earth. The GEDI footprint-level data includes several metrics derived or modeled 

from this waveform, which are calibrated using a large dataset of coincident field plot and ALS 

data. The GEDI Level 2A relative height (RH) metrics reflect the density of plant matter 

occurring above and below a given height, where the ith RH metric is the height above ground at 

which i% of the total waveform energy has been returned. The high RH metrics (RH 98, RH 95) 

measure top-of-canopy height (Potapov et al., 2021). The GEDI Level 4A aboveground biomass 

density (AGBD) metric is estimated as a linear model of RH metrics, with separate models 

developed for different geographic regions and plant functional types (Duncanson et al., 2022). 

The provided GEDI AGBD model was different on each of the three continents we studied 

(Table 6-2), though in all three the modelôs predictor variables were root-transformed RH 50 and 

RH 98. We multiply AGBD by 0.47 to obtain ACD (Martin and Thomas, 2011). Finally, the 

GEDI Level 4C Waveform Structural Complexity Index (WSCI), which represents both 

horizontal and vertical structural complexity, is designed to mimic the Canopy Entropy index 

used for ALS point clouds (de Conto et al., 2024). The WSCI model used for each plant 

functional type is chosen by the XGBoost algorithm as a function of all one hundred RH metrics. 

In all our study regions, the GEDI data uses the model trained for evergreen broadleaf trees; this 

model has an RMSE of 5.78%. This model places heavy feature importance on both high and 

low RH metrics, indicating the relevance of understory features to forest complexity in these 

ecosystems (de Conto et al., 2024). 
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Table 6-2: Summary of the AGBD models used in the GEDI Level 4A product for the regions studied. 

Study Region GEDI AGBD 

model stratum 

Model training 

sample size 

Model Mean 

Residual Error 

Predictor 

variables 

Amazon Biome Evergreen 

Broadleaf Tree ï 

South America 

3441 10.4 Mg/ha sqrt (RH 50), 

sqrt (RH 98) 

Congo Basin Evergreen 

Broadleaf Tree ï 

Africa  

834 15.32 Mg/ha sqrt (RH 50), 

sqrt (RH 98) 

Tropical Moist 

Forests of 

Southeast Asia 

Evergreen 

Broadleaf Tree ï 

General 

4814 17.2 Mg/ha sqrt (RH 50), 

sqrt (RH 98) 

 

 We use the v2.1 GEDI data, which we filter using stringent quality filters that have been 

shown to increase the correlation between repeat nearby footprints in undisturbed forests 

(Holcomb et al., 2024). We remove any footprints that do not pass GEDI quality checks for the 

L2A, L2B, or L4A products, footprints with above-average geolocation error based on the 

GEDI-provided degrade flag, and footprints that may not have high enough sensitivity to 

penetrate the expected canopy cover (a2 sensitivity > 0.98). We also remove footprints in areas 

dominated by water or urban areas and those whose estimated ground elevation differs 

substantially from that estimated by TanDEM-X. 

6.5.1.3 Identifying repeat GEDI footprints with intervening disturbance 

In this work, we use repeat near-coincident GEDI footprints collected during the first 

phase of the GEDI mission from 2019-2023 to sample forests before and after new disturbances 

identified by the JRC-TMF maps in 2020, 2021, and 2022. We follow the method laid out 

in Holcomb et al (2024) for identifying repeat footprints with intervening disturbance. 

Specifically, we search for pairs of GEDI footprints, S1 and S2, that meet the following 

spatiotemporal conditions: S2 falls after a disturbance identified in a small (2x2) window of 

pixels around its reported center; S1 falls before the identified disturbance, and its center is 

within 40 m of the center of S2. Since the JRC-TMF map has an annual resolution, we require 

that S1 takes place before January 1 of the year in which the pixel was first marked as disturbed, 

while S2
 takes place on or after January 1 of the following year. This yields a sample of 

disturbances in which S2 measures the forest post-disturbance, while S2 serves as an unbiased 

predictor of the pre-disturbance forest state. 
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We tested whether the amount of time between the disturbance and S2 affects the size of 

carbon stock loss measured. We did not find evidence of a statistically significant relationship 

between elapsed time and carbon stock loss (R2 = 0.01, p = 0.10), likely because the time 

window we considered is relatively short (S2 can be at most two years after the disturbance) and 

because the JRC-TMF dataset only provides data at an annual resolution. 

6.5.1.4 Limitations 

There are several limitations in the underlying data sources as well as the methods used. 

The JRC-TMF dataset is based on the classification of Landsat images and so is unable to 

capture understory disturbances if there are no canopy changes visible from above. The 

algorithm has been found to detect disturbances smaller than the 30 m resolution of the Landsat 

pixel (Vancutsem et al., 2021), but it is still likely to miss some small disturbances. The GEDI 

data has high levels of noise even after filtering, and GEDI footprints have a mean one-sigma 

geolocation uncertainty of 10.2 m in the v2.1 data product.  Due to these uncertainties, repeat 

GEDI footprints are not suitable for reliably measuring changes at a given footprint location; 

rather, GEDI is used as a sampling tool to estimate aggregate population-level changes. 

Geolocation errors in the GEDI data as well as geolocation errors or temporal inaccuracies in the 

JRC-TMF data contribute to an effect of ñmissed disturbance bias,ò in which the second GEDI 

footprint may miss the disturbance event and measure nearby undisturbed forest instead. This 

bias will result in some underestimation of the losses associated with disturbance. Finally, 

although GEDI AGBD models are calibrated against a large global dataset of coincident ALS 

and field data (Duncanson et al., 2022), gaps in the calibration dataset may affect the accuracy of 

the models used. Tropical moist forests of Africa and Southeast Asia are underrepresented in the 

calibration data relative to the Amazon. Moreover, while the calibration data includes some 

disturbed forests and spaceborne GEDI data have been used previously to study biomass in 

disturbed forests (Duncanson et al., 2023), the waveform-to-biomass models were not 

exclusively calibrated on disturbed forests and may be less accurate there. 

6.5.1.5 Proximate cause of disturbance classification 

 We classify the proximate cause of disturbance using several established methods. We 

attribute JRC-TMF disturbances to fire if they take place within a 50 m circular buffer around a 

burned area identified by Tyukavina et al (2022) within the appropriate years. This burned area 
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map has a 30 m annual resolution and is designed to capture patchy patterns of small fires 

associated with human activity, though like other burned area maps it is limited in its ability to 

detect low-intensity or understory fires. We attribute JRC-TMF disturbances to selective logging 

using the classification developed by Bourgoin et al (2024), which is designed to classify JRC-

TMF disturbances specifically. This method first excludes all disturbances within a 300 m 

circular buffer of a burned area identified by Tyukavina et al (2022). Finally, we classify the 

disturbance as caused by edge effects if it occurs within 120 m of a 2020 forest edge and is not 

otherwise attributed to fire or selective logging. Both the fire and selective logging classifications 

have high omission errors (up to 60%) but lower commission errors (Bourgoin et al., 2024; 

Tyukavina et al., 2022). For this reason, while we use these classification maps to understand the 

distribution of disturbances caused by each process, we do not attempt to estimate total losses 

attributable to these processes, because we likely miss many instances of each. 

6.5.2 Spatially explicit maps of degradation-related carbon stock losses 

 We estimate total degradation-related carbon stock losses across the Amazon biome and 

the tropical moist forests of central Africa and southeast Asia based on the repeat footprints 

sample of the impacts of disturbance and the total disturbed areas identified in the JRC-TMF 

maps. The GEDI dataset has macro-scale imbalances, wherein some regions are oversampled 

relative to others. For example, due to the orbital pattern of the ISS, GEDI oversamples at 

latitudes further from the equator; it also has fewer high-quality samples in cloudy regions. For 

this reason, we subdivide the earth into equal-area 250 km-diameter hexagonal grid cells within 

which macro-scale imbalances will have limited effect. We then aggregate the data within each 

grid cell. We omit hexagons that do not have enough data in the repeat footprints sample 

(> 25 samples from at least two unique orbits; see Supplement D1), which is consistent with our 

choices throughout that we seek a conservative estimate of total changes. We also note that 

hexagons without enough samples of disturbance tend to have little total newly disturbed area 

during the study period (Figure D2). To estimate the total carbon stock losses due to disturbance, 

we add up the total area of newly degraded land in each hexagon in the years 2020-2022 (that is, 

pixels that were previously classified as ñundisturbedò and are first classified as ñdegradationò in 

the given year), and we multiply by the mean degradation-related carbon stock loss of the repeat 

GEDI sample in that hexagon. 
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6.5.2.1 Uncertainty estimation 

 In addition to macro-scale imbalances, GEDI also has micro-scale sampling imbalances 

within each hexagonal cell. We use hybrid inference to estimate the uncertainty of the biomass 

change sampled by GEDI repeat footprints, which propagates both GEDI biomass model 

uncertainty and sampling uncertainty given that GEDI is a clustered random sample falling along 

predefined orbital tracks, not a random sample (Dubayah et al., 2022a). We adapt the hybrid 

inference framework established for GEDI (Patterson et al., 2019) to the repeat footprint 

sampling pattern (Supplement D1), though as noted in the supplement we expect these computed 

values overestimate both sampling and model variance. However, there are other sources of 

uncertainty that we cannot propagate, including the interaction between GEDI and JRC-TMF 

geolocation uncertainties, which are not well-quantified but will lead to missed disturbance bias 

described above. We also do not assess uncertainties of omission and commission in the JRC-

TMF map, though we note that these effects are partially mitigated by our sampling design. 

Commission errors, in which the JRC-TMF map identifies a disturbance but none took place, 

will result in GEDI measuring little or no biomass loss on average and will therefore be 

appropriately reflected in the per-hexagon average biomass change. The combination of missed 

disturbance bias and unaccounted omission errors are expected to make our total estimates of 

degradation and deforestation losses conservative. 

6.5.2.2 Comparison to prior work 

Per-disturbance losses by proximate cause: We used the work of the recent review by Heinrich 

and Holcomb et al (in prep), which identifies 69 peer-reviewed studies published between 1988 

and 2024 that quantify the loss associated with disturbances in tropical moist forests. The review 

includes studies using in situ field data, ALS, and space-based remote sensing, as well as 

compilation studies using multiple data sources; the disturbances are further classified by 

proximate cause if one was identified in the study. There are unavoidable inconsistencies 

between the studies regarding region, time period, time since disturbance, classification 

methodology, and choice of baseline. 

Total losses due to disturbance: We searched for recent work that provides total gross loss 

estimates due to degradation at landscape-scale (i.e. extrapolating beyond individual field sample 

sites) in a tropical moist forest region. The study had to provide these estimates over a defined 

time period and plausibly attempt to distinguish between deforestation and 
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disturbance/degradation. Almost all studies that achieved this focused on the Amazon, which is 

data-rich relative to other tropical moist forests. We created a per-year average by dividing the 

gross losses over the study period by its duration. There are inconsistencies between studies 

based on the covered time range and the operational definition of degradation/disturbance used.  

While we have done our best to include all relevant studies, we acknowledge that this may not be 

an exhaustive review of prior work. 

6.6 Contributions 

A.H. conceptualized the project, designed the methodology, wrote software for data management 

and processing, analyzed the data, and drafted the manuscript under the supervision of S.K. and 

D.A.C., and with inputs from C.B. and V.H.. A.H. and V.H. compiled the review of prior work 

on percent emissions factors from disturbance and created Figure 6-4. C.B. provided data. All 

authors assisted with interpretation and presentation of results and provided comments on the 

manuscript. 
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7 Discussion 

This interdisciplinary thesis aimed to develop open-source, scalable geospatial analysis 

tools that could enable change measurement using the GEDI sensor. Relying on these tools, it 

sought to make progress on key questions of environmental and political importance, 

investigating the impacts of tropical moist forest disturbance and recovery on global carbon 

fluxes and local forest structure. While previous work has raised doubts about the possibility of 

using GEDI to measure the subtle changes caused by disturbance, this thesis argues that the 

problem was a matter of scale ï and that computational techniques in distributed geospatial data 

analysis could provide the needed breakthrough.  

Features of the GEDI dataset proved confounding to existing geospatial tools, and so in 

Chapter 3 I built the GEDI Toolbox, an extensible, easy-to-use, resource-efficient, open-source 

system that enables key environmental analyses. I surveyed the needs of a range of users, from 

ecologists to NGOs to remote sensing scientists, and built a system that met all of their use cases 

and objectives. The GEDI Toolbox enables continental-scale analyses at speed and using a 

fraction of the disk space compared to existing methods. At the same time, it is open-source and 

open-access, integrating readily with standard geospatial tools and not relying on proprietary 

systems. It has clear version control and data provenance tracking and provides guarantees of 

idempotency during long-running operations. It is already in use at multiple institutions and has 

been extended into a published software package making use of TileDB, a cutting-edge 

distributed database for spatial analytics. 

In Chapter 4, I put the GEDI Toolbox to use, fusing the GEDI dataset with long-running 

optical satellite data sources to estimate carbon sequestration rates in young tropical forests in the 

Amazon biome. I addressed methodological challenges of the GEDI sensor: appropriately 

propagating uncertainties during data fusion; handling spatial autocorrelation, data 

heteroskedasticity, and extreme outliers; and the computational challenges of working at large 

spatial scale and long temporal extent. The method I designed was extensible ï able to propagate 

other underlying uncertainties if they were made available by mapmakers ï and able to flexibly 

adapt to the computational resources available to different researchers. In benchmark tests on our 

system, the pipeline completed in under 25 minutes, though I estimated that a naïve system 

without the GEDI toolbox would have taken over a month. Using this system, I provided the first 
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GEDI-based estimates of carbon sequestration rates in recovering forests across the Amazon 

biome, and compared them to existing estimates from other sensors. I split up these results by 

ecoregion and found evidence of arrested succession in parts of northeastern Amazonia. Finally, 

I uncovered discrepancies between GEDI measurements and state-of-the-art land cover maps, 

highlighting the value of the GEDI sensor as an orthogonal data source to traditional optical 

sensors. 

The analyses of Chapter 5 further put the GEDI Toolbox to the test, performing a 

needle-in-the-haystack search across the entire GEDI data catalogue for rare events in which 

multiple measurements of the sensor happened to spatiotemporally align so as to capture before 

and after a detected disturbance. Previous analyses had suggested that GEDI would not be 

suitable for measuring change due to geolocation uncertainties in the GEDI sensor and the 

heterogeneity of disturbed forest canopies. Through careful construction of large-scale control 

and treatment groups that accounted for spatial and temporal confounding effects, I provided a 

robust demonstration that GEDI can in fact capture population-level losses following forest 

disturbances. This finding opens up a wealth of new possibilities in remote sensing of tropical 

forest disturbance. First, it allows remotely sensed estimates of the impacts of disturbance, rather 

than just the area affected. Second, it allows us to move away from spatial proxies for change, 

which are known to be problematic in the case of disturbance, and towards direct temporal 

measurement. Third, it allows us to investigate structural impacts of disturbance alongside 

carbon losses, which can widen our view from a carbon myopia to indicators of health, function, 

and biodiversity. Fourth, it allows us to examine for the first time at scale the relationship 

between optical signals and on-the-ground disturbance impacts; I found evidence that optical 

measures of disturbance intensity are in fact predictive of GEDI-measured biomass loss. 

In Chapter 6, I demonstrated the potential of the methods developed in Chapter 5 to 

answer policy-relevant questions about the total impacts of disturbance across the tropics. Using 

the infrastructure developed throughout the PhD, I expanded my analyses to pantropical scale, 

providing spatially explicit estimates of the annual carbon losses due to disturbance from 2020-

2022. I uncovered large spatial differences in the impacts of disturbance and assessed the local 

and landscape-scale predictors of these differences. I interrogated the effects of different drivers 

of disturbance on both carbon losses and forest structure, identifying differences in both the 

types of forest affected by these drivers and the subsequent changes that took place. Finally, I 
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identified hotspots of disturbance carbon losses and provided novel estimates of the total carbon 

lost to tropical forest disturbances from 2020-2022 ï the first such estimates to be based on a 

large-scale before-and-after sample of disturbances outside of data-rich areas of Brazil and 

Borneo. 

7.1 Closing the international policy gap on forest degradation  

In recent years, tropical disturbance detection from satellite data has advanced 

dramatically, with significant efforts in identifying small disturbances (Dupuis et al., 2023), 

identifying disturbance with minimal delay and despite cloud cover (Bullock et al, Reiche et al 

2024), and tracking the fate of disturbed forests over time (Vancutsem et al 2021). However, 

operational remotely sensed disturbance detection maps limit disturbance to a binary event: each 

pixel is either disturbed or undisturbed. Some of the seminal results on the landscape-scale 

impact of disturbance have therefore been limited to statements about the total area disturbed 

(e.g. Matricardi et al., 2020), though field studies indicate that the types of disturbance that affect 

the largest areas, such as drought, tend to result in the smallest per-area losses (Lapola et al., 

2023). Policy recommendations for monitoring degradation are correspondingly limited. Good-

practice guidance for Tier 1 emissions relies only on the total area of disturbance, and, except in 

the case of fires, states ñall biomass in area subjected to disturbance is assumed to be emitted in 

the year of disturbanceò (Aalde et al., 2006) ï effectively defining disturbance as a binary event. 

In Chapter 6, we show that the impacts associated with detected disturbances in fact vary 

significantly across space, as well as by their proximate cause and intensity. Thus, while binary 

maps are critical as alerting mechanisms to direct on-the-ground interventions (Hethcoat et al., 

2021; World Resources Institute, 2014) and are an vital first step for international policy, they 

miss a lot of the picture when used to assess the impacts of disturbance. This thesis proposes a 

novel use of the GEDI sensor that can quantify disturbance impacts in a spatially explicit manner 

over large areas, helping the remote sensing and forest conservation communities to overcome an 

important blind spot. 

Quantifying the effects of disturbance in this way will mark a step change for 

international forest conservation policy. One reason that countries struggle to report on 

disturbance is that it is difficult to monitor within the framework of permanent sample plots used 

for repeat National Forest Inventories (NFIs) (Wheeler et al., 2021). Chapter 6 demonstrates that 

GEDI can be used to estimate the impacts of forest degradation over country-size regions at a 
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~5-year reporting interval: precisely the spatiotemporal scale needed for national reporting 

requirements. GEDIôs before-and-after samples of forest disturbances have the important benefit 

of following changes across all of a countryôs forests, not just the areas sampled in NFI plots. For 

the national reporting case, such analysis would benefit from direct partnership with individual 

countries, for example by using locally calibrated biomass models (Duncanson et al., 2021; 

Hunka et al., 2023) and local maps of disturbance events (e.g. (Diniz et al., 2015; Mapbiomas 

Brasil, 2018)) whenever possible. An iterative process of identifying and resolving discrepancies 

between local data sources and GEDI measurements (Begliomini and Brancalion, 2024; Bullock 

et al., 2023) is strongly recommended.  

Even without this type of hand-in-hand cooperation, the methods used in Chapter 6 can 

assist in the development of Tier 1 IPCC emissions factors, providing best estimates of average 

degradation impacts for countries where forests are not a large component of total emissions. For 

secondary forests, the IPCC has already issued such guidance, with a table of default removals 

factors that estimate how quickly young forests can be expected to sequester carbon in different 

ecoregions (Aalde et al., 2006; Penman et al., 2003). However, there is no analogous information 

for carbon losses caused by forest degradation. GEDI could support the development of such a 

table, with repeat footprints used to robustly estimate mean biomass losses associated with 

various types of disturbance events across different forest biomes. Using GEDI, there is also the 

opportunity to systematically update default factors for each new reporting interval based on 

GEDI samples collected over that period.  

Another serious gap between the definitions of degradation that are frequently put 

forward and current monitoring capabilities is the treatment of post-disturbance regrowth (Neeff 

et al., 2024). Conceptually, degradation can be thought of as a long-term loss or suppression of 

ecosystem resilience (Ghazoul et al., 2015) ï an idea that brings disturbance and regrowth 

together as one integrated process. This concept also readily accommodates repeated 

disturbances at the same location and the interruption or delay of regrowth. However, capturing 

the typical ñsawtoothò pattern of growth and loss is challenging within current monitoring 

frameworks, especially because the scientific fields of disturbance and regrowth monitoring from 

earth observation have developed somewhat separately over the last 10 years (Heinrich and 

Holcomb, in prep). Countries struggle to define and report on degradation accurately as a result 

(Allison et al., 2023; Neeff et al., 2024). Combining the repeat footprints methodology described 
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in Chapters 5 and 6 with GEDI-based SFT as demonstrated in Chapter 4 provides a promising 

opportunity to capture these temporal trends. Using repeat footprints would overcome the 

limitations of SFT for studying degradation (Section 2.2.3) because it would establish a realistic 

temporal baseline for the starting (pre-disturbance) biomass. The extent to which forests recover 

to this baseline over increasing time since disturbance could then be observed. Currently, such an 

analysis is limited by the short timescales between footprint pairs during the first phase of the 

GEDI mission. The imminent release of the second phase of mission data, including data from 

2024 and beyond, will offer new opportunities to pursue this analysis. 

Indeed, upcoming data improvements will help overcome several limitations of the 

current work. Version 3 of the data will significantly improve geolocation errors (Tang et al., 

2023), reducing the missed disturbance bias that can cause underestimation of disturbance 

impacts. Longer-term, future proposed spaceborne lidar missions will build on the GEDI design. 

EDGE, proposed for launch in 2030 after the decommissioning of the ISS, is designed to reduce 

geolocation uncertainty and provide significantly more crossover (repeat) samples along its 

intersecting tracks (Fricker et al., 2024). Ideally, future missions will target repeat samples along 

highly dynamic frontiers of land use change, including in the tropics, to better understand 

disturbance and regrowth there.  Future investment in spaceborne lidar must also be matched 

with commensurate investment in field campaigns. The GEDI biomass estimates are only as 

good as their calibration data, and the existing calibration dataset is dominated by old-growth 

forest, with limited representation of disturbed and regrowing areas. PANGEA is an exciting 

project that will help remedy this (Ordway et al., 2024). It aims to establish tropical, locally-led 

field campaigns specifically in disturbed forests, and to pair in situ measurements with airborne 

lidar (suitable for spaceborne lidar calibration) wherever possible. This project will improve 

waveform-to-biomass models in disturbed and regrowing forests. 

7.2 Further advances in computer science are vital to support the remote sensing, 

environmental science, and policy communities 

The methods put forth in this thesis would not have been feasible without first building 

up a distributed, scalable infrastructure for geospatial analysis and data fusion using the GEDI 

sensor. In Chapter 4, to propagate uncertainties from geolocation error and the GEDI biomass 

product through to the final model without a closed form representation, we used a Monte Carlo 

method coupled with SHAC estimators. A straightforward implementation of this method at the 
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scale of the Amazon would have taken over a month to complete even on a high-memory, fast-

CPU machine (Section 4.3.5). With a distributed data pipeline, local optimizations, and 

improved reliance on vectorized computation, we were able to perform this analysis in under 25 

minutes ï a feasible runtime to allow for iterative parameter and model testing. In Chapters 4 and 

5, we relied on the GEDI Toolbox for raster-vector data fusion between wall-to-wall maps from 

optical and radar sensors and the GEDI dataset. We developed a flexible programming paradigm 

for customizable raster-vector overlays at scale using the GEDI Toolbox and Apache Sedona; as 

of writing this approach is already in use by researchers at two other institutions and non-profits, 

illustrating the generalizability of the method. Chapters 5 and 6, meanwhile, would not have 

been possible without the GEDI Toolbox infrastructure to efficiently find repeat footprints. We 

are not the first to propose using multiple nearby measurements of the GEDI sensor to measure 

change (Roy et al., 2021), but due to geolocation error and sensor noise, this analysis is not 

practicable unless performed at large scale, as we show in Chapter 5. ñAt large scaleò is precisely 

where existing geospatial tools falter. In fact, finding repeat footprints was sufficiently 

computationally intensive that it stress-tested even the GEDI toolbox system, requiring 

optimizations in table structure, index design, and PostGIS tuning (Section 3.4.2; Supplement 

A2). An adapted GEDI Toolbox (Besnard et al., 2025) based on TileDB, a promising new 

database for distributed, scalable geospatial analytics, was able to perform comparably to the 

original Toolbox for almost all applications but not the repeat footprints query, for which it is 

missing key features and optimizations. 

This thesis began by asking the question, ñ(How) can we use the GEDI sensor to measure 

subtle short- and long-term changes in dense tropical forests?ò Throughout the subsequent 

chapters, I answered in the affirmative, demonstrating that it is possible to use GEDI for change 

measurement and developing techniques for quantifying both regrowth and disturbance using the 

sensor. These results beg the question: are there other ways to use GEDI to measure such 

changes, and might they overcome some of the limitations of the methods put forward in this 

thesis? For example, our methods cannot obtain spatially continuous information covering all 

areas of disturbance and regrowth, and they cannot provide information once GEDI is no longer 

in the sky. AI/ML-based sensor fusion may be able to help on both fronts, by extrapolating from 

GEDI footprints to areas covered by wall-to-wall satellites that are expected to outlast the GEDI 

mission. Moreover, while GEDI is still flying, AI-based data fusion can help offer a more 
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complete picture of disturbance impacts, incorporating both greenness signals and structural 

changes.  

We established preliminary results that indicate the promise of such techniques. In Chapter 5, 

we found that certain optical signals are predictive of GEDI-measured biomass loss, even for 

low-intensity disturbances. This result demonstrates that optical data alone may contain the 

information necessary to estimate disturbance impacts and intensity ï though it has previously 

been used only to estimate the area of disturbance. In Chapters 4 and 5, we found discrepancies 

between different sensors, including areas of low optically sensed recovery age but high GEDI-

measured biomass and evidence of persistent biomass loss without detected disturbance in 

optical or radar-based products. These results demonstrate that lidar, SAR, and optical data can 

act as complementary data sources, each providing new information about the same forest. 

Achieving a temporally dense, spatially continuous map of forest traits using AI-based GEDI 

data fusion will require overcoming several key challenges. First, the GEDI dataset offers only a 

relatively sparse and noisy set of data labels, due to its sampling pattern and geolocation 

uncertainty. For this reason, downstream GEDI prediction tasks may require label-efficient 

representations of remotely sensed imagery based on Self-Supervised Learning as inputs; early 

work using the Barlow Twins model with GEDI-based canopy height shows promising 

performance (Feng et al., 2025; Lisaius et al., 2024). Second, many AI models reward regression 

to the mean and do not capture the tails of a distribution well. A map that overpredicts low-

biomass regions and underpredicts high-biomass may perform well enough for a global snapshot 

of forests but will tend to underestimate the impacts of both regrowth and disturbance. Efforts to 

validate models or develop loss functions based on the KS-similarity of the entire predicted 

distribution may be needed to rectify this problem (Hakkenberg et al., 2024). Finally, uncertainty 

estimation is key to a useful change product. The uncertainty of the difference of two predictions 

is not the difference of the uncertainties; models will need to assess the correlation of 

multitemporal predictions. Bayesian methods with an ensemble of probabilistic neural networks 

are a promising first step to incorporating uncertainty into model outputs directly (Lang et al., 

2022). 

 Not all ecology and remote sensing labs have access to distributed systems researchers, 

computer scientists, or even trained software engineers. For that reason, all the code used in this 

thesis is fully open-source and designed with non-CS researchers in mind. That said,tools for 
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working with large remote sensing datasets can better support these researchers by moving away 

from the current download-first model. It is a large waste of resources and a major barrier to 

access for every researcher to re-download the same large datasets as a prerequisite to any 

analysis. With the GEDI toolbox, we provide a system that can at least be shared among multiple 

researchers simultaneously within an institution or collaborative network. (Its limiting factors are 

PostGIS scalability ï which we did not run up against ï and the accessibility of the host 

computer cluster between institutions ï which we did.) However, in an ideal system, no user 

should have to download data. The data provider should pay for it to be hosted (as they do 

already), and researchers would pay only for compute time. The key is for the research 

community to come to a consensus on one cloud location, so that other large remote sensing 

datasets will also be hosted nearby. Otherwise, downloads will continue to be unavoidable. 

Unfortunately, existing systems such as Google Earth Engine do not meet research needs, as 

there are three important priorities for such a system: 

¶ It should not be ñopinionatedò with respect to analysis tools and should instead integrate 

with many standard geospatial tools. Ideally, it should be a cloud that supports virtual 

machines (VMs) so that users can drop in their existing analysis pipelines against the 

shared data storage. 

¶ All data should have clear provenance, with appropriate versioning for research needs. 

Data hosts must commit to maintaining access to old data, and there should be a clear 

user story for pinning data and code at a specific version. There is exciting work on this 

front already (Ferris, 2024). 

¶ The data storage should follow a semi-structured data lake design, with sensible indexing 

wherever possible and spatially organized data for fast access.  

On a broader level, I hope this thesis argues for the value of interdisciplinary research 

between the computer and environmental sciences. It is difficult in recent years not to notice the 

prevalence of technologists entering fields (or governments) about which they presume very 

much and know very little, promising to remake things from the ground up with greater 

efficiency, scalability, and transparency, among other buzzwords. I would encourage computer 

scientists to approach new fields with humility; to persist through the slow, messy, and essential 

work of embedding themselves deeply within existing knowledge communities; and to earnestly 
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search out the best solution to the problems they see, not the best problem for their preferred 

solutions. 

7.3 Political, ethical, and scientific risks when accounting forest carbon sequestration and 

emissions in the tropics 

 This work is directed primarily at the community of environmental scientists and 

policymakers. However, the study of sequestering carbon in secondary regrowth forests and 

preventing carbon losses in existing forests is intimately tied up with the modern project of 

nature-based solutions to achieve net zero emissions, which often comes through the 

intermediary of corporate carbon credit schemes. It is vitally important to direct global capital 

towards conservation and restoration projects, but corporate carbon credits are far from the ideal 

source of this capital. Payment for carbon credits should not be used to ñoffsetò any emissions 

that could have been avoided in the first place through behavioral or technical changes. The math 

doesnôt add up: in a net zero carbon budget, the entire global offsetting capability (including both 

natural and technological approaches to removing carbon from the atmosphere) barely cover the 

emissions classified as ñunavoidableò ï those from aviation, shipping, and other processes that, 

as far as we can foresee, have no viable technical carbon-free alternative that will be ready for 

large-scale market deployment before 2050 (Riahi et al., 2022). As a result, any carbon offsets 

bought instead of avoiding or reducing emissions in other sectors constitute a failure of the 

system (Childs and de Sylva, 2021; McLaren, 2019). Ultimately, one of the greatest threats to 

forests is global climate change (Aguirre-Guti®rrez et al., 2025). Carbon credits intended to 

restore and protect forest ecosystems must not be used to allow corporations to buy their way out 

of rapid decarbonization; residual emissions are their only appropriate use. 

 At the same time, it must be acknowledged that carbon credits are stepping in where 

governmental structures for climate finance have failed (Hughes Hall Centre for Climate 

Engagement, 2022). International diplomacy has proved itself largely unable to deliver promised 

hundreds of billions of dollars in climate finance to developing countries. Growing secondary 

forests and preventing deforestation and degradation needs to be profitable to the communities 

who perform this valuable work (Maclean and Searcey, 2022). My research helps to quantify the 

risks of forest degradation and the carbon benefits of allowing forest to regrow, in the hopes that 

it can be used to align incentives towards forest preservation and direct more financial support 
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towards vulnerable front-line communities that are working to protect and restore tropical 

forests.  

 Another risk of carbon credit-like schemes, whether implemented through corporate or 

policy mechanisms, is that they essentialize the value of a forest in terms of carbon alone. Forest 

loss leads to biodiversity and habitat losses, as well as the loss of ñecosystem servicesò ï for 

food, local climate regulation, flood control, and others ï not to mention the loss of sites of 

cultural and communal importance. One important contribution of the GEDI sensor is that it 

captures changes occurring in forests beyond carbon loss and gain. As demonstrated in Chapters 

5 and 6, we can use GEDI to measure changes in forest structure throughout the canopy, 

including forest structural indicators that have been linked to habitat suitability and biodiversity 

(de Conto et al., 2024; Goetz et al., 2010; Hakkenberg et al., 2023). This represents a notable 

first step away from a carbon-only accounting of forests. That said, we should be cautious in 

drawing conclusions that link structural complexity to an unequivocal good. The relationship is 

complicated to disentangle (Coverdale and Davies, 2023; Tsing, 2015), with structural features 

governed by ecosystem and environmental characteristics as well as disturbance regimes 

(Ehbrecht et al., 2021). Moreover, while forest structural observations are more complete than 

carbon alone, they are still not sufficient and may leave us chasing false pathways to ecosystem 

restoration (Kimmerer, 2020). For decades, scientists have raised concerns about ñempty 

forestsò: forests that appear to be structurally intact but have lost significant numbers of wildlife, 

for example due to hunting, invasive species, or anthropogenic depletion of a resource on which 

the local fauna depend (Ben²tez-L·pez et al., 2019; Redford, 1992). A compromise must be 

made between the outcomes that should be incentivized and the indicators that are possible to 

observe. Given that large-scale remote sensing will not be able to directly measure many types of 

plant and animal biodiversity, investment in remote sensing technology must also be paired with 

support for field studies that connect observable indicators to biodiversity and ecosystem service 

outcomes. 

 One important objection to disturbance monitoring from remote sensing without 

additional on-the-ground context is that it may lead to the criminalization of marginalized groups 

who live in and depend on the forest but are not actually linked to long-term or fundamental 

pressures on it (Ahrends et al., 2021; Al Jazeera Staff, 2022). In this sense, it is a feature, not a 

bug, that the methods described in this thesis are not appropriate for quantifying changes 
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occurring at individual locations, as emphasized throughout. Instead, these methods aggregate 

high-resolution information at large scale to enable landscape-level assessments. These 

assessments may be useful for scientists and policymakers seeking to understand global, 

national, and subnational trends, but they cannot be used directly for carbon accounting at 

individual locations. Future spaceborne missions may be able to achieve reduced geolocation 

uncertainty and greater area coverage than GEDI, enabling more precise biomass change 

measurement of individual locations. As future missions approach this level of precision, 

scientists must remain cautious not to conflate technical accuracy with an understanding of local, 

on-the-ground realities. 

 Finally, it is important to reflect on how scientific and political discourse shapes the 

valuation of disturbed tropical landscapes. For example, we sometimes point to the buffering of 

primary forest loss as an added value of secondary forests (Wang et al., 2020). While this may be 

the case, it is equally important to highlight that this phenomenon arises precisely at the expense 

of secondary and disturbed forests, which are already at higher risk of future loss (Beuchle et al., 

2022a). These forests, while disturbed, are not unworthy of our care. A study of logged forests in 

Borneo found that while key indicators often associated with biodiversity and forest health 

(carbon content, plant area index) declined relative to old-growth forest following logging, 

ecosystem function was often maintained, with disturbance-resilient species compensating their 

behavior for the absence of others (Marsh et al., 2025). Replacing logged forests with large-scale 

oil palm, by contrast, proved disastrous for biodiversity and ecosystem function alike. Common 

scientific language is problematic in this regard. With headline numbers arguing that, for 

example, only 40% of forests still have high ecosystem ñintegrityò (Grantham et al., 2020) we 

must be cautious that we do not further threaten the forests we have in pursuit of an imagined 

paradise. Descriptions of old-growth forests as ñintactò or even ñvirginò forest are tied to a long 

history of colonial conservation projects that view tropical forests as a (female-coded) idyll that 

must be protected from local populations (Grove, 1995). To refer to disturbed forests as 

ñdegradedò is part of that legacy, and the implications of irreversible spoilation are apparent. As 

science communicators, we tell a story; ñIf we end the story with decay, we abandon all hope ï 

or turn our attention to other sites of promise and ruin, promise and ruinò (Tsing, 2015).  
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7.4 Conclusions  

This thesis is published in the midst of rapidly worsening crises of climate change and 

biodiversity loss. In order to reverse these processes, we must rapidly transition our economy 

away from fossil fuels and work to conserve and restore critical ecosystems, including the 

worldôs tropical forests. Strong international policies and incentives can lead the way, but they 

must be backed by robust measurement systems that can accurately assess their impacts on the 

ground. One significant measurement gap lies in our understanding of the dynamic frontiers of 

tropical forests ï areas that are highly vulnerable to degradation and also have great potential for 

regrowth. Existing techniques in satellite remote sensing are limi ted in their ability to measure 

change in key ecosystem variables in dense tropical forests. As a result, major uncertainties 

remain about the impacts of tropical forest growth and disturbance, with significant 

discrepancies between what policies aim to regulate and what sensors are able to measure. In this 

thesis, I develop novel methods that demonstrate the potential of spaceborne lidar, paired with 

long-running optical and radar satellites, to reduce those uncertainties and rectify those 

discrepancies, enabling stronger policy solutions to address tropical forest loss. These results 

would not have been possible to achieve without the speed and scale brought by advanced 

distributed geospatial computing, and I argue that computer science advances have a critical role 

to play in supporting the future of environmental science, remote sensing, and climate policy. In 

this moment of unprecedented anthropogenic change, the planet and its people call on 

researchers across disciplines to consider how their work might contribute to climate solutions. 

In the words of marine biologist Dr. Ayana Elizabeth Johnson, ñThis is the work of our 

lifetimes.ò



 Appendix A: Supplements for Ch 3 

 

 

 

162 

Appendix A: Supplemental information for  Chapter 3 

A1. Back-of-the-envelope accounting of data size reduction 

The raw L2A, L2B, and L4A files for the Amazon, the Congo Basin, Southeast Asian tropical 

forests, and Europe from 2019-2023 totaled 100 TB of data. The filtered PostGIS database 

containing these areas is 9.2 TB, including PostGIS indices.  

 

Two factors contribute to this total storage size reduction. First, filtering for high-quality 

footprints. Second, dropping redundant and unnecessary columns from the HDF5 files (columns 

repeated between products, repeated within a product, derivable from other columns, or never 

used based on our survey of the research community). 

 

To understand the filtering reduction, consider as a baseline the Amazon region 2019-April 

2022, where there are ~167 million footprints for which the biomass algorithm could be run (L4 
algorithm_run_flag == 1 ). Further filtering (Ch 4) with l4_quality_flag == 1  and 

degrade_flag == 0  leaves 151 million footprints (~10% reduction over baseline). 

Using higher levels of filtering as applied in Chapters 5 and 6 (on sensitivity, L2B quality flags, 

etc.) leaves 109 million footprints (~35% reduction over baseline). 

 

Note that this baseline is already a partly filtered dataset, and we do not have data on how many 

footprints there are without any filtering. In addition, filtering conditions may remove many 

more footprints in dense tropical forests, where high-power beams are often required and cloud 

cover frequently obscures the forest, than in other regions.  

 

If the baseline represented the full 100TB raw dataset, filtering would result in a database with 

~65TB of data. Even if the baseline (L4 algorithm_run_flag == 1 ) already included a 50% 

reduction over the raw data (this seems very high), we would still expect the filtered database 

total size to be ~21 TB. Thus, dropping redundant columns is at least a further 50% reduction in 

data size, probably much more. 

 

From this, we can see that most of the storage size reduction comes from dropping redundant 

columns, not filtering. That said, filtering can contribute to at least a 35% reduction in data size. 

We note that dropping columns will not have a major impact database speed, only database size. 

Pre-filtering the data, on the other hand, can contribute to query efficiency: spatial index-based 

queries will not need to consult filter column indices in the query path. 

 

A2. Additional PostGIS tuning and optimization notes 

To enable a performant GEDI Toolbox system, additional PostGIS tuning is recommended. It is 

worth noting that many of the analyses in this thesis were performed on a suboptimal Postgres 

configuration, so non-technical users can certainly work with out-of-the-box Postgres and still 

access many of the benefits of the GEDI Toolbox system. However, for expensive computations 

such as the coincident footprints query described in Section 3.4.2, particularly when run over a 

large table or region, additional tuning may be required. 
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First, PostGIS should be configured to match the available RAM and CPU. Additionally, set an 

appropriate penalty for disk accesses based on the capabilities of the hardware available. A good 

starting point is https://pgtune.leopard.in.ua/, which provides a default recommended Postgres 

configuration for given server parameters. 

 

It is also highly recommended to adjust the default configured user request timeouts to 

aggressively cancel requests for users who disconnect. Otherwise, long-running operations will 

not be easily cancellable even if killed on the client side. We used the following configuration 

(though it may be necessary to adjust this based on local network conditions): 

 
tcp_keepalives_idle = 60                # TCP_KEEPIDLE, in seconds;  

                                        # 0 selects the system default  

tcp_keepalives_interval = 10            # TCP_KEEPINTVL, in seconds;  

                                        # 0 selects the system default  

tcp_keepalives_count = 6                # TCP_KEEPCNT;  

                                        # 0 selects the system default  

client_connection_check_interval = 30s  # time between checks for client  

                                        # disconnection during  queries;  

                                        # 0 for never  

 

Finally, after large bulk imports or before long-running computationally expensive queries, it is 

recommended to run CLUSTER BY on the geometry index to dramatically improve spatial 

locality of data. This should also speed up version-based queries if there are multiple versions of 

many footprints due to a partial data update (Section 3.3.4). Unfortunately, CLUSTER BY 

requires system downtime for the duration of the command. 

https://pgtune.leopard.in.ua/
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Appendix B: Supplemental information for  Chapter 4 

B1. Forest transition diagram 

 
Figure B1: Classification procedure used by (Vancutsem et al., 2021), in which the temporal sequence of a simple 

per-pixel classification (between forest cover, disturbance, and unknown) is used to make complex deductions about 

land use and forest change processes. The classes listed under ñMain Trajectoriesò are available annually. Figure 

taken from the original paper. 
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B2. Model uncertainties 

 
Figure B2: The figure shows an example of high variance in the estimated recovery ages of adjacent pixels. This 

shot is in the top 1% of recovery age variation among filtered shots. The top left shows the Tropical Moist Forest 

Change map for 2021 (light green is recovering forest) overlaid on a Google Earth composite. The grid numbers 

indicate the recovery ages for each pixel surrounding the approximate GEDI location in dark gray (shot size not to 

scale). A dash indicates that the pixel was not classified as recovering forest. The remaining images show the 

surrounding forest context with yearly Planet mosaic imagery from the PlanetScope Tropical Visual Biannual 

Archive. The approximate shot location is marked in each Planet image. 
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B3. Residual semivariogram 

 
Figure B3: A residual semivariogram for the model using the mean bootstrapped ACD and the mode bootstrapped 

age reached an approximate sill at 1º, or ~111 km, with nontrivial correlation also seen at higher lags. 

 

B4. Computational specifications 

We perform all benchmarking on a two-computer cluster with a 150TB networked file system. 

The first computer is used to host the Postgres database of GEDI shots and the spatial index and 

has an additional non-networked 7.5TB of storage. It has two processor sockets with 18-core 

Intel(R) Xeon(R) CPU E5-2695 v4 processors with a 2.10GHz clock speed. Each core is dual-

threaded for a total of 72 processor threads.  It has 100 MiB shared between L1-L3 cache and 

512GB of RAM memory. The second computer is used to perform the parallel processing. It is a 

shared machine that has two processor sockets with  AMD EPYC 7702 64-Core Processors with 

a 2.00GHz clock speed. Each core is dual-threaded for a total of 256 processor threads. It has 

584 MiB shared between L1-L3 cache and 1TB of total RAM.  

 

B5. Computational approach 
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Figure B5: Diagram of spark processing pipeline. 
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This supplement describes the computational pipeline we design to process the data and run the 

Monte Carlo simulations efficiently and flexibly over large areas (Figure B5). Overall, the data is 

too big to fit in the memory of one non-specialized machine. It must be processed in small blocks 

and written to disk. These blocks change throughout the stages of the pipeline and are chosen to 

take advantage of data locality and vectorized computation whenever possible.  In the first stage 

of the pipeline, the computation is distributed over small 1ºx1º spatial blocks. (These blocks do 

not correspond to equal amounts of data, as they may contain different extents of recovering 

forest and different numbers of GEDI shots. Moreover, the blocks on the boundary of the 

Amazon shape are smaller than the rest. However, this approach allows us to quickly divide up 

the computation without loading or processing any data.) 

 

This stage generates all of the data that could be used in the subsequent model runs, regardless of 

filtering strategy and the model to be fitted. It is not until the final stage of the pipeline that the 

computation is redistributed as per-model blocks; this is the only stage in which model-specific 

processing is performed. 

 

The stages of the pipeline are described in detail below. 

 

Stage 1: Each worker in parallel reads in the GEDI data and AFC rasters for its 1ºx1º block of 

the region and computes per-pixel per-year recovery on the AFC rasters. All of the random 

samples of AGBD and matched recovery age for ὲ models are generated at once using 

vectorized computation, which is fast in Python. This gives a table of data: 

 
 

At this stage, only GEDI shots that do not appear to correspond to recovering forest at all are 

dropped (those that fall in a 3x3 neighborhood of pixels with at least four pixels not 

corresponding to recovering forest). This quick filter is weaker than any of the subsequent 

filtering strategies, but allows us to reduce the data size early on and ensure that the processing 

only takes place on GEDI shots that could plausibly correspond to recovering forest. 

 

 

At the end of Stage 1, a checkpoint of all data is written out to disk. This allows us to restart the 

pipeline from Stage 2 without recomputing all of the data. In particular, we only need to run 

Stages 2 and 3 (2-20 minutes) to quickly apply different filtering strategy or fit different models 

to the data. 

 

Stage 2: Each worker in parallel filters the GEDI shots within its block according to the selected 

filtering strategy. Of note, since the initial filtering takes place per spatial block instead of per 
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model, the filtering strategy can incorporate information about the underlying distribution of 

matched recovery ages into its strategy. For example, it can filter out GEDI shots with a high 

variance of matched recovery ages, which correspond to low-confidence points.  

 

Stage 3: In the final stage of the computation, the data is regrouped (ñshuffledò) per-model 

instead of per spatial block. In order to fit a regression model, a single worker node needs all of 

the GEDI shots that will serve as input to that model but no other generated columns of GEDI 

data. This data shuffle has the potential to be expensive in temporary memory usage and 

computation time, but we find that even for ñlowò filtering it required only 360 MB of memory 

in each task. The workers generate 10 parameter samples of the wild bootstrap for each model. 

We do not reimplement the wild bootstrap in Python but instead wrap the R package óquantreg,ô 

which offers the wild bootstrap to estimate regression parameters. At the end of Stage 3, the 

driver collects the bootstrapped parameters of all of the models and saves them to a final output 

location. 

 

B6. Simplified model pseudocode 

Below, we show the simplified algorithm for generating an empirical distribution of model 

parameters ‌ȟ‍ based on the underlying data. This pseudocode does not include the filtering or 

wild bootstrap steps, but serves to clarify how the generated Age, Biomass pairs are fed into 

quantile regression models. 

 

 

B7. GEDI shot filtering 

The strategy used to filter GEDI shots affects the quantile regression slope and intercept. We test 

three different filtering strategies, each requiring greater agreement among adjacent AFC pixel 

recovery ages. We show the results of quantile regression for each of these filtering strategies.  

 

The ñlowò level of filtering includes only GEDI shots that are identified as recovering in all 

trials. This is the filtering strategy most similar to that used by Milenkoviĺ et al (2022), who 

required the nine pixels surrounding the GEDI shot be recovering forest. The ñmediumò and 

ñhighò levels of filtering not only required the GEDI shot to be recovering in all trials but also 

required some agreement on the duration of recovery. ñMediumò filtering required the standard 

deviation of the distribution of recovery ages to be Ò 1, and the ñHighò filtering required that the 

standard deviation be zero. We do not expect even the ñHighò filtering level to remove all 

classification errors, as neighboring pixels are likely to have correlated errors. However, it is 

likely to improve the quality of the data. Interestingly, the confidence intervals widen with higher 
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filtering levels, a further indication that filtering affects the distribution of the data. Investigating 

this pattern at additional filtering levels is a subject of future work. 

 
Table B7: Regression intercept, slope, and confidence intervals across filtering methods 

 
 

B8. Alternatives to quantile regression 

One alternative to quantile regression is robust regression, which handles outliers and 

heteroskedasticity (Huber, 1973). We found that robust regression does not perform well, 

estimating an improbably high intercept of around 24 MgC/ha and therefore underestimating the 

recovery rate. This is likely because of the extremely high variability in the data in the 

heterogeneous canopies typical of disturbed and regrowing forests, caused by both inaccuracies 

in the recovery maps and instability in the footprint-level GEDI RH metrics and thus biomass 

density estimates (Roy et al., 2021). Previous work using space-for-time substitution on canopy 

height (RH 98) recommended using a median to deal with similar issues (Milenkoviĺ et al., 

2022); for this reason we find that median quantile regression is more suitable than robust 

regression. 

 

Another alternative is reduced major axis regression (Carroll et al., 2006), which may be 

appropriate here given that there is uncertainty in the recovery age (the independent variable). 

Uncertainty in the independent variable can cause regression dilution bias, which lowers the 

regression slope. Using the ñhighò level of filtering, we tested reduced major axis regression 

fitted to the median ACD of each age group and found that the results were very similar to our 

reported results using quantile regression on the dataset. The slope was slightly higher (1.90 

MgC/ha/yr vs 1.86 MgC/ha/yr with quantile regression) and the intercept was slightly lower 

(2.93 MgC vs 4.95 MgC with quantile regression). 
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B9. Heatmap distribution of biomass and recovery period 

 
Figure B9: A heatmap of the distribution of mean AGBD and mode recovery period for the filtered GEDI shots. 

Colors represent point density as computed by a per-age-group kernel density estimator. More saturated colors 

indicate a higher peak density in the AGBD distribution for that age group. 

 

B10. Empirical distribution of regression parameter estimates 

 
The empirical distribution of regression parameter estimates. Left, the distribution of  ‍ (regression intercept, 

MgC/ha). The mean estimate is 4.95 and the 95% empirical confidence interval falls between 4.11 and 5.89. Right, 

The distribution of estimates for ‍ (regression slope, MgC/ha/yr). The mean estimate is 1.86 and the 95% empirical 

confidence interval falls between 1.75 and 1.97. 

 

B11. Benchmarking 

All benchmark tests were run on the compute system described in Supplement B4. 
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Figure B11: Distribution of computation times for Stage 1 (data loading and Monte Carlo) across 32 tasks. For this 

stage, the computation is split up over 1ºx1º spatial blocks. The differing extent of recovering forest in these blocks 

contributes to the differing processing times across tasks 

 
Table B11: Wild bootstrap benchmark timing across filtering methods 

B10 

B12. Comparison with prior work 

Table B12: Estimated regrowth rates in prior work and our own. 

 
Note that regrowth rates are not directly comparable between studies, due to differences in 

studied regions and other assumptions. The numbers here are for broad guidance only. We 

compare only work that measures carbon sequestration in young tropical moist secondary forests 

in South America. If a specific estimate is made for the Amazon region, we report that estimate. 
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Appendix C: Supplemental information for  Chapter 5 

C1. The Amazon biome study region 

Figure C1: The Amazon biome study region (black contour). The base map shows GEDI-measured RH 98, averaged 

at a 6000 m resolution. Missing data (white) pixels are those that did not have at least two high-quality GEDI shots 

during the study period according to the filtering conditions in Supplement C2. 

 

C2. GEDI shot filtering 

This supplement lists the filtering steps used to select high-quality GEDI shots. We found that 

these filters substantially improved the correlation of RH 98 and AGBD in the control group of 

all near-coincident shot pairs, compared to only filtering based on the quality_flag and 

degrade_flag fields.  

 

The following naming conventions are used: 

sensitivity_a0 : Sensitivity measured using the default algorithm setting group (sensitivity )  
sensitivity_a2 : Sensitivity measured using the second algorithm setting group 
(geolocation/sensitivity_a2 )  
elevation_difference_tdx : Elevation from the TanDEM-X digital elevation model minus the 

elevation of the lowest mode associated with the default algorithm setting group. 
(digital_elevation_model -  elev_lowestmode ) 
tropical_evergreen_broadleaf: land_cover_data/pft_class == 2  

 Initial filtering steps can be performed on the listed data product alone, without joining it 

with other levels. Secondary filtering is performed after joining the other listed products. For 
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example, L2A does not contain PFT class information, while L2B does not contain sensitivity 

metrics for non-default algorithm setting groups. Therefore, filtering by sensitivity_a2  for 

the tropical evergreen broadleaf class can only be performed after joining L2A and L2B data. 

 

L2A - Elevation and Height Metrics 

 

1. Initial filtering 

These filters apply the suggested L2A quality flag and exclude inappropriate sensitivity values. 

With regard to the degrade flag, a 0 indicates no sensor degradation, but some non-zero 

degradation codes are also acceptable based on recommendations from the GEDI science team 

(Healey et al., 2022). Pseudocode is shown below: 

 
quality_flag == 1 &  

0.9 <= sensitivity_a0 <= 1.0 &  

0 < sensitivity_a2 <= 1 &  

degrade_flag %in% 

 [0,3,8,10,13,18,20,23,28,30,33,38,40,43,48,60,63,68]  

    

2. Secondary filtering 

These filters increase the sensitivity threshold for tropical evergreen broadleaf forests, 

which have high canopy cover and dense vegetation. We also selected shots where RH 100 (a 

proxy for canopy height) is less than 120 meters, which is approximately the height of the 

world's tallest known tree. We use the surface flag and check that the absolute elevation 

difference relative to the TanDEM-X elevation is less than 150 m. Finally, we focused on 

permanent land shots (i.e. not water as suggested by UMD GLAD Landsat observations with 

classified surface water between 2018 and 2019) that did not fall in highly urban areas as 

determined by the DLR 12 m resolution TanDEM-X Global Urban Footprint product. 

Pseudocode is shown below: 
(if tropical_evergreen_broadleaf) {  

 sensitivity_a2 > 0.98   

} else {sensitivity_a2 > 0.95} &  

sensitivity_a2 <= 1 &  

0 <= rh_100 < 120 &  

surface_flag == 1 &  

- 150 < elevation_difference_tdx < 150 &  

water_persistence < 10 &  

urban_proportion < 50   

 

L2B - Canopy Cover and Vertical Profile Metrics 

 

The filtering steps for L2B are very similar to L2A, except that we also apply the L2B quality 

flag and sensitivity_a2 is not available. The lack of sensitivity_a2 is inconsequential, since we 

later left-join L2A and L2B on shot number (i.e. exclude L2B shots which did not pass L2A 

filtering). 

 

1. Initial filtering 
l2a_quality_flag == 1 &  

l2b_quality_flag == 1 &  

0.9 <= sensitivity_a0 <= 1.0 &  
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degrade_flag %in% 

 [0,3,8,10,13,18,20,23,28,30,33,38,40,43,48,60,63,68]  

 

2. Secondary filtering 
(if tropical_evergreen_broadleaf) {  

 sensitivity_a0 > 0.9   

} else {sensitivity_a0 > 0.9} &  

sensitivity_a0 <= 1 &  

0 <= rh_100 < 120 &  

surface_flag == 1 &  

- 150 < elevation_difference_tdx < 150 &  

water_persistence < 10 &  

urban_proportion < 50   

 

L4A - Aboveground Biomass Density 

 

The filtering steps for L4A are very similar to L2A and L2B, except that we also applied the 

L4A quality flag. (Note that this flag may be overly conservative for research that only makes 

use of the L2 products.) 

 

1. Initial filtering 
l2a_quality_flag == 1 &  

l4a_quality_flag == 1 &  

0.9 <= sensitivity_a0 <= 1.0 &  

0 < sensitivity_a2 <= 1 &  

degrade_flag %in% 

 [ 0,3,8,10,13,18,20,23,28,30,33,38,40,43,48,60,63,68]  

 

2. Secondary filtering  
(if tropical_evergreen_broadleaf) {  

 sensitivity_a2 > 0.98   

} else {sensitivity_a2 > 0.95} &  

sensitivity_a2 <= 1 &  

surface_flag == 1 &  

water_persistence < 10 &  

urban_proportion < 50  

 

Local outlier removal 

 

Even after applying quality and degrade flags, as well as the additional filtering steps described 

above, some GEDI orbit segments are affected by atmospheric conditions including low clouds 

and fog. Members of the GEDI Science Team developed a local outlier detection algorithm that 

identified outlier orbit segments based on the 72 x 72 km EASE 2.0 grid. If an orbit segment (i.e. 

part of the orbit corresponding to a 72 x 72 km EASE 2.0 tile) was identified as an outlier then 

all shots from that orbit segment were excluded. The local outlier detection method is described 

in detail in the GEDI L4B Algorithm Theoretical Basis Document (Healey et al., 2022) 

 

 

 

 

C3. Computational efficiency 
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Identifying near-coincident footprints with intervening disturbances was a 

computationally intensive task, and it was necessary to optimize our code significantly for the 

computation to be feasible. We hope that our code, which is available on GitHub, can assist other 

researchers who may be interested in studying coincident GEDI shot pairs. 

 

The core technique was to efficiently identify near-coincident shot pairs (that is, 

footprints whose reported centers were less than d meters apart) using a spatially indexed join in 

PostGIS. The annotated SQL query is as follows:  

 
 

Below, we offer some benchmarks of the code to give a sense of the computational 

complexity involved and the efficiency achieved. However, running this code on different 

https://github.com/ameliaholcomb/gedi-disturbance
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machines will certainly yield different results, and these benchmarks should be taken as rough 

estimates only. The pipeline to find coincident shots was performed on a single computer that 

hosted the PostGIS database of GEDI shots and the spatial index. The machine had 7.5TB of 

SSD storage and two processor sockets with 18-core Intel(R) Xeon(R) CPU E5-2695 v4 

processors with a 2.10GHz clock speed. Each core was dual-threaded for a total of 72 processor 

threads. It had 100 MiB shared between L1-L3 cache and 512GB of RAM memory. On the 

Amazon biome region during the study period described, it took approximately two days to 

download and ingest all the footprint data and build the spatial index. It then took approximately 

13 hours to find the set of four million shot pairs that fell within 40 m of one another. We ran the 

computation in PostGIS with 56x parallelism. 

 

We used a second computer to perform all other computations, including the raster-

coincident shot overlays. It was a shared machine that had two processor sockets with AMD 

EPYC 7702 64-Core Processors with a 2.00GHz clock speed. Each core was dual-threaded for a 

total of 256 processor threads. It had 584 MiB shared between L1-L3 cache and 1TB of total 

RAM. On this machine, the coincident shot overlay with the GLAD and AFC datasets took 

approximately 2-6 minutes with 15x parallelism. 

 

C4. Window size 

The effects of window size interact in a complicated way with multiple factors, including the 

map resolution relative to the GEDI footprint size and geolocation error as well as the size of 

disturbances detected by the map (regardless of its resolution). Thus, the choice of window size 

required individual judgement to a certain extent. In preliminary tests, we examined a few 

options (30 m - 90 m wide) in the range of the GEDI shot diameter plus geolocation error, 

coarsely evaluating them on approximate number of disturbances identified and portion of 

detected disturbances in which a large change in AGBD is observed. Overall, we found that the 

results did not seem very sensitive to the size of the window within this range, as long as the 

window was larger than 1 x 1 pixel, which resulted in many fewer detected disturbances. We 

therefore choose the smallest window that was at least 30 m in width and was larger than 1 x 1 

pixel, which was a 3 x 3 window for the GLAD maps and a 2 x 2 window for the AFC maps. 
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C5. Temporal buffering of GLAD data 

 

 
 
Figure C5: Effect of a temporal buffer of different durations on observed bias in the GLAD disturbed control group. 

For a temporal buffer of length H, the disturbed control group contained shot pairs satisfying the condition T1 < T2 < 

Tdist ï H or Tdist < T1 < T2. The duration of the temporal buffer did not affect bias, indicating that GLAD has good 

on-time detection of disturbances. 

 

 

C6. Temporal distribution of control and treatment groups 

We defined Tdiff = T2 ï T1, where T1 was the date of the first shot and T2 was the date of the 

second shot. Around half of the overall shot pairs had Tdiff < 200 days; since the treatment group 

had to span a disturbance event, it was disproportionately made up of shots with higher Tdiff 

compared to the disturbed forest control group. 

 

It may be desirable that the disturbed control contain mostly shots that are close together 

temporally because this would lower the chance that an intervening disturbance took place 

between the shots that was not detected by the GLAD or AFC maps (see also Supplement C10). 

However, to account for potential differences in bias and standard deviation at different values of 

Tdiff, we also created an adjusted disturbed forest control and treatment group that had similar 

temporal distributions.   

 

 Specifically, we binned the shot pairs in the control and treatment groups by Tdiff, 

dividing the 0ï1200-day range into 20 equal-sized bins. For each bin, b, with j pairs in the 

treatment group and k pairs in the control group, we randomly selected min(j, k) pairs from bin b 

in each of the control and treatment groups (without replacement). The results of this adjustment 

are shown in Figure C7 (GLAD) and C8 (AFC). This resulted in relatively little change to the 

treatment group, but a substantial change in the distribution of Tdiff in the control group. Though 
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we adjusted the groups only based on Tdiff, we found that the adjusted control group was also 

more similar to the treatment group in the distribution of shot dates for S1 and S2 (Figures C7 and 

C8, top two rows). We found that our results (Sections 5.4.2 and 5.4.3) held with the temporally 

adjusted (TA) groups as well for both GLAD- and AFC-detected disturbances, specifically: 

¶ Mean biomass loss was greater in the TA treatment than the TA control group (p < 0.001) 

¶ Mean RH 98 loss was greater in the TA treatment than the TA control group (p < 0.001) 

¶ Mean biomass loss was greater in a subset of the TA group in which only a single pixel in 

 was marked as disturbed, compared to the TA control (p < 0.001) ר

¶ Mean biomass loss was greater in a restricted TA treatment group of AFC-detected 

disturbances in which only a single pixel in ר was marked as disturbed and no other 

pixel was marked as deforested, compared to the AFC-detected TA control (p < 0.001). 

 

In the TA disturbed forest control, the negative bias in (AGBD2 ï AGBD1) was more 

pronounced than in the unadjusted disturbed forest control (mean difference = -11.3 Mg/ha in the 

GLAD TA control group; -9.8 Mg/ha in the AFC TA control group). This effect was less 

prominent in RH 98, where the bias remained near zero (-0.6 m and -0.1 m with GLAD and AFC 

respectively) as well as in RH 50 (-0.5 m and -0.3 m with GLAD and AFC respectively). The 

correlation was also slightly lower for RH 98 (0.65 GLAD; 0.57 AFC) and AGBD (0.47 GLAD; 

0.37 AFC) than in the unadjusted disturbed forest control, and the percent difference between S2 

and S1 had a wider interquartile range. These effects are discussed further in Supplement C10. 
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C7. Temporal adjustment of GLAD-based treatment and controls 

 

 
 
Figure C7: Left column, temporal distribution of the GLAD-based treatment and disturbed control groups overall 

(13,740 treatment pairs, 65,137 control pairs). Right column, temporal distribution of the control and treatment 

groups after adjustment to make the distribution of time between shots (Tdiff ) similar to the treatment group (13,599 

treatment pairs, 13,599 control pairs). The top row shows the distribution of S1 and S2 dates in the treatment group, 

the middle row shows the distribution of S1 and S2 dates in the control group, and the bottom row shows the 

distribution of Tdiff in the control and treatment groups. 



 Appendix C: Supplements for Ch 5 

 

 

 

181 

 

 

C8. Temporal adjustment of AFC-based treatment and disturbed control groups 

 
 
Figure  C8: Left column, temporal distribution of the AFC-based treatment and disturbed control groups overall 

(3,201 treatment pairs, 41,509 control pairs). Right column, temporal distribution of the control and treatment 

groups after adjustment to make the distribution of time between shots (Tdiff ) similar to the treatment group (2,137 

treatment pairs, 2,137 control pairs). The top row shows the distribution of S1 and S2 dates in the treatment group, 

the middle row shows the distribution of S1 and S2 dates in the control group, and the bottom row shows the 

distribution of Tdiff in the control and treatment groups. 
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C9. Scatterplots of GEDI-measured forest change following disturbance 

 

 
 
Figure C9: RH 98 and AGBD change between S1 (x-axis) and S2 (y-axis) in the disturbed control groups (left) and 

treatment groups (right), for GLAD-detected (top) and AFC-detected disturbances (bottom). The Pearson correlation 

coefficient standardized major axis (SMA) regression fit line parameters, and bias (mean difference) values are 

shown on each plot. The dashed black lines show y = x, and the red lines show the standardized major axis 

regression fit line. 
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C10. Relationship of the time between shots to standard deviation and bias in the control 

groups 

 

 
 
Figure C10: Relationship of the time between shots to standard deviation and bias in AGBD and RH 98 for three 

control groups: the set of all shot pairs (orange), the AFC-based disturbed control group (red), and the GLAD-based 

disturbed control group (pink). We also show an additional control group of ñintact shotsò (green), in which every 

pixel in the 3 x 3 windows around S1 and S2 was marked as ñUndisturbed Tropical Moist Forestò in the AFC maps 

for every year from 2019 to 2022. No value is shown for a group if it contains fewer than 30 shot pairs at the given 

time lag. 
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We considered the relationship of the time between shots to standard deviation and bias 

in AGBD and RH 98 for the disturbed control groups and the set of all shot pairs. Since the set of 

all shot pairs could include some disturbances, especially over longer time lags, we also 

considered a set of ñintact-onlyò shot pairs, in which every pixel in the 3 x 3 windows around S1 

and S2 was marked as ñUndisturbed Tropical Moist Forestò in the AFC maps for every year from 

2019 to 2022 (Figure C10, green curves). 

 

Based on Figure S6, we made several observations: 

¶ The negative bias in AGBD was greater in the GLAD-based and AFC-based disturbed 

controls than the set of ñintact-onlyò undisturbed shot pairs, even when controlling for 

Tdiff (Figure C10). This indicated that areas marked as disturbed in the GLAD and AFC 

maps were persistently losing biomass, over and above undisturbed regions, in a way that 

was not reflected in the disturbance maps. 

 

¶ The RH 98 standard deviation in the GLAD-based disturbed control was notably higher 

than the AFC disturbed control or the set of intact shots; the bias was also larger (more 

negative). This was not reflected in the AGBD metrics. 

 

¶ The period from 900-1000 days was an outlier in AGBD bias, with much more negative 

bias than other time intervals. This was not as noticeable in the AGBD or RH 98 standard 

deviation, though there was a small effect in the RH 98 bias. In the ñintact-onlyò set of 

shot pairs, this interval still showed abnormally large negative bias. We inspected the 

data contributing to this time interval and found that most of the bias came from shot 

pairs in six sets of parallel orbits that dominated the data in this interval: O03592 & 

O18554; O04210 & O18775; O03867 & O17944; O03447 & O18760; O03653 & O18737; 

O03126 & O18302 . We did not find any other notable abnormalities in these orbit pairs, 

and they were not identified by NASA as having high geolocation error or as being 

probable outlier orbits (Dubayah et al., 2022a; Healey et al., 2022). We therefore chose 

not to exclude them from the dataset, but we do highlight their existence here. 

Importantly, the temporally adjusted control and treatment groups (Supplement C6) were 

designed to have a similar representation of data from this time interval. (For the AFC 

dataset, this meant that there was no data from this time interval in either the TA 

disturbed control or the TA treatment group.) 

 

¶ The set of ñintactò shot pairs showed more negative bias with increasing time between 
shots (though this negative bias was smaller than that observed in the disturbed control 

and treatment groups). This may indicate that (i) this sample of the Amazon rainforest 

overall was losing biomass over the study period; (ii) the GEDI sensor had increasing 

bias in its biomass measurements over time; (iii) other, unknown explanation; for 

example, there may have been seasonal effects based on complex temporal patterns in the 

distribution of near-coincident shot pairs.  

 

 It is worth noting with respect to (i) that the set of all shot pairs presented here 

was not a random sample of the entire Amazon biome. Relative to the entire biome, 

certain regions were heavily oversampled according to the X-shaped orbital resonance 
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pattern seen in Figure 5-2, while other regions, especially in the more remote northern 

areas, were hardly sampled at all; we did not adjust for this clumping in the set of all shot 

pairs because the goal was not to estimate total biomass changes in the Amazon biome as 

a whole. The areas sampled by near-coincident shots may have been experiencing 

persistent biomass loss during the study period, but this would not necessarily indicate 

that the entire Amazon was a net carbon source. With respect to (ii), the GEDI science 

team has extensively analyzed the GEDI sensor and data for signs of laser degradation 

over time and has not found significant effects (Dubayah et al., 2023a). Analyzing (iii) is 

an interesting direction for future work but is beyond the scope of this study. We used the 

temporally adjusted control (Supplement C6) to ensure that our results are robust to 

temporal patterns. 

 

 

C11. Disturbance intensity versus median percent biomass loss, controlling for disturbance 

extent 

 

To test that the relationship identified between disturbance intensity and median percent biomass 

loss was not purely a result of missed disturbance bias (Section 5.3.4), we tested that there was 

still a statistically significant positive correlation between the intensity and biomass loss for each 

disturbance extent individually. We found the following correlations when restricting the 

disturbance extent: 

 
Table C11: Correlation between intensity and biomass loss when controlling for disturbance extent. 

Disturbance extent Pearson 

Correlation Coeff. 

p-value 

1 pixel (900 m2) 0.92 0.003 

2 pixels (1800 m2) 0.85 0.015 

3 pixels (2700 m2) 0.81 0.026 

4 pixels (3600 m2) 0.84 0.017 

 

Separately, we found that disturbance intensity was positively correlated with disturbance extent, 

though disturbance intensity is a per-pixel metric. This was not unexpected, as large disturbances 

may also last longer and be more visible from satellite imagery, leading to a higher intensity 

metric. 
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Appendix D: Supplemental information for Chapter 6 

 

D1. Adapting hybrid estimators used for GEDI to the repeat footprint case 

The GEDI team has established a detailed methodology for using hybrid inference to 

simultaneously estimate model and sample uncertainty when aggregating single GEDI footprints 

across small grid cell regions (Dubayah et al., 2022a; Patterson et al., 2019; Ståhl et al., 2016). 

However, these methods require reconsideration for the repeat footprint case.  

The existing methodology is as follows: 

Within a grid cell, the mean of the GEDI footprints is an appropriate estimator for the population 

mean, but the variance of the footprints must account for two factors. First, it should be adjusted 

because GEDI is a clustered sample, not a simple random sample. Second, it should be adjusted 

because biomass is not a measured variable, but rather the output of a model. This results in the 

following variance formula: 

6ʈ
ρ

4
װ
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●╣#ÏÖɻ● ρ 

 

Where: 

ñclusterò refers to the set of GEDI footprints within a grid cell that are from the same orbit. 

Ὕ is the number of footprints in the Ὥth cluster 

Ὕ is the mean number of footprints across clusters in the grid cell 

ά is the number of clusters in the grid cell 

' is the sum of modeled biomass values for the footprints in the Ὥth cluster 

#ÏÖɻ is the covariance matrix of the parameters of the biomass model based on the model 
training sample (published by the GEDI team). 

● is the vector of the means of the cluster totals of the predictor variables for the biomass model. 
For a biomass model, ὄ  ‌Ͻρ  ‌ ὙὌͅωψ  ‌ ὙὌͅυπ, 
we can calculate ● as 
array([ 

data.groupby(ñcluster_idò).count().mean(), 

data.groupby(ñcluster_idò)[ñrh_98ò].sum().mean(), 

data.groupby(ñcluster_idò)[ñrh_50ò].sum().mean(), 

]) 
 

The first term is to account for the clustered sample and is essentially the between-cluster 

variance. The second term is to account for model uncertainty. 

We consider each of these terms separately. 
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1. Sample design correction 

In the case of the original GEDI shots, the sample design is a clustered sample along the orbital 

tracks of the ISS (Figure D1), in which the sensor samples a cluster of potential footprint 

locations defined by the trackôs intersection with the edge of the cell and its orientation 

(ascending or descending). 

 

Figure D1: Within a grid cell (the example here is a square 1km x 1km), GEDI forms a clustered random sample. 

Given that there are two inclination patterns of the ISS (ascending and descending), Patterson et al (2019) argue that 

we can consider all possible GEDI tracks as a choice among clusters of the subgrid shown in the figure, representing 

potential GEDI footprints. Three possible clusters, two ascending and one descending, are shown. This figure is 

taken from Patterson et al (2019). 

We propose a framework for the repeat samples that, we argue, simplifies to the framework 

described by Patterson et al (2019).  

(1) We define a sample as an ordered pair of footprints, (S1, S2), in which S1 falls before S2. 
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(2) We consider a pair to ñmeasureò at the S2 location.  

This is consistent with the choice to line up disturbances with S2 and use S1 as a predictor 

given some homogeneity of the forest at short distances. 

(3) We ensure that each S2 location is only included in the sample once, even if multiple 

possible S1 locations fall near to it, by randomly choosing one of the pairs and dropping 

all others. 

We argue that all pairs will then come from one of the following two scenarios: 

Scenario 1: Two ascending or descending orbits align to within 40 m of one another 

 

In this case, we consider the measured locations to be along Track 2. This case thus reduces to 

the setup described in Patterson et al (2019), but where a ñclusterò is a pair of orbits measuring 

population elements at the S2 locations. 

We highlight that this is valid even if multiple tracks align. 
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In that case, one could envision averaging the values from Tracks 1A and 1B, but for simplicity 

we pick one at random to be S1 and drop the other. This still results in each location being 

sampled once per ascending/descending Track 2 cluster, and therefore again reduces to the case 

described in Patterson et al (2019). 

Scenario 2: One ascending and one descending orbit 

 

This case results in a single sample location. In this case, the sample is no longer a clustered 

sample can be considered random within the grid cell polygon. It does not require a clustered 

sample correction. 

We therefore argue that it is appropriate to use Equation (1) to estimate sample-based variance in 

the repeat footprints case, with cluster ID assigned based on the S2 cluster of each sample. 

However, Equation (1) will overestimate sample-based variance for the 250 km hexagons used in 

this work. Dubayah et al use grid cells of widths 1-6 km, in which it is appropriate to consider all 

footprints from the same orbit to be part of the same cluster. In the case of 250 km hexagons, this 

is no longer the case. The effects of sample clustering, even for footprints of the same orbit, 

should be considered negligible at some distance away (though prior work differs on when that 

distance is reached) (Dubayah et al., 2022a; Duncanson et al., 2023). Dubayah et al overcome 

this issue by using small grid cells and aggregating them into larger regions, disregarding 

interaction terms between distant grid cells. However, this remedy is not useful for repeat 

footprints, which often do not have enough samples at the small grid cell level to calculate a 

variance at all (given that at least two clusters in each cell are required or else Eq (1) is 

undefined). 

Future work should therefore develop the statistical theory to calculate variances where only 

short subsections of an orbit are considered a sample cluster, without relying on downscaling the 

variance computation to small grid cells. In this work, we use an overestimate of the uncertainty. 
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2. Model correction 

In the case of repeat footprints, we are looking at the variance of a difference  

(AGBD1 ïAGBD2), not the variance of a single modeled value. The two footprints are self-

evidently not independent. In the case of two dependent variables, we have  

ὺὥὶὼ ώ ὺὥὶὼ ὺὥὶώ ςὧέὺὼȟώ ς 

We do not know the covariance, but across repeat footprints in general, S1 is a strong predictor of 

S2, with a positive covariance (Holcomb et al., 2024). We therefore simplify by overestimating 

the uncertainty in the common case:  

ὺὥὶὼ ώ ὺὥὶὼ ὺὥὶώ σ 

This assumption is likely not always true at the local level (for example, it could be that in some 

disturbed areas, the tallest forests are preferentially cut down). Future work might therefore 

consider more fully developing an estimate of the local covariance, though we do not do so here. 

Finally, we emphasize that while there is some basis for precise calculation of variance and 

uncertainty using the GEDI data, similarly relevant uncertainties are simply not quantified for the 

JRC-TMF maps. We therefore acknowledge overestimation of both model and sample-based 

uncertainty from GEDI but highlight that there are other uncertainties that are potentially large 

but not possible to account for. 
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D2. Cells with insufficient data also tend to have less total disturbed area 

 

Figure D2: Cells with insufficient data (fewer than 25 footprints or fewer than two unique orbits) also tend to have 

less total disturbed area. The figure shows histogram plots of the number of hexagons in the study region by the total 

disturbed area in the hexagon from 2020-2022. Orange shows the disturbed area distribution of hexagons that had 

insufficient data and were omitted from the analysis; blue shows the disturbed area distribution of hexagons 

included in the analysis. 
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D3. Before-and-after forest complexity by region and disturbance proximate cause 

 

 

Figure D3: KDE plots of forest complexity (WSCI) in samples taken before (blue) and (after) a disturbance for each 

continent-driver pair. Note that selective logging in southeast Asia and Africa were omitted from the analysis in the 

main text because there were insufficient data.
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DΦΣ Ǿŀƴ ¦ƭƊΣ .ΦΣ aŀǊǝƴŜȊΣ wΦ±ΦΣ ±ŜŘƻǾŀǘƻΣ [ΦΣ ±ƭŜƳƛƴŎƪȄΣ WΦΣ ±ƻǎΣ ±Φ!ΦΣ ²ƻǊǘŜƭΣ ±ΦΣ ½ǳƛŘŜƳŀΣ 
tΦ!ΦΣ ½ǿŜǊǘǎΣ WΦ!ΦΣ [ŀǳǊŀƴŎŜΣ {ΦDΦ²ΦΣ [ŀǳǊŀƴŎŜΣ ²ΦCΦΣ /ƘŀǾŜΣ WΦΣ 5ŀƭƭƛƴƎΣ WΦ²ΦΣ .ŀǊƭƻǿΣ WΦΣ 
tƻƻǊǘŜǊΣ [ΦΣ 9ƴǉǳƛǎǘΣ .ΦWΦΣ ǘŜǊ {ǘŜŜƎŜΣ IΦΣ tƘƛƭƭƛǇǎΣ hΦ[ΦΣ DŀƭōǊŀƛǘƘΣ 5ΦΣ aŀƭƘƛΣ ¸ΦΣ нлнрΦ 
¢ǊƻǇƛŎŀƭ ŦƻǊŜǎǘǎ ƛƴ ǘƘŜ !ƳŜǊƛŎŀǎ ŀǊŜ ŎƘŀƴƎƛƴƎ ǘƻƻ ǎƭƻǿƭȅ ǘƻ ǘǊŀŎƪ ŎƭƛƳŀǘŜ ŎƘŀƴƎŜΦ {ŎƛŜƴŎŜ 
оутΣ ŜŀŘƭрпмпΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦŀŘƭрпмп 

!ΦIΦ tƛŎƪŜƴǎΣ aΦ/Φ IŀƴǎŜƴΣ .Φ !ŘǳǎŜƛΣ tΦ tƻǘŀǇƻǾΣ нлнлΦ {ŜƴǝƴŜƭπн ŦƻǊŜǎǘ ƭƻǎǎ ŀƭŜǊǘΦ 
!ƘǊŜƴŘǎΣ !ΦΣ .ǳƭƭƛƴƎΣ aΦ¢ΦΣ tƭŀǧǎΣ tΦWΦΣ {ǿŜǘƴŀƳΣ wΦΣ wȅŀƴΣ /ΦΣ 5ƻƎƎŀǊǘΣ bΦΣ IƻƭƭƛƴƎǎǿƻǊǘƘΣ tΦaΦΣ 

aŀǊŎƘŀƴǘΣ wΦΣ .ŀƭƳŦƻǊŘΣ !ΦΣ IŀǊǊƛǎΣ 5ΦWΦΣ DǊƻǎǎπ/ŀƳǇΣ bΦΣ {ǳƳōƛΣ tΦΣ aǳƴƛǎƘƛΣ tΦΣ aŀŘƻũŜΣ 
{ΦΣ aƘƻǊƻΣ .ΦΣ [ŜƻƴŀǊŘΣ /ΦΣ .ǊŀŎŜōǊƛŘƎŜΣ /ΦΣ 5ƻƻŘȅΣ YΦΣ ²ƛƭƪƛƴǎΣ ±ΦΣ hǿŜƴΣ bΦΣ aŀǊǎƘŀƭƭΣ 
!ΦwΦΣ {ŎƘŀŀŦǎƳŀΣ aΦΣ tƅƛŜƎƴŜǊΣ YΦΣ WƻƴŜǎΣ ¢ΦΣ wƻōƛƴǎƻƴΣ WΦΣ ¢ƻǇǇπWǄǊƎŜƴǎŜƴΣ 9ΦΣ .ǊƛƴƪΣ IΦΣ 
.ǳǊƎŜǎǎΣ bΦ5ΦΣ нлнмΦ 5ŜǘŜŎǝƴƎ ŀƴŘ ǇǊŜŘƛŎǝƴƎ ŦƻǊŜǎǘ ŘŜƎǊŀŘŀǝƻƴΥ ! ŎƻƳǇŀǊƛǎƻƴ ƻŦ 
ƎǊƻǳƴŘ ǎǳǊǾŜȅǎ ŀƴŘ ǊŜƳƻǘŜ ǎŜƴǎƛƴƎ ƛƴ ¢ŀƴȊŀƴƛŀƴ ŦƻǊŜǎǘǎΦ tƭŀƴǘǎΣ tŜƻǇƭŜΣ tƭŀƴŜǘ оΣ нсуς
нумΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмллнκǇǇǇоΦмлмуф 

!ƭ WŀȊŜŜǊŀ {ǘŀũΣ нлннΦ Lƴ ¢ŀƴȊŀƴƛŀΣ ǘƘŜ aŀŀǎŀƛ ŬƎƘǘ ŜǾƛŎǝƻƴ ƻǾŜǊ ǎǘŀǘŜ ŎƻƴǎŜǊǾŀǝƻƴ ǇƭƻǘΦ !ƭ 
WŀȊŜŜǊŀΦ 



 

 

 

 

!ƭƭƛǎƻƴΣ IΦΣ YŀǇƻǎΣ ±ΦΣ IƻƭŎƻƳōΣ !ΦΣ нлноΦ ! ŘƛǎŎǳǎǎƛƻƴ ǇŀǇŜǊ ƻƴ ǘƘŜ ŘŜŬƴƛǝƻƴ ƻŦ ŦƻǊŜǎǘ 
ŘŜƎǊŀŘŀǝƻƴ ǇǊŜǇŀǊŜŘ ŦƻǊ C!hΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмомплκwDΦнΦнΦнмфсмΦрсмсф 

!ƴ !ǳŘƛŜƴŎŜ ǿƛǘƘ bƛƎŜƭ ¢ƻǇǇƛƴƎΣ ǘƘŜ ¢ƘŜ ¦b IƛƎƘπ[ŜǾŜƭ /ƭƛƳŀǘŜ !Ŏǝƻƴ /ƘŀƳǇƛƻƴ ŦƻǊ /htнсΣ 
нлннΦ 

!ǉǳƛƴƻΣ /ΦΣ aƛǘŎƘŀǊŘΣ 9Φ¢Φ!ΦΣ aŎbƛŎƻƭΣ LΦaΦΣ /ŀǊǎǘŀƛǊǎΣ IΦΣ .ǳǊǘΣ !ΦΣ tǳƳŀ ±ƛƭŎŀΣ .Φ[ΦΣ hōƛŀƴƎ 
9ōŀƴŞƎŀΣ aΦΣ aƻŘƛƴƎŀ 5ƛƪƻƴƎƻΣ !ΦΣ 5ŀǎǎƛΣ /ΦΣ aŀȅǘŀΣ {ΦΣ ¢ŀƳŀȅƻΣ aΦΣ DǊƛƧŀƭōŀΣ tΦΣ 
aƛǊŀƴŘŀΣ CΦΣ 5ƛǎƴŜȅΣ aΦΣ нлннΦ wŜƭƛŀōƭȅ ƳŀǇǇƛƴƎ ƭƻǿπƛƴǘŜƴǎƛǘȅ ŦƻǊŜǎǘ ŘƛǎǘǳǊōŀƴŎŜ ǳǎƛƴƎ 
ǎŀǘŜƭƭƛǘŜ ǊŀŘŀǊ ŘŀǘŀΦ CǊƻƴǝŜǊǎ ƛƴ CƻǊŜǎǘǎ ŀƴŘ Dƭƻōŀƭ /ƘŀƴƎŜ рΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦооуфκũƎŎΦнлннΦмлмутсн 

!ǎƴŜǊΣ DΦtΦΣ !ƭŜƴŎŀǊΣ !ΦΣ нлмлΦ 5ǊƻǳƎƘǘ ƛƳǇŀŎǘǎ ƻƴ ǘƘŜ !ƳŀȊƻƴ ŦƻǊŜǎǘΥ ǘƘŜ ǊŜƳƻǘŜ ǎŜƴǎƛƴƎ 
ǇŜǊǎǇŜŎǝǾŜΦ bŜǿ tƘȅǘƻƭƻƎƛǎǘ мутΣ рсфςртуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκƧΦмпсфπ
умотΦнлмлΦлоомлΦȄ 

.ŀŎŎƛƴƛΣ !ΦΣ DƻŜǘȊΣ {ΦWΦΣ ²ŀƭƪŜǊΣ ²Φ{ΦΣ [ŀǇƻǊǘŜΣ bΦ¢ΦΣ {ǳƴΣ aΦΣ {ǳƭƭŀπaŜƴŀǎƘŜΣ 5ΦΣ IŀŎƪƭŜǊΣ WΦΣ .ŜŎƪΣ 
tΦ{Φ!ΦΣ 5ǳōŀȅŀƘΣ wΦΣ CǊƛŜŘƭΣ aΦ!ΦΣ {ŀƳŀƴǘŀΣ {ΦΣ IƻǳƎƘǘƻƴΣ wΦ!ΦΣ нлмнΦ 9ǎǝƳŀǘŜŘ ŎŀǊōƻƴ 
ŘƛƻȄƛŘŜ ŜƳƛǎǎƛƻƴǎ ŦǊƻƳ ǘǊƻǇƛŎŀƭ ŘŜŦƻǊŜǎǘŀǝƻƴ ƛƳǇǊƻǾŜŘ ōȅ ŎŀǊōƻƴπŘŜƴǎƛǘȅ ƳŀǇǎΦ bŀǘǳǊŜ 
/ƭƛƳ /ƘŀƴƎŜ нΣ мунςмурΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκƴŎƭƛƳŀǘŜморп 

.ŀŎŎƛƴƛΣ !ΦΣ ²ŀƭƪŜǊΣ ²ΦΣ /ŀǊǾŀƭƘƻΣ [ΦΣ CŀǊƛƴŀΣ aΦΣ {ǳƭƭŀπaŜƴŀǎƘŜΣ 5ΦΣ IƻǳƎƘǘƻƴΣ wΦ!ΦΣ нлмтΦ 
¢ǊƻǇƛŎŀƭ ŦƻǊŜǎǘǎ ŀǊŜ ŀ ƴŜǘ ŎŀǊōƻƴ ǎƻǳǊŎŜ ōŀǎŜŘ ƻƴ ŀōƻǾŜƎǊƻǳƴŘ ƳŜŀǎǳǊŜƳŜƴǘǎ ƻŦ Ǝŀƛƴ 
ŀƴŘ ƭƻǎǎΦ {ŎƛŜƴŎŜ оруΣ нолςнопΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦŀŀƳрфсн 

.ŀǊƭƻǿΣ WΦΣ [ŜƴƴƻȄΣ DΦ5ΦΣ CŜǊǊŜƛǊŀΣ WΦΣ .ŜǊŜƴƎǳŜǊΣ 9ΦΣ [ŜŜǎΣ !Φ/ΦΣ bŀƭƭȅΣ wΦaΦΣ ¢ƘƻƳǎƻƴΣ WΦwΦΣ CŜǊǊŀȊΣ 
{ΦCΦ ŘŜ .ΦΣ [ƻǳȊŀŘŀΣ WΦΣ hƭƛǾŜƛǊŀΣ ±ΦIΦCΦΣ tŀǊǊȅΣ [ΦΣ wƛōŜƛǊƻ ŘŜ /ŀǎǘǊƻ {ƻƭŀǊΣ wΦΣ ±ƛŜƛǊŀΣ LΦ/ΦDΦΣ 
!ǊŀƎńƻΣ [Φ9ΦhΦ/ΦΣ .ŜƎƻǩΣ wΦ!ΦΣ .ǊŀƎŀΣ wΦCΦΣ /ŀǊŘƻǎƻΣ ¢ΦaΦΣ ŘŜ hƭƛǾŜƛǊŀΣ wΦ/ΦΣ {ƻǳȊŀ WǊΣ /ΦaΦΣ 
aƻǳǊŀΣ bΦDΦΣ bǳƴŜǎΣ {Φ{ΦΣ {ƛǉǳŜƛǊŀΣ WΦ±ΦΣ tŀǊŘƛƴƛΣ wΦΣ {ƛƭǾŜƛǊŀΣ WΦaΦΣ ±ŀȊπŘŜπaŜƭƭƻΣ CΦ½ΦΣ ±ŜƛƎŀΣ 
wΦ/Φ{ΦΣ ±ŜƴǘǳǊƛŜǊƛΣ !ΦΣ DŀǊŘƴŜǊΣ ¢Φ!ΦΣ нлмсΦ !ƴǘƘǊƻǇƻƎŜƴƛŎ ŘƛǎǘǳǊōŀƴŎŜ ƛƴ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘǎ 
Ŏŀƴ ŘƻǳōƭŜ ōƛƻŘƛǾŜǊǎƛǘȅ ƭƻǎǎ ŦǊƻƳ ŘŜŦƻǊŜǎǘŀǝƻƴΦ bŀǘǳǊŜ рорΣ мппςмптΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκƴŀǘǳǊŜмуонс 

.ŜƎƭƛƻƳƛƴƛΣ CΦbΦΣ .ǊŀƴŎŀƭƛƻƴΣ tΦIΦ{ΦΣ нлнпΦ !ǊŜ {ǘŀǘŜπƻŦπǘƘŜπ!Ǌǘ [¦[/ aŀǇǎ !ōƭŜ ǘƻ ¢ǊŀŎƪ 
9ŎƻƭƻƎƛŎŀƭ wŜǎǘƻǊŀǝƻƴ 9ũƻǊǘǎ ƛƴ .ǊŀȊƛƭƛŀƴ !ǘƭŀƴǝŎ CƻǊŜǎǘΚΣ ƛƴΥ LD!w{{ нлнп π нлнп L999 
LƴǘŜǊƴŀǝƻƴŀƭ DŜƻǎŎƛŜƴŎŜ ŀƴŘ wŜƳƻǘŜ {ŜƴǎƛƴƎ {ȅƳǇƻǎƛǳƳΦ tǊŜǎŜƴǘŜŘ ŀǘ ǘƘŜ LD!w{{ 
нлнп π нлнп L999 LƴǘŜǊƴŀǝƻƴŀƭ DŜƻǎŎƛŜƴŎŜ ŀƴŘ wŜƳƻǘŜ {ŜƴǎƛƴƎ {ȅƳǇƻǎƛǳƳΣ ǇǇΦ птпуς
птрнΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммлфκLD!w{{роптрΦнлнпΦмлспммтт 

.ŜƴƝǘŜȊπ[ƽǇŜȊΣ !ΦΣ {ŀƴǝƴƛΣ [ΦΣ {ŎƘƛǇǇŜǊΣ !ΦaΦΣ .ǳǎŀƴŀΣ aΦΣ IǳƛƧōǊŜƎǘǎΣ aΦ!ΦWΦΣ нлмфΦ LƴǘŀŎǘ ōǳǘ 
ŜƳǇǘȅ ŦƻǊŜǎǘǎΚ tŀǧŜǊƴǎ ƻŦ ƘǳƴǝƴƎπƛƴŘǳŎŜŘ ƳŀƳƳŀƭ ŘŜŦŀǳƴŀǝƻƴ ƛƴ ǘƘŜ ǘǊƻǇƛŎǎΦ t[ƻ{ 
.ƛƻƭ мтΣ ŜолллнптΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмотмκƧƻǳǊƴŀƭΦǇōƛƻΦолллнпт 

.ŜǊŜƴƎǳŜǊΣ 9ΦΣ CŜǊǊŜƛǊŀΣ WΦΣ DŀǊŘƴŜǊΣ ¢Φ!ΦΣ !ǊŀƎńƻΣ [Φ9ΦhΦ/ΦΣ 5Ŝ /ŀƳŀǊƎƻΣ tΦ.ΦΣ /ŜǊǊƛΣ /Φ9ΦΣ 5ǳǊƛƎŀƴΣ 
aΦΣ hƭƛǾŜƛǊŀ WǳƴƛƻǊΣ wΦ/Φ5ΦΣ ±ƛŜƛǊŀΣ LΦ/ΦDΦΣ .ŀǊƭƻǿΣ WΦΣ нлмпΦ ! ƭŀǊƎŜπǎŎŀƭŜ ŬŜƭŘ ŀǎǎŜǎǎƳŜƴǘ ƻŦ 
ŎŀǊōƻƴ ǎǘƻŎƪǎ ƛƴ ƘǳƳŀƴπƳƻŘƛŬŜŘ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘǎΦ Dƭƻōŀƭ /ƘŀƴƎŜ .ƛƻƭƻƎȅ нлΣ отмоςотнсΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκƎŎōΦмнснт 

.ŜǎƴŀǊŘΣ {ΦΣ 5ƻƳōǊƻǿǎƪƛΣ CΦΣ IƻƭŎƻƳōΣ !ΦΣ нлнрΦ ƎŜŘƛ5.Φ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦрнумκȊŜƴƻŘƻΦмпулфлон 

.ŜǧǎΣ wΦ!ΦΣ нлммΦ !ũƻǊŜǎǘŀǝƻƴ Ŏƻƻƭǎ ƳƻǊŜ ƻǊ ƭŜǎǎΦ bŀǘǳǊŜ DŜƻǎŎƛ пΣ рлпςрлрΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκƴƎŜƻмнно 



 

 

 

 

.ŜǳŎƘƭŜΣ wΦΣ !ŎƘŀǊŘΣ CΦΣ .ƻǳǊƎƻƛƴΣ /ΦΣ ±ŀƴŎǳǘǎŜƳΣ /ΦΣ нлннŀΦ 5ŜŦƻǊŜǎǘŀǝƻƴ ŀƴŘ ŦƻǊŜǎǘ 
ŘŜƎǊŀŘŀǝƻƴ ƛƴ ǘƘŜ !ƳŀȊƻƴ π ¦ǇŘŀǘŜŘ ǎǘŀǘǳǎ ŀƴŘ ǘǊŜƴŘǎ ŦƻǊ ǘƘŜ ȅŜŀǊ нлнмΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦнтслκофусфр 

.ŜǳŎƘƭŜΣ wΦΣ !ŎƘŀǊŘΣ CΦΣ .ƻǳǊƎƻƛƴΣ /ΦΣ ±ŀƴŎǳǘǎŜƳΣ /ΦΣ нлннōΦ 5ŜŦƻǊŜǎǘŀǝƻƴ ŀƴŘ ŦƻǊŜǎǘ 
ŘŜƎǊŀŘŀǝƻƴ ƛƴ ǘƘŜ !ƳŀȊƻƴ π ¦ǇŘŀǘŜŘ ǎǘŀǘǳǎ ŀƴŘ ǘǊŜƴŘǎ ŦƻǊ ǘƘŜ ȅŜŀǊ нлнм όbƻΦ 9¦w 
оммул 9bύΦ tǳōƭƛŎŀǝƻƴǎ hŶŎŜ ƻŦ ǘƘŜ 9ǳǊƻǇŜŀƴ ¦ƴƛƻƴΣ [ǳȄŜƳōƻǳǊƎΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦнтслκофусфр 

.ƻƴƎŜǊǎΣ CΦΣ /ƘŀȊŘƻƴΣ wΦΣ tƻƻǊǘŜǊΣ [ΦΣ tŜƷŀπ/ƭŀǊƻǎΣ aΦΣ нлмрΦ ¢ƘŜ ǇƻǘŜƴǝŀƭ ƻŦ ǎŜŎƻƴŘŀǊȅ ŦƻǊŜǎǘǎΦ 
{ŎƛŜƴŎŜ опуΣ спнςспоΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦопуΦснорΦспнπŎ 

.ƻǳǊƎƻƛƴΣ /ΦΣ /ŜŎŎƘŜǊƛƴƛΣ DΦΣ DƛǊŀǊŘŜƭƭƻΣ aΦΣ ±ŀƴŎǳǘǎŜƳΣ /ΦΣ !ǾƛǘŀōƛƭŜΣ ±ΦΣ .ŜŎƪΣ tΦ{Φ!ΦΣ .ŜǳŎƘƭŜΣ wΦΣ 
.ƭŀƴŎΣ [ΦΣ 5ǳǾŜƛƭƭŜǊΣ DΦΣ aƛƎƭƛŀǾŀŎŎŀΣ aΦΣ ±ƛŜƛƭƭŜŘŜƴǘΣ DΦΣ /ŜǎŎŀǩΣ !ΦΣ !ŎƘŀǊŘΣ CΦΣ нлнпΦ 
IǳƳŀƴ ŘŜƎǊŀŘŀǝƻƴ ƻŦ ǘǊƻǇƛŎŀƭ Ƴƻƛǎǘ ŦƻǊŜǎǘǎ ƛǎ ƎǊŜŀǘŜǊ ǘƘŀƴ ǇǊŜǾƛƻǳǎƭȅ ŜǎǝƳŀǘŜŘΦ bŀǘǳǊŜ 
мςтΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмрусπлнпπлтснфπл 

.ƻǳǾŜǘΣ !ΦΣ aŜǊƳƻȊΣ {ΦΣ .ŀƭƭŝǊŜΣ aΦΣ YƻƭŜŎƪΣ ¢ΦΣ [Ŝ ¢ƻŀƴΣ ¢ΦΣ нлмуΦ ¦ǎŜ ƻŦ ǘƘŜ {!w {ƘŀŘƻǿƛƴƎ 
9ũŜŎǘ ŦƻǊ 5ŜŦƻǊŜǎǘŀǝƻƴ 5ŜǘŜŎǝƻƴ ǿƛǘƘ {ŜƴǝƴŜƭπм ¢ƛƳŜ {ŜǊƛŜǎΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ млΣ мнрлΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦоофлκǊǎмллумнрл 

.ǊŀƴŘƻΣ tΦaΦΣ {ƛƭǾŞǊƛƻΣ 5ΦΣ aŀǊŀŎŀƘƛǇŜǎπ{ŀƴǘƻǎΣ [ΦΣ hƭƛǾŜƛǊŀπ{ŀƴǘƻǎΣ /ΦΣ [ŜǾƛŎƪΣ {ΦwΦΣ /ƻŜΣ aΦ¢ΦΣ 
aƛƎƭƛŀǾŀŎŎŀΣ aΦΣ .ŀƭŎƘΣ WΦYΦΣ aŀŎŜŘƻΣ aΦbΦΣ bŜǇǎǘŀŘΣ 5Φ/ΦΣ aŀǊŀŎŀƘƛǇŜǎΣ [ΦΣ 5ŀǾƛŘǎƻƴΣ 9ΦΣ 
!ǎƴŜǊΣ DΦΣ YƻƭƭŜΣ hΦΣ ¢ǊǳƳōƻǊŜΣ {ΦΣ нлмфΦ tǊƻƭƻƴƎŜŘ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘ ŘŜƎǊŀŘŀǝƻƴ ŘǳŜ ǘƻ 
ŎƻƳǇƻǳƴŘƛƴƎ ŘƛǎǘǳǊōŀƴŎŜǎΥ LƳǇƭƛŎŀǝƻƴǎ ŦƻǊ /hн ŀƴŘ Iнh ƅǳȄŜǎΦ Dƭƻōŀƭ /ƘŀƴƎŜ .ƛƻƭƻƎȅ 
нрΣ нуррςнусуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκƎŎōΦмпсрф 

.ǊŀǳƴΣ hΦtΦDΦΣ {ƛŜƎƭΣ DΦDΦΣ мффлΦ !ƭƎǳƴǎ ŀǎǇŜŎǘƻǎ ǎŀȊƻƴŀƛǎ Řŀ ƅƻǊŜǎǘŀ ŀƳŀȊƿƴƛŎŀΣ ƴƻ ƛƴǘŜǊƅǳǾƛƻ 
/ƻŀǊƛπ¢ŜŦŜΣ ƳƻƴƛǘƻǊŀŘƻǎ ǇƻǊ ƛƳŀƎŜƴǎ [ŀƴŘǎŀǘ ¢aΦ tǊƻŎŜŜŘƛƴƎǎ ƻŦ ǘƘŜ ±L {ƛƳǇƿǎƛƻ 
.ǊŀǎƛƭŜƛǊƻ ŘŜ {ŜƴǎƻǊƛŀƳŜƴǘƻ wŜƳƻǘƻΣ aŀƴŀǳǎΣ .ǊŀȊƛƭΣ нп WǳƴŜ мффлΦ ±ƻƭǳƳŜ мΦ Lƴǎǝǘǳǘƻ 
bŀŎƛƻƴŀƭ ŘŜ tŜǎǉǳƛǎŀǎ 9ǎǇŀŎƛŀƛǎΣ {ŀƻ WƻǎŜ Řƻǎ /ŀƳǇƻǎΣ {ŀƻ tŀǳƭƻΣ .ǊŀȊƛƭ мΣ тфςфлΦ 

.ǊŜŀǊƭŜȅΣ CΦvΦΣ tǊŀƧŀŘƛƴŀǘŀΣ {ΦΣ YƛŘŘΣ tΦ{ΦΣ tǊƻŎǘƻǊΣ WΦΣ {ǳǊƛŀƴǘŀǘŀΣ нллпΦ {ǘǊǳŎǘǳǊŜ ŀƴŘ ƅƻǊƛǎǝŎǎ ƻŦ 
ŀƴ ƻƭŘ ǎŜŎƻƴŘŀǊȅ Ǌŀƛƴ ŦƻǊŜǎǘ ƛƴ /ŜƴǘǊŀƭ YŀƭƛƳŀƴǘŀƴΣ LƴŘƻƴŜǎƛŀΣ ŀƴŘ ŀ ŎƻƳǇŀǊƛǎƻƴ ǿƛǘƘ 
ŀŘƧŀŎŜƴǘ ǇǊƛƳŀǊȅ ŦƻǊŜǎǘΦ CƻǊŜǎǘ 9ŎƻƭƻƎȅ ŀƴŘ aŀƴŀƎŜƳŜƴǘ мфрΣ оурςофтΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦŦƻǊŜŎƻΦнллпΦлнΦлпу 

.ǊǳŜƴƛƴƎΣ WΦΣ aŀȅΣ tΦΣ !ǊƳǎǘƻƴΣ WΦΣ 5ǳōŀȅŀƘΣ wΦΣ нлноΦ tǊŜŎƛǎŜ ŀƴŘ ǳƴōƛŀǎŜŘ ōƛƻƳŀǎǎ ŜǎǝƳŀǝƻƴ 
ŦǊƻƳ D95L Řŀǘŀ ŀƴŘ ǘƘŜ ¦{ CƻǊŜǎǘ LƴǾŜƴǘƻǊȅΦ CǊƻƴǝŜǊǎ ƛƴ CƻǊŜǎǘǎ ŀƴŘ Dƭƻōŀƭ /ƘŀƴƎŜ сΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦооуфκũƎŎΦнлноΦммпфмро 

.ǳƭƭƻŎƪΣ 9Φ[ΦΣ IŜŀƭŜȅΣ {ΦtΦΣ ¸ŀƴƎΣ ½ΦΣ !ŎƻǎǘŀΣ wΦΣ ±ƛƭƭŀƭōŀΣ IΦΣ LƴǎŦǊłƴΣ YΦtΦΣ aŜƭƻΣ WΦ.ΦΣ ²ƛƭǎƻƴΣ {ΦΣ 
5ǳƴŎŀƴǎƻƴΣ [ΦΣ bŋǎǎŜǘΣ 9ΦΣ !ǊƳǎǘƻƴΣ WΦΣ {ŀŀǊŜƭŀΣ {ΦΣ {ǘňƘƭΣ DΦΣ tŀǧŜǊǎƻƴΣ tΦ[ΦΣ 5ǳōŀȅŀƘΣ wΦΣ 
нлноΦ 9ǎǝƳŀǝƴƎ ŀōƻǾŜƎǊƻǳƴŘ ōƛƻƳŀǎǎ ŘŜƴǎƛǘȅ ǳǎƛƴƎ ƘȅōǊƛŘ ǎǘŀǝǎǝŎŀƭ ƛƴŦŜǊŜƴŎŜ ǿƛǘƘ 
D95L ƭƛŘŀǊ Řŀǘŀ ŀƴŘ tŀǊŀƎǳŀȅΩǎ ƴŀǝƻƴŀƭ ŦƻǊŜǎǘ ƛƴǾŜƴǘƻǊȅΦ 9ƴǾƛǊƻƴΦ wŜǎΦ [ŜǧΦ муΣ лурллмΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлууκмтпуπфонсκŀŎŘŦло 

.ǳƭƭƻŎƪΣ 9Φ[ΦΣ IŜŀƭŜȅΣ {ΦtΦΣ ¸ŀƴƎΣ ½ΦΣ IƻǳōƻǊƎΣ wΦΣ DƻǊŜƭƛŎƪΣ bΦΣ ¢ŀƴƎΣ ·ΦΣ !ƴŘǊƛŀƴƛǊƛƴŀΣ /ΦΣ нлннΦ 
¢ƛƳŜƭƛƴŜǎǎ ƛƴ ŦƻǊŜǎǘ ŎƘŀƴƎŜ ƳƻƴƛǘƻǊƛƴƎΥ ! ƴŜǿ ŀǎǎŜǎǎƳŜƴǘ ŦǊŀƳŜǿƻǊƪ ŘŜƳƻƴǎǘǊŀǘŜŘ 
ǳǎƛƴƎ {ŜƴǝƴŜƭπм ŀƴŘ ŀ Ŏƻƴǝƴǳƻǳǎ ŎƘŀƴƎŜ ŘŜǘŜŎǝƻƴ ŀƭƎƻǊƛǘƘƳΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 
9ƴǾƛǊƻƴƳŜƴǘ нтсΣ ммолпоΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлннΦммолпо 

.ǳƭƭƻŎƪΣ 9Φ[ΦΣ ²ƻƻŘŎƻŎƪΣ /Φ9ΦΣ hƭƻŦǎǎƻƴΣ tΦΣ нлнлŀΦ aƻƴƛǘƻǊƛƴƎ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘ ŘŜƎǊŀŘŀǝƻƴ ǳǎƛƴƎ 
ǎǇŜŎǘǊŀƭ ǳƴƳƛȄƛƴƎ ŀƴŘ [ŀƴŘǎŀǘ ǝƳŜ ǎŜǊƛŜǎ ŀƴŀƭȅǎƛǎΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘΣ 



 

 

 

 

¢ƛƳŜ {ŜǊƛŜǎ !ƴŀƭȅǎƛǎ ǿƛǘƘ IƛƎƘ {Ǉŀǝŀƭ wŜǎƻƭǳǝƻƴ LƳŀƎŜǊȅ ноуΣ ммлфсуΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлмуΦммΦлмм 

.ǳƭƭƻŎƪΣ 9Φ[ΦΣ ²ƻƻŘŎƻŎƪΣ /Φ9ΦΣ {ƻǳȊŀ WǊΦΣ /ΦΣ hƭƻŦǎǎƻƴΣ tΦΣ нлнлōΦ {ŀǘŜƭƭƛǘŜπōŀǎŜŘ ŜǎǝƳŀǘŜǎ ǊŜǾŜŀƭ 
ǿƛŘŜǎǇǊŜŀŘ ŦƻǊŜǎǘ ŘŜƎǊŀŘŀǝƻƴ ƛƴ ǘƘŜ !ƳŀȊƻƴΦ Dƭƻōŀƭ /ƘŀƴƎŜ .ƛƻƭƻƎȅ нсΣ нфрсςнфсфΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκƎŎōΦмрлнф 

.ǳǊƴǎΣ tΦΣ IŀƪƪŜƴōŜǊƎΣ /ΦwΦΣ DƻŜǘȊΣ {ΦWΦΣ нлнпΦ aǳƭǝπǊŜǎƻƭǳǝƻƴ ƎǊƛŘŘŜŘ ƳŀǇǎ ƻŦ ǾŜƎŜǘŀǝƻƴ 
ǎǘǊǳŎǘǳǊŜ ŦǊƻƳ D95LΦ {Ŏƛ 5ŀǘŀ ммΣ уумΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмрфтπлнпπлоссуπп 

/ŀŘŜΣ .Φ{ΦΣ bƻƻƴΣ .ΦwΦΣ нллоΦ ! ƎŜƴǘƭŜ ƛƴǘǊƻŘǳŎǝƻƴ ǘƻ ǉǳŀƴǝƭŜ ǊŜƎǊŜǎǎƛƻƴ ŦƻǊ ŜŎƻƭƻƎƛǎǘǎΦ 
CǊƻƴǝŜǊǎ ƛƴ 9ŎƻƭƻƎȅ ŀƴŘ ǘƘŜ 9ƴǾƛǊƻƴƳŜƴǘ мΣ пмнςпнлΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмуфлκмрплπ
фнфрόнллоύллмώлпмнΥ!DL¢vwϐнΦлΦ/hΤн 

/ŀǊǊŜƛǊŀǎΣ WΦaΦ.ΦΣ WƻƴŜǎΣ WΦΣ [ǳŎŀǎΣ wΦaΦΣ {ƘƛƳŀōǳƪǳǊƻΣ ¸Φ9ΦΣ нлмтΦ aŀǇǇƛƴƎ ƳŀƧƻǊ ƭŀƴŘ ŎƻǾŜǊ 
ǘȅǇŜǎ ŀƴŘ ǊŜǘǊƛŜǾƛƴƎ ǘƘŜ ŀƎŜ ƻŦ ǎŜŎƻƴŘŀǊȅ ŦƻǊŜǎǘǎ ƛƴ ǘƘŜ .ǊŀȊƛƭƛŀƴ !ƳŀȊƻƴ ōȅ ŎƻƳōƛƴƛƴƎ 
ǎƛƴƎƭŜπŘŀǘŜ ƻǇǝŎŀƭ ŀƴŘ ǊŀŘŀǊ ǊŜƳƻǘŜ ǎŜƴǎƛƴƎ ŘŀǘŀΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘ мфпΣ 
мсςонΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлмтΦлоΦлмс 

/ŀǊǊƻƭƭΣ wΦWΦΣ wǳǇǇŜǊǘΣ 5ΦΣ {ǘŜŦŀƴǎƪƛΣ [Φ!ΦΣ /ǊŀƛƴƛŎŜŀƴǳΣ /ΦaΦΣ нллсΦ aŜŀǎǳǊŜƳŜƴǘ 9ǊǊƻǊ ƛƴ 
bƻƴƭƛƴŜŀǊ aƻŘŜƭǎΥ ! aƻŘŜǊƴ tŜǊǎǇŜŎǝǾŜΣ {ŜŎƻƴŘ 9ŘƛǝƻƴΣ нƴŘ ŜŘΦ /ƘŀǇƳŀƴ ŀƴŘ 
Iŀƭƭκ/w/Σ bŜǿ ¸ƻǊƪΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмнлмκфтумпнллмлмоу 

/ŀǊǎǘŀƛǊǎΣ IΦΣ aƛǘŎƘŀǊŘΣ 9Φ¢Φ!ΦΣ aŎbƛŎƻƭΣ LΦΣ !ǉǳƛƴƻΣ /ΦΣ /ƘŜȊŜŀǳȄΣ 9ΦΣ 9ōŀƴŜƎŀΣ aΦhΦΣ 5ƛƪƻƴƎƻΣ 
!ΦaΦΣ 5ƛǎƴŜȅΣ aΦΣ нлннΦ {ŜƴǝƴŜƭπм {ƘŀŘƻǿǎ ¦ǎŜŘ ǘƻ vǳŀƴǝŦȅ /ŀƴƻǇȅ [ƻǎǎ ŦǊƻƳ {ŜƭŜŎǝǾŜ 
[ƻƎƎƛƴƎ ƛƴ DŀōƻƴΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ мпΣ пнооΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦоофлκǊǎмпмтпноо 

/ƘŀȊŘƻƴΣ wΦ[ΦΣ .ǊƻŀŘōŜƴǘΣ 9ΦbΦΣ wƻȊŜƴŘŀŀƭΣ 5ΦaΦ!ΦΣ .ƻƴƎŜǊǎΣ CΦΣ ½ŀƳōǊŀƴƻΣ !ΦaΦ!ΦΣ !ƛŘŜΣ ¢ΦaΦΣ 
.ŀƭǾŀƴŜǊŀΣ tΦΣ .ŜŎƪƴŜƭƭΣ WΦaΦΣ .ƻǳƪƛƭƛΣ ±ΦΣ .ǊŀƴŎŀƭƛƻƴΣ tΦIΦ{ΦΣ /ǊŀǾŜƴΣ 5ΦΣ !ƭƳŜƛŘŀπ/ƻǊǘŜȊΣ 
WΦ{ΦΣ /ŀōǊŀƭΣ DΦ!Φ[ΦΣ ŘŜ WƻƴƎΣ .ΦΣ 5ŜƴǎƭƻǿΣ WΦ{ΦΣ 5ŜƴǘΣ 5ΦIΦΣ 5Ŝ²ŀƭǘΣ {ΦWΦΣ 5ǳǇǳȅΣ WΦaΦΣ 5ǳǊłƴΣ 
{ΦaΦΣ 9ǎǇƝǊƛǘƻπ{ŀƴǘƻΣ aΦaΦΣ CŀƴŘƛƴƻΣ aΦ/ΦΣ /ŞǎŀǊΣ wΦDΦΣ IŀƭƭΣ WΦ{ΦΣ IŜǊƴłƴŘŜȊπ{ǘŜŦŀƴƻƴƛΣ 
WΦ[ΦΣ WŀƪƻǾŀŎΣ /Φ/ΦΣ WǳƴǉǳŜƛǊŀΣ !Φ.ΦΣ YŜƴƴŀǊŘΣ 5ΦΣ [ŜǘŎƘŜǊΣ {ΦDΦΣ [ƻƘōŜŎƪΣ aΦΣ aŀǊǟƴŜȊπ
wŀƳƻǎΣ aΦΣ aŀǎǎƻŎŀΣ tΦΣ aŜŀǾŜΣ WΦ!ΦΣ aŜǎǉǳƛǘŀΣ wΦΣ aƻǊŀΣ CΦΣ aǳƷƻȊΣ wΦΣ aǳǎŎŀǊŜƭƭŀΣ wΦΣ 
bǳƴŜǎΣ ¸ΦwΦCΦΣ hŎƘƻŀπDŀƻƴŀΣ {ΦΣ hǊƛƘǳŜƭŀπ.ŜƭƳƻƴǘŜΣ 9ΦΣ tŜƷŀπ/ƭŀǊƻǎΣ aΦΣ tŞǊŜȊπDŀǊŎƝŀΣ 
9Φ!ΦΣ tƛƻǧƻΣ 5ΦΣ tƻǿŜǊǎΣ WΦ{ΦΣ wƻŘǊƝƎǳŜȊπ±ŜƭŀȊǉǳŜȊΣ WΦΣ wƻƳŜǊƻπtŞǊŜȊΣ LΦ9ΦΣ wǳƝȊΣ WΦΣ 
{ŀƭŘŀǊǊƛŀƎŀΣ WΦDΦΣ {ŀƴŎƘŜȊπ!ȊƻŦŜƛŦŀΣ !ΦΣ {ŎƘǿŀǊǘȊΣ bΦ.ΦΣ {ǘŜƛƴƛƴƎŜǊΣ aΦYΦΣ {ǿŜƴǎƻƴΣ bΦDΦΣ 
¦ǊƛŀǊǘŜΣ aΦΣ Ǿŀƴ .ǊŜǳƎŜƭΣ aΦΣ Ǿŀƴ ŘŜǊ ²ŀƭΣ IΦΣ ±ŜƭƻǎƻΣ aΦ5ΦaΦΣ ±ŜǎǘŜǊΣ IΦΣ ±ƛŜƛǊŀΣ LΦ/ΦDΦΣ 
.ŜƴǘƻǎΣ ¢Φ±ΦΣ ²ƛƭƭƛŀƳǎƻƴΣ DΦ.ΦΣ tƻƻǊǘŜǊΣ [ΦΣ нлмсΦ /ŀǊōƻƴ ǎŜǉǳŜǎǘǊŀǝƻƴ ǇƻǘŜƴǝŀƭ ƻŦ 
ǎŜŎƻƴŘπƎǊƻǿǘƘ ŦƻǊŜǎǘ ǊŜƎŜƴŜǊŀǝƻƴ ƛƴ ǘƘŜ [ŀǝƴ !ƳŜǊƛŎŀƴ ǘǊƻǇƛŎǎΦ {ŎƛŜƴŎŜ !ŘǾŀƴŎŜǎ нΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŀŘǾΦмрлмсоф 

/ƘƛƭŘǎΣ aΦΣ ŘŜ {ȅƭǾŀΣ tΦΣ нлнмΦ ! ŘŀƴƎŜǊƻǳǎ ŘƛǎǘǊŀŎǝƻƴ ς ǘƘŜ ƻũǎŜǩƴƎ Ŏƻƴ μ tƻƭƛŎȅ ŀƴŘ ƛƴǎƛƎƘǘ 
ώ²²² 5ƻŎǳƳŜƴǘϐΦ CǊƛŜƴŘǎ ƻŦ ǘƘŜ 9ŀǊǘƘ tƻƭƛŎȅΦ ¦w[ 
ƘǧǇǎΥκκǇƻƭƛŎȅΦŦǊƛŜƴŘǎƻƊƘŜŜŀǊǘƘΦǳƪκƛƴǎƛƎƘǘκŘŀƴƎŜǊƻǳǎπŘƛǎǘǊŀŎǝƻƴπƻũǎŜǩƴƎπŎƻƴ 
όŀŎŎŜǎǎŜŘ тΦнтΦннύΦ 

/ƻƴǾŜƴǝƻƴ ƻƴ .ƛƻƭƻƎƛŎŀƭ 5ƛǾŜǊǎƛǘȅΣ нлннΦ YǳƴƳƛƴƎπaƻƴǘǊŜŀƭ Dƭƻōŀƭ .ƛƻŘƛǾŜǊǎƛǘȅ CǊŀƳŜǿƻǊƪΦ 
/ƻƻƪπtŀǧƻƴΣ {Φ/ΦΣ [ŜŀǾƛǧΣ {ΦaΦΣ DƛōōǎΣ 5ΦΣ IŀǊǊƛǎΣ bΦ[ΦΣ [ƛǎǘŜǊΣ YΦΣ !ƴŘŜǊǎƻƴπ¢ŜƛȄŜƛǊŀΣ YΦWΦΣ .ǊƛƎƎǎΣ 

wΦ5ΦΣ /ƘŀȊŘƻƴΣ wΦ[ΦΣ /ǊƻǿǘƘŜǊΣ ¢Φ²ΦΣ 9ƭƭƛǎΣ tΦ²ΦΣ DǊƛǎŎƻƳΣ IΦtΦΣ IŜǊǊƳŀƴƴΣ ±ΦΣ IƻƭƭΣ YΦ5ΦΣ 
IƻǳƎƘǘƻƴΣ wΦ!ΦΣ [ŀǊǊƻǎŀΣ /ΦΣ [ƻƳŀȄΣ DΦΣ [ǳŎŀǎΣ wΦΣ aŀŘǎŜƴΣ tΦΣ aŀƭƘƛΣ ¸ΦΣ tŀǉǳŜǧŜΣ !ΦΣ 
tŀǊƪŜǊΣ WΦ5ΦΣ tŀǳƭΣ YΦΣ wƻǳǘƘΣ 5ΦΣ wƻȄōǳǊƎƘΣ {ΦΣ {ŀŀǘŎƘƛΣ {ΦΣ Ǿŀƴ ŘŜƴ IƻƻƎŜƴΣ WΦΣ ²ŀƭƪŜǊΣ ²Φ{ΦΣ 
²ƘŜŜƭŜǊΣ /Φ9ΦΣ ²ƻƻŘΣ {Φ!ΦΣ ·ǳΣ [ΦΣ DǊƛǎŎƻƳΣ .Φ²ΦΣ нлнлΦ aŀǇǇƛƴƎ ŎŀǊōƻƴ ŀŎŎǳƳǳƭŀǝƻƴ 



 

 

 

 

ǇƻǘŜƴǝŀƭ ŦǊƻƳ Ǝƭƻōŀƭ ƴŀǘǳǊŀƭ ŦƻǊŜǎǘ ǊŜƎǊƻǿǘƘΦ bŀǘǳǊŜ рурΣ рпрςррлΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмрусπлнлπнсусπȄ 

/ƻǊƭŜǧΣ wΦ¢ΦΣ нлмсΦ ¢ƘŜ LƳǇŀŎǘǎ ƻŦ 5ǊƻǳƎƘǘǎ ƛƴ ¢ǊƻǇƛŎŀƭ CƻǊŜǎǘǎΦ ¢ǊŜƴŘǎ ƛƴ tƭŀƴǘ {ŎƛŜƴŎŜ нмΣ рупς
рфоΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǘǇƭŀƴǘǎΦнлмсΦлнΦлло 

/ƻǳǝƷƻΣ !ΦDΦΣ WƻƴŜǎΣ WΦtΦDΦΣ .ŀƭƳŦƻǊŘΣ !ΦΣ /ŀǊƳŜƴǘŀΣ wΦΣ /ƻƻƳŜǎΣ 5Φ!ΦΣ нлннΦ ! Ǝƭƻōŀƭ ŜǾŀƭǳŀǝƻƴ 
ƻŦ ǘƘŜ ŜũŜŎǝǾŜƴŜǎǎ ƻŦ ǾƻƭǳƴǘŀǊȅ w955Ҍ ǇǊƻƧŜŎǘǎ ŀǘ ǊŜŘǳŎƛƴƎ ŘŜŦƻǊŜǎǘŀǝƻƴ ŀƴŘ 
ŘŜƎǊŀŘŀǝƻƴ ƛƴ ǘƘŜ Ƴƻƛǎǘ ǘǊƻǇƛŎǎΦ /ƻƴǎŜǊǾ .ƛƻƭΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκŎƻōƛΦмофтл 

/ƻǾŜǊŘŀƭŜΣ ¢Φ/ΦΣ 5ŀǾƛŜǎΣ !Φ.ΦΣ нлноΦ ¦ƴǊŀǾŜƭƭƛƴƎ ǘƘŜ ǊŜƭŀǝƻƴǎƘƛǇ ōŜǘǿŜŜƴ Ǉƭŀƴǘ ŘƛǾŜǊǎƛǘȅ ŀƴŘ 
ǾŜƎŜǘŀǝƻƴ ǎǘǊǳŎǘǳǊŀƭ ŎƻƳǇƭŜȄƛǘȅΥ ! ǊŜǾƛŜǿ ŀƴŘ ǘƘŜƻǊŜǝŎŀƭ ŦǊŀƳŜǿƻǊƪΦ WƻǳǊƴŀƭ ƻŦ 9ŎƻƭƻƎȅ 
мммΣ мотуςмофрΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκмосрπнтпрΦмплсу 

/ǎƛƭƭƛƪΣ hΦΣ YŜƭƭŜǊΣ aΦΣ [ƻƴƎƻΣ aΦΣ CŜǊǊŀȊΣ !ΦΣ wŀƴƎŜƭ tƛƴŀƎŞΣ 9ΦΣ DǀǊƎŜƴǎΣ 9Φ.ΦΣ hƳŜǧƻΣ WΦtΦΣ 
{ƛƭƎǳŜƛǊƻΣ ±ΦΣ .ǊƻǿƴΣ 5ΦΣ 5ǳũȅΣ tΦΣ /ǳǎƘƳŀƴΣ YΦ/ΦΣ {ŀŀǘŎƘƛΣ {ΦΣ нлнпΦ ! ƭŀǊƎŜ ƴŜǘ ŎŀǊōƻƴ ƭƻǎǎ 
ŀǧǊƛōǳǘŜŘ ǘƻ ŀƴǘƘǊƻǇƻƎŜƴƛŎ ŀƴŘ ƴŀǘǳǊŀƭ ŘƛǎǘǳǊōŀƴŎŜǎ ƛƴ ǘƘŜ !ƳŀȊƻƴ !ǊŎ ƻŦ 
5ŜŦƻǊŜǎǘŀǝƻƴΦ tǊƻŎŜŜŘƛƴƎǎ ƻŦ ǘƘŜ bŀǝƻƴŀƭ !ŎŀŘŜƳȅ ƻŦ {ŎƛŜƴŎŜǎ мнмΣ ŜномлмртмнмΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлтоκǇƴŀǎΦномлмртмнм 

/ǎƛƭƭƛƪΣ hΦΣ wŜƛŎƘŜΣ WΦΣ 5Ŝ {ȅΣ ±ΦΣ !ǊŀȊŀΣ !ΦΣ IŜǊƻƭŘΣ aΦΣ нлннΦ wŀǇƛŘ ǊŜƳƻǘŜ ƳƻƴƛǘƻǊƛƴƎ ǊŜǾŜŀƭǎ 
ǎǇŀǝŀƭ ŀƴŘ ǘŜƳǇƻǊŀƭ ƘƻǘǎǇƻǘǎ ƻŦ ŎŀǊōƻƴ ƭƻǎǎ ƛƴ !ŦǊƛŎŀΩǎ ǊŀƛƴŦƻǊŜǎǘǎΦ /ƻƳƳǳƴ 9ŀǊǘƘ 
9ƴǾƛǊƻƴ оΣ мςуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпонптπлннπллоуоπȊ 

/ǳŜǾŀΣ YΦΣ нлмрΦ aŜǘƻŘƻƭƻƎƛŀ ŘŜ tǊƻŎŜǎŀƳƛŜƴǘƻ ¸ !ƴłƭƛǎƛǎ ŘŜ 5ŀǘƻǎ 5Ŝƭ LƴǾŜƴǘŀǊƛƻ CƻǊŜǎǘŀƭ 
bŀŎƛƻƴŀƭ όLCbύΦ 

5ŀƳƎŀŀǊŘΣ /ΦΣ нлмфΦ ! /ǊƛǝǉǳŜ ƻŦ ǘƘŜ {ǇŀŎŜπŦƻǊπ¢ƛƳŜ {ǳōǎǝǘǳǝƻƴ tǊŀŎǝŎŜ ƛƴ /ƻƳƳǳƴƛǘȅ 
9ŎƻƭƻƎȅΦ ¢ǊŜƴŘǎ ƛƴ 9ŎƻƭƻƎȅ ϧ 9Ǿƻƭǳǝƻƴ опΣ пмсςпнмΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǘǊŜŜΦнлмфΦлмΦлмо 

5ŀǎƪ 5ŜǾŜƭƻǇƳŜƴǘ ¢ŜŀƳΣ нлмсΦ 5ŀǎƪΥ [ƛōǊŀǊȅ ŦƻǊ ŘȅƴŀƳƛŎ ǘŀǎƪ ǎŎƘŜŘǳƭƛƴƎΦ 
ŘŜ !ƭƳŜƛŘŀΣ 5ΦwΦ!ΦΣ ±ŜŘƻǾŀǘƻΣ [Φ.ΦΣ CǳȊŀΣ aΦΣ aƻƭƛƴΣ tΦΣ /ŀǎǎƻƭΣ IΦΣ wŜǎŜƴŘŜΣ !ΦCΦΣ YǊŀƛƴƻǾƛŎΣ tΦaΦΣ 

ŘŜ !ƭƳŜƛŘŀΣ /Φ¢ΦΣ !ƳŀǊŀƭΣ /ΦΣ IŀƴŜŘŀΣ [ΦΣ !ƭōǳǉǳŜǊǉǳŜΣ wΦ²ΦΣ DƻǊƎŜƴǎΣ 9ΦΣ wƻƳŀƴŜƭƭƛΣ WΦΣ 
CŜǊǊŜƛǊŀΣ aΦΣ {ŀƭƪΣ /ΦΣ 9ǎǇƛƴƻȊŀΣ bΦΣ {ƛƭǾŀΣ /ΦΣ .ǊƻŀŘōŜƴǘΣ 9ΦΣ .ǊŀƴŎŀƭƛƻƴΣ tΦIΦ{ΦΣ нлнпΦ 
wŜƳƻǘŜ ǎŜƴǎƛƴƎ ŀǇǇǊƻŀŎƘŜǎ ǘƻ ƳƻƴƛǘƻǊ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘ ǊŜǎǘƻǊŀǝƻƴΥ /ǳǊǊŜƴǘ ƳŜǘƘƻŘǎ ŀƴŘ 
ŦǳǘǳǊŜ ǇƻǎǎƛōƛƭƛǝŜǎΦ WƻǳǊƴŀƭ ƻŦ !ǇǇƭƛŜŘ 9ŎƻƭƻƎȅ ƴκŀΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκмосрπ
нсспΦмпуол 

ŘŜ /ƻƴǘƻΣ ¢ΦΣ !ǊƳǎǘƻƴΣ WΦΣ 5ǳōŀȅŀƘΣ wΦΣ нлнпΦ /ƘŀǊŀŎǘŜǊƛȊƛƴƎ ǘƘŜ ǎǘǊǳŎǘǳǊŀƭ ŎƻƳǇƭŜȄƛǘȅ ƻŦ ǘƘŜ 
9ŀǊǘƘΩǎ ŦƻǊŜǎǘǎ ǿƛǘƘ ǎǇŀŎŜōƻǊƴŜ ƭƛŘŀǊΦ bŀǘ /ƻƳƳǳƴ мрΣ уммсΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмпстπлнпπрнпсуπн 

5ƛƴƛȊΣ /ΦDΦΣ {ƻǳȊŀΣ !Φ!Φ ŘŜ !ΦΣ {ŀƴǘƻǎΣ 5Φ/ΦΣ 5ƛŀǎΣ aΦ/ΦΣ [ǳȊΣ bΦ/Φ ŘŀΣ aƻǊŀŜǎΣ 5ΦwΦ±Φ ŘŜΣ aŀƛŀΣ WΦ{ΦΣ 
DƻƳŜǎΣ !ΦwΦΣ bŀǊǾŀŜǎΣ LΦ Řŀ {ΦΣ ±ŀƭŜǊƛŀƴƻΣ 5ΦaΦΣ aŀǳǊŀƴƻΣ [Φ9ΦtΦΣ !ŘŀƳƛΣ aΦΣ нлмрΦ 59¢9wπ
.Υ ¢ƘŜ bŜǿ !ƳŀȊƻƴ bŜŀǊ wŜŀƭπ¢ƛƳŜ 5ŜŦƻǊŜǎǘŀǝƻƴ 5ŜǘŜŎǝƻƴ {ȅǎǘŜƳΦ L999 WƻǳǊƴŀƭ ƻŦ 
{ŜƭŜŎǘŜŘ ¢ƻǇƛŎǎ ƛƴ !ǇǇƭƛŜŘ 9ŀǊǘƘ hōǎŜǊǾŀǝƻƴǎ ŀƴŘ wŜƳƻǘŜ {ŜƴǎƛƴƎ уΣ осмфςоснуΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммлфκW{¢!w{ΦнлмрΦнпотлтр 

5ƛǎƴŜȅΣ aΦΣ нлмфΦ ¢ŜǊǊŜǎǘǊƛŀƭ [ƛ5!wΥ ŀ ǘƘǊŜŜπŘƛƳŜƴǎƛƻƴŀƭ ǊŜǾƻƭǳǝƻƴ ƛƴ Ƙƻǿ ǿŜ ƭƻƻƪ ŀǘ ǘǊŜŜǎΦ bŜǿ 
tƘȅǘƻƭƻƎƛǎǘ нннΣ мтосςмтпмΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκƴǇƘΦмррмт 

5ƛǎƴŜȅΣ aΦΣ .ƻƴƛ ±ƛŎŀǊƛΣ aΦΣ .ǳǊǘΣ !ΦΣ /ŀƭŘŜǊǎΣ YΦΣ [ŜǿƛǎΣ {ΦΣ wŀǳƳƻƴŜƴΣ tΦΣ ²ƛƭƪŜǎΣ tΦΣ нлмуΦ 
²ŜƛƎƘƛƴƎ ǘǊŜŜǎ ǿƛǘƘ ƭŀǎŜǊǎΥ !ŘǾŀƴŎŜǎΣ ŎƘŀƭƭŜƴƎŜǎ ŀƴŘ ƻǇǇƻǊǘǳƴƛǝŜǎΦ LƴǘŜǊŦŀŎŜ CƻŎǳǎ уΣ 
нлмтллпуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлфуκǊǎŦǎΦнлмтΦллпу 



 

 

 

 

5ƻƳƪŜΣ DΦΣ .ǊŀƴŘƻƴΣ !ΦΣ 5ƛŀȊπ[ŀǎŎƻΣ wΦΣ CŜŘŜǊƛŎƛΣ {ΦΣ DŀǊŎƛŀπ!ǇŀȊŀΣ 9ΦΣ DǊŀǎǎƛΣ DΦΣ DǎŎƘǿŀƴǘƴŜǊΣ ¢ΦΣ 
IŜǊƻƭŘΣ aΦΣ IƛǊŀǘŀΣ ¸ΦΣ YŀǎƛƳƛǊΣ )ΦΣ YƛƴȅŀƴƧǳƛΣ aΦWΦΣ YǊƛǎƴŀǿŀǝΣ IΦΣ [ŜƘǘƻƴŜƴΣ !ΦΣ aŀƭƛƳōǿƛΣ 
wΦ9ΦΣ bƛƛƴƛǎǘǀΣ {ΦΣ hƎƭŜΣ {ΦaΦΣ tŀǳƭΣ ¢ΦΣ wŀǾƛƴŘǊŀƴŀǘƘΣ bΦIΦΣ wƻŎƪΣ WΦΣ {ŀƴǉǳŜǧŀΣ /ΦwΦΣ {ŀƴȊ 
{ŀƴŎƘŜȊΣ aΦWΦΣ ±ƛǘǳƭƭƻΣ aΦΣ ²ŀƪŜƭƛƴΣ {ΦWΦΣ ½ƘǳΣ WΦΣ нлмфΦ /ƘŀǇǘŜǊ пΥ CƻǊŜǎǘ [ŀƴŘΣ ƛƴΥ Lt// 
ό9ŘΦύΣ нлмф wŜŬƴŜƳŜƴǘ ǘƻ ǘƘŜ нллс Lt// DǳƛŘŜƭƛƴŜǎ ŦƻǊ bŀǝƻƴŀƭ DǊŜŜƴƘƻǳǎŜ Dŀǎ 
LƴǾŜƴǘƻǊƛŜǎΦ ±ƻƭǳƳŜ пΥ !ƎǊƛŎǳƭǘǳǊŜΣ CƻǊŜǎǘǊȅ ŀƴŘ hǘƘŜǊ [ŀƴŘ ¦ǎŜΦ LƴǘŜǊƎƻǾŜǊƴƳŜƴǘŀƭ 
tŀƴŜƭ ƻƴ /ƭƛƳŀǘŜ /ƘŀƴƎŜΣ DŜƴŜǾŀΣ {ǿƛǘȊŜǊƭŀƴŘΣ ǇΦ пΦмπпΦрΦ 

5ǳōŀȅŀƘΣ wΦΣ !ǊƳǎǘƻƴΣ WΦΣ .ƭŀƛǊΣ .ΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ CŀǘƻȅƛƴōƻΣ [ΦΣ DƻŜǘȊΣ {ΦΣ IŀƴŎƻŎƪΣ {ΦΣ IŀƴǎŜƴΣ 
aΦΣ IŜŀƭŜȅΣ {ΦΣ IƻƊƻƴΣ aΦΣ IǳǊǧΣ DΦΣ YŜƭƭƴŜǊΣ WΦΣ [ǳǘƘŎƪŜΣ {ΦΣ tŀǧŜǊǎƻƴΣ tΦ[ΦΣ ¢ŀƴƎΣ IΦΣ aŀȅΣ 
tΦΣ aƛƴƻǊΣ 5ΦΣ tŀǎŎǳŀƭΣ !ΦΣ vƛΣ ²ΦΣ ¦ǊōŀȊŀŜǾΣ aΦΣ .ǊǳŜƴƛƴƎΣ WΦΣ 5Ŝ /ƻƴǘƻΣ ¢ΦΣ нлноŀΦ D95L 
Ǉŀǎǘ ŀƴŘ ŦǳǘǳǊŜΥ ŀǎǎŜǎǎƛƴƎ ŦƻǳǊ ȅŜŀǊǎ ƻŦ ŜŎƻǎȅǎǘŜƳ ǎǘǊǳŎǘǳǊŜ ƻōǎŜǊǾŀǝƻƴǎ ŦǊƻƳ b!{!Ωǎ 
Dƭƻōŀƭ 9ŎƻǎȅǎǘŜƳ 5ȅƴŀƳƛŎǎ LƴǾŜǎǝƎŀǝƻƴΦ tǊŜǎŜƴǘŜŘ ŀǘ ǘƘŜ {ƛƭǾƛƭŀǎŜǊ /ƻƴŦŜǊŜƴŎŜ нлноΣ 
[ƻƴŘƻƴΣ ¦YΦ 

5ǳōŀȅŀƘΣ wΦΣ !ǊƳǎǘƻƴΣ WΦΣ IŜŀƭŜȅΣ {ΦΣ ¸ŀƴƎΣ ½ΦΣ tŀǧŜǊǎƻƴΣ tΦ[ΦΣ {ŀŀǊŜƭŀΣ {ΦΣ {ǘňƘƭΣ DΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ 
YŜƭƭƴŜǊΣ WΦΣ .ǊǳŜƴƛƴƎΣ WΦΣ tŀǎŎǳŀƭΣ !ΦΣ нлноōΦ D95L [п. DǊƛŘŘŜŘ !ōƻǾŜƎǊƻǳƴŘ .ƛƻƳŀǎǎ 
5ŜƴǎƛǘȅΣ ±ŜǊǎƛƻƴ нΦмΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦооопκhwb[5!!/κннфф 

5ǳōŀȅŀƘΣ wΦΣ !ǊƳǎǘƻƴΣ WΦΣ IŜŀƭŜȅΣ {ΦtΦΣ .ǊǳŜƴƛƴƎΣ WΦaΦΣ tŀǧŜǊǎƻƴΣ tΦ[ΦΣ YŜƭƭƴŜǊΣ WΦwΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ 
{ŀŀǊŜƭŀΣ {ΦΣ {ǘňƘƭΣ DΦΣ ¸ŀƴƎΣ ½ΦΣ ¢ŀƴƎΣ IΦΣ .ƭŀƛǊΣ WΦ.ΦΣ CŀǘƻȅƛƴōƻΣ [ΦΣ DƻŜǘȊΣ {ΦΣ IŀƴŎƻŎƪΣ {ΦΣ 
IŀƴǎŜƴΣ aΦΣ IƻƊƻƴΣ aΦΣ IǳǊǧΣ DΦΣ [ǳǘƘŎƪŜΣ {ΦΣ нлннŀΦ D95L ƭŀǳƴŎƘŜǎ ŀ ƴŜǿ ŜǊŀ ƻŦ 
ōƛƻƳŀǎǎ ƛƴŦŜǊŜƴŎŜ ŦǊƻƳ ǎǇŀŎŜΦ 9ƴǾƛǊƻƴΦ wŜǎΦ [ŜǧΦ мтΣ лфрллмΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлууκмтпуπфонсκŀŎусфп 

5ǳōŀȅŀƘΣ wΦΣ !ǊƳǎǘƻƴΣ WΦΣ YŜƭƭƴŜǊΣ WΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ IŜŀƭŜȅΣ {ΦΣ tŀǧŜǊǎƻƴΣ tΦ[ΦΣ IŀƴŎƻŎƪΣ {ΦΣ ¢ŀƴƎΣ 
IΦΣ .ǊǳŜƴƛƴƎΣ WΦΣ IƻƊƻƴΣ aΦΣ .ƭŀƛǊΣ WΦ.ΦΣ [ǳǘƘŎƪŜΣ {ΦΣ нлннōΦ D95L [п! CƻƻǘǇǊƛƴǘ [ŜǾŜƭ 
!ōƻǾŜƎǊƻǳƴŘ .ƛƻƳŀǎǎ 5ŜƴǎƛǘȅΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦооопκhwb[5!!/κнлрс 

5ǳōŀȅŀƘΣ wΦΣ !ǊƳǎǘƻƴΣ WΦΣ YŜƭƭƴŜǊΣ WΦwΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ IŜŀƭŜȅΣ {ΦtΦΣ tŀǧŜǊǎƻƴΣ tΦ[ΦΣ IŀƴŎƻŎƪΣ {ΦΣ 
¢ŀƴƎΣ IΦΣ .ǊǳŜƴƛƴƎΣ WΦΣ IƻƊƻƴΣ aΦ!ΦΣ .ƭŀƛǊΣ WΦ.ΦΣ [ǳǘƘŎƪŜΣ {Φ.ΦΣ нлнмŀΦ D95L [п! CƻƻǘǇǊƛƴǘ 
[ŜǾŜƭ !ōƻǾŜƎǊƻǳƴŘ .ƛƻƳŀǎǎ 5ŜƴǎƛǘȅΣ ±ŜǊǎƛƻƴ нΦ hwb[ 5!!/Σ hŀƪ wƛŘƎŜΣ ¢ŜƴƴŜǎǎŜŜΣ ¦{!Φ 

5ǳōŀȅŀƘΣ wΦΣ .ƭŀƛǊΣ WΦ.ΦΣ DƻŜǘȊΣ {ΦΣ CŀǘƻȅƛƴōƻΣ [ΦΣ IŀƴǎŜƴΣ aΦΣ IŜŀƭŜȅΣ {ΦΣ IƻƊƻƴΣ aΦΣ IǳǊǧΣ DΦΣ 
YŜƭƭƴŜǊΣ WΦΣ [ǳǘƘŎƪŜΣ {ΦΣ !ǊƳǎǘƻƴΣ WΦΣ ¢ŀƴƎΣ IΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ IŀƴŎƻŎƪΣ {ΦΣ WŀƴǘȊΣ tΦΣ 
aŀǊǎŜƭƛǎΣ {ΦΣ tŀǧŜǊǎƻƴΣ tΦ[ΦΣ vƛΣ ²ΦΣ {ƛƭǾŀΣ /ΦΣ нлнлΦ ¢ƘŜ Dƭƻōŀƭ 9ŎƻǎȅǎǘŜƳ 5ȅƴŀƳƛŎǎ 
LƴǾŜǎǝƎŀǝƻƴΥ IƛƎƘπǊŜǎƻƭǳǝƻƴ ƭŀǎŜǊ ǊŀƴƎƛƴƎ ƻŦ ǘƘŜ 9ŀǊǘƘΩǎ ŦƻǊŜǎǘǎ ŀƴŘ ǘƻǇƻƎǊŀǇƘȅΦ 
{ŎƛŜƴŎŜ ƻŦ wŜƳƻǘŜ {ŜƴǎƛƴƎ мΣ мллллнΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǎǊǎΦнлнлΦмллллн 

5ǳōŀȅŀƘΣ wΦΣ IƻƊƻƴΣ aΦΣ .ƭŀƛǊΣ WΦ.ΦΣ !ǊƳǎǘƻƴΣ WΦΣ ¢ŀƴƎΣ IΦΣ [ǳǘƘŎƪŜΣ {ΦΣ нлнмōΦ D95L [н! 9ƭŜǾŀǝƻƴ 
ŀƴŘ IŜƛƎƘǘ aŜǘǊƛŎǎ 5ŀǘŀ Dƭƻōŀƭ CƻƻǘǇǊƛƴǘ [ŜǾŜƭΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦрлстκD95LκD95Lлнψ!Φллн 

5ǳōŀȅŀƘΣ wΦΣ ¢ŀƴƎΣ IΦΣ !ǊƳǎǘƻƴΣ WΦΣ [ǳǘƘŎƪŜΣ {ΦΣ IƻƊƻƴΣ aΦΣ .ƭŀƛǊΣ WΦ.ΦΣ нлнмŎΦ D95L [н. /ŀƴƻǇȅ 
/ƻǾŜǊ ŀƴŘ ±ŜǊǝŎŀƭ tǊƻŬƭŜ aŜǘǊƛŎǎ 5ŀǘŀ Dƭƻōŀƭ CƻƻǘǇǊƛƴǘ [ŜǾŜƭΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦрлстκD95LκD95Lлнψ.Φллн 

5ǳƴŎŀƴǎƻƴΣ [ΦΣ !ǊƳǎǘƻƴΣ WΦΣ 5ƛǎƴŜȅΣ aΦΣ bƛŎƪŜǎƻƴΣ WΦΣ aƛƴƻǊΣ 5ΦΣ /ŀƳŀŎƘƻΣ CΦ ό9ŘǎΦύΣ нлнмΦ 
!ōƻǾŜƎǊƻǳƴŘ ²ƻƻŘȅ .ƛƻƳŀǎǎ tǊƻŘǳŎǘ ±ŀƭƛŘŀǝƻƴ DƻƻŘ tǊŀŎǝŎŜǎ tǊƻǘƻŎƻƭΦ [ŀƴŘ tǊƻŘǳŎǘ 
±ŀƭƛŘŀǝƻƴ {ǳōƎǊƻǳǇ ό²ƻǊƪƛƴƎ DǊƻǳǇ ƻƴ /ŀƭƛōǊŀǝƻƴ ŀƴŘ ±ŀƭƛŘŀǝƻƴΣ /ƻƳƳƛǧŜŜ ƻƴ 9ŀǊǘƘ 
hōǎŜǊǾŀǝƻƴ {ŀǘŜƭƭƛǘŜǎύΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦрлстκ5h/κ/9h{²D/±κ[t±κ!D.Φллм 

5ǳƴŎŀƴǎƻƴΣ [ΦΣ IǳƴƪŀΣ bΦΣ WǳŎƪŜǊΣ ¢ΦΣ !ǊƳǎǘƻƴΣ WΦΣ IŀǊǊƛǎΣ bΦΣ CŀǘƻȅƛƴōƻΣ [ΦΣ ²ƛƭƭƛŀƳǎΣ /Φ!ΦΣ !ǘƪƛƴǎΣ 
WΦ²ΦΣ wŀŎȊƪŀΣ .ΦΣ {ŜǊōƛƴΣ {ΦΣ YŜƭƭŜǊΣ aΦΣ 5ǳōŀȅŀƘΣ wΦΣ .ŀōŎƻŎƪΣ /ΦΣ /ƻŎƘǊŀƴŜΣ aΦ!ΦΣ IǳŘŀƪΣ 



 

 

 

 

!ΦΣ IǳǊǧΣ DΦ/ΦΣ aƻƴǘŜǎŀƴƻΣ tΦaΦΣ aƻǎƪŀƭΣ [ΦaΦΣ tŀǊƪΣ ¢ΦΣ {ŀŀǘŎƘƛΣ {ΦΣ {ƛƭǾŀΣ /Φ!ΦΣ ¢ŀƴƎΣ IΦΣ 
±ŀǊƎŀǎΣ wΦΣ ²ŜƛǎƪƛǧŜƭΣ !ΦΣ ²ŜǎǎŜƭǎΣ YΦΣ DƻŜǘȊΣ {ΦWΦΣ нлнрΦ {Ǉŀǝŀƭ ǊŜǎƻƭǳǝƻƴ ŦƻǊ ŦƻǊŜǎǘ 
ŎŀǊōƻƴ ƳŀǇǎΦ {ŎƛŜƴŎŜ оутΣ отлςотмΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦŀŘǘсумм 

5ǳƴŎŀƴǎƻƴΣ [ΦΣ YŜƭƭƴŜǊΣ WΦwΦΣ !ǊƳǎǘƻƴΣ WΦΣ 5ǳōŀȅŀƘΣ wΦΣ aƛƴƻǊΣ 5ΦaΦΣ IŀƴŎƻŎƪΣ {ΦΣ IŜŀƭŜȅΣ {ΦtΦΣ 
tŀǧŜǊǎƻƴΣ tΦ[ΦΣ {ŀŀǊŜƭŀΣ {ΦΣ aŀǊǎŜƭƛǎΣ {ΦΣ {ƛƭǾŀΣ /Φ9ΦΣ .ǊǳŜƴƛƴƎΣ WΦΣ DƻŜǘȊΣ {ΦWΦΣ ¢ŀƴƎΣ IΦΣ 
IƻƊƻƴΣ aΦΣ .ƭŀƛǊΣ .ΦΣ [ǳǘƘŎƪŜΣ {ΦΣ CŀǘƻȅƛƴōƻΣ [ΦΣ !ōŜǊƴŜǘƘȅΣ YΦΣ !ƭƻƴǎƻΣ !ΦΣ !ƴŘŜǊǎŜƴΣ IΦπ9ΦΣ 
!ǇƭƛƴΣ tΦΣ .ŀƪŜǊΣ ¢ΦwΦΣ .ŀǊōƛŜǊΣ bΦΣ .ŀǎǝƴΣ WΦCΦΣ .ƛōŜǊΣ tΦΣ .ƻŜŎƪȄΣ tΦΣ .ƻƎŀŜǊǘΣ WΦΣ .ƻǎŎƘŜǩΣ [ΦΣ 
.ƻǳŎƘŜǊΣ tΦ.ΦΣ .ƻȅŘΣ 5Φ{ΦΣ .ǳǊǎƭŜƳΣ 5ΦCΦwΦtΦΣ /ŀƭǾƻπwƻŘǊƛƎǳŜȊΣ {ΦΣ /ƘŀǾŜΣ WΦΣ /ƘŀȊŘƻƴΣ wΦ[ΦΣ 
/ƭŀǊƪΣ 5Φ.ΦΣ /ƭŀǊƪΣ 5Φ!ΦΣ /ƻƘŜƴΣ ²Φ.ΦΣ /ƻƻƳŜǎΣ 5Φ!ΦΣ /ƻǊƻƴŀΣ tΦΣ /ǳǎƘƳŀƴΣ YΦ/ΦΣ /ǳǘƭŜǊΣ 
aΦ9ΦWΦΣ 5ŀƭƭƛƴƎΣ WΦ²ΦΣ 5ŀƭǇƻƴǘŜΣ aΦΣ 5ŀǎƘΣ WΦΣ ŘŜπaƛƎǳŜƭΣ {ΦΣ 5ŜƴƎΣ {ΦΣ 9ƭƭƛǎΣ tΦ²ΦΣ 9ǊŀǎƳǳǎΣ 
.ΦΣ CŜƪŜǘȅΣ tΦ!ΦΣ CŜǊƴŀƴŘŜȊπ[ŀƴŘŀΣ !ΦΣ CŜǊǊŀȊΣ !ΦΣ CƛǎŎƘŜǊΣ wΦΣ CƛǎƘŜǊΣ !ΦDΦΣ DŀǊŎƝŀπ!ōǊƛƭΣ !ΦΣ 
DƻōŀƪƪŜƴΣ ¢ΦΣ IŀŎƪŜǊΣ WΦaΦΣ IŜǳǊƛŎƘΣ aΦΣ IƛƭƭΣ wΦ!ΦΣ IƻǇƪƛƴǎƻƴΣ /ΦΣ IǳŀƴƎΣ IΦΣ IǳōōŜƭƭΣ {ΦtΦΣ 
IǳŘŀƪΣ !Φ¢ΦΣ IǳǘƘΣ !ΦΣ LƳōŀŎƘΣ .ΦΣ WŜũŜǊȅΣ YΦWΦΣ YŀǘƻƘΣ aΦΣ YŜŀǊǎƭŜȅΣ 9ΦΣ YŜƴŦŀŎƪΣ 5ΦΣ YƭƧǳƴΣ 
bΦΣ YƴŀǇǇΣ bΦΣ YǊłƭΣ YΦΣ YǊǻőŜƪΣ aΦΣ [ŀōǊƛŝǊŜΣ bΦΣ [ŜǿƛǎΣ {Φ[ΦΣ [ƻƴƎƻΣ aΦΣ [ǳŎŀǎΣ wΦaΦΣ aŀƛƴΣ 
wΦΣ aŀƴȊŀƴŜǊŀΣ WΦ!ΦΣ aŀǊǟƴŜȊΣ wΦ±ΦΣ aŀǘƘƛŜǳΣ wΦΣ aŜƳƛŀƎƘŜΣ IΦΣ aŜȅŜǊΣ ±ΦΣ aŜƴŘƻȊŀΣ 
!ΦaΦΣ aƻƴŜǊǊƛǎΣ !ΦΣ aƻƴǘŜǎŀƴƻΣ tΦΣ aƻǊǎŘƻǊŦΣ CΦΣ bŋǎǎŜǘΣ 9ΦΣ bŀƛŘƻƻΣ [ΦΣ bƛƭǳǎΣ wΦΣ hΩ.ǊƛŜƴΣ 
aΦΣ hǊǿƛƎΣ 5Φ!ΦΣ tŀǇŀǘƘŀƴŀǎǎƛƻǳΣ YΦΣ tŀǊƪŜǊΣ DΦΣ tƘƛƭƛǇǎƻƴΣ /ΦΣ tƘƛƭƭƛǇǎΣ hΦ[ΦΣ tƛǎŜƪΣ WΦΣ 
tƻǳƭǎŜƴΣ WΦwΦΣ tǊŜǘȊǎŎƘΣ IΦΣ wǸŘƛƎŜǊΣ /ΦΣ {ŀŀǘŎƘƛΣ {ΦΣ {ŀƴŎƘŜȊπ!ȊƻŦŜƛŦŀΣ !ΦΣ {ŀƴŎƘŜȊπ[ƻǇŜȊΣ 
bΦΣ {ŎƘƻƭŜǎΣ wΦΣ {ƛƭǾŀΣ /Φ!ΦΣ {ƛƳŀǊŘΣ aΦΣ {ƪƛŘƳƻǊŜΣ !ΦΣ {ǘŜǊŜƵŎȊŀƪΣ YΦΣ ¢ŀƴŀǎŜΣ aΦΣ ¢ƻǊǊŜǎŀƴΣ 
/ΦΣ ±ŀƭōǳŜƴŀΣ wΦΣ ±ŜǊōŜŜŎƪΣ IΦΣ ±ǊǎƪŀΣ ¢ΦΣ ²ŜǎǎŜƭǎΣ YΦΣ ²ƘƛǘŜΣ WΦ/ΦΣ ²ƘƛǘŜΣ [ΦWΦ¢ΦΣ ½ŀƘŀōǳΣ 9ΦΣ 
½ƎǊŀƎƎŜƴΣ /ΦΣ нлннΦ !ōƻǾŜƎǊƻǳƴŘ ōƛƻƳŀǎǎ ŘŜƴǎƛǘȅ ƳƻŘŜƭǎ ŦƻǊ b!{!Ωǎ Dƭƻōŀƭ 9ŎƻǎȅǎǘŜƳ 
5ȅƴŀƳƛŎǎ LƴǾŜǎǝƎŀǝƻƴ όD95Lύ ƭƛŘŀǊ ƳƛǎǎƛƻƴΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘ нтлΣ 
ммнупрΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлнмΦммнупр 

5ǳƴŎŀƴǎƻƴΣ [ΦΣ [ƛŀƴƎΣ aΦΣ [ŜƛǘƻƭŘΣ ±ΦΣ !ǊƳǎǘƻƴΣ WΦΣ YǊƛǎƘƴŀ aƻƻǊǘƘȅΣ {ΦaΦΣ 5ǳōŀȅŀƘΣ wΦΣ /ƻǎǘŜŘƻŀǘΣ 
{ΦΣ 9ƴǉǳƛǎǘΣ .ΦWΦΣ CŀǘƻȅƛƴōƻΣ [ΦΣ DƻŜǘȊΣ {ΦWΦΣ DƻƴȊŀƭŜȊπwƻƎƭƛŎƘΣ aΦΣ aŜǊƻǿΣ /ΦΣ wƻŜƘǊŘŀƴȊΣ 
tΦwΦΣ ¢ŀōƻǊΣ YΦΣ ½ǾƻƭŜũΣ !ΦΣ нлноΦ ¢ƘŜ ŜũŜŎǝǾŜƴŜǎǎ ƻŦ Ǝƭƻōŀƭ ǇǊƻǘŜŎǘŜŘ ŀǊŜŀǎ ŦƻǊ ŎƭƛƳŀǘŜ 
ŎƘŀƴƎŜ ƳƛǝƎŀǝƻƴΦ bŀǘǳǊŜ /ƻƳƳǳƴƛŎŀǝƻƴǎ мпΣ нфлуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмпстπ
лноπоултоπф 

5ǳƴŎŀƴǎƻƴΣ [ΦΣ bŜǳŜƴǎŎƘǿŀƴŘŜǊΣ !ΦΣ IŀƴŎƻŎƪΣ {ΦΣ ¢ƘƻƳŀǎΣ bΦΣ CŀǘƻȅƛƴōƻΣ ¢ΦΣ {ƛƳŀǊŘΣ aΦΣ {ƛƭǾŀΣ 
/Φ!ΦΣ !ǊƳǎǘƻƴΣ WΦΣ [ǳǘƘŎƪŜΣ {Φ.ΦΣ IƻƊƻƴΣ aΦΣ YŜƭƭƴŜǊΣ WΦwΦΣ 5ǳōŀȅŀƘΣ wΦΣ нлнлΦ .ƛƻƳŀǎǎ 
ŜǎǝƳŀǝƻƴ ŦǊƻƳ ǎƛƳǳƭŀǘŜŘ D95LΣ L/9{ŀǘπн ŀƴŘ bL{!w ŀŎǊƻǎǎ ŜƴǾƛǊƻƴƳŜƴǘŀƭ ƎǊŀŘƛŜƴǘǎ ƛƴ 
{ƻƴƻƳŀ /ƻǳƴǘȅΣ /ŀƭƛŦƻǊƴƛŀΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘ нпнΣ мммттфΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлнлΦмммттф 

5ǳǇǳƛǎΣ /ΦΣ CŀȅƻƭƭŜΣ !ΦΣ .ŀǎǝƴΣ WΦπCΦΣ [ŀǧŜΣ bΦΣ [ŜƧŜǳƴŜΣ tΦΣ нлноΦ aƻƴƛǘƻǊƛƴƎ ǎŜƭŜŎǝǾŜ ƭƻƎƎƛƴƎ 
ƛƴǘŜƴǎƛǝŜǎ ƛƴ ŎŜƴǘǊŀƭ !ŦǊƛŎŀ ǿƛǘƘ ǎŜƴǝƴŜƭπмΥ ! ŎŀƴƻǇȅ ŘƛǎǘǳǊōŀƴŎŜ ŜȄǇŜǊƛƳŜƴǘΦ wŜƳƻǘŜ 
{ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘ нфуΣ ммоунуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлноΦммоуну 

9ŀǎǘΣ !ΦΣ IŀƴǎŜƴΣ !ΦΣ !ǊƳŜƴǘŜǊŀǎΣ 5ΦΣ WŀƴǘȊΣ tΦΣ wƻōŜǊǘǎΣ 5Φ²ΦΣ нлноΦ aŜŀǎǳǊƛƴƎ ¦ƴŘŜǊǎǘƻǊȅ CƛǊŜ 
9ũŜŎǘǎ ŦǊƻƳ {ǇŀŎŜΥ /ŀƴƻǇȅ /ƘŀƴƎŜ ƛƴ wŜǎǇƻƴǎŜ ǘƻ ¢ǊƻǇƛŎŀƭ ¦ƴŘŜǊǎǘƻǊȅ CƛǊŜ ŀƴŘ ²Ƙŀǘ 
¢Ƙƛǎ aŜŀƴǎ ŦƻǊ !ǇǇƭƛŎŀǝƻƴǎ ƻŦ D95L ǘƻ ¢ǊƻǇƛŎŀƭ CƻǊŜǎǘ CƛǊŜΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ мрΣ сфсΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦоофлκǊǎмрлолсфс 

9ƘōǊŜŎƘǘΣ aΦΣ {ŜƛŘŜƭΣ 5ΦΣ !ƴƴƛƎƘǀŦŜǊΣ tΦΣ YǊŜƊΣ IΦΣ YǀƘƭŜǊΣ aΦΣ ½ŜƳǇΣ 5Φ/ΦΣ tǳŜǧƳŀƴƴΣ YΦΣ bƛƭǳǎΣ wΦΣ 
.ŀōǿŜǘŜŜǊŀΣ CΦΣ ²ƛƭƭƛƳΣ YΦΣ {ǝŜǊǎΣ aΦΣ {ƻǘƻΣ 5ΦΣ .ƻŜƘƳŜǊΣ IΦWΦΣ CƛǎƛŎƘŜƭƭƛΣ bΦΣ .ǳǊƴŜǧΣ aΦΣ 
WǳŘŀȅΣ DΦΣ {ǘŜǇƘŜƴǎΣ {Φ[ΦΣ !ƳƳŜǊΣ /ΦΣ нлнмΦ Dƭƻōŀƭ ǇŀǧŜǊƴǎ ŀƴŘ ŎƭƛƳŀǝŎ ŎƻƴǘǊƻƭǎ ƻŦ ŦƻǊŜǎǘ 



 

 

 

 

ǎǘǊǳŎǘǳǊŀƭ ŎƻƳǇƭŜȄƛǘȅΦ bŀǘ /ƻƳƳǳƴ мнΣ рмфΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмпстπлнлπ
нлтстπȊ 

9ǎǇƝǊƛǘƻπ{ŀƴǘƻΣ CΦ5Φ.ΦΣ DƭƻƻǊΣ aΦΣ YŜƭƭŜǊΣ aΦΣ aŀƭƘƛΣ ¸ΦΣ {ŀŀǘŎƘƛΣ {ΦΣ bŜƭǎƻƴΣ .ΦΣ WǳƴƛƻǊΣ wΦ/ΦhΦΣ 
tŜǊŜƛǊŀΣ /ΦΣ [ƭƻȅŘΣ WΦΣ CǊƻƭƪƛƴƎΣ {ΦΣ tŀƭŀŎŜΣ aΦΣ {ƘƛƳŀōǳƪǳǊƻΣ ¸Φ9ΦΣ 5ǳŀǊǘŜΣ ±ΦΣ aŜƴŘƻȊŀΣ 
!ΦaΦΣ [ƽǇŜȊπDƻƴȊłƭŜȊΣ DΦΣ .ŀƪŜǊΣ ¢ΦwΦΣ CŜƭŘǇŀǳǎŎƘΣ ¢ΦwΦΣ .ǊƛŜƴŜƴΣ wΦWΦ²ΦΣ !ǎƴŜǊΣ DΦtΦΣ .ƻȅŘΣ 
5Φ{ΦΣ tƘƛƭƭƛǇǎΣ hΦ[ΦΣ нлмпΦ {ƛȊŜ ŀƴŘ ŦǊŜǉǳŜƴŎȅ ƻŦ ƴŀǘǳǊŀƭ ŦƻǊŜǎǘ ŘƛǎǘǳǊōŀƴŎŜǎ ŀƴŘ ǘƘŜ 
!ƳŀȊƻƴ ŦƻǊŜǎǘ ŎŀǊōƻƴ ōŀƭŀƴŎŜΦ bŀǘ /ƻƳƳǳƴ рΣ опопΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκƴŎƻƳƳǎппоп 

9ǿŜǊǎΣ wΦaΦΣ hǊƳŜΣ /Φ5Φ[ΦΣ tŜŀǊǎŜΣ ²Φ5ΦΣ ½ǳƭƪƛƅƛΣ bΦΣ ¸Ǿƻƴπ5ǳǊƻŎƘŜǊΣ DΦΣ ¸ǳǎŀƘΣ YΦaΦΣ ¸ƻƘΣ bΦΣ ¸ŜƻΣ 
5Φ/ΦWΦΣ ²ƻƴƎΣ !ΦΣ ²ƛƭƭƛŀƳǎƻƴΣ WΦΣ ²ƛƭƪƛƴǎƻƴΣ /Φ[ΦΣ ²ƛŜŘŜǊƪŜƘǊΣ CΦΣ ²ŜōōŜǊΣ .Φ[ΦΣ ²ŜŀǊƴΣ 
hΦwΦΣ ²ŀƛΣ [ΦΣ ±ƻƭƭŀƴǎΣ aΦΣ ¢ǿƛƴƛƴƎΣ WΦtΦΣ ¢ǳǊƴŜǊΣ 9Φ/ΦΣ ¢ƻōƛŀǎΣ WΦ!ΦΣ ¢ƘƻǊƭŜȅΣ WΦΣ ¢ŜƭŦƻǊŘΣ 9ΦaΦΣ 
¢ŜƘΣ ¸Φ!ΦΣ ¢ŀƴΣ IΦIΦΣ {ǿƛƴŬŜƭŘΣ ¢ΦΣ {ǾłǘŜƪΣ aΦΣ {ǘǊǳŜōƛƎΣ aΦΣ {ǘƻǊƪΣ bΦΣ {ƭŜǳǘŜƭΣ WΦΣ {ƭŀŘŜΣ 
9ΦaΦΣ {ƘŀǊǇΣ !ΦΣ {ƘŀōǊŀƴƛΣ !ΦΣ {ŜǘƘƛΣ {Φ{ΦΣ {ŜŀƳŀƴΣ 5ΦWΦLΦΣ {ŀǿŀƴƎΣ !ΦΣ wƻȄōȅΣ DΦ.ΦΣ 
wƻǿŎƭƛũŜΣ WΦaΦΣ wƻǎǎƛǘŜǊΣ {ΦWΦΣ wƛǳǧŀΣ ¢ΦΣ wŀƘƳŀƴΣ IΦΣ vƛŜΣ [ΦΣ tǎƻƳŀǎΣ 9ΦΣ tǊŀƛǊƛŜΣ !ΦΣ 
tƻȊƴŀƴǎƪȅΣ CΦΣ tƛƭƭŀȅΣ wΦΣ tƛŎƛƴŀƭƛΣ [ΦΣ tƛŀƴȊƛƴΣ !ΦΣ tŦŜƛŦŜǊΣ aΦΣ tŀǊǊŜǧΣ WΦaΦΣ bƻōƭŜΣ /Φ5ΦΣ 
bƛƭǳǎΣ wΦΣ aǳǎǘŀũŀΣ bΦΣ aǳƭƭƛƴΣ YΦ9ΦΣ aƛǘŎƘŜƭƭΣ {ΦΣ aŎƪƛƴƭŀȅΣ !ΦwΦΣ aŀǳƴǎŜƭƭΣ {ΦΣ aŀǘǳƭŀΣ wΦΣ 
aŀǎǎŀƳΣ aΦΣ aŀǊǝƴΣ {ΦΣ aŀƭƘƛΣ ¸ΦΣ aŀƧŀƭŀǇΣ bΦΣ aŀŎƭŜŀƴΣ /Φ{ΦΣ aŀŎƪƛƴǘƻǎƘΣ 9ΦΣ [ǳƪŜΣ {ΦIΦΣ 
[ŜǿƛǎΣ hΦ¢ΦΣ [ŀȅŬŜƭŘΣ IΦWΦΣ [ŀƴŜπ{ƘŀǿΣ LΦΣ YǳŜƘΣ .ΦIΦΣ YǊŀǝƴŀΣ tΦΣ YƻƴƻǇƛƪΣ hΦΣ YƛǘŎƘƛƴƎΣ wΦΣ 
YƛƴƴŜŜƴΣ [ΦΣ YŜƳǇΣ ±Φ!ΦΣ WƻǘŀƴΣ tΦΣ WƻƴŜǎΣ bΦΣ WŜōǊŀƛƭΣ 9Φ²ΦΣ IǊƻƴŜǑΣ aΦΣ IŜƻƴΣ {ΦtΦΣ 
IŜƳǇǊƛŎƘπ.ŜƴƴŜǧΣ 5ΦwΦΣ IŀȅǎƻƳΣ WΦYΦΣ IŀǊƛŀƴƧŀΣ aΦCΦΣ IŀǊŘǿƛŎƪΣ WΦΣ DǊŜƎƻǊȅΣ bΦΣ DǊŀȅΣ wΦΣ 
DǊŀȅΣ wΦ9ΦWΦΣ DǊŀƴǾƛƭƭŜΣ bΦΣ DƛƭƭΣ wΦΣ CǊŀǎŜǊΣ !ΦΣ CƻǎǘŜǊΣ ²Φ!ΦΣ CƻƭƪŀǊŘπ¢ŀǇǇΣ IΦΣ CƭŜǘŎƘŜǊΣ wΦWΦΣ 
CƛƪǊƛΣ !ΦIΦΣ CŀȅƭŜΣ ¢ΦaΦΣ CŀǊǳƪΣ !ΦΣ 9ƎƎƭŜǘƻƴΣ tΦΣ 9ŘǿŀǊŘǎΣ 5ΦtΦΣ 5ǊƛƴƪǿŀǘŜǊΣ wΦΣ 5ƻǿΣ wΦ!ΦΣ 
5ǀōŜǊǘΣ ¢ΦCΦΣ 5ƛŘƘŀƳΣ wΦYΦΣ 5ƛŎƪƛƴǎƻƴΣ YΦWΦaΦΣ 5ŜŜǊŜΣ bΦWΦΣ ŘŜ [ƻǊƳΣ ¢ΦΣ 5ŀǿƻƻŘΣ aΦaΦΣ 
5ŀǾƛǎƻƴΣ /Φ²ΦΣ 5ŀǾƛŜǎΣ ½ΦDΦΣ 5ŀǾƛŜǎΣ wΦDΦΣ 5ŀƴőłƪΣ aΦΣ /ǳǎŀŎƪΣ WΦΣ /ƭŀǊŜΣ 9Φ[ΦΣ /ƘǳƴƎΣ !ΦΣ 
/ƘŜȅΣ ±ΦYΦΣ /ƘŀǇƳŀƴΣ tΦaΦΣ /ŀǘƻǊΣ [ΦΣ /ŀǊǇŜƴǘŜǊΣ 5ΦΣ /ŀǊōƻƴŜΣ /ΦΣ /ŀƭƭƻǿŀȅΣ YΦΣ .ǳǎƘΣ 9ΦwΦΣ 
.ǳǊǎƭŜƳΣ 5ΦCΦwΦtΦΣ .ǊƻǿƴΣ YΦ5ΦΣ .ǊƻƻƪǎΣ {ΦWΦΣ .ǊŀǎƛƴƎǘƻƴΣ 9ΦΣ .ǊŀƴǘΣ IΦΣ .ƻȅƭŜΣ aΦWΦ²ΦΣ .ƻǘƘΣ 
{ΦΣ .ƭŀŎƪƳŀƴΣ WΦΣ .ƛǎƘƻǇΣ ¢ΦwΦΣ .ƛŎƪƴŜƭƭΣ WΦ9ΦΣ .ŜǊƴŀǊŘΣ IΦΣ .ŀǎǊǳǊΣ {ΦΣ .ŀǊŎƭŀȅΣ aΦ±Φ[ΦΣ .ŀǊŎƭŀȅΣ 
IΦΣ !ǧƻƴΣ DΦΣ !ƴŎǊŜƴŀȊΣ aΦΣ !ƭŘǊƛŘƎŜΣ 5Φ/ΦΣ 5ŀƴƛŜƭΣ hΦ½ΦΣ wŜȅƴƻƭŘǎΣ DΦΣ .ŀƴƪǎπ[ŜƛǘŜΣ /ΦΣ 
нлнпΦ ¢ƘǊŜǎƘƻƭŘǎ ŦƻǊ ŀŘŘƛƴƎ ŘŜƎǊŀŘŜŘ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘ ǘƻ ǘƘŜ ŎƻƴǎŜǊǾŀǝƻƴ ŜǎǘŀǘŜΦ bŀǘǳǊŜ 
сомΣ улуςумоΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмрусπлнпπлтсртπǿ 

C!hΣ нлммΦ !ǎǎŜǎǎƛƴƎ ŦƻǊŜǎǘ ŘŜƎǊŀŘŀǝƻƴΥ ǘƻǿŀǊŘǎ ǘƘŜ ŘŜǾŜƭƻǇƳŜƴǘ ƻŦ Ǝƭƻōŀƭƭȅ ŀǇǇƭƛŎŀōƭŜ 
ƎǳƛŘŜƭƛƴŜǎ όbƻΦ мттύΣ CƻǊŜǎǘ wŜǎƻǳǊŎŜǎ !ǎǎŜǎǎƳŜƴǘ ²ƻǊƪƛƴƎ tŀǇŜǊΦ ¦b CƻƻŘ ŀƴŘ 
!ƎǊƛŎǳƭǘǳǊŜ hǊƎŀƴƛȊŀǝƻƴΣ wƻƳŜΣ LǘŀƭȅΦ 

C!hΣ нллпΦ wŜŘǳŎŜŘ LƳǇŀŎǘ [ƻƎƎƛƴƎ ƛƴ ¢ǊƻǇƛŎŀƭ CƻǊŜǎǘǎΥ [ƛǘŜǊŀǘǳǊŜ ǎȅƴǘƘŜǎƛǎΣ ŀƴŀƭȅǎƛǎ ŀƴŘ 
ǇǊƻǘƻǘȅǇŜ ǎǘŀǝǎǝŎŀƭ ŦǊŀƳŜǿƻǊƪΣ CƻǊŜǎǘ IŀǊǾŜǎǝƴƎ ŀƴŘ 9ƴƎƛƴŜŜǊƛƴƎ ²ƻǊƪƛƴƎ tŀǇŜǊΦ 
wƻƳŜΦ 

C!hΣ нллмΦ Dƭƻōŀƭ CƻǊŜǎǘ wŜǎƻǳǊŎŜǎ !ǎǎŜǎǎƳŜƴǘ нлллΣ C!h ŦƻǊŜǎǘǊȅ ǇŀǇŜǊΦ C!hΦ 
CŀǿŎŜǧΣ 5ΦΣ {ƛǘŎƘΣ {ΦΣ /ƛŀƛǎΣ tΦΣ ²ƛƎƴŜǊƻƴΣ WΦtΦΣ {ƛƭǾŀπWǳƴƛƻǊΣ /ΦIΦ[ΦΣ IŜƛƴǊƛŎƘΣ ±ΦΣ ±ŀƴŎǳǘǎŜƳΣ /ΦΣ 

!ŎƘŀǊŘΣ CΦΣ .ŀǎǘƻǎΣ !ΦΣ ¸ŀƴƎΣ IΦΣ [ƛΣ ·ΦΣ !ƭōŜǊƎŜƭΣ /ΦΣ CǊƛŜŘƭƛƴƎǎǘŜƛƴΣ tΦΣ !ǊŀƎńƻΣ [Φ9ΦhΦ/ΦΣ 
нлноΦ 5ŜŎƭƛƴƛƴƎ !ƳŀȊƻƴ ōƛƻƳŀǎǎ ŘǳŜ ǘƻ ŘŜŦƻǊŜǎǘŀǝƻƴ ŀƴŘ ǎǳōǎŜǉǳŜƴǘ ŘŜƎǊŀŘŀǝƻƴ 
ƭƻǎǎŜǎ ŜȄŎŜŜŘƛƴƎ ƎŀƛƴǎΦ Dƭƻōŀƭ /ƘŀƴƎŜ .ƛƻƭƻƎȅ нфΣ ммлсςмммуΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκƎŎōΦмсрмо 

CŜƴƎΣ ·ΦΣ IŜΣ ·ΦΣ IǳΣ WΦΣ нлммΦ ²ƛƭŘ ōƻƻǘǎǘǊŀǇ ŦƻǊ ǉǳŀƴǝƭŜ ǊŜƎǊŜǎǎƛƻƴΦ .ƛƻƳŜǘǊƛƪŀ фуΣ ффрςфффΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлфоκōƛƻƳŜǘκŀǎǊлрн 



 

 

 

 

CŜƴƎΣ ½ΦΣ WŀũŜǊΣ {ΦΣ YƴŜȊŜǾƛŎΣ WΦΣ {ƻǊƳǳƴŜƴΣ {ΦΣ ¸ƻǳƴƎΣ wΦΣ [ƛǎŀƛǳǎΣ aΦΣ LƳƳƛǘȊŜǊΣ aΦΣ .ŀƭƭΣ WΦΣ 
!ǘȊōŜǊƎŜǊΣ /ΦΣ /ƻƻƳŜǎΣ 5Φ!ΦΣ aŀŘƘŀǾŀǇŜŘŘȅΣ !ΦΣ .ƭŀƪŜΣ !ΦΣ YŜǎƘŀǾΣ {ΦΣ нлнрΦ ¢9{{9w!Υ 
¢ŜƳǇƻǊŀƭ 9ƳōŜŘŘƛƴƎǎ ƻŦ {ǳǊŦŀŎŜ {ǇŜŎǘǊŀ ŦƻǊ 9ŀǊǘƘ wŜǇǊŜǎŜƴǘŀǝƻƴ ŀƴŘ !ƴŀƭȅǎƛǎΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦпуррлκŀǊ·ƛǾΦнрлсΦнлоул 

CŜǊǊƛǎΣ tΦΣ нлнпΦ .ǳƛƭŘƛƴƎ LƴŎǊŜƳŜƴǘŀƭ ŀƴŘ wŜǇǊƻŘǳŎƛōƭŜ 5ŀǘŀ tƛǇŜƭƛƴŜǎΦ 
CŜǊǊƛǎΣ tΦΣ 5ŀƭŜǎΣ aΦΣ WŀũŜǊΣ {ΦΣ IƻƭŎƻƳōΣ !ΦΣ {ŎƻǧΣ 9Φ¢ΦΣ {ǿƛƴŬŜƭŘΣ ¢ΦΣ 9ȅǊŜǎΣ !ΦΣ .ŀƭƳŦƻǊŘΣ !ΦΣ 

/ƻƻƳŜǎΣ 5ΦΣ YŜǎƘŀǾΣ {ΦΣ aŀŘƘŀǾŀǇŜŘŘȅΣ !ΦΣ нлнпΦ tƭŀƴŜǘŀǊȅ ŎƻƳǇǳǝƴƎ ŦƻǊ ŘŀǘŀπŘǊƛǾŜƴ 
ŜƴǾƛǊƻƴƳŜƴǘŀƭ ǇƻƭƛŎȅπƳŀƪƛƴƎΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦпуррлκŀǊ·ƛǾΦнолоΦлпрлм 

CƻǊŜǎǘtƭƻǘǎΦƴŜǘΣ .ƭǳƴŘƻΣ /ΦΣ /ŀǊƛƭƭŀΣ WΦΣ DǊŀǳΣ wΦΣ aŀƭƛȊƛŀΣ !ΦΣ aŀƭƛȊƛŀΣ [ΦΣ hǎƛƴŀƎŀπ!ŎƻǎǘŀΣ hΦΣ .ƛǊŘΣ 
aΦΣ .ǊŀŘŦƻǊŘΣ aΦΣ /ŀǘŎƘǇƻƭŜΣ 5ΦΣ CƻǊŘΣ !ΦΣ DǊŀƘŀƳΣ !ΦΣ IƛƭōŜǊǘΣ 5ΦΣ YŜƳǇΣ WΦΣ [ŀǳǊŀƴŎŜΣ {ΦΣ 
[ŀǳǊŀƴŎŜΣ ²ΦΣ LǎƘƛŘŀΣ CΦ¸ΦΣ aŀǊǎƘŀƭƭΣ !ΦΣ ²ŀƛǘŜΣ /ΦΣ ²ƻŜƭƭΣ IΦΣ .ŀǎǝƴΣ WΦπCΦΣ .ŀǳǘŜǊǎΣ aΦΣ 
.ŜŜŎƪƳŀƴΣ IΦΣ .ƻŜŎƪȄΣ tΦΣ .ƻƎŀŜǊǘΣ WΦΣ 5Ŝ /ŀƴƴƛŜǊŜΣ /ΦΣ ŘŜ IŀǳƭƭŜǾƛƭƭŜΣ ¢ΦΣ 5ƻǳŎŜǘΣ WΦπ[ΦΣ 
IŀǊŘȅΣ hΦΣ IǳōŀǳΣ ²ΦΣ YŜŀǊǎƭŜȅΣ 9ΦΣ ±ŜǊōŜŜŎƪΣ IΦΣ ±ƭŜƳƛƴŎƪȄΣ WΦΣ .ǊŜǿŜǊΣ {Φ²ΦΣ !ƭŀǊŎƽƴΣ !ΦΣ 
!ǊŀǳƧƻπaǳǊŀƪŀƳƛΣ !ΦΣ !ǊŜǘǎΣ 9ΦΣ !ǊǊƻȅƻΣ [ΦΣ /ƘŀǾŜȊΣ 9ΦΣ CǊŜŘŜǊƛŎƪǎŜƴΣ ¢ΦΣ ±ƛƭƭŀǊƻŜƭΣ wΦDΦΣ 
{ƛōŀǳǘȅΣ DΦDΦΣ YƛƭƭŜŜƴΣ ¢ΦΣ [ƛŎƻƴŀΣ WΦ/ΦΣ [ƭŜƛƎǳŜΣ WΦΣ aŜƴŘƻȊŀΣ /ΦΣ aǳǊŀƪŀƳƛΣ {ΦΣ DǳǝŜǊǊŜȊΣ 
!ΦtΦΣ tŀǊŘƻΣ DΦΣ tŜƷŀπ/ƭŀǊƻǎΣ aΦΣ tƻƻǊǘŜǊΣ [ΦΣ ¢ƻƭŜŘƻΣ aΦΣ /ŀȅƻΣ WΦ±ΦΣ ±ƛǎŎŀǊǊŀΣ [ΦWΦΣ ±ƻǎΣ ±ΦΣ 
!ƘǳƳŀŘŀΣ WΦΣ !ƭƳŜƛŘŀΣ 9ΦΣ !ƭƳŜƛŘŀΣ WΦΣ ŘŜ hƭƛǾŜƛǊŀΣ 9Φ!ΦΣ Řŀ /ǊǳȊΣ ²Φ!ΦΣ ŘŜ hƭƛǾŜƛǊŀΣ !Φ!ΦΣ 
/ŀǊǾŀƭƘƻΣ CŀōǊƝŎƛƻ !ƭǾƛƳΣ hōŜǊƳǳƭƭŜǊΣ CΦ!ΦΣ !ƴŘǊŀŘŜΣ !ΦΣ /ŀǊǾŀƭƘƻΣ CŜǊƴŀƴŘŀ !ƴǘǳƴŜǎΣ 
±ƛŜƛǊŀΣ {Φ!ΦΣ !ǉǳƛƴƻΣ !Φ/ΦΣ !ǊŀƎńƻΣ [ΦΣ !ǊŀǵƧƻΣ !Φ/ΦΣ !ǎǎƛǎΣ aΦ!ΦΣ DƻƳŜǎΣ WΦ!ΦaΦ!ΦΣ .ŀŎŎŀǊƻΣ 
CΦΣ ŘŜ /ŀƳŀǊƎƻΣ tΦ.ΦΣ .ŀǊƴƛΣ tΦΣ .ŀǊǊƻǎƻΣ WΦΣ .ŜǊƴŀŎŎƛΣ [Φ/ΦΣ .ƻǊŘƛƴΣ YΦΣ ŘŜ aŜŘŜƛǊƻǎΣ aΦ.ΦΣ 
.ǊƻƎƎƛƻΣ LΦΣ /ŀƳŀǊƎƻΣ WΦ[ΦΣ /ŀǊŘƻǎƻΣ 5ΦΣ /ŀǊƴƛŜƭƭƻΣ aΦ!ΦΣ wƻŎƘŜƭƭŜΣ !Φ[Φ/ΦΣ /ŀǎǝƭƘƻΣ /ΦΣ 
/ŀǎǘǊƻΣ !Φ!ΦWΦCΦΣ /ŀǎǘǊƻΣ ²ΦΣ wƛōŜƛǊƻΣ {Φ/ΦΣ /ƻǎǘŀΣ CΦΣ ŘŜ hƭƛǾŜƛǊŀΣ wΦ/ΦΣ /ƻǳǝƴƘƻΣ LΦΣ /ǳƴƘŀΣ WΦΣ 
Řŀ /ƻǎǘŀΣ [ΦΣ Řŀ /ƻǎǘŀ CŜǊǊŜƛǊŀΣ [ΦΣ Řŀ /ƻǎǘŀ {ƛƭǾŀΣ wΦΣ Řŀ DǊŀœŀ ½ŀŎŀǊƛŀǎ {ƛƳōƛƴŜΣ aΦΣ ŘŜ 
!ƴŘǊŀŘŜ YŀƳƛƳǳǊŀΣ ±ΦΣ ŘŜ [ƛƳŀΣ IΦ/ΦΣ ŘŜ hƭƛǾŜƛǊŀ aŜƭƻΣ [ΦΣ ŘŜ vǳŜƛǊƻȊΣ [ΦΣ ŘŜ {ƻǳǎŀ [ƛƳŀΣ 
WΦwΦΣ Řƻ 9ǎǇƝǊƛǘƻ {ŀƴǘƻΣ aΦΣ 5ƻƳƛƴƎǳŜǎΣ ¢ΦΣ Řƻǎ {ŀƴǘƻǎ tǊŜǎǘŜǎΣ bΦ/ΦΣ /ŀǊƴŜƛǊƻΣ {Φ9Φ{ΦΣ 9ƭƛŀǎΣ 
CΦΣ 9ƭƛǎŜǳΣ DΦΣ 9ƳƛƭƛƻΣ ¢ΦΣ CŀǊǊŀǇƻΣ /Φ[ΦΣ CŜǊƴŀƴŘŜǎΣ [ΦΣ CŜǊǊŜƛǊŀΣ DΦΣ CŜǊǊŜƛǊŀΣ WΦΣ CŜǊǊŜƛǊŀΣ [ΦΣ 
CŜǊǊŜƛǊŀΣ {ΦΣ {ƛƳƻƴΣ aΦCΦΣ CǊŜƛǘŀǎΣ aΦ!ΦΣ DŀǊŎƝŀΣ vΦ{ΦΣ aŀƴȊŀǧƻΣ !ΦDΦΣ DǊŀœŀΣ tΦΣ DǳƛƭƘŜǊƳŜΣ 
CΦΣ IŀǎŜΣ 9ΦΣ IƛƎǳŎƘƛΣ bΦΣ LƎǳŀǘŜƳȅΣ aΦΣ .ŀǊōƻǎŀΣ wΦLΦΣ WŀǊŀƳƛƭƭƻΣ aΦΣ WƻƭȅΣ /ΦΣ YƭƛǇŜƭΣ WΦΣ Řƻ 
!ƳŀǊŀƭΣ LΦ[ΦΣ [ŜǾƛǎΣ /ΦΣ [ƛƳŀΣ !Φ{ΦΣ 5ŀƴΣ aΦ[ΦΣ [ƻǇŜǎΣ !ΦΣ aŀŘŜƛǊƻǎΣ IΦΣ aŀƎƴǳǎǎƻƴΣ ²Φ9ΦΣ 
Řƻǎ {ŀƴǘƻǎΣ wΦaΦΣ aŀǊƛƳƻƴΣ .ΦΣ WǳƴƛƻǊΣ .ΦIΦaΦΣ DǊƛƭƭƻΣ wΦaΦaΦΣ aŀǊǝƴŜƭƭƛΣ [ΦΣ wŜƛǎΣ {ΦaΦΣ 
aŜŘŜƛǊƻǎΣ {ΦΣ aŜƛǊŀπWǳƴƛƻǊΣ aΦΣ aŜǘȊƪŜǊΣ ¢ΦΣ aƻǊŀƴŘƛΣ tΦΣ Řƻ bŀǎŎƛƳŜƴǘƻΣ bΦaΦΣ aƻǳǊŀΣ 
aΦΣ aǸƭƭŜǊΣ {Φ/ΦΣ bŀƎȅΣ [ΦΣ bŀǎŎƛƳŜƴǘƻΣ IΦΣ bŀǎŎƛƳŜƴǘƻΣ aΦΣ [ƛƳŀΣ !ΦbΦΣ ŘŜ !ǊŀǵƧƻΣ wΦhΦΣ 
{ƛƭǾŀΣ WΦhΦΣ tŀƴǎƻƴŀǘƻΣ aΦΣ {ŀōƛƴƻΣ DΦtΦΣ ŘŜ !ōǊŜǳΣ YΦaΦtΦΣ wƻŘǊƛƎǳŜǎΣ tΦWΦCΦtΦΣ tƛŜŘŀŘŜΣ aΦΣ 
wƻŘǊƛƎǳŜǎΣ 5ΦΣ wƻŘǊƛƎǳŜǎ tƛƴǘƻΣ WΦwΦΣ vǳŜǎŀŘŀΣ /ΦΣ wŀƳƻǎΣ 9ΦΣ wŀƳƻǎΣ wΦΣ wƻŘǊƛƎǳŜǎΣ tΦΣ ŘŜ 
{ƻǳǎŀΣ ¢ΦwΦΣ {ŀƭƻƳńƻΣ wΦΣ {ŀƴǘŀƴŀΣ CΦΣ {ŎŀǊŀƴŜƭƭƻΣ aΦΣ .ŜǊƎŀƳƛƴΣ wΦ{ΦΣ {ŎƘƛŜǩΣ WΦΣ 
{ŎƘǀƴƎŀǊǘΣ WΦΣ {ŎƘǿŀǊǘȊΣ DΦΣ {ƛƭǾŀΣ bΦΣ {ƛƭǾŜƛǊŀΣ aΦΣ {ŜƛȄŀǎΣ /Φ{ΦΣ {ƛƳōƛƴŜΣ aΦΣ {ƻǳȊŀΣ !Φ/ΦΣ 
{ƻǳȊŀΣ tΦΣ {ƻǳȊŀΣ wΦΣ {ǇƻǎƛǘƻΣ ¢ΦΣ WǳƴƛƻǊΣ 9Φ{ΦΣ Řƻ ±ŀƭŜΣ WΦ5ΦΣ ±ƛŜƛǊŀΣ LΦ/ΦDΦΣ ±ƛƭƭŜƭŀΣ 5ΦΣ ±ƛǘŀƭΣ 
aΦΣ ·ŀǳŘΣ IΦΣ ½ŀƴƛƴƛΣ YΦΣ ½ŀǊǘƳŀƴΣ /Φ9ΦΣ LŘŜǊƛǎΣ bΦYΦIΦΣ aŜǘŀƭƛΣ CΦ ōƛƴǝ IΦΣ {ŀƭƛƳΣ YΦ!ΦΣ 
{ŀǇŀǊǳŘƛƴΣ aΦ{ΦΣ {ŜǊǳŘƛƴΣ wΦaΦΣ {ǳƪǊƛΣ wΦ{ΦΣ .ŜƎƴŜΣ {ΦΣ /ƘǳȅƻƴƎΣ DΦΣ 5ƧǳƛƪƻǳƻΣ aΦbΦΣ 
DƻƴƳŀŘƧŜΣ /ΦΣ {ƛƳƻπ5ǊƻƛǎǎŀǊǘΣ aΦΣ {ƻƴƪŞΣ .ΦΣ ¢ŀŜŘƻǳƳƎΣ IΦΣ ½ŜƳŀƎƘƻΣ [ΦΣ ¢ƘƻƳŀǎΣ {ΦΣ 
.ŀȅŀΣ CΦΣ {ŀƛȊΣ DΦΣ 9ǎǇŜƧƻΣ WΦ{ΦΣ /ƘŜƴΣ 5ΦΣ IŀƳƛƭǘƻƴΣ !ΦΣ [ƛΣ ¸ΦΣ [ǳƻΣ ¢ΦΣ bƛǳΣ {ΦΣ ·ǳΣ IΦΣ ½ƘƻǳΣ ½ΦΣ 
#ƭǾŀǊŜȊπ5łǾƛƭŀΣ 9ΦΣ 9ǎŎƻōŀǊΣ WΦ/Φ!ΦΣ !ǊŜƭƭŀƴƻπtŜƷŀΣ IΦΣ 5ǳŀǊǘŜΣ WΦ/ΦΣ /ŀƭŘŜǊƽƴΣ WΦΣ .ǊŀǾƻΣ 
[ΦaΦ/ΦΣ /ǳŀŘǊŀŘƻΣ .ΦΣ /ǳŀŘǊƻǎΣ IΦΣ 5ǳǉǳŜΣ !ΦΣ 5ǳǉǳŜΣ [ΦCΦΣ 9ǎǇƛƴƻǎŀΣ {ΦaΦΣ CǊŀƴƪŜπ!ƴǘŜΣ 
wΦΣ DŀǊŎƝŀΣ IΦΣ DƽƳŜȊΣ !ΦΣ DƻƴȊłƭŜȊπaΦΣ wΦΣ LŘłǊǊŀƎŀπtƛŜŘǊŀƘƝǘŀΣ #ΦΣ WƛƳŜƴŜȊΣ 9ΦΣ WǳǊŀŘƻΣ wΦΣ 



 

 

 

 

hǾƛŜŘƻΣ ²Φ[ΦΣ [ƽǇŜȊπ/ŀƳŀŎƘƻΣ wΦΣ /ǊǳȊΣ hΦ!ΦaΦΣ tƻƭƻΣ LΦaΦΣ tŀƪȅΣ 9ΦΣ tŞǊŜȊΣ YΦΣ tƛƧŀŎƘƛΣ !ΦΣ 
tƛȊŀƴƻΣ /ΦΣ tǊƛŜǘƻΣ !ΦΣ wŀƳƻǎΣ [ΦΣ /ƻǊǊŜŀΣ ½ΦwΦΣ wƛŎƘŀǊŘǎƻƴΣ WΦΣ wƻŘǊƝƎǳŜȊΣ 9ΦΣ wƻŘǊƛƎǳŜȊ aΦΣ 
DΦaΦΣ wǳŘŀǎΣ !ΦΣ {ǘŜǾŜƴǎƻƴΣ tΦΣ /ƘǳŘƻƳŜƭƻǾłΣ aΦΣ 5ŀƴŎŀƪΣ aΦΣ IŞŘƭΣ wΦΣ [ƘƻǘŀΣ {ΦΣ {ǾŀǘŜƪΣ 
aΦΣ aǳƪƛƴȊƛΣ WΦΣ 9ǿŀƴƎƻΣ /ΦΣ IŀǊǘΣ ¢ΦΣ ¸ŀƪǳǎǳΣ 9ΦYΦΣ [ƛǎƛƴƎƻΣ WΦΣ aŀƪŀƴŀΣ WΦπwΦΣ aōŀȅǳΣ CΦΣ 
¢ƻƛǊŀƳōŜΣ .ΦΣ aǳƪŜƴŘƛΣ WΦ¢ΦΣ YǾƛǎǘΣ [ΦΣ bŜōŜƭΣ DΦΣ .łŜȊΣ {ΦΣ /ŞǊƻƴΣ /ΦΣ DǊƛŶǘƘΣ 5ΦaΦΣ !ƴŘƛƴƻΣ 
WΦ9ΦDΦΣ bŜƛƭƭΣ 5ΦΣ tŀƭŀŎƛƻǎΣ ²ΦΣ tŜƷǳŜƭŀπaƻǊŀΣ aΦ/ΦΣ wƛǾŀǎπ¢ƻǊǊŜǎΣ DΦΣ ±ƛƭƭŀΣ DΦΣ 5ŜƳƛǎǎƛŜΣ {ΦΣ 
DƻƭŜΣ ¢ΦΣ DƻƴŦŀΣ ¢ΦΣ wǳƻƪƻƭŀƛƴŜƴΣ YΦΣ .ŀƛǎƛŜΣ aΦΣ .ŞƴŞŘŜǘΣ CΦΣ .ŜǝŀƴΣ ²ΦΣ .ŜȊŀǊŘΣ ±ΦΣ .ƻƴŀƭΣ 
5ΦΣ /ƘŀǾŜΣ WΦΣ 5ǊƻƛǎǎŀǊǘΣ ±ΦΣ DƻǳǊƭŜǘπCƭŜǳǊȅΣ {ΦΣ IƭŀŘƛƪΣ !ΦΣ [ŀōǊƛŝǊŜΣ bΦΣ bŀƛǎǎƻΣ tΦΣ wŞƧƻǳπ
aŞŎƘŀƛƴΣ aΦΣ {ƛǎǘΣ tΦΣ .ƭŀƴŎΣ [ΦΣ .ǳǊōŀƴΣ .ΦΣ 5ŜǊǊƻƛǊŜΣ DΦΣ 5ƻǳǊŘŀƛƴΣ !ΦΣ {ǘŀƘƭΣ /ΦΣ .ŜƴƎƻƴŜΣ 
bΦbΦΣ /ƘŜȊŜŀǳȄΣ 9ΦΣ hƴŘƻΣ CΦ9ΦΣ aŜŘƧƛōŜΣ ±ΦΣ aƛƘƛƴŘƻǳΣ ±ΦΣ ²ƘƛǘŜΣ [ΦΣ /ǳƭƳǎŜŜΣ IΦΣ wŀƴƎŜƭΣ 
/Φ5ΦΣ IƻǊƴŀΣ ±ΦΣ ²ƛǧƳŀƴƴΣ CΦΣ !Řǳπ.ǊŜŘǳΣ {ΦΣ !ũǳƳπ.ŀũƻŜΣ YΦΣ CƻƭƛΣ 9ΦΣ .ŀƭƛƴƎŀΣ aΦΣ 
wƻƻǇǎƛƴŘΣ !ΦΣ {ƛƴƎƘΣ WΦΣ ¢ƘƻƳŀǎΣ wΦΣ ½ŀƎǘΣ wΦΣ aǳǊǘƘȅΣ LΦYΦΣ YŀǊǘŀǿƛƴŀǘŀΣ YΦΣ aƛǊƳŀƴǘƻΣ 9ΦΣ 
tǊƛȅŀŘƛΣ IΦΣ {ŀƳǎƻŜŘƛƴΣ LΦΣ {ǳƴŘŜǊƭŀƴŘΣ ¢ΦΣ ¸ŀǎǎƛǊΣ LΦΣ wƻǾŜǊƻΣ CΦΣ ±ƛƴŎŜǝΣ .ΦΣ IŞǊŀǳƭǘΣ .ΦΣ 
!ƛōŀΣ {ΦπLΦΣ YƛǘŀȅŀƳŀΣ YΦΣ 5ŀƴƛŜƭǎΣ !ΦΣ ¢ǳŀƎōŜƴΣ 5ΦΣ ²ƻƻŘǎΣ WΦ¢ΦΣ CƛǘǊƛŀŘƛΣ aΦΣ YŀǊƻƭǳǎΣ !ΦΣ 
YƘƻƻƴΣ YΦ[ΦΣ aŀƧŀƭŀǇΣ bΦΣ aŀȅŎƻŎƪΣ /ΦΣ bƛƭǳǎΣ wΦΣ ¢ŀƴΣ {ΦΣ {ƛǘƻŜΣ !ΦΣ /ƻǊƻƴŀŘƻ DΦΣ LΦΣ hƧƻΣ [ΦΣ 
ŘŜ !ǎǎƛǎΣ wΦΣ tƻǳƭǎŜƴΣ !Φ5ΦΣ {ƘŜƛƭΣ 5ΦΣ tŜȊƻΣ YΦ!ΦΣ ±ŜǊŘŜΣ IΦ.ΦΣ aƻǎŎƻǎƻΣ ±Φ/ΦΣ hǊƻŎƘŜΣ WΦ/Φ/ΦΣ 
±ŀƭǾŜǊŘŜΣ CΦ/ΦΣ aŜŘƛƴŀΣ aΦ/ΦΣ /ŀǊŘƻȊƻΣ bΦ5ΦΣ ŘŜ wǳǧŜ /ƻǊȊƻΣ WΦΣ ŘŜƭ !Ǝǳƛƭŀ tŀǎǉǳŜƭΣ WΦΣ 
[ƭŀƳǇŀȊƻΣ DΦCΦΣ CǊŜƛǘŀǎΣ [ΦΣ /ŀōǊŜǊŀΣ 5ΦDΦΣ ±ƛƭƭŀŎƻǊǘŀΣ wΦDΦΣ /ŀōǊŜǊŀΣ YΦDΦΣ {ƻǊƛŀΣ 5ΦDΦΣ 
{ŀōƻȅŀΣ [ΦDΦΣ wƛƻǎΣ WΦaΦDΦΣ tƛȊŀƴƎƻΣ DΦIΦΣ /ƻǊƻƴŀŘƻΣ 9ΦIΦΣ IǳŀƳŀƴǘǳǇŀπ/ƘǳǉǳƛƳŀŎƻΣ LΦΣ 
IǳŀǎŎƻΣ ²ΦIΦΣ !ŜŘƻΣ ¸Φ¢ΦIΦΣ tŜƷŀΣ WΦ[ΦaΦΣ aŜƴŘƻȊŀΣ !ΦaΦΣ wƻŘǊƛƎǳŜȊΣ ±ΦaΦΣ ±ŀǊƎŀǎΣ tΦbΦΣ 
wŀƳƻǎΣ {Φ/ΦtΦΣ /ŀƳŀŎƘƻΣ bΦtΦΣ /ǊǳȊΣ !ΦtΦΣ !ǊŜǾŀƭƻΣ CΦwΦΣ IǳŀȅƳŀŎŀǊƛΣ WΦwΦΣ wƻŘǊƛƎǳŜȊΣ /ΦwΦΣ 
tŀǊŜŘŜǎΣ aΦ!ΦwΦΣ .ŀȅƻƴŀΣ [ΦwΦΣ ŘŜƭ tƛƭŀǊ wƻƧŀǎ DƻƴȊŀƭŜǎΣ wΦΣ tŜƷŀΣ aΦ9ΦwΦΣ wŜǾƛƭƭŀΣ bΦ{ΦΣ 
{ƘŀǊŜǾŀΣ ¸Φ/Φ{ΦΣ ¢ǊǳƧƛƭƭƻΣ wΦ¢ΦΣ DŀƳŀǊǊŀΣ [Φ±ΦΣ aŀǊǝƴŜȊΣ wΦ±ΦΣ !ǊŜƴŀǎΣ WΦ±ΦΣ !ƳŀƴƛΣ /ΦΣ LŦƻΣ {Φ!ΦΣ 
.ƻŎƪƻΣ ¸ΦΣ .ƻǳƴŘƧŀΣ tΦΣ 9ƪƻǳƴƎƻǳƭƻǳΣ wΦΣ IƻŎƪŜƳōŀΣ aΦΣ bȊŀƭŀΣ 5ΦΣ CƻŦŀƴŀƘΣ !ΦΣ ¢ŀȅƭƻǊΣ 5ΦΣ 
.ŀƷŀǊŜǎπŘŜ 5ƛƻǎΣ DΦΣ /ŀȅǳŜƭŀΣ [ΦΣ ƭŀ /ŜǊŘŀΣ NΦDΦΣ aŀŎƝŀΣ aΦΣ {ǘǊƻǇǇΣ WΦΣ tƭŀȅŦŀƛǊΣ aΦΣ ²ƻǊǘŜƭΣ 
±ΦΣ DŀǊŘƴŜǊΣ ¢ΦΣ aǳǎŎŀǊŜƭƭŀΣ wΦΣ tǊƛȅŀŘƛΣ IΦΣ wǳǝǎƘŀǳǎŜǊΣ 9ΦΣ /ƘŀƻΣ YΦπWΦΣ aǳƴƛǎƘƛΣ tΦΣ .łƴƪƛΣ 
hΦΣ .ƻƴƎŜǊǎΣ CΦΣ .ƻƻǘΣ wΦΣ CǊŜŘǊƛƪǎǎƻƴΣ DΦΣ wŜƛǘǎƳŀΣ WΦΣ ǘŜǊ {ǘŜŜƎŜΣ IΦΣ Ǿŀƴ !ƴŘŜƭΣ ¢ΦΣ Ǿŀƴ ŘŜ 
aŜŜǊΣ tΦΣ Ǿŀƴ ŘŜǊ IƻǳǘΣ tΦΣ Ǿŀƴ bƛŜǳǿǎǘŀŘǘΣ aΦΣ Ǿŀƴ ¦ƭƊΣ .ΦΣ ±ŜŜƴŜƴŘŀŀƭΣ 9ΦΣ ±ŜǊƴƛƳƳŜƴΣ 
wΦΣ ½ǳƛŘŜƳŀΣ tΦΣ ½ǿŜǊǘǎΣ WΦΣ !ƪƛǘŜΣ tΦΣ .ƛǘŀǊƛƘƻΣ wΦΣ /ƘŀǇƳŀƴΣ /ΦΣ DŜǊŀƭŘΣ 9ΦΣ [ŜŀƭΣ aΦΣ 
aǳŎǳƴƎǳȊƛΣ tΦΣ !ōŜǊƴŜǘƘȅΣ YΦΣ !ƭŜȄƛŀŘŜǎΣ aΦΣ .ŀƪŜǊΣ ¢ΦwΦΣ .ŀƴŘŀΣ YΦΣ .ŀƴƛƴΣ [ΦΣ .ŀǊƭƻǿΣ WΦΣ 
.ŜƴƴŜǧΣ !ΦΣ .ŜǊŜƴƎǳŜǊΣ 9ΦΣ .ŜǊǊȅΣ bΦΣ .ƛǊŘΣ bΦaΦΣ .ƭŀŎƪōǳǊƴΣ DΦ!ΦΣ .ǊŜŀǊƭŜȅΣ CΦΣ .ǊƛŜƴŜƴΣ wΦΣ 
.ǳǊǎƭŜƳΣ 5ΦΣ /ŀǊǾŀƭƘƻΣ [ΦΣ /ƘƻΣ tΦΣ /ƻŜƭƘƻΣ CΦΣ /ƻƭƭƛƴǎΣ aΦΣ /ƻƻƳŜǎΣ 5ΦΣ /ǳƴƛπ{ŀƴŎƘŜȊΣ !ΦΣ 
5ŀǊƎƛŜΣ DΦΣ 5ŜȄǘŜǊΣ YΦΣ 5ƛǎƴŜȅΣ aΦΣ 5ǊŀǇŜǊΣ CΦΣ 5ǳŀƴΣ aΦΣ 9ǎǉǳƛǾŜƭπaǳŜƭōŜǊǘΣ !ΦΣ 9ǿŜǊǎΣ wΦΣ 
CŀŘǊƛǉǳŜΣ .ΦΣ CŀǳǎŜǘΣ {ΦΣ CŜƭŘǇŀǳǎŎƘΣ ¢ΦwΦΣ CǊŀƴœŀΣ CΦΣ DŀƭōǊŀƛǘƘΣ 5ΦΣ DƛƭǇƛƴΣ aΦΣ DƭƻƻǊΣ 9ΦΣ 
DǊŀŎŜΣ WΦΣ IŀƳŜǊΣ YΦΣ IŀǊǊƛǎΣ 5ΦΣ WŜũŜǊȅΣ YΦΣ WǳŎƪŜǊΣ ¢ΦΣ YŀƭŀƳŀƴŘŜŜƴΣ aΦΣ YƭƛǘƎŀŀǊŘΣ .ΦΣ 
[ŜǾŜǎƭŜȅΣ !ΦΣ [ŜǿƛǎΣ {Φ[ΦΣ [ƛƴŘǎŜƭƭΣ WΦΣ [ƻǇŜȊπDƻƴȊŀƭŜȊΣ DΦΣ [ƻǾŜǧΣ WΦΣ aŀƭƘƛΣ ¸ΦΣ aŀǊǘƘŜǿǎΣ ¢ΦΣ 
aŎLƴǘƻǎƘΣ 9ΦΣ aŜƭƎŀœƻΣ YΦΣ aƛƭƭƛƪŜƴΣ ²ΦΣ aƛǘŎƘŀǊŘΣ 9ΦΣ aƻƻƴƭƛƎƘǘΣ tΦΣ aƻƻǊŜΣ {ΦΣ aƻǊŜƭΣ !ΦΣ 
tŜŀŎƻŎƪΣ WΦΣ tŜƘΣ YΦ{ΦπIΦΣ tŜƴŘǊȅΣ /ΦΣ tŜƴƴƛƴƎǘƻƴΣ wΦ¢ΦΣ ŘŜ hƭƛǾŜƛǊŀ tŜǊŜƛǊŀΣ [ΦΣ tŜǊŜǎΣ /ΦΣ 
tƘƛƭƭƛǇǎΣ hΦ[ΦΣ tƛŎƪŀǾŀƴŎŜΣ DΦΣ tǳƎƘΣ ¢ΦΣ vƛŜΣ [ΦΣ wƛǳǧŀΣ ¢ΦΣ wƻǳŎƻǳȄΣ YΦΣ wȅŀƴΣ /ΦΣ {ŀǊƪƛƴŜƴΣ 
¢ΦΣ ±ŀƭŜǊƛŀΣ /Φ{ΦΣ {ǇǊŀŎƪƭŜƴΣ 5ΦΣ {ǘŀǎΣ {ΦΣ {ǳƭƭƛǾŀƴΣ aΦΣ {ǿŀƛƴŜΣ aΦΣ ¢ŀƭōƻǘΣ WΦΣ ¢ŀǇƭƛƴΣ WΦΣ Ǿŀƴ 
ŘŜǊ IŜƛƧŘŜƴΣ DΦΣ ±ŜŘƻǾŀǘƻΣ [ΦΣ ²ƛƭƭŎƻŎƪΣ {ΦΣ ²ƛƭƭƛŀƳǎΣ aΦΣ !ƭǾŜǎΣ [ΦΣ [ƻŀȅȊŀΣ tΦ!ΦΣ !ǊŜƭƭŀƴƻΣ 
DΦΣ !ǎŀΣ /ΦΣ !ǎƘǘƻƴΣ tΦΣ !ǎƴŜǊΣ DΦΣ .ǊƴŎƛŎΣ ¢ΦΣ .ǊƻǿƴΣ CΦΣ .ǳǊƴƘŀƳΣ wΦΣ /ƭŀǊƪΣ /ΦΣ /ƻƳƛǎƪŜȅΣ WΦΣ 
5ŀƳŀǎŎƻΣ DΦΣ 5ŀǾƛŜǎΣ {ΦΣ 5ƛ CƛƻǊŜΣ ¢ΦΣ 9ǊǿƛƴΣ ¢ΦΣ CŀǊŦŀƴπwƛƻǎΣ ²ΦΣ IŀƭƭΣ WΦΣ YŜƴŦŀŎƪΣ 5ΦΣ 
[ƻǾŜƧƻȅΣ ¢ΦΣ aŀǊǝƴΣ wΦΣ aƻƴǝŜƭΣ hΦaΦΣ tƛǇƻƭȅΣ WΦΣ tƛǘƳŀƴΣ bΦΣ tƻǳƭǎŜƴΣ WΦΣ tǊƛƳŀŎƪΣ wΦΣ 



 

 

 

 

{ƛƭƳŀƴΣ aΦΣ {ǘŜƛƴƛƴƎŜǊΣ aΦΣ {ǿŀƳȅΣ ±ΦΣ ¢ŜǊōƻǊƎƘΣ WΦΣ ¢ƘƻƳŀǎΣ 5ΦΣ ¦ƳǳƴŀȅΣ tΦΣ ¦ǊƛŀǊǘŜΣ aΦΣ 
¢ƻǊǊŜΣ 9Φ±ΦΣ ²ŀƴƎΣ hΦΣ ¸ƻǳƴƎΣ YΦΣ !ȅƳŀǊŘ /ΦΣ DΦ!ΦΣ IŜǊƴłƴŘŜȊΣ [ΦΣ CŜǊƴłƴŘŜȊΣ wΦIΦΣ 
wŀƳƝǊŜȊπ!ƴƎǳƭƻΣ IΦΣ {ŀƭŎŜŘƻΣ tΦΣ {ŀƴƻƧŀΣ 9ΦΣ {ŜǊǊŀƴƻΣ WΦΣ ¢ƻǊǊŜǎπ[ŜȊŀƳŀΣ !ΦΣ [ŜΣ ¢Φ/ΦΣ [ŜΣ ¢Φ¢ΦΣ 
¢ǊŀƴΣ IΦ5ΦΣ нлнмΦ ¢ŀƪƛƴƎ ǘƘŜ ǇǳƭǎŜ ƻŦ 9ŀǊǘƘΩǎ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘǎ ǳǎƛƴƎ ƴŜǘǿƻǊƪǎ ƻŦ ƘƛƎƘƭȅ 
ŘƛǎǘǊƛōǳǘŜŘ ǇƭƻǘǎΦ .ƛƻƭƻƎƛŎŀƭ /ƻƴǎŜǊǾŀǝƻƴ нслΣ млуупфΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦōƛƻŎƻƴΦнлнлΦмлуупф 

CƻǊǝƴΣ aΦπWΦΣ 5ŀƭŜΣ aΦwΦ¢ΦΣ нллрΦ {Ǉŀǝŀƭ !ƴŀƭȅǎƛǎΥ ! DǳƛŘŜ ŦƻǊ 9ŎƻƭƻƎƛǎǘǎΦ /ŀƳōǊƛŘƎŜ ¦ƴƛǾŜǊǎƛǘȅ 
tǊŜǎǎΣ /ŀƳōǊƛŘƎŜΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмтκ/.hфтулрммрпнлоф 

CǊƛŎƪŜǊΣ IΦ!ΦΣ !ǊƳǎǘƻƴΣ WΦ5ΦΣ CǊƛŎƪŜǊΣ IΦ!ΦΣ !ǊƳǎǘƻƴΣ WΦ5ΦΣ нлнпΦ !ŘǾŀƴŎŜǎ ƛƴ ¢ǊŀŎƪƛƴƎ Dƭƻōŀƭ 
/ƘŀƴƎŜΥ LƴǎƛƎƘǘǎ ŦǊƻƳ b!{!Ωǎ {ŀǘŜƭƭƛǘŜ [ŀǎŜǊ !ƭǝƳŜǘǊȅ aƛǎǎƛƻƴǎ όL/9{ŀǘΣ L/9{ŀǘπнΣ ŀƴŘ 
D95Lύ ŀƴŘ ǘƘŜ tŀǘƘ ǘƻ 95D9 LL Ŝ[ƛƎƘǘƴƛƴƎΦ tǊŜǎŜƴǘŜŘ ŀǘ ǘƘŜ !D¦нпΣ !D¦Φ 

DŀƭǾŀƻΣ !ΦCΦΣ ¸ƻƻƴΣ WΦΣ нлнмΦ I!/ /ƻǾŀǊƛŀƴŎŜ aŀǘǊƛȄ 9ǎǝƳŀǝƻƴ ƛƴ vǳŀƴǝƭŜ wŜƎǊŜǎǎƛƻƴΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦнмофκǎǎǊƴΦофослрл 

DŀƻΣ ¸ΦΣ {ƪǳǘǎŎƘΣ aΦΣ tŀƴŜǉǳŜπDłƭǾŜȊΣ WΦΣ DƘƛƭŀǊŘƛΣ !ΦΣ нлнлΦ wŜƳƻǘŜ ǎŜƴǎƛƴƎ ƻŦ ŦƻǊŜǎǘ 
ŘŜƎǊŀŘŀǝƻƴΥ ŀ ǊŜǾƛŜǿΦ 9ƴǾƛǊƻƴΦ wŜǎΦ [ŜǧΦ мрΣ млоллмΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлууκмтпуπ
фонсκŀōŀŀŘт 

DŀǩΣ [Φ±ΦΣ .ŀǎǎƻΣ [Φ{ΦΣ aƛƭƭŜǊΣ WΦ.ΦΣ DƭƻƻǊΣ aΦΣ Dŀǩ 5ƻƳƛƴƎǳŜǎΣ [ΦΣ /ŀǎǎƻƭΣ IΦ[ΦDΦΣ ¢ŜƧŀŘŀΣ DΦΣ 
!ǊŀƎńƻΣ [Φ9ΦhΦ/ΦΣ bƻōǊŜΣ /ΦΣ tŜǘŜǊǎΣ ²ΦΣ aŀǊŀƴƛΣ [ΦΣ !ǊŀƛΣ 9ΦΣ {ŀƴŎƘŜǎΣ !ΦIΦΣ /ƻǊǊşŀΣ {ΦaΦΣ 
!ƴŘŜǊǎƻƴΣ [ΦΣ ±ƻƴ wŀƴŘƻǿΣ /ΦΣ /ƻǊǊŜƛŀΣ /Φ{Φ/ΦΣ /ǊƛǎǇƛƳΣ {ΦtΦΣ bŜǾŜǎΣ wΦ!Φ[ΦΣ нлнмΦ 
!ƳŀȊƻƴƛŀ ŀǎ ŀ ŎŀǊōƻƴ ǎƻǳǊŎŜ ƭƛƴƪŜŘ ǘƻ ŘŜŦƻǊŜǎǘŀǝƻƴ ŀƴŘ ŎƭƛƳŀǘŜ ŎƘŀƴƎŜ μ bŀǘǳǊŜΦ 
bŀǘǳǊŜ рфрΣ оууςофоΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмрусπлнмπлоснфπс 

D5![κhDw ŎƻƴǘǊƛōǳǘƻǊǎΣ нлнрΦ D5![κhDw DŜƻǎǇŀǝŀƭ 5ŀǘŀ !ōǎǘǊŀŎǝƻƴ ǎƻƊǿŀǊŜ [ƛōǊŀǊȅΦ hǇŜƴ 
{ƻǳǊŎŜ DŜƻǎǇŀǝŀƭ CƻǳƴŘŀǝƻƴΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦрнумκȊŜƴƻŘƻΦруупорм 

DŜƻǇŀǊǉǳŜǘΣ нлнрΦ 
DƘŀȊƻǳƭΣ WΦΣ .ǳǊƛǾŀƭƻǾŀΣ ½ΦΣ DŀǊŎƛŀπ¦ƭƭƻŀΣ WΦΣ YƛƴƎΣ [Φ!ΦΣ нлмрΦ /ƻƴŎŜǇǘǳŀƭƛȊƛƴƎ CƻǊŜǎǘ 5ŜƎǊŀŘŀǝƻƴΦ 

¢ǊŜƴŘǎ ƛƴ 9ŎƻƭƻƎȅ ϧ 9Ǿƻƭǳǝƻƴ олΣ сннςсонΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǘǊŜŜΦнлмрΦлуΦллм 
DƛōǎƻƴΣ [ΦΣ [ŜŜΣ ¢ΦaΦΣ YƻƘΣ [ΦtΦΣ .ǊƻƻƪΣ .Φ²ΦΣ DŀǊŘƴŜǊΣ ¢Φ!ΦΣ .ŀǊƭƻǿΣ WΦΣ tŜǊŜǎΣ /Φ!ΦΣ .ǊŀŘǎƘŀǿΣ 

/ΦWΦ!ΦΣ [ŀǳǊŀƴŎŜΣ ²ΦCΦΣ [ƻǾŜƧƻȅΣ ¢Φ9ΦΣ {ƻŘƘƛΣ bΦ{ΦΣ нлммΦ tǊƛƳŀǊȅ ŦƻǊŜǎǘǎ ŀǊŜ ƛǊǊŜǇƭŀŎŜŀōƭŜ 
ŦƻǊ ǎǳǎǘŀƛƴƛƴƎ ǘǊƻǇƛŎŀƭ ōƛƻŘƛǾŜǊǎƛǘȅΦ bŀǘǳǊŜ птуΣ отуςоумΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκƴŀǘǳǊŜмлпнр 

DƛƎƭƛƻΣ [ΦΣ WǳǎǝŎŜΣ /ΦΣ .ƻǎŎƘŜǩΣ [ΦΣ wƻȅΣ 5ΦΣ нлнмΦ ah5L{κ¢ŜǊǊŀҌ!ǉǳŀ .ǳǊƴŜŘ !ǊŜŀ aƻƴǘƘƭȅ [о 
Dƭƻōŀƭ рллƳ {Lb DǊƛŘ ±лсмΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦрлстκah5L{κa/5сп!мΦлсм 

DƻŜǘȊΣ {ΦΣ 5ǳōŀȅŀƘΣ wΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ нлннΦ wŜǾƛǎƛǝƴƎ ǘƘŜ ǎǘŀǘǳǎ ƻŦ ŦƻǊŜǎǘ ŎŀǊōƻƴ ǎǘƻŎƪ ŎƘŀƴƎŜǎ 
ƛƴ ǘƘŜ ŎƻƴǘŜȄǘ ƻŦ ǘƘŜ ƳŜŀǎǳǊŜƳŜƴǘ ŀƴŘ ƳƻƴƛǘƻǊƛƴƎ ƴŜŜŘǎΣ ŎŀǇŀōƛƭƛǝŜǎ ŀƴŘ ǇƻǘŜƴǝŀƭ ŦƻǊ 
ŀŘŘǊŜǎǎƛƴƎ ǊŜŘǳŎŜŘ ŜƳƛǎǎƛƻƴǎ ŦǊƻƳ ŘŜŦƻǊŜǎǘŀǝƻƴ ŀƴŘ ŦƻǊŜǎǘ ŘŜƎǊŀŘŀǝƻƴΦ 9ƴǾƛǊƻƴΦ wŜǎΦ 
[ŜǧΦ мтΣ мммллоΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлууκмтпуπфонсκŀŎфŎмŘ 

DƻŜǘȊΣ {ΦWΦΣ IŀƴǎŜƴΣ aΦΣ IƻǳƎƘǘƻƴΣ wΦ!ΦΣ ²ŀƭƪŜǊΣ ²ΦΣ [ŀǇƻǊǘŜΣ bΦΣ .ǳǎŎƘΣ WΦΣ нлмрΦ aŜŀǎǳǊŜƳŜƴǘ 
ŀƴŘ ƳƻƴƛǘƻǊƛƴƎ ƴŜŜŘǎΣ ŎŀǇŀōƛƭƛǝŜǎ ŀƴŘ ǇƻǘŜƴǝŀƭ ŦƻǊ ŀŘŘǊŜǎǎƛƴƎ ǊŜŘǳŎŜŘ ŜƳƛǎǎƛƻƴǎ ŦǊƻƳ 
ŘŜŦƻǊŜǎǘŀǝƻƴ ŀƴŘ ŦƻǊŜǎǘ ŘŜƎǊŀŘŀǝƻƴ ǳƴŘŜǊ w955ҌΦ 9ƴǾƛǊƻƴΦ wŜǎΦ [ŜǧΦ млΣ мноллмΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлууκмтпуπфонсκмлκмнκмноллм 

DƻŜǘȊΣ {ΦWΦΣ {ǘŜƛƴōŜǊƎΣ 5ΦΣ .ŜǧǎΣ aΦDΦΣ IƻƭƳŜǎΣ wΦ¢ΦΣ 5ƻǊŀƴΣ tΦWΦΣ 5ǳōŀȅŀƘΣ wΦΣ IƻƊƻƴΣ aΦΣ нлмлΦ 
[ƛŘŀǊ ǊŜƳƻǘŜ ǎŜƴǎƛƴƎ ǾŀǊƛŀōƭŜǎ ǇǊŜŘƛŎǘ ōǊŜŜŘƛƴƎ Ƙŀōƛǘŀǘ ƻŦ ŀ bŜƻǘǊƻǇƛŎŀƭ ƳƛƎǊŀƴǘ ōƛǊŘΦ 
9ŎƻƭƻƎȅ фмΣ мрсфςмртсΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмуфлκлфπмстлΦм 



 

 

 

 

DƻƭŘǎƳƛǘƘΣ DΦwΦΣ /ƻƳƛǘŀΣ [Φ{ΦΣ /ƘǳŀΣ {Φ/ΦΣ нлммΦ 9ǾƛŘŜƴŎŜ ŦƻǊ ŀǊǊŜǎǘŜŘ ǎǳŎŎŜǎǎƛƻƴ ǿƛǘƘƛƴ ŀ 
ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘ ŦǊŀƎƳŜƴǘ ƛƴ {ƛƴƎŀǇƻǊŜΦ WƻǳǊƴŀƭ ƻŦ ¢ǊƻǇƛŎŀƭ 9ŎƻƭƻƎȅ нтΣ оноςонсΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмтκ{лнсспстпммллллмл 

DƻƳŜǎΣ ±Φ/ΦCΦΣ vǳŜƛǊƻȊΣ DΦwΦΣ CŜǊǊŜƛǊŀΣ YΦwΦΣ нлнлΦ !ƴ hǾŜǊǾƛŜǿ ƻŦ tƭŀǜƻǊƳǎ ŦƻǊ .ƛƎ 9ŀǊǘƘ 
hōǎŜǊǾŀǝƻƴ 5ŀǘŀ aŀƴŀƎŜƳŜƴǘ ŀƴŘ !ƴŀƭȅǎƛǎΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ мнΣ мнроΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦоофлκǊǎмнлумнро 

DƻǊŜƭƛŎƪΣ bΦΣ IŀƴŎƘŜǊΣ aΦΣ 5ƛȄƻƴΣ aΦΣ LƭȅǳǎƘŎƘŜƴƪƻΣ {ΦΣ ¢ƘŀǳΣ 5ΦΣ aƻƻǊŜΣ wΦΣ нлмтΦ DƻƻƎƭŜ 9ŀǊǘƘ 
9ƴƎƛƴŜΥ tƭŀƴŜǘŀǊȅπǎŎŀƭŜ ƎŜƻǎǇŀǝŀƭ ŀƴŀƭȅǎƛǎ ŦƻǊ ŜǾŜǊȅƻƴŜΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 
9ƴǾƛǊƻƴƳŜƴǘΣ .ƛƎ wŜƳƻǘŜƭȅ {ŜƴǎŜŘ 5ŀǘŀΥ ǘƻƻƭǎΣ ŀǇǇƭƛŎŀǝƻƴǎ ŀƴŘ ŜȄǇŜǊƛŜƴŎŜǎ нлнΣ муςнтΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлмтΦлсΦлом 

DƻǊƎŜƴǎΣ 9Φ.ΦΣ aƻǧŀΣ !Φ½ΦΣ !ǎǎƛǎΣ aΦΣ bǳƴŜǎΣ aΦIΦΣ WŀŎƪǎƻƴΣ ¢ΦΣ /ƻƻƳŜǎΣ 5ΦΣ wƻǎŜǧŜΣ WΦΣ !ǊŀƎńƻΣ 
[Φ9ΦhΦ Ŝ /ΦΣ hƳŜǧƻΣ WΦtΦΣ нлмфΦ ¢ƘŜ Ǝƛŀƴǘ ǘǊŜŜǎ ƻŦ ǘƘŜ !ƳŀȊƻƴ ōŀǎƛƴΦ CǊƻƴǝŜǊǎ ƛƴ 9ŎƻƭƻƎȅ 
ŀƴŘ ǘƘŜ 9ƴǾƛǊƻƴƳŜƴǘ мтΣ отоςотпΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмллнκŦŜŜΦнлур 

DƻǾŜǊƴƳŜƴǘ ƻŦ LƴŘƻƴŜǎƛŀΣ нлмфΦ tǊŜǎƛŘŜƴǝŀƭ LƴǎǘǊǳŎǝƻƴ bƻΦ р ƻŦ нлмф /ƻƴŎŜǊƴƛƴƎ ǘƘŜ 
¢ŜǊƳƛƴŀǝƻƴ ƻŦ ǘƘŜ DǊŀƴǝƴƎ ƻŦ bŜǿ tŜǊƳƛǘǎ ŀƴŘ LƳǇǊƻǾŜƳŜƴǘ ƻŦ tǊƛƳŀǊȅ bŀǘǳǊŀƭ CƻǊŜǎǘ 
DƻǾŜǊƴŀƴŎŜ ŀƴŘ tŜŀǘƭŀƴŘǎΦ 

DǊŀƴǘƘŀƳΣ IΦ{ΦΣ 5ǳƴŎŀƴΣ !ΦΣ 9ǾŀƴǎΣ ¢Φ5ΦΣ WƻƴŜǎΣ YΦwΦΣ .ŜȅŜǊΣ IΦ[ΦΣ {ŎƘǳǎǘŜǊΣ wΦΣ ²ŀƭǎǘƻƴΣ WΦΣ wŀȅΣ 
WΦ/ΦΣ wƻōƛƴǎƻƴΣ WΦDΦΣ /ŀƭƭƻǿΣ aΦΣ /ƭŜƳŜƴǘǎΣ ¢ΦΣ /ƻǎǘŀΣ IΦaΦΣ 5ŜDŜƳƳƛǎΣ !ΦΣ 9ƭǎŜƴΣ tΦwΦΣ 
9ǊǾƛƴΣ WΦΣ CǊŀƴŎƻΣ tΦΣ DƻƭŘƳŀƴΣ 9ΦΣ DƻŜǘȊΣ {ΦΣ IŀƴǎŜƴΣ !ΦΣ IƻŦǎǾŀƴƎΣ 9ΦΣ WŀƴǘȊΣ tΦΣ WǳǇƛǘŜǊΣ {ΦΣ 
YŀƴƎΣ !ΦΣ [ŀƴƎƘŀƳƳŜǊΣ tΦΣ [ŀǳǊŀƴŎŜΣ ²ΦCΦΣ [ƛŜōŜǊƳŀƴΣ {ΦΣ [ƛƴƪƛŜΣ aΦΣ aŀƭƘƛΣ ¸ΦΣ aŀȄǿŜƭƭΣ 
{ΦΣ aŜƴŘŜȊΣ aΦΣ aƛǧŜǊƳŜƛŜǊΣ wΦΣ aǳǊǊŀȅΣ bΦWΦΣ tƻǎǎƛƴƎƘŀƳΣ IΦΣ wŀŘŀŎƘƻǿǎƪȅΣ WΦΣ {ŀŀǘŎƘƛΣ 
{ΦΣ {ŀƳǇŜǊΣ /ΦΣ {ƛƭǾŜǊƳŀƴΣ WΦΣ {ƘŀǇƛǊƻΣ !ΦΣ {ǘǊŀǎǎōǳǊƎΣ .ΦΣ {ǘŜǾŜƴǎΣ ¢ΦΣ {ǘƻƪŜǎΣ 9ΦΣ ¢ŀȅƭƻǊΣ wΦΣ 
¢ŜŀǊΣ ¢ΦΣ ¢ƛȊŀǊŘΣ wΦΣ ±ŜƴǘŜǊΣ hΦΣ ±ƛǎŎƻƴǝΣ tΦΣ ²ŀƴƎΣ {ΦΣ ²ŀǘǎƻƴΣ WΦ9ΦaΦΣ нлнлΦ !ƴǘƘǊƻǇƻƎŜƴƛŎ 
ƳƻŘƛŬŎŀǝƻƴ ƻŦ ŦƻǊŜǎǘǎ ƳŜŀƴǎ ƻƴƭȅ пл҈ ƻŦ ǊŜƳŀƛƴƛƴƎ ŦƻǊŜǎǘǎ ƘŀǾŜ ƘƛƎƘ ŜŎƻǎȅǎǘŜƳ 
ƛƴǘŜƎǊƛǘȅΦ bŀǘ /ƻƳƳǳƴ ммΣ рфтуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмпстπлнлπмфпфоπо 

DǊƻǾŜΣ wΦ όwƛŎƘŀǊŘ IΦύΣ мффрΦ DǊŜŜƴ ƛƳǇŜǊƛŀƭƛǎƳ Υ Ŏƻƭƻƴƛŀƭ ŜȄǇŀƴǎƛƻƴΣ ǘǊƻǇƛŎŀƭ ƛǎƭŀƴŘ 9ŘŜƴǎ ŀƴŘ 
ǘƘŜ ƻǊƛƎƛƴǎ ƻŦ ŜƴǾƛǊƻƴƳŜƴǘŀƭƛǎƳΣ мсллπмусл κ wƛŎƘŀǊŘ IΦ DǊƻǾŜ όLƴǎǝǘǳǘŜ ƻŦ !ŘǾŀƴŎŜŘ 
{ǘǳŘƛŜǎΣ !ǳǎǘǊŀƭƛŀƴ bŀǝƻƴŀƭ ¦ƴƛǾŜǊǎƛǘȅΦ Dƭƻōŀƭ 9ƴǾƛǊƻƴƳŜƴǘŀƭ IƛǎǘƻǊȅ ¦ƴƛǘΣ 5ŜǇŀǊǘƳŜƴǘ 
ƻŦ ǘƘŜ IƛǎǘƻǊȅ ŀƴŘ tƘƛƭƻǎƻǇƘȅ ƻŦ {ŎƛŜƴŎŜΣ ¦ƴƛǾŜǊǎƛǘȅ ƻŦ /ŀƳōǊƛŘƎŜΦ /ƭŀǊŜ IŀƭƭΣ ¦ƴƛǾŜǊǎƛǘȅ 
ƻŦ /ŀƳōǊƛŘƎŜύΦΣ DǊŜŜƴ ƛƳǇŜǊƛŀƭƛǎƳ Υ Ŏƻƭƻƴƛŀƭ ŜȄǇŀƴǎƛƻƴΣ ǘǊƻǇƛŎŀƭ ƛǎƭŀƴŘ 9ŘŜƴǎ ŀƴŘ ǘƘŜ 
ƻǊƛƎƛƴǎ ƻŦ ŜƴǾƛǊƻƴƳŜƴǘŀƭƛǎƳΣ мсллπмуслΣ {ǘǳŘƛŜǎ ƛƴ ŜƴǾƛǊƻƴƳŜƴǘ ŀƴŘ ƘƛǎǘƻǊȅΦ 

DǳǧƳŀƴΣ !ΦΣ мфупΦ wπ¢ǊŜŜǎΥ ŀ ŘȅƴŀƳƛŎ ƛƴŘŜȄ ǎǘǊǳŎǘǳǊŜ ŦƻǊ ǎǇŀǝŀƭ ǎŜŀǊŎƘƛƴƎΦ tǊƻŎŜŜŘƛƴƎǎ ƻŦ ǘƘŜ 
мфуп !/a {LDah5 ƛƴǘŜǊƴŀǝƻƴŀƭ ŎƻƴŦŜǊŜƴŎŜ ƻƴ aŀƴŀƎŜƳŜƴǘ ƻŦ Řŀǘŀ птςртΦ 

IŀƪƪŜƴōŜǊƎΣ /ΦwΦΣ !ǘƪƛƴǎΣ WΦ²ΦΣ .ǊƻŘƛŜΣ WΦCΦΣ .ǳǊƴǎΣ tΦΣ /ǳǎƘƳŀƴΣ {ΦΣ WŀƴǘȊΣ tΦΣ YŀǎȊǘŀΣ ½ΦΣ vǳƛƴƴΣ 
/Φ!ΦΣ wƻǎŜΣ aΦ5ΦΣ DƻŜǘȊΣ {ΦWΦΣ нлноΦ LƴŦŜǊǊƛƴƎ ŀƭǇƘŀΣ ōŜǘŀΣ ŀƴŘ ƎŀƳƳŀ Ǉƭŀƴǘ ŘƛǾŜǊǎƛǘȅ 
ŀŎǊƻǎǎ ōƛƻƳŜǎ ǿƛǘƘ D95L ǎǇŀŎŜōƻǊƴŜ ƭƛŘŀǊΦ 9ƴǾƛǊƻƴΦ wŜǎΦΥ 9ŎƻƭƻƎȅ нΣ лорллрΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлууκнтрнπссп·κŀŎũŎŘ 

IŀƪƪŜƴōŜǊƎΣ /ΦwΦΣ /ƭŀǊƪΣ aΦ[ΦΣ .ŀƛƭŜȅΣ ¢ΦΣ .ǳǊƴǎΣ tΦΣ DƻŜǘȊΣ {ΦWΦΣ нлнпΦ [ŀŘŘŜǊ ŦǳŜƭǎ ǊŀǘƘŜǊ ǘƘŀƴ 
ŎŀƴƻǇȅ ǾƻƭǳƳŜǎ ŎƻƴǎƛǎǘŜƴǘƭȅ ǇǊŜŘƛŎǘ ǿƛƭŘŬǊŜ ǎŜǾŜǊƛǘȅ ŜǾŜƴ ƛƴ ŜȄǘǊŜƳŜ ǘƻǇƻƎǊŀǇƘƛŎπ
ǿŜŀǘƘŜǊ ŎƻƴŘƛǝƻƴǎΦ /ƻƳƳǳƴ 9ŀǊǘƘ 9ƴǾƛǊƻƴ рΣ тнмΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпонптπ
лнпπлмуфоπу 

IŀƳƳŀƴΣ WΦΣ !ōŜǊƴŀǘƘŜȅΣ wΦtΦΣ /ƘŜǊƛŀƴΣ 5ΦΣ нлнпΦ {ŜŀƳƭŜǎǎ !ǊǊŀȅǎΥ ! Cǳƭƭ {ǘŀŎƪΣ /ƭƻǳŘπbŀǝǾŜ 
!ǊŎƘƛǘŜŎǘǳǊŜ ŦƻǊ CŀǎǘΣ {ŎŀƭŀōƭŜ 5ŀǘŀ !ŎŎŜǎǎΦ tǊŜǎŜƴǘŜŘ ŀǘ ǘƘŜ !D¦нпΣ !D¦Φ 



 

 

 

 

IŀƴŎƻŎƪΣ {ΦΣ !ǊƳǎǘƻƴΣ WΦΣ IƻƊƻƴΣ aΦΣ {ǳƴΣ ·ΦΣ ¢ŀƴƎΣ IΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦLΦΣ YŜƭƭƴŜǊΣ WΦwΦΣ 5ǳōŀȅŀƘΣ wΦΣ 
нлмфΦ ¢ƘŜ D95L {ƛƳǳƭŀǘƻǊΥ ! [ŀǊƎŜπCƻƻǘǇǊƛƴǘ ²ŀǾŜŦƻǊƳ [ƛŘŀǊ {ƛƳǳƭŀǘƻǊ ŦƻǊ /ŀƭƛōǊŀǝƻƴ 
ŀƴŘ ±ŀƭƛŘŀǝƻƴ ƻŦ {ǇŀŎŜōƻǊƴŜ aƛǎǎƛƻƴǎΦ 9ŀǊǘƘ ŀƴŘ {ǇŀŎŜ {ŎƛŜƴŎŜ сΣ нфпςомлΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлнфκнлму9!лллрлс 

IŀƴǎŜƴΣ aΦ/ΦΣ YǊȅƭƻǾΣ !ΦΣ ¢ȅǳƪŀǾƛƴŀΣ !ΦΣ tƻǘŀǇƻǾΣ tΦ±ΦΣ ¢ǳǊǳōŀƴƻǾŀΣ {ΦΣ ½ǳǧŀΣ .ΦΣ LŦƻΣ {ΦΣ aŀǊƎƻƴƻΣ 
.ΦΣ {ǘƻƭƭŜΣ CΦΣ aƻƻǊŜΣ wΦΣ нлмсΦ IǳƳƛŘ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘ ŘƛǎǘǳǊōŀƴŎŜ ŀƭŜǊǘǎ ǳǎƛƴƎ [ŀƴŘǎŀǘ 
ŘŀǘŀΦ 9ƴǾƛǊƻƴΦ wŜǎΦ [ŜǧΦ ммΣ лопллуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлууκмтпуπфонсκммκоκлопллу 

IŀƴǎŜƴΣ aΦ/ΦΣ tƻǘŀǇƻǾΣ tΦΣ ¢ȅǳƪŀǾƛƴŀΣ !ΦΣ нлмфΦ /ƻƳƳŜƴǘ ƻƴ ά¢ǊƻǇƛŎŀƭ ŦƻǊŜǎǘǎ ŀǊŜ ŀ ƴŜǘ ŎŀǊōƻƴ 
ǎƻǳǊŎŜ ōŀǎŜŘ ƻƴ ŀōƻǾŜƎǊƻǳƴŘ ƳŜŀǎǳǊŜƳŜƴǘǎ ƻŦ Ǝŀƛƴ ŀƴŘ ƭƻǎǎΦέ {ŎƛŜƴŎŜ осоΣ ŜŀŀǊоснфΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦŀŀǊоснф 

IŀƴǎŜƴΣ aΦ/ΦΣ tƻǘŀǇƻǾΣ tΦ±ΦΣ aƻƻǊŜΣ wΦΣ IŀƴŎƘŜǊΣ aΦΣ ¢ǳǊǳōŀƴƻǾŀΣ {Φ!ΦΣ ¢ȅǳƪŀǾƛƴŀΣ !ΦΣ ¢ƘŀǳΣ 5ΦΣ 
{ǘŜƘƳŀƴΣ {Φ±ΦΣ DƻŜǘȊΣ {ΦWΦΣ [ƻǾŜƭŀƴŘΣ ¢ΦwΦΣ YƻƳƳŀǊŜŘŘȅΣ !ΦΣ 9ƎƻǊƻǾΣ !ΦΣ /ƘƛƴƛΣ [ΦΣ WǳǎǝŎŜΣ 
/ΦhΦΣ ¢ƻǿƴǎƘŜƴŘΣ WΦwΦDΦΣ нлмоΦ IƛƎƘπwŜǎƻƭǳǝƻƴ Dƭƻōŀƭ aŀǇǎ ƻŦ нмǎǘπ/ŜƴǘǳǊȅ CƻǊŜǎǘ 
/ƻǾŜǊ /ƘŀƴƎŜΦ {ŎƛŜƴŎŜ опнΣ урлςуроΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦмнппсфо 

IŀǊǊƛǎΣ bΦ[ΦΣ DƛōōǎΣ 5Φ!ΦΣ .ŀŎŎƛƴƛΣ !ΦΣ .ƛǊŘǎŜȅΣ wΦ!ΦΣ ŘŜ .ǊǳƛƴΣ {ΦΣ CŀǊƛƴŀΣ aΦΣ CŀǘƻȅƛƴōƻΣ [ΦΣ IŀƴǎŜƴΣ 
aΦ/ΦΣ IŜǊƻƭŘΣ aΦΣ IƻǳƎƘǘƻƴΣ wΦ!ΦΣ tƻǘŀǇƻǾΣ tΦ±ΦΣ {ǳŀǊŜȊΣ 5ΦwΦΣ wƻƳŀƴπ/ǳŜǎǘŀΣ wΦaΦΣ 
{ŀŀǘŎƘƛΣ {Φ{ΦΣ {ƭŀȅΣ /ΦaΦΣ ¢ǳǊǳōŀƴƻǾŀΣ {Φ!ΦΣ ¢ȅǳƪŀǾƛƴŀΣ !ΦΣ нлнмΦ Dƭƻōŀƭ ƳŀǇǎ ƻŦ ǘǿŜƴǘȅπ
ŬǊǎǘ ŎŜƴǘǳǊȅ ŦƻǊŜǎǘ ŎŀǊōƻƴ ƅǳȄŜǎΦ bŀǘΦ /ƭƛƳΦ /ƘŀƴƎΦ ммΣ нопςнплΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмрруπлнлπллфтсπс 

IŜŀƭŜȅΣ {ΦtΦΣ tŀǧŜǊǎƻƴΣ tΦ[ΦΣ !ǊƳǎǘƻƴΣ WΦΣ нлннΦ D95L [п. !ƭƎƻǊƛǘƘƳ ¢ƘŜƻǊŜǝŎŀƭ .ŀǎƛǎ 5ƻŎǳƳŜƴǘ 
ό!¢.5ύΦ 

IŜƛƴǊƛŎƘΣ ±ΦIΦ!ΦΣ 5ŀƭŀƎƴƻƭΣ wΦΣ /ŀǎǎƻƭΣ IΦ[ΦDΦΣ wƻǎŀƴΣ ¢ΦaΦΣ ŘŜ !ƭƳŜƛŘŀΣ /Φ¢ΦΣ {ƛƭǾŀ WǳƴƛƻǊΣ /ΦIΦ[ΦΣ 
/ŀƳǇŀƴƘŀǊƻΣ ²Φ!ΦΣ IƻǳǎŜΣ WΦLΦΣ {ƛǘŎƘΣ {ΦΣ IŀƭŜǎΣ ¢Φ/ΦΣ !ŘŀƳƛΣ aΦΣ !ƴŘŜǊǎƻƴΣ [ΦhΦΣ !ǊŀƎńƻΣ 
[Φ9ΦhΦ/ΦΣ нлнмΦ [ŀǊƎŜ ŎŀǊōƻƴ ǎƛƴƪ ǇƻǘŜƴǝŀƭ ƻŦ ǎŜŎƻƴŘŀǊȅ ŦƻǊŜǎǘǎ ƛƴ ǘƘŜ .ǊŀȊƛƭƛŀƴ !ƳŀȊƻƴ 
ǘƻ ƳƛǝƎŀǘŜ ŎƭƛƳŀǘŜ ŎƘŀƴƎŜΦ bŀǘ /ƻƳƳǳƴ мнΣ мтурΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмпстπлнмπ
ннлрлπм 

IŜƛƴǊƛŎƘΣ ±ΦIΦ!ΦΣ ±ŀƴŎǳǘǎŜƳΣ /ΦΣ 5ŀƭŀƎƴƻƭΣ wΦΣ wƻǎŀƴΣ ¢ΦaΦΣ CŀǿŎŜǧΣ 5ΦΣ {ƛƭǾŀπWǳƴƛƻǊΣ /ΦIΦ[ΦΣ 
/ŀǎǎƻƭΣ IΦ[ΦDΦΣ !ŎƘŀǊŘΣ CΦΣ WǳŎƪŜǊΣ ¢ΦΣ {ƛƭǾŀΣ /Φ!ΦΣ IƻǳǎŜΣ WΦΣ {ƛǘŎƘΣ {ΦΣ IŀƭŜǎΣ ¢Φ/ΦΣ !ǊŀƎńƻΣ 
[Φ9ΦhΦ/ΦΣ нлноΦ ¢ƘŜ ŎŀǊōƻƴ ǎƛƴƪ ƻŦ ǎŜŎƻƴŘŀǊȅ ŀƴŘ ŘŜƎǊŀŘŜŘ ƘǳƳƛŘ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘǎΦ 
bŀǘǳǊŜ смрΣ посςппнΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмрусπлннπлрстфπǿ 

IŜƭƳŜǊΣ 9ΦIΦΣ [ŜŦǎƪȅΣ aΦ!ΦΣ wƻōŜǊǘǎΣ 5Φ!ΦΣ нллфΦ .ƛƻƳŀǎǎ ŀŎŎǳƳǳƭŀǝƻƴ ǊŀǘŜǎ ƻŦ !ƳŀȊƻƴƛŀƴ 
ǎŜŎƻƴŘŀǊȅ ŦƻǊŜǎǘ ŀƴŘ ōƛƻƳŀǎǎ ƻŦ ƻƭŘπƎǊƻǿǘƘ ŦƻǊŜǎǘǎ ŦǊƻƳ [ŀƴŘǎŀǘ ǝƳŜ ǎŜǊƛŜǎ ŀƴŘ ǘƘŜ 
DŜƻǎŎƛŜƴŎŜ [ŀǎŜǊ !ƭǝƳŜǘŜǊ {ȅǎǘŜƳΦ WƻǳǊƴŀƭ ƻŦ !ǇǇƭƛŜŘ wŜƳƻǘŜ {ŜƴǎƛƴƎΣ ±ƻƭΦ оΣ лоорлр 
όнллфύ оΣ мςомΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмммтκмΦолунммс 

IŜǘƘŎƻŀǘΣ aΦDΦΣ /ŀǊǊŜƛǊŀǎΣ WΦaΦ.ΦΣ 9ŘǿŀǊŘǎΣ 5ΦtΦΣ .ǊȅŀƴǘΣ wΦDΦΣ vǳŜƎŀƴΣ {ΦΣ нлнмΦ 5ŜǘŜŎǝƴƎ 
ǘǊƻǇƛŎŀƭ ǎŜƭŜŎǝǾŜ ƭƻƎƎƛƴƎ ǿƛǘƘ /πōŀƴŘ {!w Řŀǘŀ Ƴŀȅ ǊŜǉǳƛǊŜ ŀ ǝƳŜ ǎŜǊƛŜǎ ŀǇǇǊƻŀŎƘΦ 
wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘ нрфΣ ммнпммΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлнмΦммнпмм 

IƻƭŎƻƳōΣ !ΦΣ .ǳǊƴǎΣ tΦΣ YŜǎƘŀǾΣ {ΦΣ /ƻƻƳŜǎΣ 5Φ!ΦΣ нлнпΦ wŜǇŜŀǘ D95L ŦƻƻǘǇǊƛƴǘǎ ƳŜŀǎǳǊŜ ǘƘŜ 
ŜũŜŎǘǎ ƻŦ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘ ŘƛǎǘǳǊōŀƴŎŜǎΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘ олуΣ ммпмтпΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлнпΦммпмтп 

IǳōŜǊΣ tΦWΦΣ мфтоΦ wƻōǳǎǘ wŜƎǊŜǎǎƛƻƴΥ !ǎȅƳǇǘƻǝŎǎΣ /ƻƴƧŜŎǘǳǊŜǎ ŀƴŘ aƻƴǘŜ /ŀǊƭƻΦ ¢ƘŜ !ƴƴŀƭǎ ƻŦ 
{ǘŀǝǎǝŎǎ мΣ тффςунмΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмнмпκŀƻǎκммтсопнрло 



 

 

 

 

IǳŜǘŜΣ !ΦΣ 5ƛŘŀƴΣ YΦΣ aƛǳǊŀΣ ¢ΦΣ wƻŘǊƛƎǳŜȊΣ 9ΦtΦΣ DŀƻΣ ·ΦΣ CŜǊǊŜƛǊŀΣ [ΦDΦΣ нллнΦ hǾŜǊǾƛŜǿ ƻŦ ǘƘŜ 
ǊŀŘƛƻƳŜǘǊƛŎ ŀƴŘ ōƛƻǇƘȅǎƛŎŀƭ ǇŜǊŦƻǊƳŀƴŎŜ ƻŦ ǘƘŜ ah5L{ ǾŜƎŜǘŀǝƻƴ ƛƴŘƛŎŜǎΦ wŜƳƻǘŜ 
{ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘΣ ¢ƘŜ aƻŘŜǊŀǘŜ wŜǎƻƭǳǝƻƴ LƳŀƎƛƴƎ {ǇŜŎǘǊƻǊŀŘƛƻƳŜǘŜǊ όah5L{ύΥ 
ŀ ƴŜǿ ƎŜƴŜǊŀǝƻƴ ƻŦ [ŀƴŘ {ǳǊŦŀŎŜ aƻƴƛǘƻǊƛƴƎ уоΣ мфрςнмоΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκ{ллопπпнртόлнύлллфсπн 

IǳƴƪŀΣ bΦΣ {ŀƴǘƻǊƻΣ aΦΣ !ǊƳǎǘƻƴΣ WΦΣ 5ǳōŀȅŀƘΣ wΦΣ aŎwƻōŜǊǘǎΣ wΦ9ΦΣ bŋǎǎŜǘΣ 9ΦΣ vǳŜƎŀƴΣ {ΦΣ 
¦ǊōŀȊŀŜǾΣ aΦΣ tŀǎŎǳŀƭΣ !ΦΣ aŀȅΣ tΦ.ΦΣ aƛƴƻǊΣ 5ΦΣ [ŜƛǘƻƭŘΣ ±ΦΣ .ŀǎŀƪΣ tΦΣ [ƛŀƴƎΣ aΦΣ aŜƭƻΣ WΦΣ 
IŜǊƻƭŘΣ aΦΣ ałƭŀƎŀΣ bΦΣ ²ƛƭǎƻƴΣ {ΦΣ aƻƴǘŜǎƛƴƻǎΣ tΦ5ΦΣ !ǊŀƴŀΣ !ΦΣ tŀƛǾŀΣ wΦ9Φ5Φ[Φ/ΦΣ CŜǊǊŀƴŘΣ 
WΦΣ YŜƻƪŀΣ {ΦΣ DǳŜǊǊŀπIŜǊƴłƴŘŜȊΣ WΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ нлноΦ hƴ ǘƘŜ b!{! D95L ŀƴŘ 9{! //L 
ōƛƻƳŀǎǎ ƳŀǇǎΥ ŀƭƛƎƴƛƴƎ ŦƻǊ ǳǇǘŀƪŜ ƛƴ ǘƘŜ ¦bC/// Ǝƭƻōŀƭ ǎǘƻŎƪǘŀƪŜΦ 9ƴǾƛǊƻƴΦ wŜǎΦ [ŜǧΦ муΣ 
мнплпнΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлууκмтпуπфонсκŀŘлōсл 

L¢¢hΣ нллнΦ L¢¢h ƎǳƛŘŜƭƛƴŜǎ ŦƻǊ ǘƘŜ ǊŜǎǘƻǊŀǝƻƴΣ ƳŀƴŀƎŜƳŜƴǘ ŀƴŘ ǊŜƘŀōƛƭƛǘŀǝƻƴ ƻŦ ŘŜƎǊŀŘŜŘ ŀƴŘ 
ǎŜŎƻƴŘŀǊȅ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘǎΣ L¢¢h ǇƻƭƛŎȅ ŘŜǾŜƭƻǇƳŜƴǘ ǎŜǊƛŜǎΦ LƴǘŜǊƴŀǝƻƴŀƭ ¢ǊƻǇƛŎŀƭ ¢ƛƳōŜǊ 
hǊƎŀƴƛȊŀǝƻƴΣ ¸ƻƪƻƘŀƳŀΦ 

WŀŎƪǎƻƴΣ ¢Φ5ΦΣ CƛǎŎƘŜǊΣ CΦWΦΣ ±ƛƴŎŜƴǘΣ DΦΣ DƻǊƎŜƴǎΣ 9Φ.ΦΣ YŜƭƭŜǊΣ aΦΣ /ƘŀǾŜΣ WΦΣ WǳŎƪŜǊΣ ¢ΦΣ /ƻƻƳŜǎΣ 
5Φ!ΦΣ нлнпΦ ¢ŀƭƭ .ƻǊƴŜŀƴ ŦƻǊŜǎǘǎ ŜȄǇŜǊƛŜƴŎŜ ƘƛƎƘŜǊ ŎŀƴƻǇȅ ŘƛǎǘǳǊōŀƴŎŜ ǊŀǘŜǎ ǘƘŀƴ ǘƘƻǎŜ 
ƛƴ ǘƘŜ ŜŀǎǘŜǊƴ !ƳŀȊƻƴ ƻǊ Dǳƛŀƴŀ ǎƘƛŜƭŘΦ Dƭƻōŀƭ /ƘŀƴƎŜ .ƛƻƭƻƎȅ олΣ ŜмтпфоΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκƎŎōΦмтпфо 

WŀŎƻōΣ !ΦΣ 5ǊƛŜǎΣ WΦΣ tŜōŜǎƳŀΣ 9ΦΣ {ŎƘǳƳŀŎƘŜǊΣ .ΦΣ ¢ƘƛŜȄΣ 5ΦΣ /ƭŀǳǎΣ aΦΣ ¢ǳŦŀƛƭΣ .ΦΣ !ǊŘƛȊȊƻƴŜΣ ±ΦΣ 
aƻƘǊΣ aΦΣ .ǊƛŜǎŜΣ /ΦΣ DǊƛŶǘƘǎΣ tΦΣ нлноΦ hǇŜƴŜƻ tƭŀǜƻǊƳ π CŜŘŜǊŀǘŜŘ 5ŀǘŀ !ŎŎŜǎǎ ŀƴŘ 
tǊƻŎŜǎǎƛƴƎ ¦ǎƛƴƎ hǇŜƴ ŀƴŘ /ƻƳƳŜǊŎƛŀƭ 9ŀǊǘƘ hōǎŜǊǾŀǝƻƴ 5ŀǘŀΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммлфκLD!w{{рнмлуΦнлноΦмлнунтло 

WǳŎƪŜǊΣ ¢ΦΣ CƛǎŎƘŜǊΣ CΦWΦΣ /ƘŀǾŜΣ WΦΣ /ƻƻƳŜǎΣ 5Φ!ΦΣ /ŀǎǇŜǊǎŜƴΣ WΦΣ !ƭƛΣ !ΦΣ [ƻǳōƻǘŀ tŀƴȊƻǳΣ DΦWΦΣ 
CŜƭŘǇŀǳǎŎƘΣ ¢ΦwΦΣ CŀƭǎǘŜǊΣ 5ΦΣ ¦ǎƻƭǘǎŜǾΣ ±Φ!ΦΣ !Řǳπ.ǊŜŘǳΣ {ΦΣ !ƭǾŜǎΣ [ΦCΦΣ !ƳƛƴǇƻǳǊΣ aΦΣ 
!ƴƎƻōƻȅΣ LΦ.ΦΣ !ƴǘŜƴΣ bΦtΦwΦΣ !ƴǝƴΣ /ΦΣ !ǎƪŀǊƛΣ ¸ΦΣ aǳƷƻȊΣ wΦΣ !ȅȅŀǇǇŀƴΣ bΦΣ .ŀƭǾŀƴŜǊŀΣ tΦΣ 
.ŀƴƛƴΣ [ΦΣ .ŀǊōƛŜǊΣ bΦΣ .ŀǧƭŜǎΣ WΦWΦΣ .ŜŜŎƪƳŀƴΣ IΦΣ .ƻŎƪƻΣ ¸Φ9ΦΣ .ƻƴŘπ[ŀƳōŜǊǘȅΣ .ΦΣ .ƻƴƎŜǊǎΣ 
CΦΣ .ƻǿŜǊǎΣ {ΦΣ .ǊŀŘŜΣ ¢ΦΣ Ǿŀƴ .ǊŜǳƎŜƭΣ aΦΣ /ƘŀƴǘǊŀƛƴΣ !ΦΣ /ƘŀǳŘƘŀǊȅΣ wΦΣ 5ŀƛΣ WΦΣ 5ŀƭǇƻƴǘŜΣ 
aΦΣ 5ƛƳƻōŜΣ YΦΣ 5ƻƳŜŎΣ WΦπ/ΦΣ 5ƻǳŎŜǘΣ WΦπ[ΦΣ 5ǳǳǊǎƳŀΣ wΦ!ΦΣ 9ƴǊƝǉǳŜȊΣ aΦΣ Ǿŀƴ 9ǿƛƧƪΣ YΦ¸ΦΣ 
CŀǊŦłƴπwƛƻǎΣ ²ΦΣ CŀȅƻƭƭŜΣ !ΦΣ CƻǊƴƛΣ 9ΦΣ CƻǊǊŜǎǘŜǊΣ 5ΦLΦΣ DƛƭŀƴƛΣ IΦΣ DƻŘƭŜŜΣ WΦ[ΦΣ DƻǳǊƭŜǘπ
CƭŜǳǊȅΣ {ΦΣ IŀŜƴƛΣ aΦΣ IŀƭƭΣ WΦ{ΦΣ IŜΣ WΦπYΦΣ IŜƳǇΣ !ΦΣ IŜǊƴłƴŘŜȊπ{ǘŜŦŀƴƻƴƛΣ WΦ[ΦΣ IƛƎƎƛƴǎΣ {ΦLΦΣ 
IƻƭŘŀǿŀȅΣ wΦWΦΣ IǳǎǎŀƛƴΣ YΦΣ IǳǘƭŜȅΣ [Φ.ΦΣ LŎƘƛŜΣ ¢ΦΣ LƛŘŀΣ ¸ΦΣ WƛŀƴƎΣ IΦΣ WƻǎƘƛΣ tΦwΦΣ YŀōƻƭƛΣ IΦΣ 
[ŀǊǎŀǊȅΣ aΦYΦΣ YŜƴȊƻΣ ¢ΦΣ YƭƻŜǇǇŜƭΣ .Φ5ΦΣ YƻƘȅŀƳŀΣ ¢ΦΣ YǳƴǿŀǊΣ {ΦΣ YǳȅŀƘΣ {ΦΣ YǾŀǎƴƛŎŀΣ WΦΣ 
[ƛƴΣ {ΦΣ [ƛƴŜǎΣ 9ΦwΦΣ [ƛǳΣ IΦΣ [ƻǊƛƳŜǊΣ /ΦΣ [ƻǳƳŜǘƻΣ WΦπWΦΣ aŀƭƘƛΣ ¸ΦΣ aŀǊǎƘŀƭƭΣ tΦ[ΦΣ aŀǧǎǎƻƴΣ 
9ΦΣ aŀǘǳƭŀΣ wΦΣ aŜŀǾŜΣ WΦ!ΦΣ aŜƴǎŀƘΣ {ΦΣ aƛΣ ·ΦΣ aƻƳƻΣ {ΦΣ aƻƴŎǊƛŜũΣ DΦwΦΣ aƻǊŀΣ CΦΣ 
bƛǎǎŀƴƪŀΣ {ΦtΦΣ hΩIŀǊŀΣ YΦ[ΦΣ tŜŀǊŎŜΣ {ΦΣ tŜƭƛǎǎƛŜǊΣ wΦΣ tŜǊƛΣ tΦ[ΦΣ tƭƻǘƻƴΣ tΦΣ tƻƻǊǘŜǊΣ [ΦΣ tƻǳǊΣ 
aΦWΦΣ tƻǳǊōŀōŀŜƛΣ IΦΣ 5ǳǇǳȅπwŀŘŀΣ WΦaΦΣ wƛōŜƛǊƻΣ {Φ/ΦΣ wȅŀƴΣ /ΦΣ {ŀƴŀŜƛΣ !ΦΣ {ŀƴƎŜǊΣ WΦΣ 
{ŎƘƭǳƴŘΣ aΦΣ {ŜƭƭŀƴΣ DΦΣ {ƘŜƴƪƛƴΣ !ΦΣ {ƻƴƪŞΣ .ΦΣ {ǘŜǊŎƪΣ CΦWΦΣ {ǾłǘŜƪΣ aΦΣ ¢ŀƪŀƎƛΣ YΦΣ 
¢ǊǳƎƳŀƴΣ !Φ¢ΦΣ ¦ƭƭŀƘΣ CΦΣ ±ŀŘŜōƻƴŎƻŜǳǊΣ aΦ!ΦΣ ±ŀƭƛǇƻǳǊΣ !ΦΣ ±ŀƴŘŜǊǿŜƭΣ aΦ/ΦΣ ±ƻǾƛŘŜǎΣ 
!ΦDΦΣ ²ŀƴƎΣ ²ΦΣ ²ŀƴƎΣ [ΦπvΦΣ ²ƛǊǘƘΣ /ΦΣ ²ƻƻŘǎΣ aΦΣ ·ƛŀƴƎΣ ²ΦΣ ·ƛƳŜƴŜǎΣ CΦ ŘŜ !ΦΣ ·ǳΣ ¸ΦΣ 
¸ŀƳŀŘŀΣ ¢ΦΣ ½ŀǾŀƭŀΣ aΦ!ΦΣ нлннΦ ¢ŀƭƭƻΥ ! Ǝƭƻōŀƭ ǘǊŜŜ ŀƭƭƻƳŜǘǊȅ ŀƴŘ ŎǊƻǿƴ ŀǊŎƘƛǘŜŎǘǳǊŜ 
ŘŀǘŀōŀǎŜΦ Dƭƻōŀƭ /ƘŀƴƎŜ .ƛƻƭƻƎȅ нуΣ рнрпςрнсуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκƎŎōΦмсолн 

YŜƭƭƴŜǊΣ WΦΣ !ǊƳǎǘƻƴΣ WΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ нлнмΦ !ƭƎƻǊƛǘƘƳ ¢ƘŜƻǊŜǝŎŀƭ .ŀǎƛǎ 5ƻŎǳƳŜƴǘ ό!¢.5ύ ŦƻǊ 
D95L [ŜǾŜƭπп! ό[п!ύ CƻƻǘǇǊƛƴǘ [ŜǾŜƭ !ōƻǾŜƎǊƻǳƴŘ .ƛƻƳŀǎǎ 5ŜƴǎƛǘȅΦ 



 

 

 

 

YƛƳΣ aΦ{ΦΣ {ǳƴΣ ¸ΦΣ нлммΦ {Ǉŀǝŀƭ ƘŜǘŜǊƻǎƪŜŘŀǎǝŎƛǘȅ ŀƴŘ ŀǳǘƻŎƻǊǊŜƭŀǝƻƴ ŎƻƴǎƛǎǘŜƴǘ ŜǎǝƳŀǝƻƴ ƻŦ 
ŎƻǾŀǊƛŀƴŎŜ ƳŀǘǊƛȄΦ WƻǳǊƴŀƭ ƻŦ 9ŎƻƴƻƳŜǘǊƛŎǎ мслΣ опфςотмΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦƧŜŎƻƴƻƳΦнлмлΦмлΦллн 

YƛƳƳŜǊŜǊΣ wΦ²ΦΣ нлнлΦ .ǊŀƛŘƛƴƎ {ǿŜŜǘƎǊŀǎǎΥ LƴŘƛƎŜƴƻǳǎ ²ƛǎŘƻƳΣ {ŎƛŜƴǝŬŎ YƴƻǿƭŜŘƎŜ ŀƴŘ ǘƘŜ 
¢ŜŀŎƘƛƴƎǎ ƻŦ tƭŀƴǘǎΦ tŜƴƎǳƛƴ .ƻƻƪǎ [ƛƳƛǘŜŘΦ 

YƻŜƴƪŜǊΣ wΦΣ aŀŎƘŀŘƻΣ WΦ!ΦCΦΣ мфффΦ DƻƻŘƴŜǎǎ ƻŦ Cƛǘ ŀƴŘ wŜƭŀǘŜŘ LƴŦŜǊŜƴŎŜ tǊƻŎŜǎǎŜǎ ŦƻǊ vǳŀƴǝƭŜ 
wŜƎǊŜǎǎƛƻƴΦ WƻǳǊƴŀƭ ƻŦ ǘƘŜ !ƳŜǊƛŎŀƴ {ǘŀǝǎǝŎŀƭ !ǎǎƻŎƛŀǝƻƴ фпΣ мнфсςмомлΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлулκлмснмпрфΦмфффΦмлптоуун 

[ŀƪǎƘƳŀƴŀƴΣ ±ΦΣ нлннΦ 5ŀǘŀ {ŎƛŜƴŎŜ ƻƴ ǘƘŜ DƻƻƎƭŜ /ƭƻǳŘ tƭŀǜƻǊƳΦ hΩwŜƛƭƭȅ aŜŘƛŀΣ LƴŎΦ 
[ŀƴƎΣ bΦΣ YŀƭƛǎŎƘŜƪΣ bΦΣ !ǊƳǎǘƻƴΣ WΦΣ {ŎƘƛƴŘƭŜǊΣ YΦΣ 5ǳōŀȅŀƘΣ wΦΣ ²ŜƎƴŜǊΣ WΦ5ΦΣ нлннΦ Dƭƻōŀƭ ŎŀƴƻǇȅ 

ƘŜƛƎƘǘ ǊŜƎǊŜǎǎƛƻƴ ŀƴŘ ǳƴŎŜǊǘŀƛƴǘȅ ŜǎǝƳŀǝƻƴ ŦǊƻƳ D95L [L5!w ǿŀǾŜŦƻǊƳǎ ǿƛǘƘ ŘŜŜǇ 
ŜƴǎŜƳōƭŜǎΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘ нсуΣ ммнтслΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлнмΦммнтсл 

[ŀǇƻƭŀΣ 5ΦaΦΣ tƛƴƘƻΣ tΦΣ .ŀǊƭƻǿΣ WΦΣ !ǊŀƎńƻΣ [Φ9ΦhΦ/ΦΣ .ŜǊŜƴƎǳŜǊΣ 9ΦΣ /ŀǊƳŜƴǘŀΣ wΦΣ [ƛŘŘȅΣ IΦaΦΣ 
{ŜƛȄŀǎΣ IΦΣ {ƛƭǾŀΣ /Φ±ΦWΦΣ {ƛƭǾŀπWǳƴƛƻǊΣ /ΦIΦ[ΦΣ !ƭŜƴŎŀǊΣ !Φ!Φ/ΦΣ !ƴŘŜǊǎƻƴΣ [ΦhΦΣ !ǊƳŜƴǘŜǊŀǎΣ 
5ΦΣ .ǊƻǾƪƛƴΣ ±ΦΣ /ŀƭŘŜǊǎΣ YΦΣ /ƘŀƳōŜǊǎΣ WΦΣ /ƘƛƴƛΣ [ΦΣ /ƻǎǘŀΣ aΦIΦΣ CŀǊƛŀΣ .Φ[ΦΣ CŜŀǊƴǎƛŘŜΣ 
tΦaΦΣ CŜǊǊŜƛǊŀΣ WΦΣ DŀǩΣ [ΦΣ DǳǝŜǊǊŜȊπ±ŜƭŜȊΣ ±ΦIΦΣ IŀƴΣ ½ΦΣ IƛōōŀǊŘΣ YΦΣ YƻǾŜƴΣ /ΦΣ [ŀǿǊŜƴŎŜΣ 
tΦΣ tƻƴƎǊŀǘȊΣ WΦΣ tƻǊǘŜƭŀΣ .Φ¢Φ¢ΦΣ wƻǳƴǎŜǾŜƭƭΣ aΦΣ wǳŀƴŜΣ !Φ/ΦΣ {ŎƘŀƭŘŀŎƘΣ wΦΣ Řŀ {ƛƭǾŀΣ {Φ{ΦΣ 
Ǿƻƴ wŀƴŘƻǿΣ /ΦΣ ²ŀƭƪŜǊΣ ²Φ{ΦΣ нлноΦ ¢ƘŜ ŘǊƛǾŜǊǎ ŀƴŘ ƛƳǇŀŎǘǎ ƻŦ !ƳŀȊƻƴ ŦƻǊŜǎǘ 
ŘŜƎǊŀŘŀǝƻƴΦ {ŎƛŜƴŎŜ отфΣ ŜŀōǇусннΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦŀōǇуснн 

[ŀwǳŜΣ 9Φ!ΦΣ IŀǊŘƛƳŀƴΣ .Φ{ΦΣ 9ƭƭƛƻǧΣ WΦaΦΣ CŜƛΣ {ΦΣ нлмфΦ {ǘǊǳŎǘǳǊŀƭ ŘƛǾŜǊǎƛǘȅ ŀǎ ŀ ǇǊŜŘƛŎǘƻǊ ƻŦ 
ŜŎƻǎȅǎǘŜƳ ŦǳƴŎǝƻƴΦ 9ƴǾƛǊƻƴΦ wŜǎΦ [ŜǧΦ мпΣ ммплммΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлууκмтпуπ
фонсκŀōпфōō 

[ŀǳǊŀƴŎŜΣ ²ΦCΦΣ /ŀǊƻƭƛƴŀ ¦ǎŜŎƘŜΣ 5ΦΣ wŜƴŘŜƛǊƻΣ WΦΣ YŀƭƪŀΣ aΦΣ .ǊŀŘǎƘŀǿΣ /ΦWΦ!ΦΣ {ƭƻŀƴΣ {ΦtΦΣ 
[ŀǳǊŀƴŎŜΣ {ΦDΦΣ /ŀƳǇōŜƭƭΣ aΦΣ !ōŜǊƴŜǘƘȅΣ YΦΣ !ƭǾŀǊŜȊΣ tΦΣ !ǊǊƻȅƻπwƻŘǊƛƎǳŜȊΣ ±ΦΣ !ǎƘǘƻƴΣ tΦΣ 
.ŜƴƝǘŜȊπaŀƭǾƛŘƻΣ WΦΣ .ƭƻƳΣ !ΦΣ .ƻōƻΣ YΦ{ΦΣ /ŀƴƴƻƴΣ /ΦIΦΣ /ŀƻΣ aΦΣ /ŀǊǊƻƭƭΣ wΦΣ /ƘŀǇƳŀƴΣ /ΦΣ 
/ƻŀǘŜǎΣ wΦΣ /ƻǊŘǎΣ aΦΣ 5ŀƴƛŜƭǎŜƴΣ CΦΣ 5Ŝ 5ƛƧƴΣ .ΦΣ 5ƛƴŜǊǎǘŜƛƴΣ 9ΦΣ 5ƻƴƴŜƭƭȅΣ aΦ!ΦΣ 9ŘǿŀǊŘǎΣ 
5ΦΣ 9ŘǿŀǊŘǎΣ CΦΣ CŀǊǿƛƎΣ bΦΣ CŀǎƘƛƴƎΣ tΦΣ CƻǊƎŜǘΣ tΦπaΦΣ CƻǎǘŜǊΣ aΦΣ DŀƭŜΣ DΦΣ IŀǊǊƛǎΣ 5ΦΣ 
IŀǊǊƛǎƻƴΣ wΦΣ IŀǊǘΣ WΦΣ YŀǊǇŀƴǘȅΣ {ΦΣ WƻƘƴ YǊŜǎǎΣ ²ΦΣ YǊƛǎƘƴŀǎǿŀƳȅΣ WΦΣ [ƻƎǎŘƻƴΣ ²ΦΣ [ƻǾŜǧΣ 
WΦΣ aŀƎƴǳǎǎƻƴΣ ²ΦΣ aŀƛǎŜƭǎΣ CΦΣ aŀǊǎƘŀƭƭΣ !ΦwΦΣ aŎ/ƭŜŀǊƴΣ 5ΦΣ aǳŘŀǇǇŀΣ 5ΦΣ bƛŜƭǎŜƴΣ aΦwΦΣ 
tŜŀǊǎƻƴΣ wΦΣ tƛǘƳŀƴΣ bΦΣ Ǿŀƴ ŘŜǊ tƭƻŜƎΣ WΦΣ tƭǳƳǇǘǊŜΣ !ΦΣ tƻǳƭǎŜƴΣ WΦΣ vǳŜǎŀŘŀΣ aΦΣ wŀƛƴŜȅΣ 
IΦΣ wƻōƛƴǎƻƴΣ 5ΦΣ wƻŜǘƎŜǊǎΣ /ΦΣ wƻǾŜǊƻΣ CΦΣ {ŎŀǘŜƴŀΣ CΦΣ {ŎƘǳƭȊŜΣ /ΦΣ {ƘŜƛƭΣ 5ΦΣ {ǘǊǳƘǎŀƪŜǊΣ ¢ΦΣ 
¢ŜǊōƻǊƎƘΣ WΦΣ ¢ƘƻƳŀǎΣ 5ΦΣ ¢ƛƳƳΣ wΦΣ bƛŎƻƭŀǎ ¦Ǌōƛƴŀπ/ŀǊŘƻƴŀΣ WΦΣ ±ŀǎǳŘŜǾŀƴΣ YΦΣ WƻǎŜǇƘ 
²ǊƛƎƘǘΣ {ΦΣ /ŀǊƭƻǎ !ǊƛŀǎπDΦΣ WΦΣ !ǊǊƻȅƻΣ [ΦΣ !ǎƘǘƻƴΣ aΦΣ !ǳȊŜƭΣ tΦΣ .ŀōŀŀǎŀΣ 5ΦΣ .ŀōǿŜǘŜŜǊŀΣ 
CΦΣ .ŀƪŜǊΣ tΦΣ .ŀƴƪƛΣ hΦΣ .ŀǎǎΣ aΦΣ .ƛƭŀπLǎƛŀΣ LΦΣ .ƭŀƪŜΣ {ΦΣ .ǊƻŎƪŜƭƳŀƴΣ ²ΦΣ .ǊƻƪŀǿΣ bΦΣ .ǊǸƘƭΣ 
/Φ!ΦΣ .ǳƴȅŀǾŜƧŎƘŜǿƛƴΣ {ΦΣ /ƘŀƻΣ WΦπ¢ΦΣ /ƘŀǾŜΣ WΦΣ /ƘŜƭƭŀƳΣ wΦΣ /ƭŀǊƪΣ /ΦWΦΣ /ƭŀǾƛƧƻΣ WΦΣ 
/ƻƴƎŘƻƴΣ wΦΣ /ƻǊƭŜǧΣ wΦΣ 5ŀǧŀǊŀƧŀΣ IΦ{ΦΣ 5ŀǾŜΣ /ΦΣ 5ŀǾƛŜǎΣ DΦΣ ŘŜ aŜƭƭƻ .ŜƛǎƛŜƎŜƭΣ .ΦΣ ŘŜ 
bŀȊŀǊŞ tŀŜǎ Řŀ {ƛƭǾŀΣ wΦΣ 5ƛ CƛƻǊŜΣ !ΦΣ 5ƛŜǎƳƻǎΣ !ΦΣ 5ƛǊȊƻΣ wΦΣ 5ƻǊŀƴπ{ƘŜŜƘȅΣ 5ΦΣ 9ŀǘƻƴΣ aΦΣ 
9ƳƳƻƴǎΣ [ΦΣ 9ǎǘǊŀŘŀΣ !ΦΣ 9ǿŀƴƎƻΣ /ΦΣ CŜŘƛƎŀƴΣ [ΦΣ CŜŜǊΣ CΦΣ CǊǳǘƘΣ .ΦΣ DƛŀŎŀƭƻƴŜ ²ƛƭƭƛǎΣ WΦΣ 
DƻƻŘŀƭŜΣ ¦ΦΣ DƻƻŘƳŀƴΣ {ΦΣ DǳƛȄΣ WΦ/ΦΣ DǳǘƘƛƎŀΣ tΦΣ IŀōŜǊΣ ²ΦΣ IŀƳŜǊΣ YΦΣ IŜǊōƛƴƎŜǊΣ LΦΣ IƛƭƭΣ 
WΦΣ IǳŀƴƎΣ ½ΦΣ CŀƴƎ {ǳƴΣ LΦΣ LŎƪŜǎΣ YΦΣ LǘƻƘΣ !ΦΣ LǾŀƴŀǳǎƪŀǎΣ bΦΣ WŀŎƪŜǎΣ .ΦΣ WŀƴƻǾŜŎΣ WΦΣ WŀƴȊŜƴΣ 
5ΦΣ WƛŀƴƎƳƛƴƎΣ aΦΣ WƛƴΣ /ΦΣ WƻƴŜǎΣ ¢ΦΣ WǳǎǝƴƛŀƴƻΣ IΦΣ YŀƭƪƻΣ 9ΦΣ YŀǎŀƴƎŀƪƛΣ !ΦΣ YƛƭƭŜŜƴΣ ¢ΦΣ YƛƴƎΣ 
IΦΣ YƭƻǇΣ 9ΦΣ YƴƻǧΣ /ΦΣ YƻƴŞΣ LΦΣ YǳŘŀǾƛŘŀƴŀƎŜΣ 9ΦΣ [ŀƘƻȊ Řŀ {ƛƭǾŀ wƛōŜƛǊƻΣ WΦΣ [ŀǧƪŜΣ WΦΣ 
[ŀǾŀƭΣ wΦΣ [ŀǿǘƻƴΣ wΦΣ [ŜŀƭΣ aΦΣ [ŜƛƎƘǘƻƴΣ aΦΣ [ŜƴǝƴƻΣ aΦΣ [ŜƻƴŜƭΣ /ΦΣ [ƛƴŘǎŜƭƭΣ WΦΣ [ƛƴƎπ[ƛƴƎΣ 



 

 

 

 

[ΦΣ 9ŘǳŀǊŘ [ƛƴǎŜƴƳŀƛǊΣ YΦΣ [ƻǎƻǎΣ 9ΦΣ [ǳƎƻΣ !ΦΣ [ǿŀƴƎŀΣ WΦΣ aŀŎƪΣ !Φ[ΦΣ aŀǊǝƴǎΣ aΦΣ {Ŏƻǧ 
aŎDǊŀǿΣ ²ΦΣ aŎbŀōΣ wΦΣ aƻƴǘŀƎΣ [ΦΣ aȅŜǊǎ ¢ƘƻƳǇǎƻƴΣ WΦΣ bŀōŜπbƛŜƭǎŜƴΣ WΦΣ bŀƪŀƎŀǿŀΣ 
aΦΣ bŜǇŀƭΣ {ΦΣ bƻǊŎƻƴƪΣ aΦΣ bƻǾƻǘƴȅΣ ±ΦΣ hΩ5ƻƴƴŜƭƭΣ {ΦΣ hǇƛŀƴƎΣ aΦΣ hǳōƻǘŜǊΣ tΦΣ tŀǊƪŜǊΣ YΦΣ 
tŀǊǘƘŀǎŀǊŀǘƘȅΣ bΦΣ tƛǎŎƛƻǧŀΣ YΦΣ tǊŀǿƛǊŀŘƛƭŀƎŀΣ 5ΦΣ tǊƛƴƎƭŜΣ /ΦΣ wŀƧŀǘƘǳǊŀƛΣ {ΦΣ wŜƛŎƘŀǊŘΣ ¦ΦΣ 
wŜƛƴŀǊǘȊΣ DΦΣ wŜƴǘƻƴΣ YΦΣ wŜȅƴƻƭŘǎΣ DΦΣ wŜȅƴƻƭŘǎΣ ±ΦΣ wƛƭŜȅΣ 9ΦΣ wǀŘŜƭΣ aΦπhΦΣ wƻǘƘƳŀƴΣ WΦΣ 
wƻǳƴŘΣ tΦΣ {ŀƪŀƛΣ {ΦΣ {ŀƴŀƛƻǩΣ ¢ΦΣ {ŀǾƛƴƛΣ ¢ΦΣ {ŎƘŀŀōΣ DΦΣ {ŜƛŘŜƴǎǝŎƪŜǊΣ WΦΣ {ƛŀƪŀΣ !ΦΣ {ƛƭƳŀƴΣ 
aΦwΦΣ {ƳƛǘƘΣ ¢Φ.ΦΣ ŘŜ !ƭƳŜƛŘŀΣ {Φ{ΦΣ {ƻŘƘƛΣ bΦΣ {ǘŀƴŦƻǊŘΣ /ΦΣ {ǘŜǿŀǊǘΣ YΦΣ {ǘƻƪŜǎΣ 9ΦΣ {ǘƻƴŜǊΣ 
YΦ9ΦΣ {ǳƪǳƳŀǊΣ wΦΣ {ǳǊōŜŎƪΣ aΦΣ ¢ƻōƭŜǊΣ aΦΣ ¢ǎŎƘŀǊƴǘƪŜΣ ¢ΦΣ ¢ǳǊƪŀƭƻΣ !ΦΣ ¦ƳŀǇŀǘƘȅΣ DΦΣ Ǿŀƴ 
²ŜŜǊŘΣ aΦΣ ±ŜƎŀ wƛǾŜǊŀΣ WΦΣ ±ŜƴƪŀǘŀǊŀƳŀƴΣ aΦΣ ±ŜƴƴΣ [ΦΣ ±ŜǊŜŀΣ /ΦΣ ±ƻƭƪƳŜǊ ŘŜ /ŀǎǝƭƘƻΣ 
/ΦΣ ²ŀƭǘŜǊǘΣ aΦΣ ²ŀƴƎΣ .ΦΣ ²ŀǧǎΣ 5ΦΣ ²ŜōŜǊΣ ²ΦΣ ²ŜǎǘΣ tΦΣ ²ƘƛǘŀŎǊŜΣ 5ΦΣ ²ƘƛǘƴŜȅΣ YΦΣ 
²ƛƭƪƛŜΣ 5ΦΣ ²ƛƭƭƛŀƳǎΣ {ΦΣ ²ǊƛƎƘǘΣ 5Φ5ΦΣ ²ǊƛƎƘǘΣ tΦΣ ·ƛŀƴƪŀƛΣ [ΦΣ ¸ƻƴȊƻƴΣ tΦΣ ½ŀƳȊŀƴƛΣ CΦΣ нлмнΦ 
!ǾŜǊǝƴƎ ōƛƻŘƛǾŜǊǎƛǘȅ ŎƻƭƭŀǇǎŜ ƛƴ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘ ǇǊƻǘŜŎǘŜŘ ŀǊŜŀǎΦ bŀǘǳǊŜ пуфΣ нфлςнфпΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκƴŀǘǳǊŜммому 

[ŀǳǊŀƴŎŜΣ ²ΦCΦΣ [ŀǳǊŀƴŎŜΣ {ΦDΦΣ CŜǊǊŜƛǊŀΣ [Φ±ΦΣ wŀƴƪƛƴπŘŜ aŜǊƻƴŀΣ WΦaΦΣ DŀǎŎƻƴΣ /ΦΣ [ƻǾŜƧƻȅΣ ¢Φ9ΦΣ 
мффтΦ .ƛƻƳŀǎǎ /ƻƭƭŀǇǎŜ ƛƴ !ƳŀȊƻƴƛŀƴ CƻǊŜǎǘ CǊŀƎƳŜƴǘǎΦ {ŎƛŜƴŎŜ нтуΣ мммтςмммуΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦнтуΦроплΦмммт 

[Ŝ ¢ƻŀƴΣ ¢ΦΣ ±ƛƭƭŀǊŘΣ [ΦΣ Iƻ ¢ƻƴƎ aƛƴƘΣ 5ΦΣ 5ƻōƭŀǎΣ WΦΣ aŜǊƳƻȊΣ {ΦΣ CŜǊǊƻπCŀƳƛƭΣ [ΦΣ YƻƭŜŎƪΣ ¢ΦΣ 
.ƻǳǾŜǘΣ !ΦΣ tƭŀƴŜƭƭǎΣ aΦΣ tƻƭƛŘƻǊƛΣ [ΦΣ нлнпΦ ¢ŀŎƪƭƛƴƎ ƘƛƎƘ ōƛƻƳŀǎǎ ƛƴ ǘǊƻǇƛŎŀƭ ŦƻǊŜǎǘǎ 
ǘƘǊƻǳƎƘ ǘƘŜ .Lha!{{ ƳƛǎǎƛƻƴΦ ¢ƘŜ LƴǘŜǊƴŀǝƻƴŀƭ !ǊŎƘƛǾŜǎ ƻŦ ǘƘŜ tƘƻǘƻƎǊŀƳƳŜǘǊȅΣ 
wŜƳƻǘŜ {ŜƴǎƛƴƎ ŀƴŘ {Ǉŀǝŀƭ LƴŦƻǊƳŀǝƻƴ {ŎƛŜƴŎŜǎ ·[±LLLπоςнлнпΣ нутςнфоΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦрмфпκƛǎǇǊǎπŀǊŎƘƛǾŜǎπ·[±LLLπоπнлнпπнутπнлнп 

[ŜǿƛǎΣ {Φ[ΦΣ ²ƘŜŜƭŜǊΣ /Φ9ΦΣ aƛǘŎƘŀǊŘΣ 9Φ¢Φ!ΦΣ YƻŎƘΣ !ΦΣ нлмфΦ wŜǎǘƻǊƛƴƎ ƴŀǘǳǊŀƭ ŦƻǊŜǎǘǎ ƛǎ ǘƘŜ ōŜǎǘ 
ǿŀȅ ǘƻ ǊŜƳƻǾŜ ŀǘƳƻǎǇƘŜǊƛŎ ŎŀǊōƻƴΦ bŀǘǳǊŜ рсуΣ нрςнуΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκŘпмрусπлмфπлмлнсπу 

[ƛΣ {ΦΣ 5ǊŀƎƛŎŜǾƛŎΣ {ΦΣ /ŀǎǘǊƻΣ CΦ!ΦΣ {ŜǎǘŜǊΣ aΦΣ ²ƛƴǘŜǊΣ {ΦΣ /ƻƭǘŜƪƛƴΣ !ΦΣ tŜǩǘΣ /ΦΣ WƛŀƴƎΣ .ΦΣ IŀǿƻǊǘƘΣ 
WΦΣ {ǘŜƛƴΣ !ΦΣ /ƘŜƴƎΣ ¢ΦΣ нлмсΦ DŜƻǎǇŀǝŀƭ ōƛƎ Řŀǘŀ ƘŀƴŘƭƛƴƎ ǘƘŜƻǊȅ ŀƴŘ ƳŜǘƘƻŘǎΥ ! ǊŜǾƛŜǿ 
ŀƴŘ ǊŜǎŜŀǊŎƘ ŎƘŀƭƭŜƴƎŜǎΦ L{tw{ WƻǳǊƴŀƭ ƻŦ tƘƻǘƻƎǊŀƳƳŜǘǊȅ ŀƴŘ wŜƳƻǘŜ {ŜƴǎƛƴƎΣ ¢ƘŜƳŜ 
ƛǎǎǳŜ ά{ǘŀǘŜπƻŦπǘƘŜπŀǊǘ ƛƴ ǇƘƻǘƻƎǊŀƳƳŜǘǊȅΣ ǊŜƳƻǘŜ ǎŜƴǎƛƴƎ ŀƴŘ ǎǇŀǝŀƭ ƛƴŦƻǊƳŀǝƻƴ 
ǎŎƛŜƴŎŜέ ммрΣ ммфςмооΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦƛǎǇǊǎƧǇǊǎΦнлмрΦмлΦлмн 

[ƛΣ ¸ΦΣ [ƛΣ aΦΣ [ƛΣ /ΦΣ [ƛǳΣ ½ΦΣ нлнлΦ CƻǊŜǎǘ ŀōƻǾŜƎǊƻǳƴŘ ōƛƻƳŀǎǎ ŜǎǝƳŀǝƻƴ ǳǎƛƴƎ [ŀƴŘǎŀǘ у ŀƴŘ 
{ŜƴǝƴŜƭπм! Řŀǘŀ ǿƛǘƘ ƳŀŎƘƛƴŜ ƭŜŀǊƴƛƴƎ ŀƭƎƻǊƛǘƘƳǎΦ {Ŏƛ wŜǇ млΣ ффрнΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмрфуπлнлπстлнпπо 

[ƛŀƴƎΣ aΦΣ 5ǳƴŎŀƴǎƻƴΣ [ΦΣ {ƛƭǾŀΣ WΦ!ΦΣ {ŜŘŀƴƻΣ CΦΣ нлноΦ vǳŀƴǝŦȅƛƴƎ ŀōƻǾŜƎǊƻǳƴŘ ōƛƻƳŀǎǎ 
ŘȅƴŀƳƛŎǎ ŦǊƻƳ ŎƘŀǊŎƻŀƭ ŘŜƎǊŀŘŀǝƻƴ ƛƴ aƻȊŀƳōƛǉǳŜ ǳǎƛƴƎ D95L [ƛŘŀǊ ŀƴŘ [ŀƴŘǎŀǘΦ 
wŜƳƻǘŜ {ŜƴǎƛƴƎ ƻŦ 9ƴǾƛǊƻƴƳŜƴǘ нупΣ ммоостΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлмсκƧΦǊǎŜΦнлннΦммоост 

[ƛǎŀƛǳǎΣ aΦ/ΦΣ .ƭŀƪŜΣ !ΦΣ YŜǎƘŀǾΣ {ΦΣ !ǘȊōŜǊƎŜǊΣ /ΦΣ нлнпΦ ¦ǎƛƴƎ .ŀǊƭƻǿ ¢ǿƛƴǎ ǘƻ /ǊŜŀǘŜ 
wŜǇǊŜǎŜƴǘŀǝƻƴǎ CǊƻƳ /ƭƻǳŘπ/ƻǊǊǳǇǘŜŘ wŜƳƻǘŜ {ŜƴǎƛƴƎ ¢ƛƳŜ {ŜǊƛŜǎΦ L999 WƻǳǊƴŀƭ ƻŦ 
{ŜƭŜŎǘŜŘ ¢ƻǇƛŎǎ ƛƴ !ǇǇƭƛŜŘ 9ŀǊǘƘ hōǎŜǊǾŀǝƻƴǎ ŀƴŘ wŜƳƻǘŜ {ŜƴǎƛƴƎ мтΣ момснςмомсуΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммлфκW{¢!w{ΦнлнпΦопнслпп 

[ƛǳΣ wΦ¸ΦΣ мфууΦ .ƻƻǘǎǘǊŀǇ tǊƻŎŜŘǳǊŜǎ ǳƴŘŜǊ ǎƻƳŜ bƻƴπLΦLΦ5Φ aƻŘŜƭǎΦ ¢ƘŜ !ƴƴŀƭǎ ƻŦ {ǘŀǝǎǝŎǎ мсΣ 
мсфсςмтлуΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмнмпκŀƻǎκммтсормлсн 

[ƭƻǇŜΣ aΦΣ /ƘŀƴΣ YΦπ{ΦΣ /ƛŀƴƴŜƭƭƛΣ [ΦΣ wŜƛŘΣ tΦ/ΦΣ {ǝƎŜΣ [Φ/ΦΣ {ǘŜƴǎŜǘƘΣ bΦ/ΦΣ нллфΦ 9ũŜŎǘǎ ƻŦ 
ŜƴǾƛǊƻƴƳŜƴǘŀƭ ŎƻƴŘƛǝƻƴǎ ƻƴ ǘƘŜ ǎŜŀǎƻƴŀƭ ŘƛǎǘǊƛōǳǝƻƴ ƻŦ ǇƘȅǘƻǇƭŀƴƪǘƻƴ ōƛƻƳŀǎǎ ƛƴ ǘƘŜ 



 

 

 

 

bƻǊǘƘ {ŜŀΦ [ƛƳƴƻƭƻƎȅ ŀƴŘ hŎŜŀƴƻƎǊŀǇƘȅ рпΣ рмнςрнпΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦпомфκƭƻΦнллфΦрпΦнΦлрмн 

[ƻƴƎΣ ¢ΦΣ ½ƘŀƴƎΣ ½ΦΣ IŜΣ DΦΣ WƛŀƻΣ ²ΦΣ ¢ŀƴƎΣ /ΦΣ ²ǳΣ .ΦΣ ½ƘŀƴƎΣ ·ΦΣ ²ŀƴƎΣ DΦΣ ¸ƛƴΣ wΦΣ нлмфΦ ол Ƴ 
wŜǎƻƭǳǝƻƴ Dƭƻōŀƭ !ƴƴǳŀƭ .ǳǊƴŜŘ !ǊŜŀ aŀǇǇƛƴƎ .ŀǎŜŘ ƻƴ [ŀƴŘǎŀǘ LƳŀƎŜǎ ŀƴŘ DƻƻƎƭŜ 
9ŀǊǘƘ 9ƴƎƛƴŜΦ wŜƳƻǘŜ {ŜƴǎƛƴƎ ммΣ пуфΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦоофлκǊǎммлрлпуф 

[ƻƴƎƻΣ aΦΣ YŜƭƭŜǊΣ aΦΣ Řƻǎπ{ŀƴǘƻǎΣ aΦbΦΣ [ŜƛǘƻƭŘΣ ±ΦΣ tƛƴŀƎŞΣ 9ΦwΦΣ .ŀŎŎƛƴƛΣ !ΦΣ {ŀŀǘŎƘƛΣ {ΦΣ bƻƎǳŜƛǊŀΣ 
9ΦaΦΣ .ŀǝǎǘŜƭƭŀΣ aΦΣ aƻǊǘƻƴΣ 5Φ/ΦΣ нлмсΦ !ōƻǾŜƎǊƻǳƴŘ ōƛƻƳŀǎǎ ǾŀǊƛŀōƛƭƛǘȅ ŀŎǊƻǎǎ ƛƴǘŀŎǘ 
ŀƴŘ ŘŜƎǊŀŘŜŘ ŦƻǊŜǎǘǎ ƛƴ ǘƘŜ .ǊŀȊƛƭƛŀƴ !ƳŀȊƻƴΦ Dƭƻōŀƭ .ƛƻƎŜƻŎƘŜƳƛŎŀƭ /ȅŎƭŜǎ олΣ мсофς
мсслΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмллнκнлмсD.ллрпср 

aŀŎ!ǊǘƘǳǊΣ wΦIΦΣ aŀŎ!ǊǘƘǳǊΣ WΦ²ΦΣ мфсмΦ hƴ .ƛǊŘ {ǇŜŎƛŜǎ 5ƛǾŜǊǎƛǘȅΦ 9ŎƻƭƻƎȅ пнΣ рфпςрфуΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦнолтκмфоннрп 

aŀŎƭŜŀƴΣ wΦΣ {ŜŀǊŎŜȅΣ 5ΦΣ нлннΦ /ƻƴƎƻ ǘƻ !ǳŎǝƻƴ hũ hƛƭ ŀƴŘ Dŀǎ .ƭƻŎƪǎ Lƴ ŀ {ǘŜǇ .ŀŎƪ ŦƻǊ 
/ƭƛƳŀǘŜ /ƘŀƴƎŜΦ ¢ƘŜ bŜǿ ¸ƻǊƪ ¢ƛƳŜǎ мΦ 

aŀǇōƛƻƳŀǎ .ǊŀǎƛƭΣ нлмуΦ tǊƻƧŜŎǘ aŀǇ.ƛƻƳŀǎτ/ƻƭƭŜŎǝƻƴ оΦм ƻŦ .ǊŀȊƛƭƛŀƴ [ŀƴŘ /ƻǾŜǊ ŀƴŘ ¦ǎŜ 
aŀǇ {ŜǊƛŜǎΦ 

aŀǊǎƘΣ /ΦWΦΣ ¢ǳǊƴŜǊΣ 9Φ/ΦΣ .ƭƻƴŘŜǊΣ .Φ²ΦΣ .ƻƴƎŀƭƻǾΣ .ΦΣ .ƻǘƘΣ {ΦΣ /ǊǳȊΣ wΦ{ΦΣ 9ƭƛŀǎΣ 5ΦaΦhΦΣ IŜƳǇǊƛŎƘπ
.ŜƴƴŜǧΣ 5ΦΣ WƻǘŀƴΣ tΦΣ YŜƳǇΣ ±ΦΣ YǊƛǘȊƭŜǊΣ ¦ΦIΦΣ aƛƭƴŜΣ {ΦΣ aƛƭƻŘƻǿǎƪƛΣ 5Φ¢ΦΣ aƛǘŎƘŜƭƭΣ {Φ[ΦΣ 
tƛƭƭŎƻΣ aΦaΦΣ bǳƴŜǎΣ aΦIΦΣ wƛǳǧŀΣ ¢ΦΣ wƻōƛƴǎƻƴΣ {ΦWΦ.ΦΣ {ƭŀŘŜΣ 9ΦaΦΣ .ŜǊƴŀǊŘΣ IΦΣ .ǳǊǎƭŜƳΣ 
5ΦCΦwΦtΦΣ /ƘǳƴƎΣ !Φ¸Φ/ΦΣ /ƭŀǊŜΣ 9Φ[ΦΣ /ƻƻƳŜǎΣ 5Φ!ΦΣ 5ŀǾƛŜǎΣ ½ΦDΦΣ 9ŘǿŀǊŘǎΣ 5ΦtΦΣ WƻƘƴǎƻƴΣ 5ΦΣ 
YǊŀǝƴŀΣ tΦΣ aŀƭƘƛΣ ¸ΦΣ aŀƧŀƭŀǇΣ bΦΣ bƛƭǳǎΣ wΦΣ hǎǘƭŜΣ bΦWΦΣ wƻǎǎƛǘŜǊΣ {ΦWΦΣ {ǘǊǳŜōƛƎΣ aΦWΦΣ ¢ƻōƛŀǎΣ 
WΦ!ΦΣ ²ƛƭƭƛŀƳǎΣ aΦΣ 9ǿŜǊǎΣ wΦaΦΣ [ŜǿƛǎΣ hΦ¢ΦΣ wŜȅƴƻƭŘǎΣ DΦΣ ¢ŜƘΣ ¸Φ!ΦΣ IŜŎǘƻǊΣ !ΦΣ нлнрΦ 
¢ǊƻǇƛŎŀƭ ŦƻǊŜǎǘ ŎƭŜŀǊŀƴŎŜ ƛƳǇŀŎǘǎ ōƛƻŘƛǾŜǊǎƛǘȅ ŀƴŘ ŦǳƴŎǝƻƴΣ ǿƘŜǊŜŀǎ ƭƻƎƎƛƴƎ ŎƘŀƴƎŜǎ 
ǎǘǊǳŎǘǳǊŜΦ {ŎƛŜƴŎŜ оутΣ мтмςмтрΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦŀŘŦфурс 

aŀǊǝƴΣ !ΦwΦΣ ¢ƘƻƳŀǎΣ {Φ/ΦΣ нлммΦ ! wŜŀǎǎŜǎǎƳŜƴǘ ƻŦ /ŀǊōƻƴ /ƻƴǘŜƴǘ ƛƴ ¢ǊƻǇƛŎŀƭ ¢ǊŜŜǎΦ t[h{ hb9 
сΣ ŜнорооΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмотмκƧƻǳǊƴŀƭΦǇƻƴŜΦллнороо 

aŀǊǝƴΣ tΦ!ΦΣ bŜǿǘƻƴΣ !Φ/ΦΣ .ǳƭƭƻŎƪΣ WΦaΦΣ нлмоΦ /ŀǊōƻƴ Ǉƻƻƭǎ ǊŜŎƻǾŜǊ ƳƻǊŜ ǉǳƛŎƪƭȅ ǘƘŀƴ Ǉƭŀƴǘ 
ōƛƻŘƛǾŜǊǎƛǘȅ ƛƴ ǘǊƻǇƛŎŀƭ ǎŜŎƻƴŘŀǊȅ ŦƻǊŜǎǘǎΦ tǊƻŎŜŜŘƛƴƎǎ ƻŦ ǘƘŜ wƻȅŀƭ {ƻŎƛŜǘȅ .Υ .ƛƻƭƻƎƛŎŀƭ 
{ŎƛŜƴŎŜǎ нулΣ нлмонносΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлфуκǊǎǇōΦнлмоΦннос 

aŀǘƻǎΣ CΦ!ΦwΦΣ aŀƎƴŀƎƻΣ [ΦCΦ{ΦΣ !ǉǳƛƭŀ /Ƙŀƴ aƛǊŀƴŘŀΣ /ΦΣ ŘŜ aŜƴŜȊŜǎΣ [ΦCΦ¢ΦΣ DŀǎǘŀǳŜǊΣ aΦΣ {ŀŦŀǊΣ 
bΦ±ΦIΦΣ {ŎƘŀŜŦŜǊΣ /Φ9ΦDΦwΦΣ Řŀ {ƛƭǾŀΣ aΦtΦΣ {ƛƳƻƴŜƭƭƛΣ aΦΣ 9ŘǿŀǊŘǎΣ CΦ!ΦΣ aŀǊǝƴǎΣ {Φ±ΦΣ 
aŜƛǊŀπbŜǘƻΣ WΦ!Φ!ΦΣ 9ŘǿŀǊŘǎΣ 5ΦtΦΣ нлнлΦ {ŜŎƻƴŘŀǊȅ ŦƻǊŜǎǘ ŦǊŀƎƳŜƴǘǎ ƻũŜǊ ƛƳǇƻǊǘŀƴǘ 
ŎŀǊōƻƴ ŀƴŘ ōƛƻŘƛǾŜǊǎƛǘȅ ŎƻōŜƴŜŬǘǎΦ Dƭƻōŀƭ /ƘŀƴƎŜ .ƛƻƭƻƎȅ нсΣ рлфςрннΦ 
ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммммκƎŎōΦмпунп 

aŀǘǊƛŎŀǊŘƛΣ 9Φ!Φ¢ΦΣ {ƪƻƭŜΣ 5Φ[ΦΣ /ƻǎǘŀΣ hΦ.ΦΣ tŜŘƭƻǿǎƪƛΣ aΦ!ΦΣ {ŀƳŜƪΣ WΦIΦΣ aƛƎǳŜƭΣ 9ΦtΦΣ нлнлΦ [ƻƴƎπ
ǘŜǊƳ ŦƻǊŜǎǘ ŘŜƎǊŀŘŀǝƻƴ ǎǳǊǇŀǎǎŜǎ ŘŜŦƻǊŜǎǘŀǝƻƴ ƛƴ ǘƘŜ .ǊŀȊƛƭƛŀƴ !ƳŀȊƻƴΦ {ŎƛŜƴŎŜ осфΣ 
мотуςмоунΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦммнсκǎŎƛŜƴŎŜΦŀōōолнм 

aŎ[ŀǊŜƴΣ 5ΦΣ нлмфΦ DǳŜǎǘ ǇƻǎǘΥ ¢ƘŜ ǇǊƻōƭŜƳ ǿƛǘƘ ƴŜǘπȊŜǊƻ ŜƳƛǎǎƛƻƴǎ ǘŀǊƎŜǘǎ ώ²²² 5ƻŎǳƳŜƴǘϐΦ 
/ŀǊōƻƴ .ǊƛŜŦΦ ¦w[ ƘǧǇǎΥκκǿǿǿΦŎŀǊōƻƴōǊƛŜŦΦƻǊƎκƎǳŜǎǘπǇƻǎǘπǘƘŜπǇǊƻōƭŜƳπǿƛǘƘπƴŜǘπȊŜǊƻπ
ŜƳƛǎǎƛƻƴǎπǘŀǊƎŜǘǎκ όŀŎŎŜǎǎŜŘ тΦнтΦннύΦ 

aŎbƛŎƻƭΣ LΦaΦΣ wȅŀƴΣ /ΦaΦΣ aƛǘŎƘŀǊŘΣ 9Φ¢Φ!ΦΣ нлмуΦ /ŀǊōƻƴ ƭƻǎǎŜǎ ŦǊƻƳ ŘŜŦƻǊŜǎǘŀǝƻƴ ŀƴŘ 
ǿƛŘŜǎǇǊŜŀŘ ŘŜƎǊŀŘŀǝƻƴ ƻũǎŜǘ ōȅ ŜȄǘŜƴǎƛǾŜ ƎǊƻǿǘƘ ƛƴ !ŦǊƛŎŀƴ ǿƻƻŘƭŀƴŘǎΦ bŀǘǳǊŜ 
/ƻƳƳǳƴƛŎŀǝƻƴǎ фΣ олпрΦ ƘǧǇǎΥκκŘƻƛΦƻǊƎκмлΦмлоуκǎпмпстπлмуπлроусπȊ 

aŜǊŎŀŘƻΣ [ΦaΦΣ tŀǝƷƻΣ {ΦΣ 5ƻƳƛƴƎǳŜǎΣ ¢ΦCΦΣ CȅƭƭŀǎΣ bΦaΦΣ ²ŜŜŘƻƴΣ DΦtΦΣ {ƛǘŎƘΣ {ΦΣ vǳŜǎŀŘŀΣ /Φ!ΦΣ 
tƘƛƭƭƛǇǎΣ hΦ[ΦΣ !ǊŀƎńƻΣ [Φ9ΦhΦ/ΦΣ aŀƭƘƛΣ ¸ΦΣ 5ƻƭƳŀƴΣ !ΦWΦΣ wŜǎǘǊŜǇƻπ/ƻǳǇŜΣ bΦΣ {ŀƭŜǎƪŀΣ {ΦwΦΣ 




