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Abstract

Genome wide association studies (GWAS) have proved to be a successful method
in cataloguing loci influencing thousands of complex human disease phenotypes.
However, elucidating the causal mechanisms underlying such associations has
proved challenging due to the regulatory nature of the majority of signals.

In Chapters 2 and 3, I hypothesised that promoter-capture Hi-C (PCHi-C)
data might have utility in physically linking disease-associated regulatory variants
to their target genes, in a tissue-specific manner. To examine the genome-wide
enrichment of GWAS summary statistics within PCHi-C chromatin contact maps
I developed a novel statistical method, ‘blockshifter’. I applied blockshifter to a
compendium of GWAS summary statistics for 31 traits and PCHi-C data across
17 primary blood tissues, and found convincing evidence for the enrichment of
immune-mediated disease (IMD) GWAS signals in lymphocyte specific chromatin
interactions, providing support for the hypothesis. Taking a more gene-centric
approach I developed ‘COGS’, a novel method for integrating GWAS and PCHi-C
to prioritise specific causal variants, genes and cellular contexts for functional
follow up. With a focus on IMD, I prioritised tissue-context specific interactions in
CD4+ T cells linking putative causal variants for type 1 diabetes, to the promoter
of IL2RA. The effect of these variants on IL2RA expression was subsequently
validated by allele specific expression, by a collaborator, supporting the approach.

In Chapter 4, I hypothesised that summary statistics from multiple, well
powered GWAS of related diseases might be exploited to provide insight into rarer
related diseases or disease subtypes. To investigate this I developed a PCA based
framework to generate a lower dimensional basis, summarising input GWAS traits.
I constructed such a basis from ten IMD GWAS studies, excluding variants in
the HLA region, and projected on summary GWAS data from multiple sources
in order to characterise individual principal components (PCs). By projecting on
both summary and individual level genotype data for juvenile idiopathic disease
subtypes, I was able to show that a single PC was able to discriminate enthesitis-
related and systemic forms of the disease from other subtypes.
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Chapter 1

Introduction

1.1 Foreword

The main aims of this thesis are threefold:

Aim One: Investigate whether the promoter interacting regions (PIRs) identi�ed

by promoter-capture Hi-C (PCHi-C) are enriched for GWAS signals in a

cell-context speci�c manner.

Aim Two: Develop methods to integrate GWAS signals with PCHi-C data in

order to prioritise putatively causal SNPs, genes and tissue contexts for

functional followup.

Aim Three: Develop a framework for constructing a summary of the genetic rela-

tionships between multiple immune-mediated diseases (IMD) and evaluating

how they might be useful in characterising rarer or clinically heterogeneous

IMDs.

The work presented in this thesis is, like a majority of contemporary research,

of a cross-disciplinary nature encompassing the �elds of genetics, genomics and

statistics. Given this scope, I have organised the material such that each subsequent

chapter contains a more speci�c introduction to the relevant concepts, studies

and literature that it is concerned with. In contrast, this introductory material

is of a more general nature covering key concepts and technologies that form

a foundation for subsequent chapters. In Section 1.2, to provide background to

aims one and two, I describe how eukaryotic genomes are organised, the main

empirical methods for measuring facets of this organisation (including PCHi-C),

and how such genomic organisation is of relevance to human disease. Section 1.3
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introduces key population genetic concepts and statistical frameworks that I rely

on throughout this thesis to achieve my aims. In the �nal section (Section 1.4), I

provide a general introduction to IMDs with an emphasis, relating to aim three,

on their shared and distinct genetic architectures. I �nish by brie�y touching on

how the integration of genetic and functional data might afford a more, robust,

molecular taxonomy of IMDs.

1.2 The role of genome organisation in health and

disease

In 1958 'On protein synthesis' was published setting out Sir Francis Crick's

'Central Dogma' on how information stored in DNA could give rise to the complex

biochemistry essential for life (Crick, 1958). In it, he stated a �ow of information

from DNA, which through transcription to intermediate RNA species, is ultimately,

translated to proteins, in order to elicit cellular function.

Five years later Monod and Jaques were the �rst to characterise this process

in prokaryotes using the polycistroniclac operon inEscherichia coli(Jacob and

Monod, 1961). Empirically, they demonstrated the presence of `regulatory' genes

and sequence elements, whose function was to control the activity of a set of target

genes. These regulatory genes, which we now call `transcription factors', were

shown to function by interacting with the cognate DNA sequence elements to

regulate the expression of a short lived intermediate that they called `messenger'

RNA (mRNA).

1.2.1 The canonical eukaryotic protein coding gene

At the sequence level, the canonical eukaryotic protein-coding gene, which I refer

to subsequently as a `gene', consists of multiple elements that are required for

functional transcription.

The Promoter Found directly upstream of the transcriptional start site (TSS),

the promoter initiates binding of RNA Polymerase II (Pol II), the enzyme

responsible for transcribing DNA to mRNA. Generally such promoter se-

quences consist of two elements; a region immediately upstream of the TSS

known as the `core promoter' and a region upstream to this, known as the

`proximal element' or `regulatory promoter' (Kanhere and Bansal, 2005).

The former provides sequence cues for the binding of the Poll II complex,
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with the latter thought to provide a more subtle, context-speci�c modulation

of expression rate through the binding of cofactors such as transcription

factors. As a result promoters are highly heterogeneous between genes

re�ecting different abilities to drive transcription in different tissue contexts.

The Enhancer In Eukaryotes the activity of the promoter in controlling tran-

scription is augmented by actions of short (between 100-500 bp) sequences,

known as enhancers. Enhancers function by the binding of speci�c tran-

scription factors that once recruited interact with co-factors and Pol II to

potentiate transcription of a target or set of target genes. In higher organisms,

enhancers, unlike promoters are often found at some distance (up to 1Mb)

either upstream or downstream from their target gene. This effect over

distance means that they are often found in the intronic regions of non-target

genes or even `skip' multiple intervening genes to exert their function.

To understand such action at a distance it is useful to summarise current

knowledge about the organisation of DNA within a eukaryotic cell.

1.2.2 Chromatin structure

In humans, a majority of cells contain a complete copy of an individuals genetic

material. At a large scale this can be observed as classical karyotype consisting of

22 pairs of autosomal chromosomes and one pair of sex determining allosomes.

This large body of genetic material must be ef�ciently packed into the cell nucleus,

a specialised sub-cellular organelle. At the lowest level, DNA polymers associate

with specialised proteins called histones that spool the DNA into approximately

146 bp supercoils known as nucleosomes (Figure 1.1a) to form euchromatin (Fig-

ure 1.1b) (Higgs et al., 2007). In turn euchromatin can be further compacted to

form the higher order structure of heterochromatin (Figure 1.1c and d). Gener-

ally euchromatin is an indicator for more active chromosomal regions whereas

heterochromatin identi�es those that are more quiescent. Indeed, The formation

of euchromatin and heterochromatin is highly regulated (Lawrence et al., 2016)

through multiple mechanisms.
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Fig. 1.1 A model for the formation of chromatin in Eukayotes.a) Specialised
proteins called core histones (blue) form� 146bp DNA coils called nucleosomes.
b) Nucleosomes form at regular intervals along the DNA double helix in the
so called `beads on a string' con�guration. This con�guration is permissive to
gene transcription and is modulated by chemical modi�cation of histone tails.c)
Mediated by the non core histone, H1, this `bead on a string' con�guration, known
as euchromatin, is further packed into �bres known as chromatin.d) These densely
packed 30nm chromatin �bres, known as heterochromatin are generally less
permissive to gene transcription.Image adapted from an original image by Richard
Wheeler under CC BY-SA 3.0 license[https://commons.wikimedia.org/wiki/File:
Chromatin_Structures.png].

1.2.3 Regulation of chromatin state

DNA-Methylation

At the DNA level, the addition of methyl groups to individual cytosine (C) bases

is widespread. In mammals this methylation occurs at speci�c di-nucleotides

known as CpG's (5'-C-phosphate-G-3'). This methylation is context specifc, for

example, the methylation of gene promoter regions is associated with attenuation

of gene transcription, where as methylation of gene bodies has a reciprocal re-

lationship (Jones, 2012). It is thought that DNA-methylation indirectly affects

chromatin structure by recruiting, methyl-CpG-binding domain proteins (MBDs)

which with co-factors promote chromatin remodelling (Du et al., 2015) .

Covalent histone modi�cation

At the unit of the nucleosome, constituent histone proteins have polypeptide

`tails' (Figure 1.1b) that through the action of speci�c enzymes may be covalently

modi�ed. For example, Histone 3 (H3) has a speci�c lyseine at position 27

(K27) that when acetylated (ac) correlates with more active chromatin (H3K27ac).

Many such histone modi�cations have been described, correlating with different

chromatin activation levels which are reviewed in (Lawrence et al., 2016).
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Key to the study of histone modi�cations has been the development of ChIP-

seq, which has made it possible to catalogue the location of speci�c modi�cations

on a genome-wide scale across multiple tissues and organisms. ChIP-seq is an

umbrella term for the process of using antibodies raised to speci�c DNA binding

proteins (Landt et al., 2012). These antibodies are extremely speci�c and there-

fore can be used to precipitate histones with particular covalent modi�cations in

complex with the DNA to which they associate. This DNA can then be sequenced

and mapped back to the genome, allowing the elucidation of the physical location

of the modi�ed nucleosome. The ChIP-seq method can be applied to any DNA

interacting protein for which a speci�c antibody can be raised, and has been used

successfully to interrogate and characterise the binding of many transcription

factors (The ENCODE Project Consortium, 2012).

The mechanisms by which such modi�cations are able to affect chromatin

state are varied, for example, H4K16ac is thought to loosen intra-nucleosome

binding, thus favouring the formation of euchromatin and transcription factor

accessibility (Shogren-Knaak et al., 2006).

Fig. 1.2 A catalogue of covalent histone modi�cations in eukaryotes. The central
sphere indicates a nucleosome complexed with DNA (black). Histone tails are
blown up for clarity with speci�c residues and their possible modi�cations num-
bered.Image adapted from an original from Lawrence et al. (2016),©Elsevier
Ltd. reproduced under license.
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DNA accessibility

The accessibility of chromatin and its constituent DNA is also a useful marker of

activity. One such assay, DNase hypersensitivity (DHS) assay with sequencing

(DNase-Seq), involves digesting chromatin with the DNA cleaving enzyme DNase

I (Song and Crawford, 2010). Regions of open chromatin are more accessible

to the enzyme, and are therefore more likely to be a cleaved. These cleavage

products, can be isolated and sequenced and their physical locations, known

as DHS regions, found by mapping to a reference genome. The DHS assay is

technically challenging and more recently has been replaced with theassay for

transposase-accessiblechromatin usingsequencing (ATAC-Seq) which requires

less biological input material (Buenrostro et al., 2015).

Chromatin segmentation

Due to the number of modi�cations that individual nucleosomes can undergo the

number of possible combinations is large (Figure1.2), requiring the combined

analysis of heterogeneous sources of data derived from CHiP-Seq, ATAC-Seq and

RNA-Seq experiments. This precipitated the development of software to integrate

datasets performed on the same cell type to identify patterns of modi�cations,

transcription factor binding, accessibility and transcription that correlate with

chromatin activity (Ernst and Kellis, 2012; Hoffman et al., 2012). This has allowed

the annotation of tissue speci�c `chromatin segments', regions of chromatin with

similar properties (e.g. combinations of histone modi�cations) (Ernst and Kellis,

2015) and their subsequent characterisation into more conceptual constituent

elements such as enhancers.

1.2.4 Chromatin organisation in three dimensions

However, this linear cataloguing of the non-coding portion of the genome described

in the previous section, misses additional complexity, in that chromatin �bres

associate to form higher order three dimensional structures. Whilst some of

these associations are structural, allowing the very long �bres of chromatin to

be ef�ciently packed within a cell, many have speci�c functions associated with

replication and the regulation of gene expression. The recent development of

high-throughput methods, known as chromatin conformation assays, for assessing

this three dimensional structure has begun to reveal the underlying complexity of

this structure and how it effects cellular function.
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Chromatin conformation assays

Building on the Nuclear Ligation assay (Cullen et al., 1993) Dekker et al. (2002)

described a molecular technique,chromosomeconformationcapture (3C) for

interrogating intact nuclei for the presence of speci�c interactions (Figure 1.3).

Subsequently this was extended through,chromosomeconformationcapture-on-

chip (4C), to examine all interactionswith a speci�c locus (Simonis et al., 2006).

Further development gave rise tocarboncopy chromosomeconformationcapture

(5C), that allowed the interrogation of all interactionswithin a speci�c locus of

up to 1Mb in size (Dostie et al., 2006). These techniques for investigating higher

order chromatin structure dovetailed with the emergence of massively parallel

sequencing techniques leading to the development of Hi-C.

Fig. 1.3 Methods for interrogating chromatin conformation.Image adapted from
an original from Davies et al. (2017),©Springer Nature reproduced under license.

Hi-C

Hi-C involves cross-linking genomic DNA with formaldehyde resulting in covalent

links between spatially adjacent chromatin segments. This chromatin is then
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digested with a restriction enzyme and sticky ends are �lled in with biotin labelled

nucleotides. Ligation is then performed under dilute conditions, thus favouring

intra-molecular ligation events. The DNA is then puri�ed and then sonically

sheared and fragments are then enriched for biotinylated junctions, which then

undergo paired end sequencing (Lieberman-Aiden et al., 2009) (Figure 1.3).

Hi-C resolution is limited by two main factors. Firstly, the protocol involves a

restriction enzyme digest, usuallyHindIII, and interactions are called based on the

resultant fragments generated, in practice ifHindIII is used this limits resolution to

approximately 4Kb. Secondly, the complexity of the sequence libraries generated

means that to increase the effective resolution by a factorn requires ann2 fold

increase sequencing reads which is prohibitive for general implementation (Jäger

et al., 2015).

ChIA-PET and Capture-C

In a parallel, an alternative experimental method,chromatininteractionanalysis

by paired-end tag sequencing (ChIA-PET) was being developed, that harnessed

immunoprecipitation techniques to enrich for interactions based on the presence

of speci�c DNA binding proteins (Fullwood et al., 2009). The main limitation

of ChIA-PET is that the ChIP step results in a relatively modest enrichment for

targeted chromatin interactions. Consequently the number of sequence reads

available for mapping genuine contacts is attenuated resulting in reduction in

the sensitivity to uncover interactions (Davies et al., 2017). More recently the

development of hi-ChIP (Mumbach et al., 2016) has overcome some of these

limitations, resulting in meaningful reductions in the amount of biological input

material required. However, both ChIA-PET and hi-ChIP still rely on speci�c

antibody binding to target proteins, which themselves are subject to bias in their

ef�cacy (Davies et al., 2017).

In contrast to the immunoprecipitative methods mentioned previously, other

chromatin methods use sequence based DNA capture techniques to enrich for

contacts containing speci�c sequences of interest. Capture-C (Hughes et al., 2014)

combines 3C techniques with sequence speci�c capture allowing a detailed picture

of chromatin contacts at 100's of individual `viewports' to be assembled (Davies

et al., 2016). Whilst capture-C overcomes the main limitations of other techniques

(e.g. high biological material input requirements and reliance on protein speci�c

iummunoprecipitation) it is limited to the one-to-many contact nature of 3C and
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subsequent multiplexing considerations limit the number of viewports that can be

assayed to the hundreds.

Capture Hi-C

These limitations have lead to the parallel development ofCaptureHi-C (CHi-

C) (Dryden et al., 2014). This method combinesin situ ligation adaptations to

conventional Hi-C methodology using a sequence capture library design to target

speci�c regions of the genome. The promoter capture Hi-C (PCHi-C) methodology

used extensively in this thesis, for example, targets the 5' and 3' of restriction

fragments that overlap gene promoters genome-wide (Mifsud et al., 2015). This

results in the subsequent enrichment of distal sequences that come into contact

with the promoter regions targeted by the capture design.

It should be stressed that whilst some of the techniques described above have

been subsumed by subsequent developments, there is no `best' technique. At the

genome-wide scale Hi-C can give a relatively non-biased overview of 3D genome

topology useful for the understanding of how higher level chromatin organisation

operates genome-wide. In contrast capture-C can be used to characterise speci�c

interactions identi�ed through orthologous empirical methods (e.g. ChIP-Seq or

ATAC-Seq) in detail. As such PCHi-C occupies the middle ground operating as

a bridge between genome-wide Hi-C and locus speci�c capture-C, important for

transducing information between the two scales of chromatin organisation.

Chromatin looping

An important locus for deriving tissue speci�c mechanisms of enhancer action

over a distance has been the murine locus control region (LCR) responsible for

the expression of theb � globin gene cluster. The LCR itself contains multiple

tissue context speci�c enhancers, the most distal of which is located 70kb from

theb � globingene locus. Tolhuis et al. (2002) were able to show, using 3C, that

the tissue speci�c expression of thea andb � globin genes were modulated by

the physical interaction of speci�c LCR enhancers to the promoters of these genes,

looping out the interveningegandbh1 genes.

Topologically associated domains (TADs)

At a more global level Dixon et al. (2012) used Hi-C to describe the phenomenon

of topologically associated domains(TADs). These domains are areas of chromatin
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that interact with increased frequency when compared with those outside of the

TAD, and their boundaries are enriched for the DNA binding proteins CTCF and

cohesin. Chromatin looping events identi�ed through Hi-C were found to also

preferentially occur within rather than between TADs (Dixon et al., 2012; Rao

et al., 2014; Sexton et al., 2012), an observation that was subsequently validated

using capture-C (Hughes et al., 2014). Whilst such TAD architecture seems to be

independent of tissue context (Dixon et al., 2012) its ablation, through the removal

CTCF binding domains can have signi�cant localised effects on the regulation

of gene expression (Zuin et al., 2014). Recent work in mice has demonstrated

that novel tissue-speci�c TAD borders can occur at promoters of developmentally

regulated genes. These borders can be separated by the differential enrichment

of DNA-speci�c binding proteins such as cohesin and histone modi�cations such

as H3K4me3 and H3K27ac (Bonev et al., 2017). The question remains as to

whether the correlation between such epigenetic marks and the regulation of

chromatin organisation is causative. Whilst this is an active area of research,

recent work has shown provisional support for H3K4me1 having a causal role

in the stabilisation of long range chromatin looping events through the active

recruitment of cohesin (Yan et al., 2018).

1.2.5 Chromatin organisation and disease

In the previous section I discussed the role and main mechanisms underlying

the choreography between the 3D genome and gene expression. An outstanding

question is to what extent alterations at the sequence level can attenuate or ablate

chromatin contacts and thereby alter tissue speci�c transcriptional programmes to

cause disease?

In rare monogenic disease

An early example of how ectopic long range chromatin looping could be modulated

through the actions of a single nucleotide polymorphism (SNP) was observed

through the genetic mapping of preaxial polydactyly (PPD). Using thesasquatch

(Ssq) mouse model for PPD, Lettice et al. (2003) characterised a prominent limb

enhancer (ZRS) modulatingShhgene expression over 1Mb away responsible

for the PPD phenotype. Using segregation analysis in multiple human families

exhibiting the PPD phenotype they were able to show that all affected individuals

were homozygous for SNPs overlapping the human-syntenic region of ZRS. In

this highly penetrant monogenic setting, where homozygosity for a speci�c and
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rare non-coding allele segregates with disease status, there are few additional

examples. Indeed, whilst sequencing studies have identi�ed a large volume of

protein coding SNPs responsible for mongenic disease (Lek et al., 2016), a recent

study investigating the effect of rare variation on neurodevelopmental disorders

estimated that between 1-3% of cases might be caused byde novonon-coding

variation (Short et al., 2018).

In common polygenic disease

This situation is somewhat reversed in the context of common polygenic disease,

where a majority of associated variants, identi�ed through genome-wide asso-

ciation studies (GWAS) have been found to occur outside of the regions of the

genome coding for proteins (1000 Genomes Project Consortium et al., 2015). This

has been problematic because GWAS have not typically led to the identi�cation of

disease causing genes. This observation (which I expand upon in Section 1.4.4),

alongside results emerging from model organisms such as yeast (Bloom et al.,

2013), opened up the possibility that knowledge about 3D genome organisation

and its interplay with gene regulation might have utility in the interpretation of

causal mechanisms underlying complex traits. One such early study used 3C

evidence to show that a Type 1 diabetes (T1D) association signal on chromosome

16, located within the intron of the geneCLEC16A, might instead regulate a more

distal geneDEXI for which little biology was known (Davison et al., 2012). This

study highlighted that the physical location of an association might be an imperfect

method of prioritising genes for functional characterisation and that chromatin

conformation capture might provide a valuable orthogonal method.

This was brought in to sharp contrast by Smemo et al. (2014), who inves-

tigated an obesity associated locus within the intron of theFTO gene on chro-

mosome 16 (Frayling et al., 2007). Previous efforts to characterise the region,

including mouse knockout studies, had provided support for causality of theFTO

gene (Church et al., 2009). Using 4C Smemo et al. (2014) showed evidence for

the interaction in mouse brain tissue of a region, syntenic for the human associ-

ated region, with the promoter ofIrx3 rather thanFto precipitating considerable

controversy. This controversy was resolved by Claussnitzer et al. (2015) who

used multiple sources of genomic evidence (including Hi-C) to elucidate a role

for the human causal variant in abrogatingARID5Btranscription binding. This in

turn affected regulation ofIRX3andIRX5expression through chromatin looping

causing a downregulation of thermogenesis.
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1.3 Statistical methods for genomic analysis

In the previous section I introduced the concept that common variants, through

chromatin looping events, can modulate complex disease risk via the dysregulation

of distal gene expression. Next I expand on the statistical techniques and chal-

lenges relevant to robustly identifying common causal variants in complex disease.

My focus on methods for testing association rather than linkage is mostly technical

as the high genetic heterogenity combined with low effect sizes underlying a ma-

jority complex disease genetic architectures considerably disadvantages the power

of linkage compared to association based approaches (Risch and Merikangas,

1996).

1.3.1 Relevant population genetics concepts

Prior to discussing such statistical methods, it is worth touching on population

genetics concepts that have particular relevance to the methods of statistical

association I subsequently describe. In this section I introduce allele frequencies,

how over many generations these vary and give rise to structure in genetic data.

Finally I touch upon `heritability' a concept that can be used to measure the relative

contributions of environment and genetics to the variability of a phenotype within

a population.

Allele frequency and Hardy-Weinberg equilibrium

In 1908, separate publications from Wilheim Weinberg and G. H. Hardy set out

a mathematical framework for modelling allele frequencies within a population

that would arise over many generations of random mating. Consider a SNP for a

diploid organism consisting of a allelesA0 andA1. In a large population of sizeN

the frequencies ofA0 andA1 can be estimated asp = C(A0)
2N andq = C(A1)

2N , C(A0)

andC(A1) are the observed allele counts ofA0 andA1 accordingly. In a large

populationp andq can be viewed as the probability of obtainingA0 or A1 from

random sampling, and given that there are only two possible allelesp+ q = 1.

An assumption of this model is that whilst each individual contains two alleles

(as they are diploid), these are independently sampled from the population and

so may be considered separately. A natural extension of this model is to consider

the probability of obtaining a speci�c set of alleles or genotype when sampling an

individual from the population. Given the previous observation of the probability

of sampling a single allele (i.e.p+ q = 1) it follows that(p+ q)2 = 12. Herep2



1.3 Statistical methods for genomic analysis |13

andq2 correspond to the frequencies of the homozygous genotypes,A0A0 and

A1A1 respectively and frequency of the heterozygous genotype, that exists in two

con�gurationsA0A1 andA1A0 is 2
p

p2q2. This Hardy-Weinberg principle of

equilibrium (HWE) relies on the assumption of stable allele frequencies within a

population, and thus makes a number of implicit assumptions that relate to this,

that include random mating, no population migration and that the target alleles are

not under selection.

Linkage Disequilibrium

Due to the mechanism of meiosis, the process of recombination randomly shuf�ing

genetic material between parental gametes, alleles at neighbouring SNPs become

less correlated. On an individual level this results in a set of SNPs (normally

spatially proximal) at different loci being non-randomly associated, these alleles

are said to be in linkage disequilibrium (LD). To characterise LD pairwise between

two SNPs various metrics have been de�ned (Devlin and Risch, 1995). By far

the most commonly applied is the correlation coef�cientr. Let PA andPB be

the estimated minor allele frequency at SNPsA andB respectively wherePAB is

frequency of the minor alleles atA andB co-occurring on the same chromosome

then

r =
PAB � PAPBp

PA(1� PA)PB(1� PB)
: (1.1)

HerePAB is equivalent to the haplotype1 frequency of minor alleles atA andB. In

general the square of the correlation coef�cient is used in order to remove the sign

introduced, as this arbitrarily dependent on the way in which alleles are labelled.

Heritability

Total heritability,H2, is the proportion of the phenotypic variance,s 2
P that can be

attributed to genetic differences,s 2
G, among individuals (Equation 1.2).

H2 =
s 2

G

s 2
P

: (1.2)

This de�nition is �exible, for example, we might imagines 2
G combining with

an environmental factor, E, with a phenotypic variances 2
E such thats 2

P = s 2
G +

s 2
E. However, this �exibility makesH2 hard to estimate without making strong

1A group of alleles from the same chromosome
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assumptions. Instead we might think ofs 2
G as the sum of variances across a

range of additive (A), dominant (D) and interaction (I) effects, such thats 2
G =

s 2
A + s 2

D + s 2
I . This leads to the de�nition of narrow-sense heritability, which is

the proportion of phenotypic variance explained by additive genetic effects

h2 =
s 2

A

s 2
P

: (1.3)

We can de�ne a further quantity,h2
g, called SNP heritability, as the proportion

of variation in the trait that can be explained by additive effects of commonly-

occurring SNPs whose genotype we can measure2. In practiceh2
g � h2 � H2

re�ecting the increasing �exibility of their underlying de�nitions.

1.3.2 Genome Wide Association Studies

GWAS, employ, in a hypothesis-free manner, the methods described in the sub-

sequent sections, to a phenotyped population for which the majority of common

variation (MAF>5%) has been measured with the aim of uncovering whether

such variation is associated with the target phenotype. These associations, once

discovered, can implicate novel biological mechanisms underpinning the measured

phenotype, for example autophagy in Crohn's disease (Zhang et al., 2008), and

more recently are being used to stratify individual disease risk (Wray et al., 2019),

a pre-requisite of `personalised' medicine (Jameson and Longo, 2015). Whilst

early studies examined the theoretical underpinnings of such approaches under a

variety of scenarios (Wang et al., 2005), robust technologies to measure such a

large amount of genotypes across a suitably powered cohort were in their infancy.

The �rst reported GWAS, concerning age-related macular degeneration (Klein

et al., 2005), assayed 160,000 SNPs across 96 cases and 50 controls, �nding an

association with theCFH gene, implicating a role for the complement system of

innate immunity in disease pathogenesis. A watershed moment occurred in 2007

on the publication of the Wellcome Trust Case Control Consortium paper (Well-

come Trust Case Control Consortium, 2007). This married the technological

breakthrough in the large scale measurement of SNP genotypes, begun with the in-

ternational HapMap project (International HapMap Consortium et al., 2007), with

a collaborative approach to data sharing and analysis enabling the �rst large scale

GWAS, that included 2,000 cases for each of seven diseases and 3,000 controls,

2indeed this is also known by the pseudonym `chip' heritability in reference to the underlying
genotyping platforms employed
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typed over 500,000 SNPs. Over the intervening years, iterative improvements to

SNP genotyping platforms, statistical imputation methods and the aggregation of

ever larger sample cohorts across a plethora of traits and diseases, has resulted

in an exponential growth in the catalogue of human variation associated with

human disease (Figure 1.4). For example a recent study of educational attainment

assessed 1.1 million individuals across 9 million SNPs (Lee et al., 2018).

Fig. 1.4 Growth of Genome-Wide Association studies.a) Growth in the cumulative
number of GWAS studies. For orientation Klein et al. (2005) and Wellcome Trust
Case Control Consortium (2007) studies are shown.b) The cumulative growth of
recombination blocks associated with one or more traits as a function of genome
coverage over the same period. The red dotted line shows where half of the
genome has been associated with one or more traits. Data downloaded from
GWAS catalogue (25/01/2018).

1.3.3 Hypothesis testing

Hypothesis testing underlies many statistical inference approaches to GWAS. Key

to the approach is de�ning a null hypothesis,H0, that contradicts a theory about a

particular phenomenon for which data has been collected. For example, consider
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a random variableX with an observed valuex, if the distribution ofX underH0 is

known,H0 : X � fX, then it is possible to associate a probability of observing a

value sampled fromfX by

Pr(X = x j H0): (1.4)

More generally we might take repeated samples fromfX, selecting a statistic,

known as a `test' statistic, in order to provide a summary of those repeated

samples. In most contexts this test statistic is devised such that it has a known

distribution underH0. Under the Neyman-Pearson approach, we partition this

knownH0 distribution, into values of the test statistic which are unlikely to be

observed if repeated samples ofx are truly drawn from this distribution. This

partition is called the critical region, and its probability is de�ned asa . If the

sample test statistic, falls within this critical region, thenH0 is rejected and the

alternative,H1 is accepted. The value ofa , is also known as the Type 1 error

rate as it equates to the probability of erroneously rejectingH0 when it should

have been accepted. The Neyman-Pearson approach also de�nesb, the Type II

error rate, which, in contrast, re�ects the probability of erroneously acceptingH0,

with it's value relating to both sample size and the nature ofH1. This approach

to hypothesis testing is applied in a frequentist setting, where we assume that a

parameter or test statistic ofX has a true value, and that this is can be estimated by

appropriate sampling fromfx. This is in contrast to a Bayesian philosophy, that

assumes that the parameters are themselves random variables and as such have

their own distributions. Thus, in the Bayesian setting, we instead estimate the

posteriorprobability ofH0,

Pr(H0 j X = x) =
Pr(X = x j H0) Pr(H0)

Pr(X = x)
; (1.5)

which summarises how stronglyH0 is supported by the observed value,x. A

key concept here is the requirement for selecting a prior probability for the null

hypothesis,Pr(H0) before observingx. This re�ects our belief thatH0 is not �xed

but is itself a random variable and as such has an associated probability of being

true. In the �eld of genetics, frequentist approaches are used more widely, in

contrast to Bayesian approaches, which are used for pragmatic reasons, such as

for settings when sample size is small, there is a need to include prior information

or where we wish to compare non-nested hypothesis (Section 1.3.5).
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1.3.4 Frequentist approaches to genetic association testing

Generally, associations arise where we observe that one set of observations or

events is statisticallydependenton another. Most statistical tests for association

utilise this dependence and examine the likelihood under the null hypothesis,

H0 that the two events are truly independent. It is important to note that such

association tests in isolation cannot imply causality, a subject of debate outside the

scope of this thesis. Tests of genetic association apply this principal of dependence

to the �eld of genetics, by examining whether a quantitative or binary outcome is

dependent on exposure to one or more underlying genetic variants.

In order to illustrate different approaches let us imagine a simpli�ed �ctitious

study, where we measure the presence,A1 or absenceA0 of a particular allele of a

genetic variant,A in a set ofN1 individuals with disease,D+ , andN0 without D� .

A natural method of summarising our �ndings is a2� 2 contingency table (Pearson

and Blakeman, 1906) where each element re�ects the frequency of two events.

A1 A0

D� a b
D+ c d

Table 1.1 A contingency of an association study where we wish to examine the
statistical dependence of disease outcome (D� /D+ ) on genetic variant exposure
(A0/A1)

Odds ratios

The main metric of effect size in binary contingency tables, the focus of our

�ctitious example, is the odds ratio (q). To compute this we �rst compute the

conditional probability of having the disease contingent on not having the variant

(Pr(D+ jA0)). We can express the odds of having the disease contingent on not

having the variant asPr(D+ jA0)
1� Pr(D+ jA0) , similarly the odds of having the disease con-

tingent on having the variant isPr(D+ jA1)
1� Pr(D+ jA1) . The odds ratio for disease associated

with variantA1 is thus:

q =

Pr(D+ jA1)
1� Pr(D+ jA1)

Pr(D+ jA0)
1� Pr(D+ jA0)

; (1.6)

which using the labels from Table 1.1 simpli�es tocb
ad.
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This estimate of effect size does not tell us whether this effect is signi�cant,

such that it is meaningfully different from the value we would expect ifD and

A were independent (i.e.q = 1). In order for this we need to elucidate, given

our study size, the uncertainty attached to our estimate of the odds ratio (q̂). The

distribution ofq̂ is skewed towards values greater than one because low values are

constrained by zero whereas large values are not. This can be overcome by using

the natural logarithm of̂q such thatb̂ = log(q̂). We can compute an approximation

of the standard error of̂b ass b̂ =
q

1
a + 1

b + 1
c + 1

d , wherea;b;c andd are the

counts from the joint distributions of our contingency table (Table 1.1). Under the

assumption that sample size is large, the estimate of our odds ratio,q̂, follows a

normal distribution, allowing us to obtain a standardisedZ score (Z = b̂
s b̂

). This

test statistic can then be used as the basis of a hypothesis test where under the null

b̂ = 0, which is rejected if theZ-score intersects with the critical region de�ned

by a .

Testing for association in biallelic single nucleotide polymorphisms

The previous section dealt with inference based on odds ratios in the case of two

categorical variables. In general, most organisms areploidy indicating that they

have more than one set of chromosomes. Humans have a ploidy of two which

means that for a given a binary allele whereA1 andA0 indicate the allele is present

or absent respectively, an individual is sampled from four possible con�gurations

(Table 1.2). By updating our contingency table so the joint distributions re�ect

allele counts rather than individuals we can compute odds ratio's accordingly.

Con�guration Name Value
A0A0 HomozygousA0 0
A1A0 Heterozygous 1
A0A1 Heterozygous 1
A1A1 HomozygousA1 2

Table 1.2 Value indicates the number of alleles present in a con�guration

Linear Regression

In the previous section I discussed methods for estimating effect sizes and their

signi�cance given two sets of categorical variables. Here I introduce the linear

model for testing for genetic association where the outcome variable is quantitative,

rather than binary.
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Let g be a vector of genotypes for a set ofn individuals for a given bial-

lelic SNP such thatg = ( g1;g2; : : : ;gn� 1;gn);gi 2 f 0;1;2g (Table 1.2). Lety =

(y1;y2; : : : ;yn� 1;yn). Generally we wish to understand whetheryi = f (gi) + e,

where f (gi) is a linear function that can be parameterised by a slope,b and an

intercept,b0 such thatyi = b0 + bgi + e, wheree � N(0;s 2
e ) is an error term that

allows for residual variability (i.e. that the value ofyi may be a function of other,

unmeasured factors). We seek to optimise the selection of bothb0 andb such that

any differences in the vector of predicted outcome variables,ŷ, from applying the

linear function ofg, are minimised with respect to the observed vector of outcomes,

y. We can estimate the difference betweeny andŷ asy � ŷ, which results in a

vector ofresidualvalues,r = ( r1; r2; : : : ; rn� 1; rn) which can be summarised in the

residual sum of squares quantityRSS= å n
i (r2

i ) = å n
i (yi � (b̂0 + b̂gi))2. There are

multiple analytical procedures to solve for estimates ofb̂0 andb̂i that minimise

RSS, however the ordinary least squares (OLS) method provides a closed form

such that:

�
b̂0; b̂1

� T
=

�
XTX

� � 1
XTy; (1.7)

whereX =

0

B
B
@

1 g1
...

...

1 gn

1

C
C
A .

Such an approach can be extended to the genotypes of multiple SNPs and

outcomes by replacingg with a genotype matrixG, where rows and columns

match samples and SNPs respectively and the elements ofG belong tof 0;1;2g

(Table 1.2).

Logistic Regression

Linear regression can be successfully used for inference when the outcome is

quantitative, but it is less suitable when the outcome is binary such thaty 2 f 0;1g.

Fitting a linear model is unsuitable as the model space allows for parameters that

might result in predictions such thaty < 0 or y > 1. An alternative approach is to

employ a logistic function ong where:

f (gi) =
1

1+ exp� (b0+ bgi)
; (1.8)

in this case the vector of outcomes,y, is projected onto the odds scale such that

y = f (g)
1� f (g) . In its simplest case a logistic model will generateexp(b1) that are
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equal to the odds ratio computed using simpler methods previously described. Its

main utility is in its ability to incorporate other covariates and nuisance parameters

by the addition of terms to the linear predictor.

1.3.5 Bayesian approaches to genetic association testing

Canonical frequentist approaches described in Section 1.3.4 have an important

limitation in that their currency, thep-value is unable to capture how con�dent

we are that a SNP is truly associated with a trait (Stephens and Balding, 2009).

Conversely a Bayesian posterior provides a strength of evidence for a given

hypothesis albeit with additional assumptions and computational burdens. Such

posterior probabilities naturally allow the comparison of different hypothesis and

lead to a Bayesian interpretation of hypothesis testing, central to this are the

concept of Bayes factors.

Bayes Factors

In 1935 Harold Jeffreys described how Bayes theorem could be used to compare

competing hypotheses (Jeffreys, 1973). As an illustrative example, consider two

hypothesisH0 andH1, representing the null and alternative respectively. Given

the observation of some data,D, we compute posterior probabilitiesPr(H0jD) and

Pr(H1jD). We are interested in the relative support forH1 compared toH0 which

can be expressed as a quantity known as the Bayes Factor.

BF =
Pr(H1jD)
Pr(H0jD)

: (1.9)

If we de�ne the prior odds asPr(H1)
Pr(H0) , thenPr(H1jD)

Pr(H0jD) , theposteriorodds (PO) can

be expressed by

PO= BF� prior odds;

as set out by Kass and Raftery (1995).

In the context of a case/control setting, letq be the odds ratio for a given

SNP under additive assumptions, and letb = log(q), we may assume thatb = 0

andb � N(0;W) for some speci�edW underH0 andH1 respectively. Thus we

construct the Bayes factor as:

BF =
Pr(Djb � N(0;W))

Pr(Djb = 0)
: (1.10)
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Here,W can be estimated from one of the frequentist approaches previously

mentioned.

Wake�elds asymptotic Bayes Factors

In three papers (Wake�eld, 2007, 2008, 2009) Wake�eld introduced an asymptotic

Bayes Factor (aBF), for use in association studies, with a simple closed form,

requiring as input only the maximum likelihood estimate ofb̂ and its variance

V. Such an approach was not only computationally tractable but circumvented

the considerable dif�culties in obtaining genotype level information, as it could

be computed from summary level statistics (e.g.p-values or odds ratios and

their standard errors). The aBF relies on a normal priorN(0;W) on b. For a

dichotomous trait a value ofW = 0:2 has been suggested (Giambartolomei et al.,

2014) as this approximates to aPr(q > 1:4jq < 1:4� 1) of 5 %. This prior when

combined with the assumption that maximum likelihood estimate ofb̂ is sampled

from a normal distributionN(b;V) yields:

aBF=

r
V + W

V
� exp

�
�

z2W
2(V + W)

�
(1.11)

wherez2 is the Wald statisticb̂
2

V .

Fine mapping using asymptotic Bayes Factors

The Wellcome Trust Case Control Consortium et al. (2012) show that under the

scenario of a single causal variant within a given genomic region containgk SNPs,

then the Bayes factor for that region to be causal is the mean of the individual

Bayes Factors for all the SNPs in the region,

BFreg =
1
k

k

å
i= 1

BFi ; (1.12)

whereBFi is the Bayes factor associated with theith SNP being causal, which can

be approximated byaBFi introduced in the previous section. Furthermore they

de�ne the single causal variant posterior probability forith SNP, which substituting

for aBF becomes



22 | Introduction

sCVPPi �
aBFi

kaBFreg

�
aBFi

å k
j= 1aBFj

: (1.13)

However such a relationship does not consider the case where there are no causal

variants within the region. To do this we must alter the de�nition ofBFreg, to

include a term for the Bayes factor associated with a model containing no causal

variants orPr(DjH1)
Pr(DjH0) = 1 such that

sCVPPi �
aBFip�

p å k
j= 1aBFj

�
+ p0

; (1.14)

wherep andp0 are the prior probabilities for a SNP to be causal or not causal

respectively. Under the assumption thatp is small with respect tok then we

approximatep0 = 1� kp � 1 leading to

sCVPPi �
aBFip�

p å k
j= 1aBFj

�
+ 1

: (1.15)

Therefore under the strong assumptions, that a given physical region contains

a single causal variant, we can de�ne single causal variant posterior probabilities

(sCVPP) for each a SNP. By ordering and taking the cumulative sum of these pos-

terior probabilities we can compute credible sets of SNPs that incorporate a given

amount of posterior probability (e.g. 95%). In some cases given well powered

studies and dense genotyping or imputation this can lead to the identi�cation of

single variants upon which the overwhelming majority of the posterior probability

is focused, which are then amenable to empirical follow up (Huang et al., 2017).

1.3.6 Approaches to high dimensional data

In previous sections I have focused on inference, however statistical approaches are

also concerned with describing and summarising the structure of high dimensional

data such as arises from GWAS. Such high dimensional data occurs where the

number of observations or predictors,p is much larger than the sample sizen,

resulting in the so calledcurse of dimensionality; asp increases so does the volume

of the space from which ourn are sampled, resulting in increased sparsity. Ifp far

exceedsn, as is usual in genomics, then this sparsity is such that robust inference is
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challenging. Statistical approaches in this area concern themselves with three main

approaches, feature selection, shrinkage (transformation) and extraction (Hastie

et al., 2009).

Feature Selection: These are approaches that seek to uncover a subset of the

predictors or features that are of relevance to the outcome variable(s). Ex-

amples include forward stepwise selection, where predictors are recursively

added to a model, and retained only if they improve model performance.

Feature Shrinkage: Shrinkage approaches are concerned with �tting a model

with all predictors whilst constraining coef�cient estimates. An example of

such an approach is ridge regression, which modi�es conventional regression

approaches (Section 1.3.4), that minimise residual sum of squares, to include

a shrinkage parameter, that penalises larger coef�cients. Although such

an approach improves model performance, its interpretation compared to

feature selection methods is challenging as the coef�cients of predictors are

still non-zero. This has lead to the development of alternative approaches

such as the lasso that perform shrinkage, allowing for zero coef�cient

estimates.

Feature Extraction: This �nal class of approaches seeks to transform the predic-

tors available in high dimensional datasets in order to derive a much smaller

number of features that provide useful summaries of any structure that may

be apparent within the data. In most cases, derived features consist of linear

combinations of the the original features, therefore reducing the number

of dimensions that need to be considered. One of the main approaches is

principal component analysis (PCA), which I discuss further in the next

section.

1.3.7 Principal component analysis (PCA)

ConsiderA a matrix ofn observations acrossp variables wherep >> n. In such

a situation, it is desirable to obtain a representation that summarisesA using a

reduced number of variables. PCA is one method that achieves this by concen-

trating the variance across allp into independent principal components using

eigen-decomposition of the covariance matrix,C = ATA. Eigen-decomposition is

the process of factorising a square diagonisable matrix, such asC into an orthogo-

nal set ofp eigenvectors,v, andp eigenvalues,l , such thatCv = l v. Thus,C or
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indeedA when applied to an eigenvector only shrinks or elongates the eigenvector

by the magnitude of the corresponding eigenvalue. These eigenvectors are linear

combinations of the original variables that are ordered by the amount of variance

they capture, the magnitude of which is captured by the corresponding eigenvalue.

This allows dimension reduction as we can select a subset of thep eigenvectors,

that capture a majority of the variance inA to take forward for analysis.

Fig. 1.5 Example of the principal component transformation of a simulated ma-
trix of random variablesX andY (n = 100). a) Y is a linear function ofX
(generative function shown as a grey dashed line) with added Gaussian noise,
ex;ey � N(0;0:3). The centre of the points,(x̄; ȳ), is marked in red. Points 99 and
18 are hilighted for illustrative purposes as these are the extreme deviates forX and
Y respectivelyb) Transformation shown as dashed lines to the �rst principal axis,
shown as a solid black line. The distance between the centroid and the projection
is the principal component score which is maximal for point 99.c) Transformation
to the second principal axis, here the score for point 18 is maximal.d) Biplot
showing the principal component scores for both principal axes (blue/red points
from b andc).
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Figure 1.5a illustrates this point, showing the simple case of a two-dimensional

projection of a set of points onto two possible principal component axes. Here,

matrix v, becomes the axes, for a new coordinate system or basis. To transformA

onto this new basis we computeAv, illustrated as dashed lines connecting original

points to the principal axes (bold lines) in Figure 1.5b (1st principal axis) and

Figure 1.5c (2nd principal axis).

For this simple case, we observe that there are two such principal axes or

components (as there are two variables), that have two notable relations to each

other. Firstly both axis share the same origin (x̄,ȳ), which leads to an alternative

viewpoint of PCA as an optimisation problem that seeks to �nd the set ofk

dimensions (wherek � p) that minimise the euclidean distance between a set

of points. The centroid can be thought of as the zeroth principal axis serving as

the origin linking allk dimensions. This constraint enforces the second notable

relation, that anyk is orthogonal to any otherk, such there is no shared variance

between anyk. As the total variance, the trace ofC, is constrained this means

that each subsequentk captures less variance than the previous. Indeedå l =

tr (C), wherel are elements of the vector of eigenvalues obtained from eigen-

decomposition ofC and it is this relation that allows us to compute the ratio

of variance explained by each principal axis. The distance of the projection

(blue/red points) on the principal axis (bold) from the centroid are the principal

component `scores' for each sample. We can plot these scores in a `biplot' (Figure

1.5d) to obtain a graphical summary of the sample, here PC1 and PC2 capture

approximately 60% and 40% of the total variance respectively.

In this case the PCA is for illustrative purposes only asn > p it has no bene�t

over a simple scatter plot. Careful thought needs to be given to how input variables

are scaled, for example if one variable is measured in metres and another in

kilometres then it will appear that the former has a higher variance. As PCA

optimises variance between variables this will unintentionally cause the variable

measured in metres to have a much greater effect on the basis generated. One

method to overcome this is to standardise the variables by mean-centring and

dividing through by the variance, thus performing PCA on the correlation rather

than variance-covariance matrix (i.e.C).

Whilst eigen-decomposition of the variance-covariance matrix,C is one

method of performing PCA, in practice it is computed through the singular value

decomposition ofA as detailed in Appendix C.1. This approach has multiple

bene�ts in that it does not require the computationally intensive calculation of the

variance-covariance matrix, and the loss in precision this can involve.
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1.4 Towards causal mechanisms in immune-mediated

disease

In the �rst section I described various high-throughput genomic methods that have

been developed to interrogate the context-speci�c mechanisms by which genes

can be regulated with a focus on chromatin organisation. I introduced GWAS and

related statistical approaches that have been used to identify regions of the genome

harbouring risk SNPs for common complex disease. Here, I expand (Section 1.2.5)

on the evidence that integrating GWAS data, both across related traits, and with

other sources of high-throughput data is essential to understanding the molecular

mechanisms that ultimately modulate complex disease risk. I propose that such

knowledge is useful as it could be used to augment or replace disease classi�cations

traditionally based on clinical phenotypes, with more mechanistic ones recognising

the blurred lines that often separate related diseases. For the purposes of this

thesis I concentrate on a smaller subset of related phenotypes, incorporating

autoin�ammatory and autoimmune diseases that I unify under the umbrella term

immune-mediated disease (IMD).

1.4.1 Epidemiology of immune-mediated disease

A key property of the adaptive immune system is the ability to recognise pathogens

from self-antigens. Dysregulation of this process results in damage to healthy

tissues, autoimmunity and auto-in�ammation. Currently, over 80 diseases have

been found to have an underlying immune-mediated pathogenesis, with approxi-

mately half presenting as rare diseases, de�ned as affecting 5 people or fewer in

10,000 (Hayter and Cook, 2012). The collective health burden of more common

IMDs such as type 1 diabetes (T1D), rheumatoid arthritis (RA), in�ammatory

bowel disease (IBD) and multiple sclerosis (MS) is high with approximately 7 - 9%

of the European population affected (Cooper et al., 2009). Although environment

is a contributing factor in disease susceptibility, the genetic heritability, de�ned

as the proportion of phenotypic variance (Section 1.3.1) attributable to genetic

variability, is also important, ranging from 0.39 in primary biliary cirrhosis (PBC)

to 0.9 in ankylosing spondylitis (AS) (Gutierrez-Arcelus et al., 2016).
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1.4.2 Genetics of of immune-mediated disease

It was in the early 1970's that a role for the human leukocyte antigen (HLA)

region was �rst suggested in ankylosing spondilitis (AS) (Brewerton et al., 1973),

and to this day the HLA-B27, class I association with this disease remains the

strongest HLA effect of all IMDs. Subsequent work identi�ed a role for the class II

HLA-DQb in modulating risk for T1D (Todd et al., 1987), and in the intervening

years associations across a majority of IMDs have been mapped to this region.

Such relationships provide signi�cant insight into putative disease processes given

that IMDs can be roughly dichotomised as having a predominantly class I or class

II disease association (Parkes et al., 2013). Class I HLA associated diseases, which

include psoriasis and AS, seldom share associated alleles and are predominantly

seronegative, that is they are not associated with speci�c auto-antibodies. In

contrast those characterised by associations in the class II HLA region, which

include T1D and systemic lupus erythematosus (SLE), often share risk alleles

but associate with speci�c auto-antibodies (e.g. anti-neutrophilic cytoplasmic

autoantibody for SLE) and are thus predominantly seropositive. Furthermore, such

seropositive disease are often found to have associations proximal to genes that

are the targets of their autoantibodies, for exampleINSin T1D (Bell et al., 1984)

and insulin auto-antibodies. In the intervening years with the advent of GWAS,

hundreds of regions of the genome have now been associated with one or more

IMDs, and detailed analysis supports a central role for both the adaptive and innate

immune system in IMD susceptibility, supported by a more limited number of

disease-speci�c loci. Such a wealth of new data has lead to a more systematic

analyses of whether associations are shared or distinct between distinct IMDs.

1.4.3 Immune-mediated diseases have both shared and distinct

genetic architectures

Evidence for co-morbidity between autoimmune and auto-in�ammatory diseases

has long been observed. For example, between 4 and 9% of individuals with

T1D are also affected by coeliac disease (CEL) (Somers et al., 2006) compared

to a general population incidence of 0.8% (Choung et al., 2017). In the era of

GWAS it has been possible to examine both genome-wide and locus speci�c

evidence for genetic overlap between immune-mediated diseases. An early study

examining whether a genetic overlap could be responsible for the co-morbidity

between T1D and CEL found evidence for overlap at 7 out of 28 regions showing
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association in either disease (Smyth et al., 2008). Interestingly, two of these

overlapping loci, located at 2q12 and 6q25, demonstrated opposing effects between

the two diseases. Following up on this, Cotsapas et al. (2011) found evidence for

pervasive sharing across seven immune-mediated diseases. These early studies

were limited by sample size and the genotyping platforms on which they were

constructed, which were conceived to cover, by exploiting linkage disequilibrium

in European populations, as much common variation as possible. Without denser

genotyping maps it was therefore dif�cult to elucidate trait-speci�c �ne scale

genetic architecture, and thus whether the overlap observed was due to the sharing

of causal variants or different variants in genomic proximity.

With this in mind a consortium of 11 immune disease mediated traits, pooled

both established and emerging associated regions, mining the developing 1000

Genomes resource (1000 Genomes Project Consortium et al., 2015), to obtain all

available variants observed with a minor allele frequency above 1% in European

populations local to known IMD associations. This compendium of approximately

186 densely genotyped regions, assaying approximately 200,000 SNPs, formed

the backbone for a new bespoke genotyping platform, the ImmunoChip, which

could be used to �ne map existing associations (Cortes and Brown, 2011) at an

unprecedented resolution.

This dense mapping, showed that although there was extensive sharing between

IMD risk loci as had been suggested by GWAS, the picture was more complex than

initially suggested (Parkes et al., 2013). Whilst associated ImmunoChip regions

were shared between diseases, a number exhibited opposing effects, conferring

risk in one disease but protection in another. Focusing on T1D, Onengut-Gumuscu

et al. (2015) collected summary statistics for an additional 15 IMDs that had

been analysed using the ImmunoChip platform into the ImmunoBase resource3.

Using an enrichment method that controlled for LD, they were able to robustly

demonstrate, within T1D-associated ImmunoChip regions, an enrichment pattern

that discriminated between antibody positive and negative diseases as previously

suggested (Parkes et al., 2013). Fortune et al. (2015) adapted a pre-existing

statistical colocalisation method,coloc(Giambartolomei et al., 2014), to show

robust evidence for the sharing of causal variants at over a third of the associated

regions analysed. However the picture of phenotypic and genetic sharing between

diseases is complex, for example Fortune et al. (2015), highlighted three regions,

associated with T1D but not with other autoimmune diseases, that instead showed

3https://www.immunobase.org
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overlap with type 2 diabetes. This observation has subsequently been extended to

�ve T1D/T2D regions where evidence suggests a shared causal variant (although

in one region opposing effects) by a more recent study (Aylward et al., 2018).

Even within IMD, shared genetic architecture is complex, for example psoriatic

arthritis and RA show relatively little genetic overlap even though treatment with

anti-TNF therapy is effective in both indications (Eyre et al., 2017). Understanding

such results biologically is hampered as whilst GWAS are effective at identifying

associated variants, elucidating the mechanism by which they act has proved far

more challenging.

1.4.4 Integrating functional genomics with GWAS

Having found convincing associations and assessed their overlap between diseases

for IMD densely mapped regions, it was clear that a majority of associated variants

existed outside of the regions of the genome coding for proteins, a theme common

to complex disease (1000 Genomes Project Consortium et al., 2015; Maurano

et al., 2012).

In a landmark paper Farh et al. (2015), developed PICS, an attempt to use

lead variants retrieved from the GWAS catalogue (MacArthur et al., 2017), in

combination with the 1000 genomes reference panel, to �ne map association

signals in the absence of dense genotyping information. They integrated these

results with empirically derived markers for active regulatory chromosome regions

across 33 cell types from the Epigenome Roadmap project (Roadmap Epigenomics

Consortium et al., 2015). This showed that candidate causal variants were en-

riched in a trait and cell type speci�c manner within such regulatory regions. For

example, putative causal variants for IMDs were enriched in lymphoid speci�c

regulatory regions, a result that was subsequently con�rmed in a study of T1D

using credible sets of SNPs (Section 1.3.5) derived from ImmunoChip dense

genotype data (Onengut-Gumuscu et al., 2015).

Although this integrative approach could be used to prioritise target cell types

and regulatory regions, this was offset against a growing understanding of the

complexity underlying cell type speci�c gene regulation. Importantly this reg-

ulatory complexity challenged the established doctrine of the prioritisation of

causal candidate genes through thead hoccombination of being physically located

with an associated region and having relevant biology (for speci�c examples see

Section 1.2.5).
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One systematic approach to link causal variants to their target genes is to

elucidate the genetic architecture underlying gene expression, through expression

quantitative trait locus (eQTL) studies. Guo et al. (2015) used a statistical method,

coloc(Giambartolomei et al., 2014), to look for colocalisation between eQTLs

identi�ed from a study of three primary immune cell types with GWAS summary

results for 10 immune-mediated traits tissues. Interestingly, they found only

limited overlap, describing convincing statistical colocalisation in only six genes.

A more recent study employing a Mendelian randomisation approach to connect

eQTL and GWAS studies also found limited evidence for colocalisation between

eQTLs (Zhu et al., 2016) within immune-mediated traits (Huang et al., 2017).

Such a lack of colocalisation within IMD, is most likely explained by the fact that

eQTL studies are expensive and technically demanding to carry out, limiting not

only sample size and thus power, but also the breadth of tissue contexts that can

be assayed. More recent studies are beginning to highlight the role of underlying

tissue contexts underlying IMD causal variant mechanisms (Alasoo et al., 2018;

Soskic et al., 2019).

The overarching conclusion of the integrative studies highlighted is that with-

out an understanding of the tissue context within which causal variants, identi�ed

through association studies, act, elucidation of underlying causal mechanisms is

challenging.

1.4.5 Towards a mechanistic taxonomy of immune-mediated

disease

Whilst, the systematic translation of GWAS results to causal mechanisms has

proved challenging, the distinct and shared genetic architectures between different

IMDs present an opportunity to organise diseases based on shared molecular

phenotypes. Indeed, medicine is to some extent, through the application of

diagnostic labels, a systematic categorisation of disease-causing phenotypes. In

the past this clustering of individuals sharing clinical features, and pathologies

has provided both insight into disease aetiology as well as the development of

evidence based treatment options (McCarthy, 2017). As a consequence many

diseases are currently classi�ed by their presentation, which in the case of IMDs,

is often a proxy for target destruction (e.g. T1D and insulin producing pancreatic

b-cells). However in previous sections I have described how, at least at a the level

of genetic risk, a more complex picture has emerged, such as in T1D where a

central role for adaptive immune system dysregulation interfaces with biological



1.5 Organisation of the thesis |31

pathways in�uencingb-cell function that are themselves shared with Type 2

diabetes. Such pervasive sharing between IMDs (Cotsapas et al., 2011; Fortune

et al., 2015; Gutierrez-Arcelus et al., 2016; Li et al., 2015; Parkes et al., 2013)

provides scienti�c support for a new taxonomy of IMDs such as that suggested over

a decade ago by McGonagle and McDermott (2006), that recognises that IMDs fall

on a spectrum that at its extremities separates auto-in�ammatory and autoimmune

diseases. However the further development of such a taxonomy depends on

�rst gaining a greater understanding of the underlying causal mechanisms and

pathways at work. Such an effort is already well underway, with much progress

being in made in the �ne-mapping of causal variants (Asimit et al., 2019; Huang

et al., 2017; Wallace et al., 2015; Wang et al., 2018), however as set out in the

previous section such information needs to be integrated with other sources of

genomic information, in order to suggest causal genes and tissues, critical for

uncovering disease mechanisms. Uncovering mechanism for individual causal

variants is only part of the story, as these then need to be integrated with existing

knowledge to identify biological pathways that might be shared across multiple

associated regions (Evangelou et al., 2014; Raychaudhuri et al., 2009; Rossin et al.,

2011; Võsa et al., 2018). This suggests that approaches at the causal variant scale,

as well as more holistic approaches that consider the full spectrum of IMD genetic

architectures, are likely to be syntergistic in attempts to develop a therapeutically

useful molecular taxonomy of disease aetiology.

1.5 Organisation of the thesis

In this thesis I develop novel methods and apply them to IMD genomic and

genetic datasets in order to better understand causal mechanisms and how at

the genome level these are shared and distinct between different diseases. In

chapters 2 and 3 I develop methods to integrate novel data on three dimensional

genome organisation with data from GWAS. These methods allow a data driven

prioritisation of putative causal genes and tissue contexts in which they operate. In

chapter 4 I develop a PCA dimension reduction technique to in order to summarise

the genetic relationships between ten IMDs using GWAS summary statistics

as input. Amongst other applications, I investigate whether such summaries

have utility in teasing apart the genetic architecture of a clinically heterogeneous

juvenile idiopathic arthritis (JIA) cohort, of modest sample size.
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1.6 Publications

During this thesis I have contributed to a number of publications which have

arisen either directly or indirectly from the work contained in this thesis. Where

applicable these are referenced in each relevant chapter, but I list them here for

completeness.

• Scho�eld, E. C., T. Carver, P. Achuthan, P. Freire-Pritchett, M. Spivakov,
J. A. Todd, andO. S. Burren (2016). CHiCP: a web-based tool for the
integrative and interactive visualization of promoter capture Hi-C datasets.
Bioinformatics 32(16), 2511–2513.
Initial concept, co-developed the software and wrote the paper.

• Javierre, B. M.* , O. S. Burren* , S. P. Wilder* , R. Kreuzhuber* , S. M. Hill* ,
S. Sewitz,J. Cairns, S. W. Wingett, C. Várnai, M. J. Thiecke, F. Burden, S.
Farrow, A. J.Cutler, K. Rehnström, K. Downes, L. Grassi, M. Kostadima,
P. Freire-Pritchett,F. Wang, BLUEPRINT Consortium, H. G. Stunnenberg,
J. A. Todd, D. R. Zerbino, O. Stegle, W. H. Ouwehand, M. Frontini, C.
Wallace, M. Spivakov, and P. Fraser (2016). Lineage-Speci�c Genome
Architecture Links Enhancers and Non-coding Disease Variants to Target
Gene Promoters.Cell 167(5),1369–1384.e19.
Method development and analysis described in Chapters 2 and 3, contributed
to writing the paper.

• Burren, O. S.* , A. Rubio García* , B.-M. Javierre* , D. B. Rainbow* , J.
Cairns, N. J.Cooper, J. J. Lambourne, E. Scho�eld, X. Castro Dopico, R.
C. Ferreira, R. Coulson, F. Burden, S. P. Rowlston, K. Downes, S. W.
Wingett, M. Frontini, W. H.Ouwehand, P. Fraser, M. Spivakov, J. A. Todd,
L. S. Wicker, A. J. Cutler,and C. Wallace (2017). Chromosome contacts
in activated T cells identify autoimmune disease candidate genes.Genome
Biology 18(1), 165.
Method development and analysis described in Chapters 2 and 3, co-wrote
the paper.

• Inshaw, J. R. J., A. J. Cutler,O. S. Burren, M. I. Stefana, and J. A. Todd
(2018). Approaches and advances in the genetic causes of autoimmune
disease and their implications.Nature Immunology 19(7), 674–684.
Performed analysis using methods detailed in Chapter 2 to prioritise type 1
diabetes candidate genes.

• Eijsbouts, C. Q.,O. S. Burren, P. J. Newcombe, and C. Wallace (2019,
January). Fine mapping chromatin contacts in capture Hi-C data.BMC
Genomics 20(1), 77.
This paper describes an alternative statistical method to CHiCAGO for
calling promoter interacting regions resulting in a posterior probability for
each interaction. I Investigated whether incorporation of these posterior
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probabilities with the method described in chapter 2 could improve candidate
gene prioritisation.

• Thaventhiran, J. E. D.* , H. L. Allen* , O. S. Burren* , J. H. R. Farmery, E.
Staples, Z. Zhang, W. Rae, D. Greene, I. Simeoni, J. Maimaris, C. Penkett,J.
Stephens, S. V. V. Deevi, A. Sanchis-Juan, N. S. Gleadall, M. J. Thomas,
R. B. Sargur, P. Gordins, H. E. Baxendale, M. Brown, P. Tuijnenburg, A.
Worth,S. Hanson, R. Linger, M. S. Buckland, P. J. Rayner-Matthews, K. C.
Gilmour, C. Samarghitean, S. L. Seneviratne, P. A. Lyons, D. M. Sansom,
A. G. Lynch, K. Megy, E. Ellinghaus, D. Ellinghaus, S. F. Jorgensen, T.
H. Karlsen, K. E.Stirrups, A. J. Cutler, D. S. Kumararatne, S. Savic, S. O.
Burns, T. W. Kuijpers, E. Turro, W. H. Ouwehand, A. J. Thrasher, and K. G.
C. Smith (2018). Whole Genome Sequencing of Primary Immunode�ciency
reveals a role for common and rare variants in coding and non-coding
sequences.bioRxiv(Under revision).
Performed analyses to elucidate novel causes of Primary Immunode�ciency
and co-wrote the paper.

* indicates equal contribution.





Chapter 2

Detecting tissue speci�c enrichment

of GWAS signals in PCHi-C data

2.1 Foreword

2.1.1 Chapter Summary

In this chapter I introduce a promoter capture Hi-C dataset (PCHi-C) covering 17

primary haematopoietic cell types (Javierre et al., 2016). I compile a compendium

of univariate GWAS summary statistics across 31 traits, proposing a simple LD

based method, Poor Man's Imputation (PMI), in order to impute missing data.

To assess whether the tissue and trait speci�c enrichment of GWAS associations

reported in the literature (Farh et al., 2015; Onengut-Gumuscu et al., 2015) can be

replicated using context speci�c PCHi-C annotations I develop a novel statistical

method,blockshifter, that takes into account the correlation inherent in both GWAS

and PCHi-C datasets. Through simulation I assessblockshifterperformance under

different assumptions and conditions. I conclude by presenting the results of the

application ofblockshifterto the GWAS compendium.

2.1.2 Attributions

Parts of the work presented in this chapter are included in Javierre et al. (2016)

and Burren et al. (2017) and were carried out collaboratively with Fraser, Spi-

vakov, Ouwehand and Diabetes and In�ammation Laboratories as part of the

BLUEPRINT/IHEC project (Stunnenberg and Hirst, 2016). Speci�cally:-

• Dr. Mattia Frontini and Dr. Tony Cutler supplied sorted primary cells.
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• Dr. Biola Marie-Javierre, under the supervison of Prof. Peter Fraser carried

out all promoter-capture Hi-C experiments.

• Dr. Steven Wingett carried out initial sequence data processing using the

HiCUP pipeline (Wingett et al., 2015).

• Dr. Jonathan Cairns and Dr. Mikhail Spivakov supplied PCHi-C chromatin

contact maps called using the CHiCAGO pipeline (Cairns et al., 2016).

• Dr. Chris Wallace helped with the conceptualisation of PMI,blockshifter

and simulation design.

2.1.3 Motivation

In chapter 1 I described how variants associated with common disease, are enriched

in non-coding regions of the genome with putative tissue speci�c gene regulatory

function, in a disease relevant manner. One mechanism for the action of such

regulatory regions is through the formation of physical chromatin interactions with

their target gene promoters. However, the overall relevance of such a mechanism to

underlying disease processes is currently unknown. One line of evidence for such

a contribution is through the demonstration of the enrichment of disease associated

variants in a tissue speci�c manner, using PCHi-C data. Most published GWAS

functional enrichment methods focus on allowing for local correlation structure

caused by LD. However, PCHi-C datasets contain signi�cant local structure that

must be taken into account. This motivated me to develop a novel statistical

method for examining GWAS enrichment in promoter interacting regions (PIRs)

that explicitly takes into account this structure, whilst also taking into account LD.

2.1.4 Software availability

PMI andblockshiftermethods described in this chapter are available from https:

//github.com/ollyburren/CHIGP andblockshiftersimulations are available from

https://github.com/ollyburren/blockshifter_simulations. Both are available under

GNU General Public License v3.0.

2.2 Background

Understanding the tissue context in which disease associated variants function can

provide important information for the design of follow up functional experiments.
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In Chaper 1, I touched on various analyses that integrate GWAS with tissue speci�c

genome annotations in order to prioritise relevant tissue contexts (Farh et al., 2015;

Maurano et al., 2012; Onengut-Gumuscu et al., 2015) which I expand upon here.

2.2.1 Gene set enrichment analysis inspired methods

Early software tools for analysing the enrichment of GWAS association signals in

speci�c functional annotations, built on methodologies such as gene set enrichment

analysis (GSEA) (Subramanian et al., 2005), developed to analyse high throughput

gene expression datasets. In the context of GWAS, a set of genes with some shared

functional annotation is selected, for example, those sharing a common Gene

Ontology (GO) term (Ashburner et al., 2000). Variants are then assigned to genes

on the basis of proximity, with the most signi�cant association within a �xed

genomic window surrounding a gene being taken forward for analysis (Wang et al.,

2007). This yields two sets of associationp-values; those mapping to genes in the

functional annotation to be assayed and the other mapping to a set of background

genes, that do not. In the example of Wang et al. (2007) the non-parametric

Kolmogorov-Smirnov test is then used to examine whether both sets of association

p-values are drawn from the same distribution, to infer enrichment. Recognising

the need to adjust for confounders such as gene size and LD, the procedure above

is repeated a number of times using a set of association statistics generated from

shuf�ing case/control assignment. This permutation step has drawbacks in that it

requires access to the underlying genotype data and is computationally intensive,

however it does allow the generation of a well speci�ed null distribution of test

statistics which is critical in order to suitably adjust the observed test statistic.

In order to remove the requirement of individual genotyping data, Liu et al.

(2010), used the publicly available HapMap reference genotype data set (Inter-

national HapMap Consortium et al., 2007) to de�ne local LD structure between

variants for approximately independent LD blocks. This LD across each block is

then used as the covariance matrix,S, for a multivariate normal (MVN) distribu-

tion, such thatZ � MVN(0;S), which can be used to rapidly generate summary

association statistics under the null hypothesis of no association. Such an approach

allows the generation, genome-wide, of a background distribution of summary

association statistics, that take into account local correlation structure due to LD.

This obviates the need for study-speci�c individual genotyping data, requiring

only summary association statistics for the trait of interest, for which enrichment

is to be assessed.
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Early efforts to characterise enrichment in speci�c classes of genome annota-

tions, whilst �nding plausible enrichment (Maurano et al., 2012), were challenging

to con�dently interpret. This was mainly due to the reliance on parametric en-

richment methodologies that were less robust to local interdependencies within

classes of genomic annotations. For example, the base composition of a genomic

region may correlate with empirical techniques, underlying an annotation, such as

ChIP-seq (Benjamini and Speed, 2012). Such phenomena introduce complicated

localised correlation structures within an annotation, that lead to an in�ation in

enrichment statistics generated if they are not explicitly accounted for.

Another limiting factor was that in order to increase trait coverage by us-

ing curated databases of robustly associated trait variants, such as the GWAS

catalogue (MacArthur et al., 2017), implicit thresholds were applied, as such

catalogues build on �ndings curated from the literature, rather than the full set of

GWAS summary statistics for a given trait. This thresholding not only precluded

the incorporation of potentially informative sub-genomewide results (Schork et al.,

2013), but also reduced resolution, and depending on the size distribution of anno-

tation classes being examined lead to challenges in non-biased variant assignment.

Another consideration of thresholding is ascertainment bias, or so called

winner's curse (Xiao and Boehnke, 2009). Letb be the natural logarithm of

the population odds ratio at a given SNP, andb̂ its sample estimate, it follows

thatE(b̂ ) = b, however when a threshold,a 0, is applied tob̂ we observe that

E(b̂ j j b̂ j > a 0) 6= b, herea 0is chosen such thata = 1� 2F
�

jb̂ j
s b̂

�
is the required

signi�cance threshold ( whereF is the integral of the pdf of the normal distribution

ands b̂ is the standard error of̂b ). This occurs in the context of an under powered

analysis where the effect size at the declared associated SNP will tend to be more

extreme by chance than its true value, conversely, truly associated SNPs, with

effect sizes less extreme by chance, will tend not to be declared associated.

Various methods for integrating GWAS with functional annotations that over-

come some of these inherent challenges have been suggested. These can roughly

be divided into three approaches, which I describe in detail in the following

sections.

2.2.2 Matched SNP sets methods

In a matching approach, SNPs in the functional annotation of interest are matched,

by various confounding characteristics (e.g. LD and allele frequency) to a control

set of SNPs, as exempli�ed by the GARFIELD software package (Iotchkova
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et al., 2019). GARFIELD takes as inputs all univariatep-values from a given

GWAS, these are then pruned, using LD information from a relevant reference

set of genotypes such thatr2 is less than 0.1 between variants within 1Mb of a

trait-associated variant. Functional genomic annotations are assigned to SNPs

based on either direct overlap of SNPs in the pruned list or overlap with those in

strong LD (r2 > 0:8).

As previously discussed, due to factors including gene length, minor allele

frequency and residual LD after pruning, the signi�cance of any enrichments calcu-

lated will be in�ated. To overcome this an empirical distribution of the enrichment

under the null hypothesis, that there is no enrichment, must be computed. To do

this GARFIELD repeats the steps described in the previous paragraph on random

sets of variants that have been matched to the true set by key metrics including

number of LD partners, distance to the closest transcriptional start site (TSS) and

minor allele frequency (MAF). Thus, by computing many of these matched null

enrichment statistics an empiricalp-value can be computed that is adjusted for

potential confounders.

2.2.3 Circularised permutation methods

Drawing on insight gained from the ENCODE project (ENCODE Project Consor-

tium et al., 2007), Bickel et al. (2010) rigorously described a `block subsampling

method' which can robustly assess the dependence of one genomic annotation

with another. The utility of such an approach, albeit in a simpler form was demon-

strated in the analysis of tissue speci�c gene expression within human regions of

differing levels of Neanderthal ancestry (Sankararaman et al., 2014). Trynka et al.

(2015) were the �rst to show that such an approach, exempli�ed in the GoShifter

software, could be used to overcome not only the non-random distribution of

genomic annotations with respect to each other, but also the correlation between

GWAS signals caused by LD.

In brief the method employed by GoShifter (Trynka et al., 2015), is composed

of three steps; Firstly, (Figure 2.1(a)) for a given SNP indexing an association,

all variants above a certain LD threshold (r2 > 0:8) are retrieved using a relevant

reference genotype set (e.g. 1000 Genomes (1000 Genomes Project Consortium

et al., 2015)). Secondly the proportion of annotations which overlap one or more of

these variants is computed. Finally the region encompassing all variants identi�ed

in initial step is circularised (Figure 2.1(b)). Random rotations of the circularised

region are then performed whilst keeping SNP position constant, preserving the
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Fig. 2.1 GoShifter method overview;a) SNPs in high LD with a SNP indexing
the association signal of interest are selected. SNPs overlapping the functional
annotation of interest are counted in order to compute an enrichment statistic.
b) In order to generate a null distribution of enrichment statistics, the LD block
de�ned by variants ina is circularised, such that the ends are joined.c) This
circularised block is then rotated, whilst keeping the positions of SNPs constant,
again counting those SNPs that overlap the functional annotation of interest. Step
c is repeated many times in order to generate the required null distribution of
enrichment statistics.

structure of both annotation and variant data (Figure 2.1(c)). For each of these

random shifts, the proportion of features overlapping variants is recomputed,

which is used to generate a set of empirically derived null statistics. An empirical

p-value can then be computed as the proportion of null statistics exceeding the

observed overlap proportion.

2.2.4 Statistical modelling methods

The �nal approach, exempli�ed byfgwas(Pickrell, 2014) and PAINTOR (Kichaev

et al., 2014), requires the speci�cation of a joint probability model of variant

association and annotation membership based on physical overlap. Whilst the

goal of this approach is enhanced �ne mapping a bi-product is computation of

annotation speci�c priors or weights that can be interpreted as an enrichment

statistic.

Taking thefgwasapproach as an example the likelihood is speci�ed as follows:

L (yjq) =
M=K

Õ
k= 1

 

Po
k (1� Pk) + Pk

k

å
i= 1

pikP1
ik

!

: (2.1)

HereK andM are parameters of the approach used to model LD, such that the

former represents the number of SNPs in a block and whilst the latter is the total

number of SNPs to be considered.P0
k is therefore the probability of the observed

association statistics (Dk) across a blockk under the assumption that there are
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