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Abstract. A strategy schedule allocates time to proof strategies that
are used in sequence in a theorem prover. We employ Bayesian statistics
to propose alternative sequences for the strategy schedule in each proof
attempt. Tested on the TPTP problem library, our method yields a time
saving of more than 50%. By extending this method to optimize the fixed
time allocations to each strategy, we obtain a notable increase in the
number of theorems proved.
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1 Introduction

Theorem provers have wide-ranging applications, including formal verification
of large mathematical proofs [9] and reasoning in knowledge-bases [37]. Thus,
improvements in provers that lead to more successful proofs, and savings in the
time taken to discover proofs, are desirable.

Automated theorem provers generate proofs by utilizing inference procedures
in combination with heuristic search. A specific configuration of a prover, which
may be specialized for a certain class of problems, is termed a strategy. Provers
such as E [27] can select from a portfolio of strategies to solve the goal theorem.
Furthermore, certain provers hedge their allocated proof time across a number of
proof strategies by use of a strategy schedule, which specifies a time allocation
for each strategy and the sequence in which they are used until one proves the
goal theorem. This method was pioneered in the Gandalf prover [33].

Prediction of the effectiveness of a strategy prior to a proof attempt is usually
intractable or undecidable [12]. A practical implementation must infer such a
prediction by tractable approximations. Therefore, machine learning methods
for strategy invention, selection and scheduling are actively researched. Machine
learning methods for strategy selection conditioned on the proof goal have shown
promising results [3]. Good results have also been reported for strategy synthesis
using machine learning [1]. Work on machine learning for algorithm portfolios
— which allocate resources to multiple solvers simultaneously — is also relevant
to strategy scheduling because of its similar goals. For this purpose, Silverthorn
and Miikkulainen propose latent class models [31] .
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In this work, we present a method for generating strategy schedules using
Bayesian learning with two primary goals: to reduce proving time or to prove
more theorems. We have evaluated this method for both purposes using iLeanCoP,
an intuitionistic first-order logic prover with a compact implementation and good
performance [18]. Intuitionistic logic is a non-standard form of first-order logic,
of which relatively little is known with regard to automation. It is of interest
in theoretical computer science and philosophy of mathematics [7]. Among
intuitionistic provers, iLeanCoP is seen as impressive and is able to prove a
sufficient number of theorems in our benchmarks for significance testing. Its core
is implemented in around thirty lines of Prolog; such simplicity adds clarity to
interpretations of our results. Our method was benchmarked on the Thousands
of Problems for Theorem Provers (TPTP) problem library [32], in which we
are able to save more than 50% on proof time when aiming for the former goal.
Towards the latter goal, we are able to prove notably more theorems.

Our two primary, complementary, contributions presented here are: first, a
Bayesian machine learning model for strategy scheduling; and second, engineered
features for use in that model. The text below is organized as follows. In Section 2,
we introduce preliminary material used subsequently to construct a machine
learning model for strategy scheduling, described in Sections 3–7. The data
used to train and evaluate this model are described in Section 8, followed by
experiments, results and conclusions in Sections 9–12.

2 Distribution of Permutations

We model a strategy schedule using a vector of strategies, and thus all schedules
are permutations of the same.

Definition 1 (Permutation). Let M ∈ N. A permutation π ∈ NM is a vector
of indices, with πi ∈ {1, . . . ,M} and ∀i ̸= j : πi ̸= πj, representing a reordering
of the components of an M -dimensional vector s to [sπ1 , sπ2 , . . . , sπM

]
⊺.

In this text, vector-valued variables, such as π above, are in boldface, which
must change when they are indexed, like π1 for example. For probabilistic
modelling of schedules represented using permutations, we use the Plakett-Luce
model [14,21] to define a parametric probability distribution over permutations.

Definition 2 (Plakett-Luce distribution). The Plakett-Luce distribution
Perm(λ) with parameter λ ∈ RM

>0, has support over permutations of indices
{1, . . . ,M}. For permutation Π distributed as Perm(λ),

Pr(Π = π;λ) =

M∏
j=1

λπj∑M
u=j λπu

.

In latter sections, we use the parameter λ to assign an abstract ‘score’ to
strategies when modelling distributions over schedules. This score is particularly
useful due to the following theorem.
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Theorem 1. Let π∗ be a mode of the distribution Perm(λ), that is

π∗ = argmax
π

Pr(π;λ).

Then, λπ∗
1
⩾ λπ∗

2
⩾ λπ∗

3
⩾ . . . ⩾ λπ∗

M
.

Thus, assuming λ is a vector of the score of each strategy, the highest probability
permutation indexes the strategies in decreasing order of scores. Conversely, the
highest probability permutation can be obtained efficiently by sorting the indices
of λ with respect to their corresponding values in decreasing order. Cao et al. [4]
have presented a proof of Theorem 1, and Cheng et al. [5] have discussed some
further interesting details.

Example 1. Let λ = [1, 9]
⊺, π(1) = [1, 2]

⊺ and π(2) = [2, 1]
⊺. Then,

Pr(Π = π(1);λ) =
λ
π

(1)
1

λ
π

(1)
1

+ λ
π

(1)
2

·
λ
π

(1)
2

λ
π

(1)
2

=
1

1 + 9
· 9
9
=

1

10
.

Similarly, Pr(Π = π(2);λ) = 9/10. ⊓⊔

Theorem 2. Perm(cλ) = Perm(λ), for any scalar constant c > 0.

In other words, the Plakett-Luce distribution is invariant to the scale of the
parameter vector.

Lemma 1. Perm(exp(λ+ c)) = Perm(exp(λ)), for any scalar constant c ∈ R.

Lemma 1 follows from Theorem 2, and shows the same distribution is translation
invariant if the parameter is exponentiated. Cao et al. [4] give proofs of both.

3 A Maximum Likelihood Model

We model a strategy schedule as a ranking of known strategies, where each
strategy is constructed by a parameter setting and time allocation. A ranking
therein is a permutation of strategies, with each strategy retaining its time
allocation irrespective of the ordering. We construct, in this section, a model for
inference of such permutations that is linear in the parameters.

Suppose we have a repository of N theorems which we test against each of
our M known strategies to build a data-set D = {(π(i),x(i))}Ni=1, where π(i)

is a desirable ordering of strategies for theorem i and x(i) is a feature vector
representation of the theorem. In Section 9, we detail how we instantiated D for
our experiments, which serves as an example for any other implementation. We
assume that π(i) has Plakett-Luce distribution conditioned on x(i) such that

Pr(π;x,ω) = Perm(Λ(x,ω)), (1)

where ω is a parameter the model must learn and Λ(·) is a vector-valued function
of range RM

>0. We use the notation Λ(·)i to index into the value of Λ(·). We
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represent our prover strategies with feature vectors {d(j)}Mj=1. To calculate the
score of strategy j using Λ(·)j , we specify

Λ(x(i),ω)j = exp (ϕ(x(i),d(j))
⊺
ω) (2)

to ensure that the scores are positive valued, where ϕ is a suitable basis expansion
function. Assuming the data is i.i.d, the likelihood of the parameter vector is
given by

L(ω) = p(D;ω) =

N∏
i=1

Pr(π(i);Λ(x(i),ω)). (3)

An ω̂ that maximizes this likelihood can then be used to forecast the distri-
bution over permutations for a new theorem x∗ by evaluating Perm(Λ(x∗, ω̂))
for all permutations. This would incur factorial complexity; however, we are
often only interested in the most likely permutation, which can be retrieved in
polynomial time. Specifically for strategy scheduling the permutation with the
highest predicted probability should reflect the orderings in the data. For this
purpose, we use Theorem 1 to find the highest probability permutation π∗ by
sorting the values of {Λ(x∗, ω̂)j}

M

j=1
in descending order.

Remark 1. A method named ListNet designed to rank documents for search
queries using the Plakett-Luce distribution is evaluated by Cao et al [4]. Their
evaluation uses a linear basis expansion. We can derive a similar construction in
our model by setting

ϕ(x(i),d(j)) = [x(i)⊺,d(j)⊺]
⊺
. (4)

Remark 2. The likelihood in Equation (3) can be maximized by minimizing
the negative log likelihood ℓ(ω) = − logL(ω), which (as shown by Schäfer
and Hüllermeier [26]) is convex and therefore can be minimized using gradient-
based methods. The minima may, however, be unidentifiable due to translation
invariance, as demonstrated by Lemma 1. This problem is eliminated in our
Bayesian model by the use of a Gaussian prior, as explained in Section 4.

Example 2. Let there be N = 2 theorems and M = 2 strategies. Let the theorems
and strategies be characterized by univariate values such that x(1) = 1, x(2) = 2,
d(1) = 1 and d(2) = 2.
Suppose strategy d(1) is ideal for theorem x(1) and strategy d(2)

for x(2), as shown on the right, where a + indicates the preferred
strategy.

d(1) d(2)

x(1) + −
x(2) − +

This is evidently an example of a parity problem [34], and hence cannot
be modelled by a simple linear expansion using the basis function mentioned
in Remark 1. A solution in this instance is to use

ϕ(x(i), d(j)) = x(i) · d(j).

The parameter ω is then one-dimensional, and the required training data takes
the form D = {([1, 2]⊺, 1), ([2, 1]⊺, 2)}. We find that L(w) is convex, with maxima
at ω̂ = 0.42 as shown in figure 1. ⊓⊔
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ω̂ = 0.42
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Fig. 1: The likelihood function in Example 2.

4 Bayesian Inference

We place a Gaussian prior distribution on the parameter ω of the model described
in Section 3. This has two advantages: first, the posterior mode is identifiable, as
noted by Johnson et al. [11] and demonstrated in Example 3 on page 7; second,
the parameter is regularized. With this prior specified as the normal distribution

ω ∼ N (m0,S0), (5)

and assuming π is independent of D given (x,ω), the posterior predictive distri-
bution is

p(π|x∗,D) =

∫
p(π|x∗,ω)p(ω|D)dω,

which may be approximated by sampling from the posterior,

ωs ∼ p(ω|D), (6)

to obtain

p(π|x∗,D) ≈ 1

S

S∑
s=1

p(π|x∗,ωs). (7)

Given a new theorem x∗, to find the permutation of strategies with the highest
probability of success, using the approximation above would require its evaluation
for every permutation of π. This process incurs factorial complexity. We instead
make a Bayes point approximation [16] using the mean values of the samples
such that,

p(π|x∗,D) ≈ p(π|x∗, ⟨ωs⟩) using eq. (7)
= Pr(π|Λ(x∗, ⟨ωs⟩)) using eq. (1),

where ⟨·⟩ denotes mean value. The mean of the Plakett-Luce parameter for
Bayesian inference has been used in prior work [8] to obtain good results. Fur-
thermore, using that, the highest probability permutation can be obtained by
using Theorem 1, thereby incurring only the cost of sorting the items. This saving
is substantial when generating a strategy schedule, because it saves on prediction
time, which is important for the following reason.
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Algorithm 1 Metropolis-Hastings Algorithm
Suppose we have generated samples {ω(1), . . . ,ω(i)} from the target distribution p.
Generate ω(i+1) as follows.
1: Generate candidate value ω̇ ∼ q(ω(i)), where q is the proposal distribution.
2: Evaluate r ≡ r(ω(i), ω̇) where

r(x, y) = min

{
p(y)

p(x)

q(x|y)
q(y|x) , 1

}
.

3: Set

ω(i+1) =

{
ω̇ with probability r

ω(i) with probability 1− r.

Remark 3. While benchmarking and in typical use, a prover is allocated a fixed
amount of time for a proof attempt, and any time taken to predict a strategy
schedule must be accounted for within this allocation. Time taken for this
prediction is time taken away from the prover itself which could have been
invested in the proof search. Therefore, it is essential to minimize schedule
prediction time. It is particularly wise to favour a saving in prediction time at
the cost of model optimization and training time.

Remark 4. In our implementation we set m0 = 0. This has the effect of priori-
tizing smaller weights ω in the posterior. Furthermore, we set S0 = ηI, η ∈ R,
where I is the identity matrix. Consequently, the hyperparameter η controls the
strength of the prior, since the entropy of the Gaussian prior scales linearly by
log |S0|.

Remark 5. A specialization of the Plakett-Luce distribution using the Thursto-
nian interpretation admits a Gamma distribution conjugate prior [8]. That,
however, is unavailable to our model when parametrized as shown in Equa-
tion (1).

5 Sampling

We use the Markov chain Monte Carlo (MCMC) Metropolis-Hastings algo-
rithm [38] to generate samples from the posterior distribution. In MCMC sam-
pling, one constructs a Markov chain whose stationary distribution matches the
target distribution p. For the Metropolis-Hastings algorithm, stated in Algo-
rithm 1, this chain is constructed using a proposal distribution y|x ∼ q, where q
is set to a distribution that can be conveniently sampled from.

Note that while calculating r in Algorithm 1, the normalization constant of
the target density p cancels out. This is to our advantage; to generate samples
ωs from the posterior, which is, by Equation (3) and Equation (5),

p(ω|D) ∝ p(D|ω)p(ω)

= L(ω)N (m0,S0), (8)
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the posterior only needs to be computed in this unnormalized form.
In this work, we choose a random walk proposal of the form

q(ω′|ω) = N (ω′|ω, Σq), (9)

and tune Σq for efficient sampling simulation. We start the simulation at a local
mode ω̂, and set N (ω̂, Σq) to approximate the local curvature of the posterior at
that point using methods by Rossi [25]. Specifically, our procedure for computing
Σq is as follows.

1. First, writing the posterior from Equation (8) as

p(ω|D) =
1

Z
e−E(ω),

where Z is the normalization constant, we have

E(ω) = − logL(ω)− logN (m0,S0). (10)

We find a local mode ω̂ by optimizing E(ω) using a gradient-based method.
2. Then, using a Laplace approximation [2], we approximate the posterior in

the locality of this mode to

N (ω̂, H−1), where H = ∇∇E(ω)|ω̂
is the Hessian matrix of E(ω) evaluated at that local mode.

3. Finally, we set
Σq = s2H−1

in Equation (9), where s is used to tune all the length scales. We set this
value to s2 = 2.38 based on the results by Roberts and Rosenthal [24].

Remark 6. When calculating r in Algorithm 1 during sampling, to evaluate the
unnormalized posterior at any point ωs we compute it from Equation (10) as
exp(−E(ωs)) — it is therefore the only form in which the posterior needs to be
coded in the implementation.

Example 3 (Gaussian Prior). To demonstrate the effect of using a Gaussian
prior, we build upon Example 2, with the data taking the form

D = {([1, 2]⊺, 1), ([2, 1]⊺, 2)}.

We perform basis expansion as explained in Section 6 with prior parameter
η = 1.0, kernel σ = 0.1 and ς = 2 centres. Thus, the model parameter is

ω = [ω1, ω2]
⊺
, ω ∈ R2.

The unnormalized negative log posterior E(ω1, ω2), as defined in Equation (10), is
shown in Figure 2b; and the negative log likelihood ℓ(ω1, ω2) = − logL(ω1, ω2) as
mentioned in Remark 2, is shown in Figure 2a. Note the contrast in the shape of
the two surfaces. The minimum is along the top-right portion in Figure 2a, which
is flat and leads to an unidentifiable point estimate, whereas in Figure 2b, the
minimum is in a narrow region near the centre. The Gaussian prior, in informal
terms, has lifted the surface up, with an effect that increases in proportion to
the distance from the origin. ⊓⊔
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Fig. 2: Comparison of the shape of the likelihood and the posterior functions.

6 Basis Expansion

Example 2 shows how the linear expansion in Remark 1 is ineffective even in
very simple problem instances. The maximum likelihood bilinear model presented
by Schäfer and Hüllermeier [26] is related to our model defined in Section 2
with the basis performing the Kronecker (tensor) product ϕ(x, d) = x⊗ d. Their
results show such an expansion produces a competitive model, but falls behind
in comparison to their non-linear model.

To model non-linear interactions between theorems and strategies, we use a
Gaussian kernel for the basis expansion.

Definition 3 (Gaussian kernel). A Gaussian kernel κ is defined by

κ(y, z) = exp

(
−∥y − z∥2

2σ2

)
, for σ > 0.

The Gaussian kernel κ(y, z) effectively represents the inner product of y and
z in a Hilbert space whose bandwidth is controlled by σ. Smaller values of σ
correspond to a higher bandwidth, more flexible, inner product space. Larger
values of σ will reduce the kernel to a constant function, as detailed in [30].
For our ranking model, we must tune σ to balance between over-fitting and
under-performance.

We use the Gaussian kernel for basis expansion by setting

ϕ(x,d) =
[
κ
(
[x⊺,d⊺]

⊺
, c(1)

)
, . . . , κ

(
[x⊺,d⊺]

⊺
, c(C)

)]⊺
,

where {c(i)}Ci=1 is a collection of centres. By choosing centres to be themselves
composed of theorems x(.) and strategies d(.), such that c(.) = [x(.)⊺,d(.)⊺]

⊺
, the

basis expansion above represents each data item with a non-linear inner product
against other known items.

To find the relevant subset of D from which centres should be formed, we
follow the method described in the steps below.
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1. Initially, we set the collection of centres to every possible centre. That is, for
N theorems and M strategies, we produce a centre for every combination of
the two, thereby producing C = N ·M centres.

2. Next, we use ϕ to expand every centre to produce the C × C matrix Γ such
that

Γi,j = ϕ(c(i))j = κ(c(i), c(j)).

3. Then, we generate a vector γ such that γi represents a score for centre c(i).
Since each centre is a combination of a theorem and a strategy, we set the
score to signify how well the strategy performs for that theorem, as detailed
in Remark 7 below.

4. Finally, we use Automatic Relevance Determination (ARD) [17] with Γ as
input and γ as the response variable. The result is a weight assignment to
each centre to signify its relevance. The highest absolute-weighted ς centres
are chosen, where ς is a parameter which decides the total number of centres.

This method is inspired by the procedure used in Relevance Vector Machines [35]
for a similar purpose.

Remark 7 (score). For a strategy that succeeds in proving a theorem, the score
for the pair is the fraction of the time allocation left unconsumed by the prover.
For an unsuccessful strategy-theorem combination, we set the score to a value
close to zero.

Remark 8 (ς). The parameter ς is another tunable parameter which, in similar
fashion to the parameter σ earlier in this section, controls the model complexity
introduced by the basis expansion. Both variables must be tuned together.

7 Model Selection and Time Allocations

From Remark 8, ς and σ are hyperparameters that control the complexity
introduced into our model through the Gaussian basis expansion; and Remark 4
introduces η, the hyperparameter that controls the strength of the prior. The final
model is selected by tuning them. Tuning must aim to avoid overfitting to the
training data; and to maximize, during testing, either the savings in proof-search
time or the number of theorems proved. However, we do not have a closed-form
expression relating these parameters to this aim, thus any combination of the
parameters can be judged only by testing them.

In this work we have used Bayesian optimization [29] to optimize these
hyperparameters. Bayesian optimization is a black-box parameter optimization
method that attempts to search for a global optimum within the scope of a set
resource budget. It models the optimization target as a user-specified objective
function, which maps from the parameter space to a loss metric. This model of
the objective function is constructed using Gaussian Process (GP) regression [22],
using data generated by repeatedly testing the objective function.

Our specified objective function maps from the hyperparameters (ς, σ, η) to a
loss metric ξ. We use cross-validation within the training data while calculating ξ
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to penalize hyperparameters that over-fit. Hyperparameters are tuned at training
time only, after which they are fixed for subsequent testing. The final test set is
never used for any hyperparameter optimization.

In the method presented thus far we are only permuting strategies with fixed
time allocations to build a sequence for a strategy schedule. In this setting, the
number of theorems proved cannot change, but the time taken to prove theorems
can be reduced. Therefore, with this aim, a useful metric for ξ is the total time
taken by the theorem prover to prove the theorems in the cross-validation test
set.

However, we can take further advantage of the hyperparameter tuning phase
to additionally tune the times allocated to each strategy, by treating these times
as hyperparameters. Therefore, for each strategy d(i) we create a hyperparameter
ν(i) ∈ (0, 1) which sets the proportion of the proof time allocated to that strategy.
We can then optimize our model to maximize the number of theorems proved; a
count of the remaining theorems is then a viable metric for ξ. Note that once the
ν(·) are set, time allocation for d(i) is fixed to ν(i), irrespective of its order in the
strategy schedule.

Remark 9. Our results include two types of experiment:

– one where the time allocations for each strategy are set to the defaults shipped
with our reference theorem prover, and so we optimize for saving proof time;
and

– another wherein we allocate time to each strategy during the hyperparameter
tuning phase, and so we optimize for proving the maximum number of
theorems.

8 Training Data and Feature Extraction

Our chosen theorem prover, iLeanCoP, is shipped with a fixed strategy schedule
consisting of 5 strategies. It splits the allocated proof time across the first four
strategies by 2%, 60%, 20% and 10%. However, only the first strategy is complete
and therefore usually expected to take up its entire time allocation. The remaining
strategies are incomplete, and may exit early on failure. Therefore, the fifth and
final strategy, which we refer to as the fallback strategy, is allocated all the
remaining time.

Emulating iLeanCop. We have constructed a dataset by attempting to prove
every theorem in our problem library using each of these strategies individually.
With this information, the result of any proof attempt can be calculated by
emulating the behaviour of iLeanCoP. This is how we evaluate the predicted
schedules — we emulate a proof attempt by iLeanCoP using that schedule for
each theorem in the test set. For a faithful emulation of the fallback strategy, it
is always attempted last, and therefore any new schedule is only a permutation
of the first four strategies. Our experiments allocate a time of 600 seconds per
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theorem. The dataset is built to ensure that, within this proof time, any such
strategy permutation can be emulated. We kept a timeout of 1200s per strategy
per theorem when building the dataset, which is more than sufficient for current
experiments and gives us headroom for future experiments with longer proof
times.

Strategy Features. Each strategy in iLeanCoP consists of a time allocation
and parameter settings; the parameters are described by Otten [19]. We use a
one-hot encoding feature representation for strategies based on the parameter
setting as shown in Table 1. Another feature noting the completeness of each
strategy is also shown. Another feature (not shown in the table) contains the time
allocated to each strategy. Note the fallback strategy is used in prover emulation
but not in the schedule prediction.

Table 1: Features of the four main strategies.

Strategy
Parameter

Completenessdef scut cut comp(7) conj

def,scut,cut,comp(7) 1 1 1 1 0 1
def,scut,cut 1 1 1 0 0 0
conj,scut,cut 0 1 1 0 1 0
def,conj,cut 1 0 1 0 1 0

Theorem Features. The TPTP problem library contains a large, comprehensive
collection of theorems and is designed for testing automated theorem provers.
The problems are taken from a range of domains such as Logic Calculi, Algebra,
Software Verification, Biology and Philosophy, and presented in multiple logical
forms. For iLeanCoP, we select the subset in first-order form, denoted there as
FOF. In version 7.1.0, there are 8157 such problems covering 43 domains. Each
problem consists of a set of formulae and a goal theorem. The problems are of
varying sizes. For example, the problem named HWV134+1 from the Hardware
Verification domain contains 128975 formulae, whilst SET703+4 from the Set
Theory domain contains only 12.

We have constructed a dataset containing features extracted from the first-
order logic problems in TPTP (see Appendix A). Here, we describe how those
features were developed.

In deployment, a prover using our method to generate strategy schedules
would have to extract features from the goal theorem at the beginning of a
proof attempt. To minimize the computational overhead of feature extraction, in
keeping with our goal noted in Remark 3, we use features that can be collected
when the theorem is parsed by the prover. The collection of features developed
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in this work is based on the authors’ prior experience, and later we will briefly
examine the quality of each feature to discard the uninformative ones. We extract
the following features, which are all considered candidates for the subsequent
feature selection process.

Symbol Counts: A count of the logical connectives and quantifiers. We extract
one feature per symbol by tracking lexical symbols encountered while parsing.

Quantifier Rank: The maximum depth of nesting of quantifiers.
Quantifier Count: A count of the number of quantifiers.
Mean and Maximum Function Arity: Obtained by keeping track of func-

tions during parsing.
Number of Functions: A count of the number of functions.
Quantifier Alternations: A count of the number of times the quantifiers flip

between the existential and universal. When calculated by examining only the
sequence of lexical symbols, the count may be inaccurate. An accurate count
is obtained by tracking negations during parsing while collecting quantifiers.
We extract both as candidates.

Feature Selection and Pre-processing. We examine the degree of association
between the individual theorem features described above and the speed with
which the strategies solve each theorem; for this we use the Maximal Information
Coefficient (MIC) measure [23]. For every theorem we calculate the score, as
defined in Remark 7, averaged over all strategies. This score is paired with each
feature to calculate its MIC. Most lexical symbols achieve an MIC close to zero.
We selected the features with relatively high MIC for the presented work, and
these are shown in Figure 3.

Symbol ∧
Mean Function Arity

Number of Quantifiers
Symbol ∀
Symbol =

Number of Functions
Symbol ⇒
Symbol ¬
Symbol ∨
Symbol ̸=
Symbol ⇔
Symbol ∃

Quantifier Alternations (with negations)
Quantifier Alternations

Quantifier Rank
Maximum Function Arity

0.00 0.05 0.10 0.15 0.20
MIC of mean score

T
he

or
em

Fe
at

ur
e

Fig. 3: MIC between selected features and scores.

The two features based on quantifier alternations are clearly correlated, but
both meet the above criterion for selection. Correlations can also be expected
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between the other features. Furthermore, our features range over different scales.
For example, the maximal function arity in TPTP averages 2, whereas the number
of predicate symbols averages 2097. It is desirable to remove these correlations to
alleviate any burden on the subsequent modelling phase, and to standardize the
features to zero mean and unit variance to create a feature space with similar
length-scales in all dimensions. The former is achieved by decorrelation, the latter
by standardization, and both together by a sphering transformation. We transform
our extracted features as such using Zero-phase Component Analysis (ZCA),
which ensures the transformed data is as close as possible to the original [6].

Coverage. As mentioned above, we run iLeanCoP on every first-order theorem
in TPTP with each strategy allocated 1200 seconds. Although every theorem in
intuitionistic logic also holds for classical logic, the converse does not hold. For
that reason and because of the limitations of iLeanCoP, many theorems remain
unproved by any strategy. We exclude these theorems from our experiments,
leaving us with a data-set of 2240 theorems.

9 Experiments

We present two experiments in this work, as noted in Remark 9. In this section,
we describe our experimental apparatus in detail.

As noted in Section 8, our data contains:

– N = 2240 theorems that are usable in our experiments;
– five strategies, of which M = 4 are used to build strategy schedules since one

is a fallback strategy; and
– features x(i) of theorems where i ∈ [1, N ] and features d(j) of strategies where
j ∈ [1,M ].

This data needs to be presented to our model for training in the form of
D = {(π(i),x(i))}Ni=1, as described in Section 3. Since the two experiments have
slightly different goals, we specialize D according to each.

When aiming to predict schedules that minimize the time taken to prove
theorems, a natural value for π(i) is the index order that sorts strategies in
increasing amounts of time taken to prove theorem i. However, some strategies
may fail to prove theorem i within their time allocation. In that case, we consider
the failed strategies equally bad and place them last in the ordering in π(i).
Furthermore, we create additional items (π′(i),x(i)) in D, by permuting the
positions of the failed strategies in π(i) to create multiple π′(i).

When the goal is only to prove more theorems, the strategies that succeed
are all considered equally ranked above the failed strategies. In this mode, the
successful strategies are similarly permuted in the data, in addition to those that
failed.

In each experiment, a random one-third of the N theorems are separated
into a holdout test set Ṅ , leaving behind a training set N̈ . This training set
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is first used for hyperparameter tuning using BO. As explained in Section 7,
each hyperparameter combination is tested with five-fold cross-validation within
N̈ , to penalize instances that overfit to N̈ . This results in estimated optimum
values for the hyperparameters. These are used to set the model, which is then
trained on N̈ and then finally evaluated on Ṅ . The whole process is repeated
ten times with new random splits Ṅ and N̈ to create one set of ten results for
that experiment.

10 Results

Each experiment, repeated ten times, is conducted in two phases: first, hyperpa-
rameter optimization; and second, model training and evaluation. The bounds
on the search space in the first phase were always the same (see Appendix A).
The holdout test set contained 747 theorems. A proof time of 600s was emulated.

10.1 Experiment 1: Optimizing Proof Attempt Time

The results are shown in Figure 4. The total prediction time for all 747 theorems,
averaged across the trials, is 0.14s.

The times across proof attempts are not normally distributed, for both the
unmodified iLeanCoP schedule and the predicted ones, as confirmed by a Jarque-
Bera test. Therefore, we used the right-tailed Wilcoxon signed-rank test for a
pair-wise comparison of the times taken for each theorem by the original schedule
in iLeanCoP versus the predicted schedules, resulting in a p-value of less than
10−6 in each trial, confirming the alternate hypothesis that the reduction in time
taken to prove each theorem comes from a distribution with median greater than
zero. This confirms that the time savings are statistically significant. Furthermore,
we note from Figure 4 a saving of more than 50% in the total proof-time in each
trial.
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10.2 Experiment 2: Proving More Theorems

We set our hyperparameter search to find time allocations for strategies. The
resulting predicted schedules have gains and losses when compared to the original
schedule, as shown in the four facets of Figure 5. However, there is a consistent
gain in the number of theorems proved and a gain of five theorems on average,
evident from the mean values in (†) and (‡).
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11 Related Work

Prior work on machine learning for algorithm selection, such as that introduced
by Leyton-Brown et al. [13], is a precursor to our work. In that topic, the machine
learning methods must perform the task of selecting a good algorithm from within
a portfolio to solve the given problem instance. Typically, as was the case in the
work by Leyton-Brown et al. [13], the learning methods predict the runtime of all
algorithms, and then pick the fastest predicted one. This line of enquiry has been
extended to select algorithms for SMT solvers — a recent example is MachSMT
by Scott et al. [28]. The machine learning models in MachSMT are trained by
considering all the portfolio members in pairs for each problem in the training
set. This method is called pairwise ranking, which contrasts from our method,
called list-wise ranking, in which we consider the full list of portfolio members all
together.

In terms of the machine learning task, the work on scheduling solvers bears
greater similarity to our presented work. In MedleySolver, for example, Pim-
palkhare et al. [20] frame this task as a multi-armed bandit problem. They predict
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a sequence of solvers as well as the time allocation for each to generate schedules
for the goal problems. MedleySolver is able to solve more problems than any
individual solver would on its own.

With an approach that contrasts with ours, Hůla et al. [10] have made use of
Graph Neural Networks (GNNs) for solver scheduling. They produce a regression
model to predict, for the given problem, the runtime of all the solvers; which
is used as the key to sort the solvers in increasing order of predicted runtime
to build a schedule. This is an example of point-wise ranking. The authors use
GNNs to automatically discover features for machine learning. They combine
this feature extraction with training of the regression model. They achieve an
increase in the number of problems solved as well as a reduction in the total proof
time. Meanwhile, our use of manual feature engineering combined with statistical
methods for selection and normalization has certain advantages. For one, we
can analyse our features and derive a subjective interpretation of their efficacy.
Additionally, our features effectively impart our domain knowledge onto the model.
Such domain knowledge may not be available in the data itself. Manual feature
engineering such as ours can be combined with automatic feature extraction to
reap the benefits of both.

12 Conclusions

We have presented a method to specialize, for the given goal theorem, the sequence
of strategies in the schedule used in each proof attempt. A Bayesian machine
learning model is trained in this method using data generated by testing the
prover of interest. When evaluated with the iLeanCoP prover using the TPTP
library as a benchmark, our results show a significant reduction in the time taken
to prove theorems. For theorems that are successfully proved, the average time
saving is above 50%. The prediction time is on average low enough to have a
negligible impact on the resources subtracted from the proof search itself.

We also extend this method to optimize time allocations to each strategy.
In this setting, our results show a notable increase in the number of theorems
proved.

This work shows, by example, that Bayesian machine learning models designed
specifically to augment heuristics in theorem provers, with detailed consideration
of the computational compromises required in this setting, can deliver substantial
improvements.

A Implementation, Code and Data

This work is implemented primarily in Matlab [36]. All experiments can be
reproduced using the code, data and instructions available at [15]. The hyper-
parameter search space in all experiments was restricted to ς ∈ [10, 300], σ ∈
[0.01, 100.0] and η ∈ [1, 100].
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